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Abstract

In this paper, we used SQuAD 2.0 dataset and built several end-to-end systems
to perform automated question answering base on the given context. We built
a question answering system that improved the Bi-Directional Attention Flow
(BiDAF) baseline on SQuAD 2.0 using Non-PCE models. Our main approach
is an end-to-end learning architecture based on QANet, a transformer model [1]
that leverages self-attention mechanisms. We also investigated how feature-based
methods such as DrQA perform compared to end-to-end learning, and if adding
manual features can improve prediction performance on BiDAF. We explored
multiple variants of QANet, and our best model achieved test EM of 61.88 and F1
of 65.71 on the test set.

1 Introduction
Question-Answering (QA) system is one of the essential natural language processing (NLP) tasks,
with wide applications in the development of language-related artificial intelligence systems such
as search engines and robot chat. Recent years have witnessed tremendous progress in automating
question answering thanks to the development of end-to-end deep learning architectures and the
availability of massive datasets. In this paper, we built our question answering system using the
Stanford Question Answering Dataset (SQuAD), a reading comprehension dataset that evaluates a
system’s ability to answer reading comprehension questions given a context passage. It consists of
questions posed by crowdworkers on a set of Wikipedia articles, where the answer to every question
is a segment of text, or span, from the corresponding reading passage [2]. SQuAD 2.0 builds upon
1.0 in that it includes unanswerable questions, making the task more challenging for introducing
distracting or partially false sentences.

The Transformer model has recently become the building block of many state-of-the-art models in
NLP. Prior to its introduction in 2017, QA models were primarily based on recurrent neural networks
(RNNs), which are often slow to train due to their recurrent nature [3]. Through leveraging attention
mechanisms only, the Transformer is able to remove recurrence entirely and supports parallelization
for faster computation. In our project, we implemented QANet, a transformer-based model using
self-attention. We experimented with different modifications to examine if they changed training
outcomes. In addition to end-to-end learning, we also explored the application of feature engineering
in QA models. Using the ideas in the DrQA paper [4], we added features such as exact match
and aligned question embedding to the baseline model and compared their performances. We also
implemented the original DrQA model.

2 Related Work
The baseline used a Bidirectional Attention Flow (BiDAF) model that makes use of a bi-directional
attention flow mechanism to obtain a query-aware context representation without early summarization.
[5].

The DrQA system proposed by Chen et al.[2017] [4] tackles the problem of open-domain question
answering and develops a strong question answering system. DrQA proposes bigram hashing and
TF-IDF matching to efficiently retrieve articles corresponding to the question and detect answers in
the given article. The Document Reader model introduced in DrQA reaches state-of-the-art results on
a very competitive SQuAD benchmark in 2017. Meanwhile, one of the most important contributions
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of DrQA to machine comprehension is proposing feature engineering methods as a novel solution to
boost prediction performance.

Transformer[6] demonstrates that a simple network structure based only on attention mechanisms
can have a good performance on machine translation tasks. QANet[7] incorporates convolution with
the attention mechanisms introduced in Transformer. It is shown that QANet achieves equivalent
accuracy to recurrent structures, while it is much faster in inference on question answering tasks.

3 Approach

3.1 BiDAF + Character Embedding

Our first improvement is adding character embedding to the BiDAF baseline provided in the starter
code. The character encoder allows the model to represent words based on characters (morphological
structures), which is a great addition to the context-based word embeddings. We first extracted the
raw character vectors for each character of a word in a given sequence. Then we applied a 1d CNN
with a kernel size of 5 and max-pooled over the CNN outputs to obtain a fixed-size embedding for
each word. After a dropout layer, we concatenated word, and character embeddings projected them
to the specified hidden size and passed them through a two-layer highway network. We used hidden
size = 100, the final dimension of our input embedding.

3.2 BiDAF + Self-Attention

We adapted self-attention in Transformer paper[6] to BiDAF to capture temporal information of the
contextual representations. Our detailed implementation of multi-head self-attention with head equal
to 4 is described in section 3.4.1. We added a self-attention layer after the modeling layer and applied
a residual connection between the self-attention layer and the output layer. Namely, the output of the
self-attention layer is x+ selfattention(x), where x is the output of the modeling layer. We also
applied layer dropout after the self-attention layer with probability 0.1 dropping out self-attention
layer to avoid overfitting.

3.3 BiDAF + Manual Features

Inspired by feature engineering methods adopted in the DrQA paper, we added manual features to
our baseline model to see if it brings improvements to end-to-end learning. We implemented two
approaches:

1. aligned question embedding trained on both word and character embeddings.
On a high level, aligned question embedding for each context token is a combination of the
question embedding weighted by the similarities between the context token and question
token embedding. The exact mathematical details will be outlined in the 2 section. In our
implementation, we calculated the similarity score using the embedding trained on both
words and characters and concatenated the aligned question embedding to the input layer.
Then we passed them through a highway encoder. The aligned question embedding adds
soft alignments between similar but non-identical words (e.g., car and vehicle).

2. exact match features and aligned question embedding trained on word embedding only.
For each context token, we also added three binary features that evaluate whether there is a
direct, lower case or lemmatized token match in the questions. In this implementation, we
calculated the aligned question embedding using only word vectors (same as the original
DrQA implementation). In the end, we concatenated all the embeddings and passed them
through a highway encoder.

3.4 QANet

Unlike many Q&A models based on RNNs with attention, QANet uses only convolutions and self-
attention, where convolution models local interactions and self-attention models global interactions.
In our implementation, we follow the original QANet architecture [7] closely, which is consisted of 5
layers, input embedding, embedding encoder, Context-Query Attention, model encoder, and output
layers. As shown in figure 1, the encoder block is one of the major components of QANet and is used
in embedding encoder and model encoder. We will first give an overview of our implementation of
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Figure 1: QANet architecture (left) Encoder Block (right)[7]

the encoder block and then introduce the five layers. In our work, we implement QANet by ourselves,
except that we adapt the implementation of positional encoding from a open-source repository[8].

3.4.1 Encoder Block

As shown in figure 1, Encoder block is a stack of three types of residual sublayers, preceded by an
addition of positional embedding. The output of each sub-layer is LayerNorm(x+ Sublayer(x)),
where Sublayer(x) is the function implemented by the sublayer, x + Sublayer(x) is a residual
connection between two sublayers, and layernorm(.) is the layer normalization function[9]. The
three sublayers are convolution layer, self attention layer and feed forward layer.

1. Positional Embedding. Since QANet model does not contain recurrence, in order for the
model to make use of the order of the sequence, positional embedding is added to use the
information about the relative or absolute position of the tokens in the sequence[6].In our
work, we use sine and cosine functions of different frequencies:

PE(pos, 2i) = sin(pos/100002i/dmodel)

PE(pos, 2i+ 1) = cos(pos/100002i/dmodel)

, where pos is the position and i is the dimension. Such embedding might allow QANet to
learn the relative postions[6].

2. Muti-Head Self-Attention. We make three copies of input and treat them as query, key
and value respectively. We first linearly project the queries, keys and values h times with
different, learned linear projections. The ith head is caculated as[6]:

Headi = Attention(QWQ
i ,KW

K
i , V WV

i )

, where projection parameter matrices WQ
i ∈ Rdmodel×dk , WK

i ∈ Rdmodel×dk , WV
i ∈

Rdmodel×dv , and function Attention is defined as

Attention(Q,K, V ) = softmax(
QKT

dk
)V

There heads are concatenated and once again projected, resulting in the final values
MultiHead(Q,K, V ) = Concat(head1, ..., headh)W

O

, where WO ∈ Rhdv×dmodel Multi-head attention allows the model to jointly attend to
information from different representation subspaces at different positions[6]. In our work,
we employ h = 4 parallel attention layers. For each of these we use dk = dv = dmodel/h =
128/4 = 32

3



3. Position-wise Feed-Forward Networks. A fully connected feed-forward network is applied to
each position separately and identically. This sublayer consists of two linear transformations
with a ReLU activation in between, which can be shown as

FFN(x) = max(0, x×W1 + b1)W2 + b2
We implemented it as two convolutions with kernel size 1. The dimensionality of input and
output is dmodel = 128, and the inner-layer has dimensionality 4× dmodel.

Next, we will describe our implementation of the five layers of QANet.

3.4.2 Input Embedding Layer

We used pre-trained Glove[10] word embedding with dimension equal to 300 and dropout rate 0.1.
Then we applied a 1d char-CNN with a kernel size of 5, dropout rate 0.05, and max-pooling layer to
learn 200-dimensional char embedding for each word. The two embeddings are concatenated and
passed through a projection layer with hidden size 128 and a two-layer highway network[11].

3.4.3 Embedding Encoder

This layer is composed of one encoder block with four convolutional sublayers. The kernel size for
all convolution layers is 7. The number of filters is dmodel = 128. We use a separate encoder block
for context and query.

3.4.4 Context-Query Attention Layer

As described in default project handout, we first computed the similarities between each pair of
context and query words as matrix S ∈ Rn×m, and then applied softmax function to each row
getting a matrix S1, and to each column to getting matrix S2. The similarity function used here is the
trilinear function f(q; c) = W0[q, c, q � c] (Seo et al., 2016)[5]. Then the context-to-query attention is
computed as A = S1Q̇

T ∈ Rn×d. The query-to-context attention B = S1.S
T
2 .C

T

3.4.5 Model Encoder Layer:

The input of this layer is context C and attention matrices A and B. We fed them through a model
encoder layer with 7 stacked encoder blocks. For these 7 encoder blocks, each block has 2 convolu-
tional layers. We repeated the stacked encoder blocks 3 times with shared weights. The output of this
layer are 3 output matrices M0;M1;M2.

3.4.6 Output layer:

We applied softmax function to matrices M0 and M1 to predict the start of an answer, while applied
softmax to matrices M0 and M2 to predict the end of an answer.

pstart = softmax(W1[M0;M1])

pend = softmax(W2[M0;M2])

The loss function is defined as the sum of cross-entropy between predicted start/end and true start/end
for each training example.

3.5 DrQA

DrQA provides a document reader model that does not rely on pre-trained contextual embeddings,
and the model has a simple architecture yet still yields good results. The model highly depends on
the effectiveness of feature engineering, which offers fresh perspectives on boosting QA performance.
Document Reader model consists of three layers: paragraph encoding, question encoding, and
prediction layer. The encoding process leverages bidirectional LSTMs with manual features added
[4]. The model is summarized in figure 2:

3.5.1 Paragraph encoding

Word tokens pi in a paragraph p are represented as a sequence of feature vectors p̃, which are
comprised of the following parts.
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Figure 2: DrQA architecture [4]

1. Word embedding: femb(pi) = E(pi).
We use pre-trained 300-dimensional Glove word embedding. While keeping most of the
word embedding fixed, we choose to fine tune 1000 most frequent question words, since
the representation of question words may indicate what kind of answer the system should
provide.

2. Exact match: fexact_match(pi) = I(pi ∈ q)
Exact match indicates whether a paragraph word pi can be exactly matched to one question
word in question q, either in its original, lowercase or lemma form.

3. Token features: ftoken(pi)= (POS(pi), NER(pi), TF (pi)).
These three features can reflect some properties of token pi in its context:

(a) POS: part of speech (marking up a token in a text as corresponding to a particular part
of speech, based on both its definition and its context)

(b) NER: named entity recognition tags (locate and classify named entity mentioned in
unstructured text into pre-defined categories such as person names, organizations, etc.
We find in total 50 named entities in the dataset SQuAD 2.0)

(c) TF: normalized term frequency (take number of times a given token appears within a
search index and normalize the number by the length of the search context).

4. Aligned question embedding: falign(pi)=
∑

j ai,jE(qj)
The attention score ai,j captures the similarity between paragraph tokens and question words
through question-to-context and context-to-question attention, and is computed by the dot
products between nonlinear mappings of word embeddings:

ai,j =
exp(α(E(pi)) · α(E(qj)))∑
j′ exp(α(E(pi)) · α(E(qj′)))

α(·) is a single dense layer with ReLu nonlinearity.
This feature adds soft alignments between similar but non-identical words, which provides
additional information for the model.

3.5.2 Question encoding

We apply a LSTM on top of the Glove embedding of question words qi, and combine the resulting
hidden units into one single vector q. We compute q =

∑
j bjqj where bj encodes the importance of

each question word:

bj =
exp(w · qj)∑
j′ exp(w · qj′)
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3.5.3 Prediction layer

We train two classifiers independently for predicting two ends of the span. The similarity of encoded-
word tokens and question vector is captured by a bi-linear term and compute the probabilities of each
token to be the start and end of the answer as:

Pstart(i) ∝ exp(piWsq)

Pend(i) ∝ exp(piWeq)

We set the maximum length of answer to be 15, which indicates that we choose the best span from
token i to token i’ such that i ≤ i′ ≤ i + 15 and Pstart(i) × Pend(i) is maximized. We use the
exponential without normalization and take argmax over all considered paragraph spans for our final
prediction.

The loss function is defined as the sum of cross-entropy between predicted start-end index pairs and
true index pairs for each training example.

4 Experiments

4.1 Data and Evaluation Method

We used the SQuAD 2.0 dataset provided by the default project. We measured our model performance
via two metrics: F1 score and Exactly Match (EM) score, which are the same metrics used by SQuAD
2.0 leaderboard.

4.2 Experiment details

BiDAF + Character Embedding We used the default configurations specified by the starter code.
The learning rate is 0.5, the hidden size is 100, the dropout rate is 0.2 across all layers, and we used
an AdaDelta optimizer. The GloVe embedding is of dimension 300, and character embedding size
is set to 200 (using the same embedding size as in the QANet paper). The dimension of the final
input embedding is 100. As shown in the result section, the addition of character embedding yields
significant improvement.

QANet We implemented QANet with parameters specified in the original paper[3]. We performed
optimization using ADAM with β1 = 0.8, β2 = 0.999, ε = 107. We used inverse exponential
learning rate warmup for 1000 steps up to 1e-3 and remained constant for the remainder of the
training. We also applied an Exponential Moving Average on the parameters with a decay rate of
0.9999. We used kernel sizes of 7 and 5 for the CNNs in the embedding encoder layer and model
encoder layer, respectively. We set the number of filters to be our hidden size of 128. We tried 8 heads
in multi-head self-attention, 7 encoder blocks in the model encoder layer. However, since the original
architecture was trained with much greater computation power, we have to make modifications to the
model to fit into our GPU memory. We reduce the batch size to 16 and tried heads equal to 1,2,4,
respectively. It took about 30 hours to run 30 epochs on a VM.

DrQA We re-implemented DrQA based on a simplified and more efficient implementation provided
by hitvoice [12]. The model was trained for 40 epochs with a batch size of 32. The drop out rates for
embedding, document encoder, and question encoder is all set to be 0.4. We set our hidden size to be
128. The model employs Adamax as its optimizer. We tried to train the model either with or without
no answer training questions, and it shows that only keeping the data that had answers improves the
experimental results.

4.3 Results

The results of our experiments are presented in the following table (results tested on dev dataset).

5 Analysis

5.1 Training Performance

We will first look at the training performance of the models and comment on how different models
behave during the training process.
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Model EM F1
BiDAF Baseline 57.49 61.12

BiDAF + Char Embedding 61.45 65.03
BiDAF + Self-Attention 61.23 64.73

BiDAF + Aligned Question Embedding 60.06 63.16
BiDAF + Aligned Question Embedding + Exact Match 59.59 63.44

QANet (1 head) 64.53 68.15
QANet (2 heads) 65.03 68.58
QANet (4 heads) 64.73 68.22

DrQA DocReader (w/o No Answer) 59.52 79.03
Test Leaderboard 61.877 65.708

Figure 3: Training Progress on BiDAF Models: (Orange) BiDAF Baseline, (Red) BiDAF + Character
Embedding, (Green) BiDAF + Aligned Question Embedding, (Gray) BiDAF + Aligned Question
Embedding + Exact Match

We notice that for BiDAF with character embeddings, F1 and EM scores initially dip and then
increase as NLL decreases. The training process overall looks reasonable. BiDAF, with manual
features, in contrast, does not exhibit the same dipping pattern. However, the models did overfit
later into the training process. We observe that for BiDAF with exact match, the dev loss goes up as
training loss keeps decreasing. Since we used the same training parameters for all BiDAF models, we
suspect that feature engineering leads to overfitting in SQuAD 2.0. One possible explanation is that
using exact match features produces wrong answers for unanswerable questions, and such pattern is
further exacerbated in the training process.

QANet training processes look very reasonable. EM and F1 do not decrease much at the initial
stage, and they steadily increase as training iteration increases. All QANet implementations lead to
significantly better results than BiDAF models.
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Figure 4: Training Progress on QANet models: (Orange) BiDAF Baseline, (Pink) QANet 1 head,
(Red) QANet 2 heads, (Blue) QANet 4 heads

5.2 Error Analysis

For error analysis, we chose to compare the performance of BiDAF with manual features and QANet.
For both models, we observed two types of typical errors.

1. Wrong answer for unanswerable questions
Question: How many non-Muslims are in Greater London?
Context: Greater London has over 900,000 Muslims, (most of the South Asian origins
and concentrated in the East London boroughs of Newham, Tower Hamlets, and Waltham
Forest), and among them are some with a strong Islamist outlook ...
Answer: N/A
Prediction: 900,000

2. Right answer but incomplete/excessive coverage
Question: What is the Chinese name for the Yuan dynasty?
Context: The Yuan dynasty (Chinese: ; pinyin: Yuán Cháo), officially the Great Yuan
(Chinese: ; pinyin: Dà Yuán; Mongolian: Yehe Yuan Ulus[a]), was the empire or ruling
dynasty of China established by Kublai Khan ...
Answer: Yuán Cháo
Prediction: pinyin: Yuán Cháo

6 Conclusion
In this project, we implemented several end-to-end models to perform automated question answering
for SQuAD 2.0 dataset. We walked through the implementations of BiDAF with different embedding
and word features, DrQA system, and QANet.

Including character embedding has a significant effect on improving the performance of our BiDAF
baseline model. In this case, the help of character embedding is even greater than that of self attention.
Meanwhile, the features introduced in DrQA (aligned question embedding and exact match) are not
as effective as character embedding.

Experiment results suggest that QANet outperform BiDAF. When testing the model with a different
number of headers in multi-head self attention, the model of 2 heads have better F1 and EM results
than the models of 1 and 4 heads. Our best model achieves EM 65.03, F1 68.58.
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