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Abstract

Many seemingly successful question answering (QA) systems fail against simple
adversarial inputs, such as syntactically similar sentences about different topics,
demonstrating a lack of true language understanding. Investigating what makes
QA systems more successful against adversarial input can help make NLP systems
more successful overall. We implement an iterative output layer for a BiDAF-based
model and a QANet-based model, achieving modest gains on both non-adversarial
and adversarial datasets with the former. We also describe a method to extend
existing adversarial datasets generated based on SQuAD 1.1, to become more
representative of SQuAD 2.0.

1 Introduction

Question answering (QA) is an important task in natural language processing, as a proxy for text
comprehension ability with applications in areas such as web searching. Despite advances in
performance on various large QA datasets, seemingly successful QA models may still have a limited
underlying understanding of language.

The Stanford Question Answering Dataset (SQuAD 1.1) is a focused reading comprehension dataset
consisting of paragraphs taken from Wikipedia articles ("contexts"), and human-written questions that
are answerable with a span of text from the corresponding context. By mid-2017, several models had
begun to approach human performance on the initial SQuAD dataset by automated metrics. However,
Jia et al. demonstrated that these models still struggled with true comprehension: they answered
incorrectly much more frequently than humans on adversarial data, such as appending a sentence to
the context that is syntactically similar to the question but not semantically related.[1]

SQuAD 2.0, a dataset that extends SQuAD 1.1, attempts to address this issue by adding unanswerable
questions, which do not have a corresponding answer span in the context.[2] Models must therefore
also learn the ability to abstain from answering despite the presence of a plausible answer in the
context paragraph. Nevertheless, improving QA model sensitivity and robustness against adversarial
data remains a challenging and interesting problem, as models’ performance against these examples
can help to demonstrate how well they truly understand language.

In order to investigate performance on adversarial SQuAD 2.0, we extend the provided BiDAF
baseline with an iterative output layer and implement a QANet-based model with the same iterative
output layer, observing improvements on both non-adversarial and adversarial datasets from the
former. We discuss patterns in the results of these architectures on adversarial data. We also augment
existing adversarial datasets to increase similarity to SQuAD 2.0 data.
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2 Related Work

2.1 Adversarial QA

Jia et al. introduced adversarial examples for QA models. Against adversarial data generated from
the SQuAD 1.1 dataset, F1 scores dropped significantly for the 16 models the authors tested, whereas
human performance was not significantly diminished. [1]

Specifically, they proposed four adversaries — AddSent, AddOneSent, AddAny, and AddCommon —
which take in context-question-answer trios and return new trios with altered contexts, not changing
the questions and answers. To preserve the meaning of the original contexts and therefore the original
answers, these altered contexts were generated by appending distracting text to the original contexts,
rather than permuting sentences within the context. Text was added to the end in order to avoid
possibly breaking coreference links. [1]

AddSent transforms the question into a sentence, alters named entities and other words such that the
resulting sentence is syntactically similar to the original question but does not answer it, and appends
the resulting grammatically correct sentence. AddOneSent adds a random sentence from AddSent to
each context. [1]

AddAny chooses a sequence of English words to add without regard to grammatical correctness or
semantic meaning; it repeatedly queries a given model and adds the sequence that minimizes its
expected performance. AddCommon is similar to AddAny, but its output is limited to a set of 1,000
common English words. [1] Similarly, Wallace et al. explore "universal adversarial triggers" for QA,
or sequences of tokens that result in the same incorrect output when appended to any context in a
given dataset. In our work, we consider the datasets generated by AddSent and AddOneSent due to
their public availability and previous use as benchmarks for adversarial QA. [3]

Jia et al. note that these adversaries target model over-stability. These QA models answer incorrectly
because they consider the semantically distinct distractor text to be the same as text that genuinely
answers the question. In comparison, models in the vision domain are over-sensitive to adversarial
data: they answer incorrectly because they consider semantically identical images, such as images
with a small amount of imperceptible noise added, to be different. [1] Along similar lines, Mudrakarta
et al. analyzed AddSent performance from a white-box perspective and observed that more successful
attacks retained words that received high "attribution" from the model or changed words that received
low "attribution," i.e. contribution to the probability of the model’s prediction of a specific answer. [4]

2.2 Related approaches

The models relevant to our approach are the Bi-Directional Attention Flow (BiDAF) network [5],
Dynamic Coattention Network (DCN) [6], and QANet[7].

2.2.1 BiDAF

The BiDAF network includes (1) a character embedding layer mapping words to vectors using a
CNN, (2) a word embedding layer using pre-trained word embeddings, which are refined using a
highway layer, and (3) an embedding encoder using LSTMs that models interactions between words.
These three layers all take in both the context paragraph and the question.

The combined representations of the context and question are taken in by (4) an attention mechanism
with both context-to-question attention and question-to-context attention, (5) a modeling layer that
scans and encodes the question-aware representation of the context, and (6) a simple output layer that
applies a linear layer to the attention and modeling layers to produce two probability distributions
over the words in the context, to compute the start and end of the answer span. Seo et al. note that
this output layer is specific to the application of question answering, and a different output layer can
be used in, for example, cloze testing without changing the other elements of the model architecture.

2.2.2 DCN

Similarly to BiDAF, the DCN uses a word embedding layer and LSTMs to encode representations
of the context and the question, as well as an attention mechanism that attends to both the context
and the question, creating a co-dependent representation the authors call the coattention encoding.
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Unlike BiDAF, DCN uses an iterative output layer, the Dynamic Decoder, that alternates between
predicting the start and the end of the answer span. For each iteration up to a fixed number, the
decoder’s state is updated based on the coattention encoding of the previous start and end positions,
and it estimates new start and end positions. This approach is intended to work better in contexts
with multiple promising answer spans, as it gives the model the chance to successfully disregard the
incorrect spans.

2.2.3 QANet

QANet also has an analogous high-level structure to BiDAF, with a similar word and character
embedding layer, context-question attention layer, and output layer. In contrast to BiDAF, QANet’s
embedding encoder and modeling encoder layers use stacked Encoder Blocks, which use only
convolution and self-attention, forgoing RNNs. Yu et al. found that this feed-forward approach
performs much faster on SQuAD with comparable results to recurrent models, allowing for training
with more data and thereby improved performance.

3 Approach

3.1 BiDAF baseline

We used the provided BiDAF model as a baseline measure. Unlike the paper proposing BiDAF, the
model’s embedding layer used only the pretrained word embeddings, without character embeddings,
so that it could be extended as discussed in section 3.2. Seo et al.’s ablation study of the original
BiDAF model demonstrated that a lack of character embeddings does not significantly hinder the
performance of the model, with a drop in F1 of about 2 points. [5]

3.2 Dynamic Decoder output layer

To extend the baseline model, we replaced the output layer with an iterative output layer that we
implemented, which is based on the Dynamic Decoder used in the DCN. [6] Rather than predicting
the start and end pointers once and independently of each other, this layer iteratively estimates the
start and end pointers using its previous estimates. As a result, the model is able to recover from local
maxima corresponding to incorrect answer spans. [6] This approach is hypothesized to be helpful
against both adversarial input and SQuAD 2.0 unanswerable questions, where the plausible answer
span must be ignored in favor of the "no answer" prediction.

More specifically, the DCN uses a question-aware encoding of the context U , which corresponds to
the output of the modeling layer in BiDAF in our implementation, with the kth word in the context
being represented by a vector uk. In the ith iteration, the Dynamic Decoder feeds usi−1

and uei−1
,

the encoded representations of the words at the predicted start and end indices si−1 and ei−1 from
the previous iteration, into an LSTM cell. [6]

Hstart, a network of three linear layers using Maxout along with a highway connection, is used to
predict the next start and end indices. This network takes in the resulting hidden state hi, with size l,
as well as the modeling output and the predictions from the previous iteration. The network calculates
a start score αk for each context word k as follows: [6]

r = tanh(W (proj)[hi;usi−1
;uei−1

]) ∈ Rl

m
(1)
t = max(W (1)[ut; r] + b(1)) ∈ Rl

m
(2)
t = max(W (2)m

(1)
t + b(2)) ∈ Rl

αk = Hstart(uk, hi, usi−1
, uei−1

) = max(W (3)[highway(m(1)
t );m

(2)
t ] + b(2)) ∈ R1

βk are computed similarly using Hend, which has the same architecture as Hstart but uses different
parameters. The new predicted start and end indices si and ei are the indices of the maximum values
in (α1, α2, . . . ) and (β1, β2, . . . ). This prediction process continues until a set maximum number
of iterations is reached, or the model’s predictions do not change between iterations. [6] While this
computation is written as unbatched, the model computes it in batches.

Due to the similarity in the DCN’s high-level structure to BiDAF, the previous layers in the baseline
model did not have to be altered in order to accommodate the new output layer.
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3.3 QANet Encoder Block

The DCN-augmented model performed better than the baseline but trained slower, as discussed further
in section 4. Because QANet speeds up the encoding by using only convolution and self-attention,
we reimplemented the QANet architecture, while replacing the output layer of QANet with the same
Dynamic Decoder output layer as outlined above.

Specifically, each Encoder Block consists of a number of convolution layers, a multi-headed self-
attention layer, and a feed-forward layer, with residual connections between each layer. We do not
implement the positional encoding at the start of each block described in Yu et al. [7]

3.4 Unanswerable example generation

In order to increase similarity to SQuAD 2.0, which includes about one-third unanswerable examples,
we generated unanswerable context-question pairs from the provided adversarial datasets. [2] The
benefit of adding these unanswerable examples to the adversarial dataset is to test that the model is
correctly able to predict "no answer," as the adversarial SQuAD dataset was generated on SQuAD 1.1
and does not include unanswerable examples.

Of note is that the AvNA on the original adversarial data is higher than on the dev set, indicating
that the model is more successful in classifying questions as answerable, but when the adversarial
datasets are augmented with these generated unanswerable examples, the AvNA drops closer to the
dev AvNA, as shown in Table 1.

To create these unanswerable context-question pairs, all sentences containing ground truth answer
spans were removed from an answerable example generated by AddSent or AddOneSent. Intuitively,
this process removes all mention of answers from the context, rendering the original question very
likely unanswerable. Each context in the resulting data still contains the adversarial sentence added
by the original adversary, which functions as the "plausible answer" for these unanswerable questions.
We refer to these augmented datasets as AddSent+ and AddOneSent+.

This data generation process is completely automated and results in grammatical context passages
similar to SQuAD 2.0 unanswerable questions, but the downside is that the resulting passage might
become very short if ground truth answer spans from multiple different sentences were given, or the
semantics of the passage may be altered.

We also experimented with adding random unanswerable questions from the dev set to the adversarial
datasets. However, the BiDAF baseline model performed better against this dataset than the ordinary
adversarial or extended adversarial datasets, indicating that it is less effective as an adversary, as
shown in Table 1.

Dataset EM F1 AvNA
Dev 56.7 60.5 67.8

AddSent 36.4 40.6 74.7
AddSent with Dev Unanswerables 37.8 42.5 74.6

AddSent+ 35.0 39.1 67.3
AddOneSent 45.0 49.5 75.6

AddOneSent with Dev Unanswerables 45.8 50.8 76.9
AddOneSent+ 43.1 47.4 70.1

Table 1: Results of the BiDAF baseline trained on SQuAD 2.0 on various validation datasets. The
most successful adversary is AddSent+, a combination of AddSent and generated unanswerable
questions.

4 Experiments

4.1 Data

We used the course train, dev, and test sets for training and non-adversarial evaluation. For adversarial
validation, we used the public SQuAD 1.1 adversaries AddSent and AddOneSent, augmented as
described in section 3.4. [1]
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4.2 Evaluation method

Automated EM (exact match) and F1 scores on the non-adversarial and adversarial datasets were used
in evaluation for comparison with existing benchmarks. AvNA (Answer vs. No Answer), the percent
of examples that a model correctly categorizes as answerable or unanswerable, was also examined.

4.3 Experimental details

For all models, the loss function was the sum of the cross-entropy loss for the start and end of the span.
We used GloVe pretrained word embeddings instead of learning word embeddings, the Adadelta
optimizer, and the default/provided hyperparameters.

We trained the provided baseline BiDAF model on the SQuAD 2.0 training set for 30 epochs and
evaluated it on adversarial datasets as a baseline measure. In addition, we trained various versions
of BiDAF + DD, the model augmented with the Dynamic Decoder output layer, for 30 epochs. We
trained one model with a maximum of 2 output iterations and one with a maximum of 4 output
iterations, and we also varied the maximum number of output iterations at test time.

We trained the QANet + DD model using the recommended configuration of encoder blocks in Yu et
al., but we found that this model still ran 3-5 times slower than the BiDAF + DD models. The speed
of BiDAF + DD models could not be recreated through decreasing the number of stacked Encoder
Blocks in each encoding layer, the number of attention heads in the attention layer of the Encoder
Block, or the number of iterations of the output layer in QANet + DD models. This slow training
speed posed a problem for other groups attempting to reimplement QANet, as well.

Moreover, the QANet + DD models seemingly began to overfit at around 1 million iterations, with the
loss function on the dev set beginning to increase, and performed much worse than even the baseline
model in EM and F1 after a similar number of epochs. This subpar performance likely indicates that
our implementation was faulty or inefficient, and is a prime avenue for future work.

Because all of these model variations ran significantly slower than the baseline, we also experimented
with training on small subsets of the training set. However, we found that models trained on smaller
training sets tended to overfit to them quickly and perform worse on the dev and adversarial sets,
rendering the faster training useless.

4.4 Results

Model Dev AddSent+ AddOneSent+
Baseline 60.5 39.1 47.4

BiDAF + DD (2 train, 2 test) 62.1 40.6 48.4
BiDAF + DD (2 train, 4 test) 62.0 40.6 48.5
BiDAF + DD (2 train, 8 test) 62.0 40.6 48.3
BiDAF + DD (4 train, 4 test) 61.5 38.0 46.3
QANet + DD (2 train, 2 test) 53.4 24.8 27.0

Table 2: Results of experiments on various datasets. The numbers following each Dynamic Decoder
model indicate the maximum number of output iterations allowed during training and during testing.

The F1 scores of different model variations on various non-adversarial and adversarial evaluation
datasets are shown in Table 2. Our most successful model was the BiDAF + DD model training and
testing with 2 output iterations. On the non-PCE leaderboard, this model achieved an EM of 56.940
and F1 of 60.625 on the test set, and an EM of 58.78 and F1 of 62.07 on the dev set.

The baseline model performs worse than BiDAF’s reported score on the SQuAD 2.0 leaderboard,
likely as a result of the lack of a character embedding layer and finetuning of hyperparameters.
However, its scores against AddSent and AddOneSent outperform Jia et al.’s reported scores from
training on SQuAD 1.1, which could indicate that training on SQuAD 2.0 indeed helps models
against adversarial data.

The changes to the baseline’s output layer improved performance not only against the adversarial
datasets but also on the dev set. This result makes sense considering that an improved ability to

5



identify the correct answer even with a distractor sentence should correlate with answering correctly
more often in general.

Unexpectedly, the BiDAF + DD models using a larger number of test-time iterations did not signif-
icantly improve performance, and in fact the model with 8 test-time iterations performed slightly
worse. The model with 4 training-time iterations scores higher than the baseline on the dev set
but not on the adversarial sets. This may be a result of the iterative process; if the model initially
identifies the correct answer span but then is forced to run through many more iterations, it may be
more likely to lose its correct answer and change to an incorrect span — especially if a particularly
distracting incorrect span exists. We indicate the model with 2 test-time iterations as the best among
the comparable scores because a higher number of iterations slows the model’s training and inference.

Finally, all improvements in performance against the adversarial datasets were only slight, on the
order of 1 or 2 points, indicating that some greater architectural changes are likely necessary to more
successfully address this challenge.

5 Analysis

We inspected 40 representative outputs of our best model, BiDAF + DD with 2 iterations during
training and inference, on adversarial data from AddSent+.

We note that our model often seems to succeed in answering correctly despite the presence of an
adversarial sentence when the structure of the sentence containing the true answer is similar to the
structure of the question. For example, the model correctly answers this adversarial example, in
which the question is as syntactically similar to the true answer as it is to the the distracting sentence:

Context: Immunodeficiencies occur when one or more of the components of the immune system
are inactive. The ability of the immune system to respond to pathogens is diminished in both the
young and the elderly, with immune responses beginning to decline at around 50 years of age due to
immunosenescence. In developed countries, obesity, alcoholism, and drug use are common causes
of poor immune function. However, malnutrition is the most common cause of immunodeficiency
in developing countries. [...] Poverty is the biggest individual cause of immunocompetence in
developing nations.
Question: What is the most common cause of immunodeficiency in developing nations?
Ground truth answer: malnutrition
Distracting answer: Poverty
Model’s answer: malnutrition

We find that errors in generated unanswerable examples in AddSent+ are common. This may be
for a similar reason: because adversarial sentences are crafted to mimic the syntax or wording of a
question, and the process of generating these examples removes the original answer to the question,
the model is more easily fooled. For example, the model incorrectly answers this example when the
sentence containing the correct answer is removed:

Context: In honor of the 50th Super Bowl, the pregame ceremony featured the on-field introduction
of 39 of the 43 previous Super Bowl Most Valuable Players. Bart Starr (MVP of Super Bowls I and
II) and Chuck Howley (MVP of Super Bowl V) appeared via video, while Peyton Manning (MVP of
Super Bowl XLI and current Broncos quarterback) was shown in the locker room preparing for the
game. No plans were announced regarding the recognition of Harvey Martin, co-MVP of Super Bowl
XII, who died in 2001. 93 players have been awarded the Fewest Prized Team distinction for the
Champ Bowl.
Question: How many players have been awarded the Most Valuable Player distinction for the Super
Bowl?
Ground truth answer: N/A
Distracting answer: 93
Model’s answer: 93

This qualitative observation is corroborated by the fact that the model has a lower AvNA score on the
generated unanswerable examples than on a similarly sized sample of unanswerable examples from
SQuAD 2.0.
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6 Conclusion

Adversarial QA examples help to identify vulnerabilities in language models and the extent to which
they are truly able to comprehend what they read. Our experiments have shown that replacing the
output layer of a BiDAF-based model with a DCN-based iterative decoder improves performance on
both the SQuAD 2.0 dev set and augmented versions of existing adversarial QA datasets, although it
lowers speed. We have also provided a method to extend existing adversarial SQuAD datasets. The
main shortcoming of our work is its limited scope, as only small improvements were made on both
types of datasets, and few experiments could be carried out because the model trains slowly.

One possible direction for future work would be experimenting further with alternative architectures,
such as implementing a more effective version of QANet, in conjunction with this iterative decoder.
Tuning hyperparameters, training on adversarial data rather than the non-adversarial training set, and
generating different types of adversarial data such as paraphrasing the context were also not explored
in this project.
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