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Abstract

The FusionNet model has shown great results on machine comprehension tasks.
Contextual question answering (QA) is a very exciting field of artificial intelligence
testing the ability of machines to comprehend texts and to answer questions. Fu-
sionNet is an innovative attention model, which overcomes the increasing model
complexity of the previous attention models that allowed only partial information
to be used. Unlike more recent Transformer architectures (BERT) it maintains
separate encodings for the context and the query. FusionNet brings innovations: (i)
expand the understanding of the context by defining a new concept of "history of
word", and (ii) propose a model with multi-level attention mechanism to capture the
complete content. Our contribution is to provide an analysis of the type of questions
that are the most difficult to understand by the high-performing FusionNet model
based on the SQuAD 2.0 dataset.

Mentor: Dilara Soylu

1 Introduction and related work

The problem of Machine Comprehension, involves a short paragraph (context) and a question (query),
related to it, with the goal to output the answer location within the given text. Improvements in
performance in QA have been very rapid and new datasets had to be created to increase the complexity
of the problem by adding questions for which the correct answer is not stated in the context, for
example the SQuAD 2.0 dataset [1], which is the dataset we use to test our model.

There are two main classes of QA models: (1) a pre-trained contextual embedding (PCE) models, or
(2) an advanced encoding models.

Despite PCE models topping the Squad leaderboard, we decided to focus on non-PCE models.
The rationale is that research focusing on improving PCE models performance has taken the view
that increasing the number of parameters of Transformer-based generative language model was
the way forward, for example BERT [2] (340 million parameters), OpenAI’s GPT-2 (1.5 billion)
[radford2019language], Megatron-LM (8.3 billion) [3], or Microsoft T-NLG (17 billion parameters)
[4]. The marginal improvements in scores observed have been at the expense of an explosion of the
number of parameters and of associated computing costs. In a context of climate change and reduction
of AI footprint, the recent "successes" could be seen as failures given the high environmental costs
involved.

FusionNet [5] is a non-PCE reading comprehension model built on top of DrQA [6], a simple model
encoding with RNNs features such as pre-trained word vectors, term frequencies, part-of-speech tags,
name entity relations, and whether a context word is in the question or not, and predicting the start
and end of an answer with a PointNet-like module [7]. PointNet is applied to the query sentence to
learn a global, vectorized representation of the query, followed by a convolution over the context
word embeddings to learn a representation of each word within its local context, i.e. which context
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words to focus on by treating the query as a single vector checking "all at once" how a context word
is similar to the query representation.

FusionNet was influenced by the gated self-matching networks approach for questions answering
presented by Wang and al. in [8]: they match the question and passage with gated attention-based
recurrent networks to obtain the question-aware passage representation, and propose a self-matching
attention mechanism to refine the representation by matching the passage against itself, which
effectively encodes information from the whole passage. Finally they employ the pointer networks to
locate the positions of answers from the passages.

FusionNet was also influenced by the Dynamic coattention networks by Xiong and al., who built a
model consisting of a coattentive encoder that captures the interactions between the question and the
document, as well as a dynamic pointing decoder that alternates between estimating the start and end
of the answer span.

Finally, the baseline model we used in this project is built upon the starter code with BiDAF [9] at
word-level). We extended first the setup part to generate the additional features required by FusionNet,
as presented in [10] and in [11]. So for each word in the context we are calculating it’s frequency in
the context and we are checking next if the word occurs in each of the questions associated with the
context to generate three additional features based on how we match the words: (i) the original word
(case sensitive), (ii) the lower-cased word, (iii) the lemma of the word is present in the context.

This paper proceeds as follows: Section 2 introduces the layout of the model architecture, Section 3
presents the experiments and shows the results of the model, Section 4 gives an analysis of the model,
both quantitatively and qualitatively, and Section 5 concludes the paper.

2 Approach

Figure 1: Presentation of fully-aware Fusion Network.

2.1 Model overview

The fusion model combines in the same model word-level fusion, high level fusion, alternative high
level fusion, self-boosted fusion and alternative self-boosted fusion, as shown in the figure 3.
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FusionNet extends DrQA, a model with word-level fusion appending binary features to context words
to indicate whether each context word appears in the question, with (i) the concept of "history of
word" and (ii) a fully-aware fusion network model with input, as described in the next sections.

2.2 End-to-End Architecture

Input vectors. Each word in the context C and in the question Q is transformed into an input vector
using the 300-dim GloVe embedding [12], a 600-dim contextualized vector [10], a 12-dim part-of-
speech (POS) embedding as described in [6], 8-dim named entity recognition (NER) embedding and
a normalized term frequency for context C as suggested in [6]. After, a feature vector emi is created
for each word in C to indicate whether the word occurs in the question Q.

Fully-Aware Multi-level Fusion: word level. The GloVe Contextualized embeddings are fed to a
standard, two-layer, bidirectional, long short-term memory network [13] referred to as an MT-LSTM
to indicate that it is this same two-layer BiLSTM. The attention-based fusion on GloVe embedding
gi is presented below:

ĝCi =
∑
j

αijg
Q
j , αij ∝ exp(S(gCi , g

Q
j )), S(x, y) = ReLU(Wx)

T ReLU(Wy)

Reading. In the reading component, we use a separate bidirectional LSTm (BiLSTM) to form low-
level and high-level concepts for C and Q. Hence low-level and high-level concepts are created for
the context C and the the question Q. Hence low-level and high-level concepts hCl, hCh, hQl, hQh ∈
R250 are created for each word, where 250 is the size of the hidden layer defined in [5].

Question understanding. In the Question Understanding component, we apply a new BiLSTM
taking in both hQl and hQh to obtain the final understanding vector for the question UQ:

Fully-aware Multi-level Fusion: Higher-level. The concept of "history of word", depending on the
level of abstraction, defined for the i-th word, HoWi to be the concatenation of all the representations
generated for this word, such as word embedding and hidden vectors in RNN, and vectors in any
further layers.

Fusing body B to body A via standard attention means for every hAi in body A,

1. Compute an attention score Sij = S(hAi , h
B
j ) ∈ R for each hBj in body B.

2. Form the attention weight αij through softmax: αij = exp(Sij)/
∑

k exp(Sik).

3. Concatenate hAi with the summarized information, ĥAi =
∑

j αijh
B
j .

In the case of fully-aware attention, we compute the attention score Sij with the history of words
HoWA

i and HoWB
j rather than the hidden vectors hAi and hBj :

S(hAi , h
B
j ) =⇒ S(HoWA

i , HoW
B
j )

We define the low-level fusion ĥCl
i , the high-level fusion ĥCh

i and the understanding fusion ûCi . This
multi-level attention mechanism captures different levels of information independently, while taking
all levels of information into account. A new BiLSTM is applied to obtain the representation for C
fully fused with information in the question Q:

{vC1 , ..., vCm} = BiLSTM([hCl
1 ;hCh

1 ; ĥCl
1 ; ĥCh

1 ; ûC1 ], ..., [h
Cl
m ;hCh

m ; ĥCl
m ; ĥCh

m ; ûCm])

Fully-Aware Self-Boosted Fusion. Self-Boosted Fusion is used to consider distant parts in the
context and this achieved via fully-aware attention on history-of-word:

HoWC
i = [gCi ; c

C
i ;h

Cl
i ;hCh

i ; ĥCl
i ; ĥCh

i ; ûCi ; v
C
i ]

The Final context representation Uc represents the understanding vector for the context C, which are
fully fused with with the question Q. Uc is obtained by applying a BiLSTM to the concatenation of
the tensors vC and the fully-aware attention v̂C1 :

UC = {uC1 , ..., uCm} = BiLSTM([vC1 ; v̂
C
1 ], ..., [v

C
m; v̂Cm])

where {uCi ∈ R250}mi=1 are the understanding vectors for C.
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2.3 Computation of the answer span in the context

Summarized question understanding vector uq . The single summarized question understanding
vector uq is obtained by computing

∑
i βiUqi, where βi is proportional to exp(wTuQi ) and w is a

trainable vector.

Span start Ps. The span start Ps is computed using the summarized question understanding vector
uq

Span end Pe. The combination of the context understanding vector for the span start with uQ through
a GRU [14] to use the information of the span start gives vQ = GRU(uQ,

∑
i P

S
i u

C
i ), where uQ is

taken as the memory and
∑

i P
S
i u

C
i as the input of the GRU.

To attend for the end of the of the span using vQ, we compute PE
i ∝ exp((vQ)TWEu

C
i , where

WE ∈ Rdxd.

Training. During training, we maximize the log probability of the ground truth span and end,∑
k(log(P

S
isk
+ log(PE

iek
), where isk, i

e
k are the answer span for the k-th instance.

To handle Squad 2.0, we prepend a OOV (Out of Vocabulary) token to the beginning of each context.
The model would still outputs pstart and pend soft-predictions as usual, so that when discretizing
a prediction, if pstart(0) · pend(0) is greater than any predicted answer span, the model predicts
no-answer. Otherwise the model predicts the highest probability span as usual.

3 Experiments

This section presents the data used, the evaluation methods, the experimental details and the results.

3.1 Data

We use SQuAD 2.0 dataset [15], a large-scale Question Answering Dataset designed to test reading
comprehension: given a context and a question, the machine needs to (i) read and understand the
context, (ii) if a likely answer exists, tag the beginning and the end of the answer in the context,
otherwise state that no answer exists.

3.2 Evaluation methods

We use the two official evaluation criteria of the leaderboard Exact Match (EM) and F1 score to
evaluate the implemented model. EM measures whether our answer exactly matches one of the 3 true
gold answers. F1 score takes each gold answer as bags of words and doesn’t require choosing the
exact same span as human’s, which is seen as more reliable.

AvNA (Answer vs. No Answer), a measure of the classification accuracy of our model when only
considering its answer vs. no-answer predictions, is only used as a debugging tool.

3.3 Experimental details

We train our model implementation, described in Section 3, over the SQuAD 2.0 training set for 30
epochs, and select the model with the highest F1 score.

During training and for comparability, we use the following hyperparameters: a learning rate of 0.5, a
decay rate for exponential moving average of parameters of 0.999, a maximum gradient norm for
gradient clipping of 5.0, a probability of zeroing an activation in dropout layers of 0.3, and no L2
Regularization.

Training time for 30 epochs on a Titan-Xp GPU took 4h 31 min for the baseline model and 5h 41
min for FusionNet.

In order to maximize the performance of FusionNet we also used different combinations of hyper-
parameters, and the best performance on the DEV set, with an F1of 68.91 and EM of 65.94, was
achieved with the following hyperparameters: Adamax optimizer with a constant learning rate of
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0.002, dropout probability of 0.3, no exponential moving averages of parameters and a maximum
gradient norm of 5.

In order to boost the performance we used an ensemble of the saved 5 models of 14 runs with different
hyperparameters, totaling 90 models, where we always take the maximum of the predictions, which
gave us the following results:

Dataset EM F1 Leaderboard ranking
Dev 67.350 69.895 4th
Test 65.376 67.88 3rd

3.4 Results

Our baseline model is a simplified version of the Bi-Directional Attention Flow (BiDAF) model,
which is defined in [16]. Contrary to the original model, the baseline model only considers word-level
embeddings for the inputs. . We also extended our baseline by creating a version of BiDAF taking an
input vector using a 300-dim GloVe embedding, a 600-dim contextualized vector, a 12-dim part-of-
speech (POS) embedding, a 8-dim named entity recognition (NER) embedding and a normalized
term frequency for context C, as well as a feature vector emi is created for each word in C to
indicate whether the word occurs in the question Q. All models are evaluated based on the default
hyperparamters. In addition, FusionNet is evaluated with both the default parameters and optimized
parameters, as presented in the tables below for the dev set in table 1 and the training set in table 2:

Model evaluated on DEV Non-PCE SQuAD F1
score

EM
score

+F1
score

+EM
score

training
time

BiDAF baseline (provided in the code) 62.316 59.032 - - 3:51
BiDAF baseline (using additional features) 65.51 62.24 3.194 3.208 4:50
FusionNet best single model 68.91 65.94 6.594 6.908 5:31
FusionNet ensemble model 69.895 67.350 7.579 8.318 -

Table 1: Comparison of the models scores with the baseline

Model evaluated on TEST Non-PCE SQuAD F1 score EM score
FusionNet ensemble model on TEST Non-PCE SQuAD 67.88 65.376
Microsoft FusionNet++ (ensemble) on standard leaderboard 72.484 70.300

Table 2: Comparison of FusionNet (ensemble) with Microsoft FusionNet++ (ensemble)

FusionNet performance was initially evaluated on an earlier version of SQuAD and not on SQuAD
2.0, therefore our expectation of the level of performance was initially based on the state-of-the-art
model with 66.3% F1 score achieved at the time of release of SQuAD 2.0 [15]. The 67.88 F1 score
and 65.376 EM score on the test set for the class leaderboard are in line with the performance
expected for this type of model. Microsoft has since managed to obtain an even better performance
for FusionNet with F1 of 83.900 and an EM of 75.968 on the SQuAD 1.0 leaderboard [17]. We were
able to achieve a similar performance as Microsoft on Squad 1.0 with F1 of 83.53 and EM of 74.68
for a single model on the development set, however we could not achieve the same performance as
Microsoft on Squad 2.0, probably due to differences in the hyperparameters used to train the models
used in the ensemble.

We present in Figure 2 the AvNA, EM score, F1 score and Negative Log-Likelihood for the models
trained with the default parameters on the Dev set in relation to the number of steps:
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Figure 2: In orange: BIDAF, in blue: BIDAF-extra and in red: FusionNet.

4 Analysis

In order to analyse the qualities of the FusionNet model, we have designed 2 tests: (i) adversary
attacks and (ii) error analysis by questions type.

4.1 Adversarial attacks

Figure 3: Presentation of fully-aware Fusion Network.

The principal of adversarial attacks is to test whether the model is robust to innocuous changes in
its inputs. By robust, we mean that the output of the model does not change, as measured by a
deterioration of the performance Ribeiro et al. (2018) [18] and Alzantot et al. (2018) [19].

Our inspiration came from Belinkov et al. (2018) [20]: to assess whether our model is robust to noise
on some of its inputs, we add typos by amending the dev set in order to (i) substitute two words in
the sentence and (ii) add replace words by random words. We then assess how the outputs of our
model changes with the noise injection.
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The results of the robustness to adversarial attacks are presented in figure 3. There is a similar linear
relationship between the number of items changed (added, deleted and swapped) and the F1 score. A
swap implies that 2 items are amended at each step, and in order to allow a meaningful comparison,
we also included added two spurious values at reach turn giving a loss of performance similar to
substitution.

4.2 Error analysis by questions type

We did a preliminary analysis by analyzing the questions: the 13 most commons first words are
present in 89.10% of the questions. Out of these 13 words, 8 are interrogative pronouns (what, who,
how, where, which, why and whose). We extended the analysis to include the whole text of the
questions and we were able to reduce the type of questions to 13, being sentences including one of
the following interrogative pronouns what (57.6%), who (10.5%), how (9.5%), when (7.5%), where
(4.2)%, which (3.7%), in, in what (2.8%), why (1.4%), whose (0.4%), whom (0.4%), in which (0.3%),
by what (0.2%), and sentences without an interrogative pronoun (1.0 %), for example the question
"Did the RAND corporation retain any of the research?".

Our first high-level analysis is to assess whether there are significant statistical differences between
the F1 scores for the various types of questions. This is illustrated in table 4, which shows that the
highest performing types of questions are in which with 88.8%, by what with 83.3%, in what with
77.6%, who with 72.5% and the worse performing are implicit questions with a F1 score of 50.2%.

word what who how when where which in what why (*) whose whom in which by what
F1 67.6 72.5 66.3 72.8 65.3 71.6 77.6 61.5 50.2 75.0 66.6 88.8 83.3

Table 3: F1 scores for different types of question, where (*) represents implicit questions, for which
no interrogative pronouns are present in the question.

In order to refine our analysis, we compute separate F1 scores depending on whether the interrogative
pronoun is located at the start, middle or end of the question. The results are presented in figure 4:

Figure 4: F1 heatmap

It appears that questions without interrogative pronouns are harder to answer, though the questions
tend to be shorter, they make implicit references to the context, and thus are harder for a machine to
comprehend. This is reflected by the F1 score lacklustre performance of 50.2%, which is statistically
significantly lower than the other types of questions, as illustrated by the example below for which
the model predictions are incorrect:

ID: 00bafbca5f0d7f61e00a41cb5
context: A term used originally in derision, Huguenot has unclear origins. Various hypotheses have
been promoted. The nickname may have been a combined reference to the Swiss politician Besançon
Hugues (died 1532) and the religiously conflicted nature of Swiss republicanism in his time, using a
clever derogatory pun on the name Hugues by way of the Dutch word Huisgenoten (literally house-
mates), referring to the connotations of a somewhat related word in German Eidgenosse (Confederates
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as in "a citizen of one of the states of the Swiss Confederacy"). Geneva was John Calvinś adopted
home and the centre of the Calvinist movement. In Geneva, Hugues, though Catholic, was a leader of
the "Confederate Party", so called because it favoured independence from the Duke of Savoy through
an alliance between the city-state of Geneva and the Swiss Confederation. The label Huguenot was
purportedly first applied in France to those conspirators (all of them aristocratic members of the
Reformed Church) involved in the Amboise plot of 1560: a foiled attempt to wrest power in France
from the influential House of Guise. The move would have had the side effect of fostering relations
with the Swiss. Thus, Hugues plus Eidgenosse by way of Huisgenoten supposedly became Huguenot,
a nickname associating the Protestant cause with politics unpopular in France.[citation needed]
Question: The term Huguenot was originally meant to confer?
Answers: [derision, derision, derision]
FusionNet Prediction: None
Analysis: It would be necessary to understand the local link between the "A term" and
"Huguenot" for the machine to give the right answer.

A second point to note is that in general the F1 performance is worse for sentences with pronouns in
the middle of the question. This may be due to questions with pronouns in the middle of the sentence
being harder to comprehend, as sentences are more complex. Another possible explanation could
be that the number of training examples with pronouns in the middle of the questions is lower than
the training examples with pronouns at the beginning and at the end, and there may not be enough
training examples with pronouns in the middle for the computer to be able to learn.

5 Conclusion

We have replicated the FusionNet model and tested its robustness to adversarial attacks, as well as
performance depending on the location and type of interrogative pronouns. We noted that the F1
score was decreasing linearly depending on the number of items changed, therefore presenting good
resistance to adversarial attacks. We also note that machine have more difficulties, as illustrated by
the lower scores with (i) complex sentences without interrogative pronouns, and (ii) interrogative
pronouns in the middle of the sentence. The rationale for these difficulties could be a training bias or
the more complex nature of these questions.

Future work will seek to address one of the limit of NLP models being the difficulty to build neural
networks that can think slowly – that is, deliberate or reason using knowledge.

Our working hypothesis is that models should be working smarter and not harder, by being able
to grasp highly abstract reasoning problems, to increase the intelligence and performance of our
question answering model, our next step will be to extend FusionNet by adding Differentiable Neural
Computer [21], a form of memory-augmented neural network capable of solving highly abstract
reasoning problems.
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