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Chapter 1

What Makes Things Electrical?

Voltage, Current, and Power

In lecture we began by talking about a solar charger: a circuit that converts sun light to electrical
energy. You will build one in your first lab. Since you probably haven’t worked with a solar charger
before, we will start our discussion about what makes a system electrical with hopefully something
that is more familiar: a flashlight. While we probably all know how to use such a device (you flip
a switch and the light comes on). You probably also know that a flashlight contains a number of
different components, like batteries and a bulb, but did you ever think of how it actually works?
When you flip the switch the battery provides energy to the light bulb which causes it to light up,
but how?. In the following sections, we’re going to take a brief look at each piece of the flashlight,
and then show how they all fit together as an electrical circuit, and how energy flows in these
circuits.

The figure above shows a cut away picture of an flashlight that uses 2 D-cell batteries, and even
shows the metal “wires” that are used to carry the energy to the light bulb. The reason energy
can flow is because of moving charge in the wires. But what is charge? In some ways electrical
charge is the thing that makes electrical circuits electrical. Once we understand charge, we will
look more closely at each of the electrical parts of a flashlight, and then look at how we represent
a functional abstraction of each element in a circuit diagram (often called a schematic). Finally
we will describe how to reason about a circuit’s operation by introducing the concepts of voltage,
current, and power.
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4 CHAPTER 1. WHAT MAKES THINGS ELECTRICAL?

1.1 Electrical charge

The electrostatic force is a fundamental force in nature, somewhat akin to the gravitational force.
Whereas gravity is related to mass, the electrostatic force is related to charge. Like gravity, the force
between two charges is proportional to the magnitudes of the charges and decreases with distance,
according to the equation:

F = k
q1q2

r2

where F is the force between the two particles q1 is the charge of the first particle, q2 is the charge of
the second particle, and r is the distance between them. However, unlike mass for gravity, charges
can be both positive and negative. So q can be either positive or negative. Notice that this means
that the force can be either positive or negative. If the charge on both particles is the same, the
force will be positive which will try to push the particles apart: like charges repel. However if the
charges are of the opposite sign, the force will be negative so the force will try to pull the particles
together: opposite charge attract. Two positive charges (or two negative charges) experience a
force pushing them apart, while a negative and a positive charge experience a force pulling them
together.

In the SI system, charge is measured in Coulombs, abbreviated “C”. Most often, we’ll be looking
at electrons, which have a charge of −1.6 × 10−19 C, and protons, which have a charge of +1.6 ×
10−19 C.

Suppose we observe an electron in space, accelerating to the right due to an electrstatic force.

e-

Question: What configuration of charges could be causing this force?
One possibility is that there is a collection of negative charges on the left, pushing the

electron away. Alternatively, there could be positive charges on the right, pulling the electron.
Or there could be some combination of positive and negative charges, such that the sum of
the attractive and repulsive forces is to the right.

e- e- e-

For any configuration of charges, we can calculate what the force on on a hypothetical charge
will be if it were placed in space with the others. Suppose we took a unit positive charge and
calculated the force on it for every point in space. Since this force exists for all space, we will call
it a field that exists in this space. This field representing the force that would be experienced by
a positive charge due to a particular configuration of point charges. To remove the dependence on
the charge of our test particle, we will divide the force by our unit charge, and just represent the
field with units of Newtons/Coulomb. Since this field is created by electrical charge, it is generally
called the electric field.
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If that explanation confused you, the important point to remember is that anytime + and -
charges are separated, there is a force that tries to pull them back together, and this force can be
represented by an electric field

A single proton exerts a repulsive force on another positive charge, and the strength of the
force decreases with distance. In the picture below, the density of the yellow lines represents the
electric field, showing it decreases as you move away from the charge. giving the electric field shown
below. An electron produces a field that is the same magnitude, but with the force in the opposite
direction:

The force between charges (electric field) is what causes all electrical circuits to operate. To
understand how and why it works, we need to look at the inside of the flashlight to better understand
the parts inside.

1.2 Inside a Flashlight

When you have a chance you should look inside of one of your flashlights. Most flashlights are
very simple and only contain four different electrical devices: one or more batteries, wire, a switch,
and a light emitting device. The latter used to be incandescent light bulbs, but now are often
light-emitting diodes.

1.2.1 Battery

A battery is a chemical charge pump, using a pair of reduction-oxidation chemical reactions,
one which produces negative charges (electrons) on a metal electrode, and a second that creates
positively-charged ions on the other electrode. The chemical reactions generate a certain amount
of energy per charge, and this energy is used to do the work needed to move the charge against
the electric field (remember in physics moving something against a force does work, which means it
takes energy). As you move charge, the force increases until you get to the point where the chemical
reaction doesn’t have enough energy to move any more charge (and increase the force). At this
point the reaction stops. However if charge can flow from the battery (from both the + and -
terminals) the chemical reaction will start again creating more charge. It is important to remember
that the net charge in the battery (sum of + and - charges) is always zero, so the battery, and all
the devices we will discuss, is charge neutral.

The energy per charge a battery can create is determined by the chemical reactions. This is
measured in volts - we’ll see why in the next section. Alkaline batteries are about 1.5 V, NiCd and
NiMH are about 1.2 V, and Lithium polymer batteries are about 3.7 V.
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Question: If all alkaline batteries have the same voltage, what is the difference between the
different sizes of batteries?

Remember that every electron that flows out and back in to the battery is the result of a
one-way chemical reaction. As the reagents get used up, the voltage drops until the battery is
no longer useful. Hence, since larger batteries physically hold more of the reagents,
they can supply a larger number of electrons (higher current, and thus higher
power) for a longer period of time (higher total energy).

9-volt batteries are really just a package of six small cells wired together such that their
total voltage is the sum of their individual voltages.

1.2.2 Wire

Materials can be electrically classified into one of three groups: conductors, through which charge
can easily flow; insulators, which strongly resist charge motion; and semiconductors, which are in
between. All three have their place in electronics. Wires, not surprisingly, are made of conducting
materials. Insulators are used to keep the charge from going where it shouldn’t, by separating
things that would otherwise conduct. So most wires have a conducting core, and a plastic insulator
coating. While the wire coating is the most obvious insulator example there are many others: the
fiberglass core of a printed circuit board and the stacks of ceramic disks which are used to suspend
high-voltage power lines are also insulators. Finally, it turns out that semiconducting materials
are extremely useful for building more complex electrical components. Small electrical changes can
make a semiconductor go from insulator to conductor and back, which makes it possible to create
devices that behave like switches or one-way valves for charge. We’ll revisit these soon.

Now we’re going to take a closer look at conductors, and examine what happens when we add
charge to a conducting wire. Most metals are good conductors, and like all material consist of an
array (a lattice) of atoms. Because of lots of physics that you probably don’t want to know (we are
probably telling you more about physics in this section already) the electrons of the atoms are not
tightly bound to the nuclease and can wander around the metal. Remember, like the battery, the
metal is still charge neutral (equal + and - charges), but the - charges are free to move.

Suppose we add some additional electrons to our conductor. Because like charges repel each
other, this charge will push at the other charge in the wire, which will in turn push on other charge
until some charge at the other end of the wire will flow out (if there is a place for the charge to
flow). It is similar to pushing water into a filled pipe. When you add water at one end, water flows
out the other end almost instantly (but it is not the same water that you put in).

Conversely, if we touch the conductor with something that is positively charged, it will “steal”
some of the electrons, leaving the conductor with an overall positive charge. These positive charges
will again try to spread out as far apart as possible sucking in electrons from the other end. The net
result in both cases is that charge can flow through the wire, but the wire remains charge neutral:
when a charge enters the wire, another charge at the other side leaves the wire.

1.2.3 Switch

A switch is an electrical/mechanical device that is used to make or break a connection between
conductors. A button or lever moves a conductor so that it makes physical contact between the
two terminals.
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We describe the state of a switch as disconnected and the charge can’t flow, or as connected,
meaning the path for charge is complete. While the switch is disconnected, electrons try to flow
into the negative wire but they have no place to go, and positive charges can’t flow into the positive
wire either.

Question: What happens when we close the switch and connect the two wires?
When the switch is connected, the negative charges flow toward the positive terminal of

the battery, pulling electrons out of that end, or you could say that positive charges from the
’+’ end of the battery flow through the wire to the minus end of the wire. In other words the
electric field in the wire causes the mobile charge to move. As we will see soon, this moving
charge is called current.

Question: What happens to electrons placed in this field?
Electrons placed in this electric field will be pushed in the direction opposite the field,

toward the positive terminal of the battery. This causes the electrons to flow in a complete
circuit, from the negative terminal to the positive.

Question: Physics tells us that when a force is applied to an object, it begins to accelerate.
What happens with the electrons in a wire as a result of the electric field?

The electrons do begin to accelerate, and in a vacuum they would begin to move very
quickly. However, in a wire, they don’t get very far before they collide with something and
lose their kinetic energy. Like friction, this means that the charge needs a constant push to
keep moving in a wire. This electrical friction is called resistance and we will talk much more
about it in the next chapter. Fortunately the resistance in wires is pretty small, so we don’t
need to worry about it too much in the flashlight. But this means you need to be very careful
and never connect the two ends of a battery together with a wire, since that will cause a lot
of charge to flow, and things will get very hot (and can even cause a fire).

1.2.4 Light bulb

Incandescent light bulbs are one way to create light with electricity. As of 2015, incandescents are
rapidly being replaced by LEDs, which last much longer, are more robust, and use far less electrical
energy for the same light output. However, incandescents are conceptually much simpler, so we’ll
continue with them for now, and talk about LEDs later in Chapter 2.

An incandescent bulb works by heating up a thin wire, called a filament, so much that it glows
and emits light. The filament is made of a very durable substance (typically tungsten), and the
bulb is evacuated or filled with an inert gas to prevent the filament from oxidizing.

Question: How is electrical energy used to heat the wire?
Remember that the electric field exerts a force on each charged particle, but these particles

are constantly bumping into things? If you continue to hit something it will get warm, since on
each collision the kinetic energy of the particle is converted into heat. The amount of energy
released by these collisions is proportional both to the number of collisions and to the average
energy each collision releases. If there is enough collisions/second, the wire can get hot enough
to glow, and it is this very high heat that emits light. That is why incandescent lights are
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always so hot. They have to be hot to emit light.
So a flashlight converts chemical energy in a battery into an electrical signal that a bulb

converts to heat which generates the light that we see. While we could always talk at this low
level with charge movement, it would be nice if we could think about things at a level that is
a little more abstract. We will introduce those abstractions in the next sections.

1.3 Circuit Abstraction

Abstraction is an important part of engineering. While nearly everything we do can be broken
down an analyzed in terms of fundamental principles, very often it is advantageous to create higher-
level models. This is exactly what we will do here. While we could continue through the course
attempting to analyze charge distributions and electric fields in various devices, it is much easier to
analyze circuits in terms of simple rules which encapsulate their more fundamental behavior. In the
next few sections, we’ll build on what we’ve already seen with the flashlight circuit, explaining its
operation in quantifiable terms. In doing so, we’ll define terms and equations that will be broadly
useful as we consider other circuits.

Later, we’ll see how several layers of abstraction can be stacked on top of each other, allowing
engineers to understand and construct extremely complex circuits such as computer chips. We
will at times come back to the ideas of charges and fields, particularly to explain the operation of
additional circuit elements, but for now we’re going to introduce the concepts of current, voltage,
and power.

1.3.1 Schematic representation

Figure 1.3.1 shows an electrical schematic describing the flashlight. The schematic is an abstract
representation that allows us to consider the electrical behavior of the circuit independently from
its physical layout.

Circuit elements are represented with various symbols, and wires are represented by lines con-
necting them. Wires that cross are not connected, unless the junction is marked with a dot.

The connections between elements are referred to as nodes. Every point in a schematic connected
by a wire is part of the same node, regardless of how the connections are arranged.
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connected not connected connected connected
(dot is only for clarity)

Problem 1.1
In each of the schematics below, group the points by node.

There is almost always more than one way to draw a circuit on paper, so an important skill you
will develop is the ability to recognize familiar subcircuits in new shapes or configurations.

Problem 1.2
Which of the following circuits represent the same circuit?

1.3.2 What is a circuit?

At this point we ought to go back and formally define what a circuit is. Strictly speaking, a circuit
is a group of electrical devices connected in one or more loops, such that charges can flow in a
complete loop.

In this text, we will use the term “circuit” more generally to refer to any collection of connected
electrical elements, regardless of whether they form a loop for current to flow. We will reserve the
term “complete circuit” to describe circuits which have one or more complete paths for charges to
flow in a loop.

We use the term open circuit to refer to a break in a circuit so no charge can flow. Conversely,
a short circuit is where there is a wire connection such that charges can flow unimpeded, usually
in a place where they ought to be running through other circuit elements.
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For example, in electrical-engineer slang, we would say that in Figure 1.3.2 light B on the left
and the battery on the right are “shorted out”. In the case of the light, charges can flow freely
through the wire, so none of them push through the light bulb filament, and the light remains off.
In the case of the battery, massive amounts of charge flow through the wire, draining the battery
(making the battery and the wire hot, and not powering anything else that might be connected).

A B

Needless to say, short circuits are almost aways bad.

Problem 1.3
Which of the light bulbs below will light?

A

B

C

D

E

F

1.4 Current

Electrical current is a measure of the amount of charge that is moving through a wire be unit of
time. Current is one of the two most important electrical quantities that we talk about. Since the
charges moving in a wire are electrons, you can think of it equivalently as the number of electrons
moving past a point in a wire per unit time. In the figure below, you could be counting the charge
that crosses the dotted cross-sectional area.

Question: What are the units of current?
Current measures charge per unit time, so the most natural unit is Coulombs per second.

This is renamed the ampere (amp for short) in honor of Andre Ampere. a

aBecause the SI system aims to define everything in terms of fundamental units, the ampere is actually
defined as the current which produces a magnetic field causing a particular force between two straight wires of
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a specific length in a vacuum. But that is not particularly helpful to us here, and we’ll stick with Coulomb-
s/second.

For historical reasons, electrical engineers define current as the flow of positive charges. The
charges which actually move in a wire are the electrons, but mathematically it doesn’t matter
whether we say negative charges move one way or that positive charges move the other, so this
historical mistake is only a minor annoyance. This is called conventional current, and works just
fine for all the circuit analysis we’re going to do.

Another historical convention is that current is generally represented as ’i’ and not ’c’ in equa-
tions. So when you have an equation to find the current it would read, i = f(...). This is because
initially people talked about the intensity of the current, so the natural variable was i, but later we
stopped taking about intensity.

Question: How quickly does an individual electron move through the wire?
This is actually a tricky question, because electrical signals travel much faster than the

electrons. When you you add charge to one end of a wire, the electrons you add push other
electrons already in the wire, which in turn push other electrons in the wire. This information
wave (that electrons are being added) travels at the speed of light (very fast). But that doesn’t
mean the the carriers travel very rapidly. In fact, electrons travel quite slowly through wires.

We can approximate how quickly with some simple calculations. Assume we have 1 A
flowing through a 22-guage wire (which has a diameter of 0.64 mm). Each millimeter of wire
contains about 2.7× 1019 copper atoms.

An amp is about 6.2×1018 electons per second flowing past a point. If each copper atom in

the wire can be associated with a moving electron, then 6.2×1018

2.7×1019 = 0.23 mm worth of electrons
moves forward every second.

This calculation is approximate, but it should give you a rough physical intuition about
how electrons actually move in the wire. This velocity is known as the drift speed.

Question: When you flip on a light switch, the light turns on practically instantaneously.
Why?

It’s tempting to think that the charges flow quickly from the source (the live wire in the
wall) to the light bulb, but we already saw that the individual charges actually flow quite
slowly.

Instead, the light turns on quickly because charges are already in the wire, and the electric
field which pushes them along propagates at near the speed of light. When the switch is flipped
on, electrons throughout the entire wire begin to flow. Current doesn’t have to start at the
switch and travel to the light bulb; current begins flowing around the entire loop as soon as a
complete circuit is made.

One constraint that we have is that all electrical devices and wires should be charge neutral. If
a current is flowing into one terminal of a device, and current is the flow of charge, the only way
for the device to remain charge neutral is for the same current to flow out of the device through
the other terminal. This means that the net flow into any device must always be zero.

Question: Some circuits have multiple loops. What happens to current at a junction?
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i1

i3

i2

Let’s draw a circle around the junction. Current can’t pile up at the junction, which means
that for every charge going into the circle, there must be a charge going out on one of the other
branches. We can write this as an equation in terms of the current on each wire:

i1 + i2 + i3 = 0

Of course, we might draw the circuit with the reference directions going the other way, and then
we’d need to flip the signs in the equations. All the current going in must equal all the current
going out.

i1

i3

i2 i1

i3

i2

-i1 - i2 - i3 = 0
i1 + i2 + i3 = 0

i1 - i2 - i3 = 0
i1 = i2 + i3

This fact is known as Kirchoff’s current law, abbreviated KCL.
KCL applies to circuit elements as well, since it is really about charge neutrality. Later we’ll

see some circuit elements with more than two terminals, and the same thing applies. The current
in has to match the current out.

Problem 1.4
Find the missing currents:

i2 = 200 mA

i4

i1 = 600 mA
i3 = -100 mA

i2= 1 mA 

i4

i1= 3 mA 

i3

At this point, it’s appropriate to check back to the real world: how much is one Ampere, anyway?
For most electronic devices, a few hundred milliamps is a lot. But some common things use quite
a lot more.
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Devices powered by AA batteries draw tens of milliamps. A cell phone uses tens to hundreds of
milliamps. An 60-watt incandescent bulb draws about 500 milliamps. A desktop CPU might draw
tens of amps, and the motor for an electric car may pull hundreds of amps. However, current isn’t
the whole story. The power delivered also depends on the voltage, which we’ll talk about next.

1.5 Voltage

So far we have talked about charges and the forces that they generate on each other. Now as you
might (or might not) remember from physics, it takes work (energy) to move an object when a
force is acting on it. That is the reason it harder to bike up a hill than bike on a level surface. It
turns out that the energy it takes depends only on the integral of the force along the path taken. In
our case, with an electron in an electric field, the amount of energy - either gained in acceleration
or expended in pushing - is proportional to strength of the field and the distance over which the
particle is moved.

We would have a more useful analytical tool if we could abstract out the charge of the object in
question. If instead of multiplying force times distance to get work (energy gained or expended),
we just multiply the electric field by distance, then we get a quantity that can be multiplied by any
charge to calculate energy. This quantity represents the energy difference per unit charge of the
two terminals.1 This quantity is measured in Joules per Coloumb, and is given the name Volt.

Voltage is a potential difference, which means that it is always relative and must be defined
between two points. As a result, voltages are labeled between two points, and we talk about the
“voltage across” an element (meaning the voltage difference between one terminal of the element
and the other), or the “voltage between” two nodes.

As you might have guessed by now, a battery’s voltage rating is a measure of the potential
difference it sets up in a circuit. The chemical reaction in the battery gives the charge at the ’+’
end of the battery more potential energy (like carrying the charges up a hill). Is there is a path
for charge to flow from the ’+’ to ’-’ terminal of the battery in the external circuit, it will (causing
a current to flow) since the higher potential charge naturally move to lower potential (or said
differently, the electrical field that exists in the circuit will push the electrons around the external
loop).

If an electron goes all the way around the circuit, the amount of energy given to it by the battery
must equal the amount of energy lost as it travels around through the other devices in the loop.
Thus the energy of the particle must come back to its starting energy, and therefore adding all the
voltage differences between elements in a loop must equal zero. For example look at the circuit
below, which has three devices connected in series.

1For a non-uniform electric field, we’d need to use calculus, and take the line integral of the field between the two
points.
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Formally, we can write
v1 + v2 + v3 = 0

This is known as Kirchoff’s voltage law, or KVL for short. With KVL and KCL together, we
have a very powerful way to analyze circuits.

In this way, voltage is similar to height. In mechanics, the potential energy of an object is
given by PE = m · G · h, and the height h has to be defined as the vertical distance between two
points. Like with height, it’s often helpful to designate one point as the “zero point” and measure
everything relative to that. In mechanics, this is usually the ground, and in electronics, we refer to
this zero-voltage reference as ground.

Once we’ve defined a ground reference, we can refer to the voltage “at” a node. This doesn’t
mean that a single node has a voltage, it’s just a lazy shorthand for saying that there is a voltage
between that node and the ground reference node. Often we’ll pick ground to be the lowest potential
of the circuit (i.e., the most negative point) so that the voltages from all the other nodes to ground
are positive. However, this is not always the case.

In the example circuit shown in Figure XXX, the voltage across the source is 10 V, which means
that point A has a potential of 10 V relative to ground. Point B has a potential of 2 V relative to
ground, meaning that element 3 has 2 V across it. Finally, we can use a shorthand version of KVL2

and calculate that the voltage across element 2 must be 10 V − 2 V = 8 V.

A

B

Back to real life: How much is a volt? Single-cell batteries are generally between 1.2 V and 4 V,
depending on the particular chemistry. Commercial electronic devices often run at 3.3 or 5 volts,
although modern devices run at lower and lower voltages to save energy. The electricity in your
home is at 110 or 220 volts. High-voltage transmission lines are on the order of 150 kV.

This is a good point to mention safety. High voltages by themselves won’t kill you. What
is dangerous is the currents that high voltages can cause. For example, the shock you get on a
doorknob or a car door can easily be hundreds or thousands of volts, but the amount of charge that
flows is very tiny.

Your skin is quite a good insulator, so it would take hundreds or even thousands of volts to kill
you. However, when your skin is wet, it conducts electricity much better, making even the 110-volt
power in your home potentially lethal. For this reason, outlets in kitchens and bathrooms have
special built-in circuit protection (known as GFI’s or GFCI’s), and appliances you might use near
water (such as hair dryers) carry additional warnings.

Problem 1.5
Find the missing voltage for each of the circuits below. You should be applying KVL to do
this!

2We could write out the loop equation based on the voltage across each element, and solve it. But since we
already know the node voltage (relative to ground) at both ends, we can just do a simple subtraction.
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1.6 Power

How is power delivered in a circuit?
It is a common misconception to assume that the current somehow gets “used up” in the circuit.

This is incorrect, because the charges in the circuit don’t get used up or destroyed. However, they
do gain and lose potential energy.

It may be helpful to think about electricity like water. The battery is like a pump, pumping
water up and providing potential energy. The electric field created by the battery is like gravity,
which pulls the water downward. In a waterwheel (or a hydroelectric dam) the water falls from a
high place to a low place - and does work in the process - but it does not get used up.

If voltage across a device represents the change in energy per unit charge, and current is the
flow of charge per second, then voltage time current, i ∗ V , is the energy/sec change that charge
experiences flowing through the device measured in Joules per second (aka Watts). Energy/sec is
just power, so this product represents either the power that this device is supplying to the rest of
the circuit, or the power this device is using.

At this point, we need a convention to keep track of whether an element is dissipating power
(like a light bulb) or supplying it (like a battery). To figure this out is not hard, if you remember
what voltage and current mean. Take your device, and figure out which terminal has the higher
voltage. If the measured device voltage is positive, it is the terminal labeled ’+’. If the measured
voltage is negative, this means that the voltage on the node labeled ’+’ is actually lower than the
node labeled ’-’, so the node labeled ’-’ is actually the higher terminal.

Once you have the node which truly has the higher voltage on it, look to see if current is flowing
into the device from this higher voltage terminal. If the current is flowing in to the device, then
the charge is flowing from the higher voltage to the lower voltage, so each charge is losing energy,
and this device is pulling energy from the circuit. If on the other hand, the current is flowing out
of the higher voltage, it is adding energy to all the charge that flow through it, and this device is
supplying energy to the circuit.

What is interesting is that you actually don’t need to find the terminal with the higher voltage.
If you simply multiple the measured voltage (whether it is positive or negative) by the current that
flows into the terminal that is labeled ’+’ you will get the same result (you should work out the
algebra to prove it to yourself. This is called the passive sign convention.
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Passive sign convention in practice

Figure 1.1: Sign Conventions

Consider Figure 1.1. Let’s say we have a two terminal device, and we measure the voltage
across it and the current through it in the way shown. We don’t know which terminal actually
has the higher voltage, or which way the current is flowing, and arbitrarily measure and label
the voltage/current as shown in the left-most image. By our convetion, the power of this
device is v1 × i1.

Our measurements under this setup turn out to be −1mA and −3V as shown in the middle
image. P = v1 × i1 = −3V ×−1mA = 3mW .

This circuit can also be redrawn as shown in the right-most image, which represents the
exact same circuit. Notice how we flipped the voltage polarity and current direction, but now
their quantities are positive. In this instance, P = v1 × i1 = 3V × 1mA = 3mW .

By following the convention, we are guaranteed to arrive at the same result.

Under this convention, positive values for power indicate that the device is dissi-
pating power, and negative values imply that it supplies power to the circuit. The sum
of the power dissipated by all the elements in the circuit must be zero, which is just a way of saying
that all of the power must come from somewhere and all the power supplied has to get used up
somewhere.

Problem 1.6
1. How much power is being supplied or dissipated by the battery on the left side of the
circuit? Is this power positive or negative by our convention, and thus is the power being
supplied or dissipated?
2. How much power is being supplied or dissipated by the resistor on the right side of the
circuit? Is this power positive or negative by our convention, and thus us the power being
supplied or dissipated?
3. What is the sum of all the power in this circuit?
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1.7 Series and parallel

In this section we formally define two simple ways in which circuit elements can be connected: series
and parallel. These definitions will be helpful because they allow us to quickly analyze the behavior
of connected circuit elements.

Two circuit elements are in series if they exclusively share a single node. That is, there is some
node which connects the two devices and which is not connected to anything else. Another way of
thinking about this is to say that all the current flowing through must go through both devices in
series; every charge that leaves one has no choice but to go through the other.

This is really just a special case of KCL: if there are only two elements connected to a single
node, then iin1 + iin2 = 0, giving iin1 = −iin2 = iout2.

series
series not series

also not series

Conversely, two elements are in parallel if they share both nodes, i.e., they are connected on
both ends. Other elements may also be connected to these nodes. As current flows from one node to
the other, charges can go through either element, meaning that the current splits and goes through
both elements in parallel.

Two elements in parallel have the same voltage. Since voltage is the difference in potential
between two nodes, and the elements share the same two nodes, the voltage must be the same.
This is a special case of KVL: two elements connected at both ends form the simplest possible KVL
loop, giving v1 +−v2 = 0, or v1 = v2.

parallel
parallel

not parallel

Problem 1.7
Identify which of the devices in the following circuit are in series. (For simplicity, only consider
a combination of a maximum of two devices at a time)
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Problem 1.8
Identify which of the devices in the following circuit are in parallel. (For simplicity, only
consider a combination of a maximum of two devices at a time)

To measure a voltage across an element, the meter needs to be in parallel with that element, so
that the voltage are the same. To measure current, the meter must be in series with the element, so
that the current passing through (and measured by) the meter is the same as the current through
the element.
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1.7.1 Solutions to practice questions

Solution 1.1:
Each circle has only two nodes, which are grouped as shown below.

Solution 1.2:
The circled circuits represent the same circuit.

Solution 1.3:
Only lightbulb A and lightbulb C will light up, as they will be the only ones with current
flowing through them.
No current flows through B because there is nowhere for the current to go (there is no loop).
No current flows through D because it is shorted out by a wire.
No current flows through E or F because they are also shorted out by a wire.

Solution 1.4:
1. i4 = 300mA
2. i3 = 2mA, i4 = 3mA

Solution 1.5:
A. V3 = 5
B. V4 = 6
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Solution 1.6:
1. -10mW, it is negative and hence the battery is supplying power.
2. 10mW, it is positive and hence the resistor is dissipating power
3. 0W - the total power in a circuit should always add to zero, as energy conservation must
hold. Power dissipated = Power supplied.

Solution 1.7:
The following devices are in series.

Solution 1.8:
The following devices are in parallel.
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Chapter 2

Electrical Devices
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Figure 2.1: The reference directions and axis for measuring the iV relationship of an electronic
device. The voltage across the device is plotted horizontally, and the current through the device is
plotted vertically. Notice that the voltage and current can be positive or negative. Using the std
reference direction, which set positive current to be current flowing into the + terminal and out of
the - terminal, the quadrant indicates whether the device absorbs energy (red) or provides energy
(green).

The previous chapter introduced the core ideas behind what makes something electrical. Electrical
circuits are connections of electrical devices, and electrical devices are things that allow charge to
flow through them, where the charge is driven by voltage differences, and we measure the flow of
charge as a current. In this chapter we will more formally define what we mean when we talk about
an electrical device, and will introduce our first four electrical devices: voltage and current sources,
resistors and diodes.

An electrical circuit consists of a number of connected electrical devices. We know that in this
circuit both KCL (the sum of the currents into each node is zero sum of the currents flowing into
each device is zero), and KVL (the sum of voltages across the devices that form any loop is zero.
While these rules provide constraints on the voltages and currents in the system, they are not
enough to allow one to solve for these values. To find these values we need additional constraints,
and these come from the characteristics of the electrical devices: electrical devices relate device
voltage to device current.

In fact the way you characterize any electrical device is by how the device current depends on the

23
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voltage across the device (or conversely how the voltage depends on the current). This relationship
is most easily visualized as a plot of the device current vs. the voltage across the device, and so
we will use this plot to help us understand the device operation. Figure 2.1 shows a generic device
with reference direction defined for voltage and current. In this chapter we will use the standard
convention for reference directions, which defines positive current as current flowing into the lead
of the device that is labeled positive.1

We have divided this i-V space into four quadrants depends on the sign of the voltage and current
through the device. If we think back to how we measure power, iV, we can see that the quadrant
that we operate in determines whether the power is positive (shown in red), or negative (shown in
green). When the power is positive, the current is flowing into the higher voltage terminal2 and
flowing out of the lower voltage terminal. Since the charge carriers are losing energy, the device
must be absorbing this energy. Conversely, if the iV is negative (the green regions) current is flowing
into the lower voltage terminal and out of the higher voltage terminal, so the device is supplying
energy to the circuit (it is giving the charge carriers more energy). Since physics says that energy
must be conserved, unless a device has a source of energy, it must operate only in the red regions.

Many different electrical devices have similar shapes, so we group them together into a class.
The rest of the chapter will discuss a few of the important device classes.

2.1 Voltage Source

5V V
5V

Figure 2.2: A voltage source. On the left is the symbol used for a voltage source, and one the right
is the iV curve of the device. Since the voltage across a voltage source is constant, the resulting
curve is a vertical line — it can support any current needed to maintain the voltage across the
device.

We have already been introduced to a couple of types of devices in the first chapter. We described
a battery as a device that tries to keep the voltage across it constant. The device class with this
type of characteristic is called a voltage source. The voltage across an ideal voltage source is always
constant, and equal the “voltage” of the voltage source. Since a voltage source only sets the voltage
across it, it will support any current that the other devices in the circuit need to maintain its

1Note that these are only the reference directions, and the resulting voltage or current might be negative, which
simply means that the terminal you labeled as positive is really at a lower voltage than the terminal you labeled as
negative (negative voltage), or the current is flowing the opposite direction as your reference arrow (negative current).

2Either positive current is flowing into the positive terminal, or current is flowing out of the lower voltage terminal,
which means that current must be flowing into the higher voltage terminal to maintain charge neutrality in the device
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voltage. This gives the iV curve shown in Figure 2.2. The red line in this figure is the set of voltage
- current points that the device supports. The line in vertical, since the voltage is always fixed
independent of the current that the device supplies.

Notice that the output of a voltage source exists in both a red and green region. This is because
it can either absorb or supply energy. If the voltage is positive, when current flows into the positive
terminal the carriers will leave the negative terminal with less energy so the voltage source absorbs
energy from the circuit. However when the current flows out of the positive terminal, the voltage
source is supplying energy to the circuit.

These dual roles happen in the real world as well. Consider a rechargeable battery. When
you use the battery to power your circuit, current flows from the positive terminal of the battery
through your circuit (perhaps to the light in your flashlight) back into the negative battery terminal.
During this operation the battery is converting chemical energy into electrical energy which is then
consumed by the circuit. But when you charge this battery you take another source of energy (the
wall socket) and flow current from the charger into the positive terminal of the battery. The battery
absorbs this energy and stores it as chemical energy so it can be used again when it is needed.

2.2 Resistor

V

i

Figure 2.3: A resistor. On the left is the symbol used for a resistor, and one the right is the iV curve
of the device. In a resistor the voltage is proportional to the current, so the iV curve is a diagonal
line. The slope of the line is one over the resistance. Note that resistors only absorb energy, which
makes sense, since they don’t contain any energy sources.

One of the most common devices that we will work with are resistors. A resistor is another
two terminal device, but in a resistor the voltage across the device is proportional to the current
running through it. In fact the proportionality constant is called the resistance of the resistor, and
it is measured in ohms, Ω.

V = i ·R
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M. Horowitz & J. Plummer 32

Resistors

E40M Spring 2016  Lecture 2

http://ecee.colorado.edu/~mathys/ecen1400/labs/resistors.html

http://www.instructables.com/id/Reading-Surface-Mount-Resistor-codes/

Figure 2.4: Resistors come in many different shapes and sizes. The resistors on the lower right are
surface mount resistors.

M. Horowitz 19

Measuring/Reading Resistors

• Measure a resistor
– Does it match the 

value printed on it?

E40M Lecture 3

Color First Digit Second 
Digit

Third Digit
1% 

Resistors
Multiplier Tolerance

Black 0 0 0 1
Brown 1 1 1 10 ±1%
Red 2 2 2 100 ±2%
Orange 3 3 3 1000 (=1k)
Yellow 4 4 4 10k
Green 5 5 5 100k

Blue 6 6 6 1000k 
(=1M)

Violet 7 7 7 10M
Gray 8 8 8 100M

White 9 9 9 1000M 
(=1G)

Gold 0.1 ±5%
Silver 0.01 ±10%

Gap

Figure 2.5: Resistor color code. On many resistors the three numbers are represented by colors and
not be numerals, which makes reading resistors even more fun.

The iV curve of a resistor is shown in Figure 2.3. The slope of the line is 1/R of the resistor.
Resistance is used to model the fact that all material,3 even material like metal that conducts charge
very well, still causes the moving charge to lose some energy as they flow through the material. The

3Well except for superconductors which are a macro scale manifestation of a quantum phenomenon. These
materials, which only exist at cold temperatures, have truly no resistance so seem magical if you are use to normal
conductors with loss. They have interesting properties, like current can flow in a loop forever without any voltage
driving them. Since currents cause magnetic fields, superconducting circulating currents are used in MRI machines
to make large magnetic fields, and the can even levitate objects.
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useful range of resistance we use in our circuits is quite large. Some circuits will use resistors larger
than 10 MΩ, which is nearly a horizontal line near zero, to model the small amount of current that
flows through a device which doesn’t take much current (like a good voltage meter). Other circuits
might need resistors less than a 10 mΩ which is a nearly vertical line, to measure the resistance
of a thick wire carrying a large current (like battery jumper cables). The difference of resistance
between these two cases is 109.

Figure 2.4 shows a picture of different types of resistors. The smaller resistors can handle less
power before they burn up (literally). The resistors on the lower right don’t have leads and mount
to the surface of a circuit board. They are much smaller than the other resistors that are shown. All
resistors mark their resistance on them, but the marking is a little cryptic. Each resistor generally
has 3 or 4 numbers on them. For example one resistor in the picture says 391. The first two
numbers are put together, in this case to form 39, and this number is then multiplied by 10 raised
the power of the third number (which was done to cover a wide resistance range). So 391 represents
a resistor of 390 Ω. The 270 resistor represents 27 Ω.

To make reading resistor values even more challenging, on most resistors with leads the value
of the three digits are encoded by a color, as shown in Figure 2.5. This would not be so bad, but
sometimes the colors are hard to figure out. Violet, Green and Grey sometimes don’t look much
different. When in doubt, you should pull out your trusty DMM and measure the resistance.

One final note about resistors. Just because the resistor says it is 10 kΩ doesn’t mean that the
resistance of the device will be exactly 10 kΩ. Most of the resistors in the lab are 5% resistors,
which means that their value is within 5% of the value specified. This means the resistance be
between 9.5 kΩ and 10.5 kΩ.

While all real wires have some resistance, that resistance is generally pretty small, and in most
situations we can ignore it. If the resistance of the wire is important, then it must be explicitly added
in the circuit diagram that we draw. Wires in our circuit diagrams are always perfect conductors
with no voltage drop, so the voltage of all points on the wire in a circuit diagram is exactly the
same.
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2.3 Battery

V

Figure 2.6: A battery. On the bottom left is the circuit symbol for a battery, and on the right is a
more accurate iV plot of a battery. While the line is pretty vertical, there is some slope to it. We can
model this real battery by combining a perfect voltage source with a resistor. The output voltage
of this combination is going to be equal to the sum of the voltage drop across the voltage source
and the resistor. When current is flowing out of the voltage source, it will flow into the resistor,
so the charge will leave with less energy (voltage) then they started with, so the voltage across the
combination decreases as the current becomes more negative (the current reference direction is into
the positive terminal).

We previously mentioned that a battery could be represented as a voltage source. This is basically
correct. However if you measured the output voltage of a battery as you increased the current you
pulled out of it, you would notice that is would not be a vertical line. As the current you pulled
out of the battery increased, the voltage across the battery would decrease as shown in Figure 2.6.
The slope of this line depends on the type of battery you have. A 9 V battery has a large change
in voltage with current, where your 12 V car battery can supply 100 A with only a small change in
voltage. What ever the voltage drop, we can model change in voltage with current by combining
our voltage source and resistor models, which is shown in the top right of Figure 2.6. The resistance
of the car battery might be less than 10 mΩ, where a 9 V battery might have a series resistance of
100 Ω.

2.4 Current Source

Another primitive class of device is called a current source. This device is the dual of a voltage
source. It doesn’t care what voltage it has across it; it only cares about the current going through
it. An ideal current source will support any voltage necessary to maintain its current. The symbol
for a current source and its iV curve is shown in Figure 2.7
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vI Amps

Figure 2.7: A current source. On the left is the circuit symbol for a current source, and on the right
is its iV curve. Since this device keeps its current constant independent of its voltage, its curve is a
horizontal line. Like a voltage source, this means that a current source can either supply or absorb
energy from the circuit.

While there are nice components that you can buy like batteries that are a good approximation
of a voltage source, there are not any components that look like just a current source (except for
lab supplies that can be set to be either a voltage or current source). But as we will see next, they
can be used in combination with other device models to model real world effects.
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Problem 2.1 : Voltage sources
Find V1 and V2.

Problem 2.2 : Current sources
Find I1 and I2.

Problem 2.3 : Simple applications of Ohm’s law
Find I1 and I2.
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Find V1 and V2.

2.5 Diodes

Another electrical device that we often use is a diode. They are one of the main components in
solar chargers. A diode is like a one-way valve for current, not unlike a plumbing check-valve which
allows water to only flow in one direction. Like resistors, diodes don’t contain any power sources,
so its iV curve can only exist in the “red” regions of the iV curve. They are differnt than a diode
because their behavior in the two quadrants they operate in are very different. When there is a
positive voltage across the diode, positive current flows, but when the voltage reverses, no negative
current flows. This combination means current can flow only in one direction. This behavior is very
useful in circuits where the voltages change over time, and we’ll explore this in more detail later.
However, it turns out that diodes are even more useful: LEDs and solar panels are also kinds of
diodes. They take advantage of quantum physics and the interaction between photons and electrons
to convert electrical energy into light or vice-versa.

2.5.1 Ideal diode model

A diode is represented in a schematic with the symbol below. The arrow points in the direction that
current can flow. Usually, the diode package will have an alternate-colored band (often silver or
white on a black package) indicating the negative end (current output) of the diode. Since current
can only flow one way in a diode, we always label the voltage and current across it the same way.
The positive end of the diode (sometimes called its anode) is on the side where current can flow
into the device (the triangle side), and the negative end of the diode (sometimes called the cathode)
is where the current can flow out of the device (the side with the line).

It turns out that there are several types of diodes with special characteristics, and these have
slightly different schematic symbols. We won’t discuss them in more detail here, but be aware that
you might see these symbols, and that they represent special-purpose diodes.
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The simplest way to mathematically model a diode in a circuit it to split its behavior into two
states: ”on” and ”off”. When the diode is on, it acts like a short circuit: there is zero voltage across
the terminals, and current flows through. When the diode is off, it acts like an open circuit: zero
current flows, and there is a negative voltage across the terminals. This is called the “ideal” model
of a diode because it describes theoretically perfect diode behavior. Needless to say, real diodes are
not ideal, but this model is still useful.

Graphically, we can represent an ideal diode with the i-V curve below:

Notice that in this model, the i-V curve lies exclusively on the i and V axes, with current always
≥ 0, and voltage always ≤ 0. The fact that current is ≥ 0 should make sense; this just says that
the current can only flow one way, which is what makes the device a diode. The fact that voltage is
always ≤ 0 is a little more subtle. To understand what is happening, imagine what happens with
the circuit below.

If the voltage is negative, the diode is in the off state, and no current flows. Regardless of how
many negative charges there are above the diode, none of them can flow across, and the voltage
remains negative.4 If the voltage across the diode were positive, current would just flow through
the diode, bringing the potential difference back to zero. Regardless of how much current flows,
there will be no potential difference across the diode, because the current flows straight through it.

To solve a circuit containing ideal diodes:

• Assume that current through the diode is zero (i.e., that the diode is off, and acts like an
open circuit). Find the voltage across the diode under this assumption.

• If the diode voltage is negative, then the diode is in fact off, and our analysis holds.

4In a real diode, there is some voltage beyond which the diode can’t block the charges, and current begins to flow
in the reverse direction. This is known as “reverse breakdown”.
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• If the diode voltage is positive, then the assumption was incorrect, and the diode is on. The
diode voltage can’t actually be positive, so re-solve the circuit assuming that the diode is on
and replace it with a wire (which is a zero voltage voltage source) and solve the circuit again.
This time you should find positive current flowing through the wire you added.

The next chapter describes the general method of solving for voltages and current in circuits,
and will have some example circuits with diodes.

Problem 2.4 : Ideal diodes
Assume that all diodes in the following circuits are ideal. Determine which of the diodes are
on.

2.5.2 Actual diode I-V equation

The ideal diode model introduces us to the most important characteristic of a diode — it only
allows current to flow in one direction. Unfortunately it is not a very accurate model of the actual
While the ideal model is convenient, it’s not physically accurate. A more correct model based on
the underlying physics is given by the equation

I = IS

(
eVD/VT − 1

)
where I is the current through the diode, IS is a scale factor, VD is the voltage across the diode,
and VT is a constant which is approximately 26 mV at room temperature.

Plotting this gives the curve below:5

5Of course, this is still an approximation which assumes that the underlying physical behavior is ideal. Real
diodes have resistance in series with the “ideal” diode, so the current can’t exponentially increase forever, and all
doides will “breakdown” and conduct when the reverse voltage is negative enough. But for this class we will ignore
these effects
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Dealing with the diode’s exponential i - V relationship is painful unless you are working with
a computer program which can model these devices. Such programs exist, and we will introduce
them on later in these notes. It would be nice to have a model that is more accurate than the
idea diode model, but simpler than the exponential model. The idealized diode model provides a
compromise between the ideal model and the physical model.

2.5.3 Idealized model

Like the ideal model, the idealized model assumes that the diode can be either on (conducting
current) or off (blocking current). But unlike the ideal model, it assumes that when the diode is
on, there is still some constant voltage drop across the diode.

Graphically, the I-V curve looks like the following:

Note that this is quite close to the ideal model.
The voltage at which the diode turns on is known as the forward voltage. We can solve a circuit

with idealized diodes in much the same was as we would for ideal diodes:

• Assume the diode is off,
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• If the voltage is less than the forward voltage (including negative), then the diode is off, and
our assumption was correct.

• If the voltage is greater than the forward voltage, then the diode is on, and the voltage across
the diode is equal to the forward voltage. Solve the circuit as if the diode was a constant
voltage source matching the forward voltage.

When we have multiple diodes together, it’s important to consider the circuit as a whole, using
KVL and KCL.

Question: In the circuit below, which diodes are on? Use the idealized model, and assume a
forward voltage of 0.7 V.

A
B

1V

If we consider only diode A, we might assume that the diode is on because the 1 V source is
greater than the diode’s threshold voltage. Then we go to diode B, and observe that the voltage
across it is

1 V − 0.7 V = 0.3 V

This is less than its threshold voltage, so it must be off.
However, this can’t possibly happen. If the first diode is on, current is flowing through it, and

that current has to flow through the second diode. But that implies that the second diode will also
be on. Conversely, if the second diode is off, the first one must also be off. This is in fact what
happens. If the supply voltage is not sufficient to turn on both diodes, they will both be off.

Problem 2.5 : Non-ideal diodes
Again, the diodes in the following circuit have forward voltages as labelled. Determine which
diodes are turned on, and what the current I1 is.

Problem 2.6 : Non-ideal diodes
The diodes in the following circuit have a forward voltage as labelled. (Vf = 2V indicates a
forward voltage of 2V). Determine which diodes are turned on, and what the current I2, I2, I3
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and I4 are. Hint: Try to follow the steps in the text, especially for circuit B, which is a slight
extension problem.

2.6 LEDs and Solar Cells

One of the most interesting and useful properties of diodes is their ability to convert light power
into electrical power, and convert electrical power into light. Not all diodes have this ability.
Diodes that convert light to electrical power are typically called solar cells, or photo-diodes, and
diodes that convert electrical energy into light are called light-emitting-diodes, or LEDs for short.
Understanding the full mechanism which enable this behavior requires learning more about solid-
state physics and semiconductor devices. While these are fascinating subjects, they are a little
advanced for this class. So the next two sections provides a high-level explanation of the physics
behind diodes and light to give you a little feeling for why light can interact with diodes. If you are
interested in this subject, please talk with one of the instructors of the class.

2.6.1 The physics behind diodes

A diode is formed when you connect the right two types of material together. Both materials
conduct charge, and of course charge neutral, but on one side the mobile charge is positive, and
the negative charge is fixed, while on the other side the negative charge is mobile and the positive
charge is fixed.6 Since the mobile charge is mobile it moves around. Now when there is not a
voltage applied to it, it moves in a random directions (you can think of the charges jiggling around
some moving left and some right), so there is no net charge motion, and no current flow. When the
two sides are put together some interesting stuff happens. Lets assume that the mobile + charges
are on the right and the mobile - charges are on the left as shown in the figure below.

6There are a lot of restrictions here about the types of material and how they are connected together. Generally
both sides of the diode are the same material, a semiconductor, that is made conductive by adding a small amount
of other material into it which is called doping. One side is doped to make the mobile carriers positive, and one side
is doped to make the mobile charges negative
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At the boundary between the mobile + and - charges, when the mobile charge
begin to move, some mobile + charges move left, but there are no mobile + on
the left to move right. Instead the mobile - charges on the left move right. This
gives rise to a net current to the left! This is called the diffusion current, since
it is the result of the random thermal motion of charged particles. Like perfume
in air, random motion will tend to spread out, or diffuse, any material with a
concentration gradient. This is true whether the particles are charged or not.
However when the particles have charge some other interesting stuff happens.
When mobile + and - charge meet, they neutralize each other7 and disappear.
When charged particles diffuse they create a secondary effect. Since some of
the mobile positive charge near the border are moving left and disappearing,
the fixed negative charge in this region is no longer matched by mobile positive
charge; similarly the fixed positive charge on the left side of the boundary is also
exposed. This means around this boundary we have now have a net negative
charge on the right, and a net positive charge on the left. Remembering back
to the first chapter, this charge separation in the middle of our diode causes an
electrical field to form, and this field will apply a force on the mobile charges.

Question: What is the direction of the electric field? Which way does it
push the mobile carriers?

The electric field points to the right, as shown in Figure XXX. This exerts
a force to the left on the negative charge, and a force to the right on positive
charge. Notice that this force is opposite the direction that the charges were
going as a result of diffusion. As diffusion continues, the field gets larger until
this field is large enough to stop the diffusion current caused by the concentration
gradient. One way to think of this situation is to consider the total current to
be the sum of the diffusion current and the current caused by the electric field,
which is called the drift current. In this view the diffusion current causes the
electric field to grow, which increases the drift current, until the drift current is
equal and opposite to the diffusion current.

7Another more complicated process that we will talk about again later in this section

At the boundary between the mobile + and - charges, when the mobile charge begin to move,
some mobile + charges move left, but there are no mobile + on the left to move right. Instead the
mobile - charges on the left move right. This gives rise to a net current to the left! This is called
the diffusion current, since it is the result of the random thermal motion of charged particles. Like
perfume in air, random motion will tend to spread out, or diffuse, any material with a concentration
gradient. This is true whether the particles are charged or not. However when the particles have
charge some other interesting stuff happens. When mobile + and - charge meet, they neutralize each
other7 and disappear. When charged particles diffuse they create a secondary effect. Since some
of the mobile positive charge near the border are moving left and disappearing, the fixed negative
charge in this region is no longer matched by mobile positive charge; similarly the fixed positive
charge on the left side of the boundary is also exposed. This means around this boundary we have
now have a net negative charge on the right, and a net positive charge on the left. Remembering
back to the first chapter, this charge separation in the middle of our diode causes an electrical field
to form, and this field will apply a force on the mobile charges.

Question: What is the direction of the electric field? Which way does it push the mobile
carriers?

The electric field points to the right, as shown in the figure above. This exerts a force to the left
on the negative charge, and a force to the right on positive charge. Notice that this force is opposite
the direction that the charges were going as a result of diffusion. As diffusion continues, the field
gets larger until this field is large enough to stop the diffusion current caused by the concentration
gradient. One way to think of this situation is to consider the total current to be the sum of the
diffusion current and the current caused by the electric field, which is called the drift current. In
this view the diffusion current causes the electric field to grow, which increases the drift current,
until the drift current is equal and opposite to the diffusion current.

Question: Since there is a voltage difference inside the device, can we measure it with our
voltmeter?

The electric field in the device does create a voltage difference between the mobile positive
carrier and mobile negative carrier materials. At first it seems like we should be able to measure it.
Unfortunately these types of “voltage” differences happen whenever you connect different materials
together. So while there is a voltage difference in the middle of the diode, there also is a voltage
difference between the end of the diode material and the wire that connects to it. So if the leads of
the diode are the same material, you won’t be able to measure any voltage difference between the
leads, even if there is a voltage difference inside the material.

Question: What happens if we apply an external voltage to the diode?

7Another more complicated process that we will talk about again later in this section
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When we apply an external voltage, we either make the voltage difference inside the diode larger,
which increasing the internal field, or smaller, which decreases the field. When the field gets larger
no current can flow, since now the field pushes positive charges to the right, and negative charge
to the left. But there are no mobile positive carriers on the left to move right, or mobile negative
charge on the right to move left. However, when we apply a positive voltage to the side that has
mobile positive charge, we decrease the internal voltage. This decreases the drift current, so there
is a net diffusion current, and current will flow through the device. Since the diffusion current is
very large (there is a very large concentration gradient in a diode) as you increase the voltage the
diffusion current becomes very large.

If you want to know more about how this works, you should take a class like EE 116.

2.6.2 The physics behind light

Light is all around us, we use it every day, but when you dig into the physics behind light, things get
a little strange (it is quantum stuff again). Let’s start with the not strange stuff. Light is a traveling
electromagnetic wave that can travel through the air/space like radio, TV, or cell phone signals.
These types of signals are characterized by the frequency of signal, which also sets the length of
a wave that is traveling in space. Since these waves all travel at the speed of light, 3 · 108m/s
short wavelengths require very high frequencies. You cell phone runs between 1-5GHz, and has a
wavelength that is a few tenths of a meter. Light runs at 100s of THz, and has a wavelength that is
less than 1 µm. The figure shown below shows the wavelength of different types of electromagnetic
waves.

What makes light strange is that while light is a wave, it is also a particle call a photon. This
duality is part of quantum mechanics, and has been validated in many experiments. We know that
photons exist, since when we measure very dim light, we record the arrival of individual photons.
The photon nature of light is interesting since this means that light is quantized into photons, and
the energy that a photon carries is precisely set by the frequency of the light it is transmitting.

E =
hc

λ

where h is Planks constant, 6.6 · 10−19 J, and c is the speed of light, 3 · 108m/s.

Since we are interested in the exchange of energy between a photon and a charge particle, either
electron or its positive counterpart, we can measure this energy in electron voltage (eV). This is
the energy needed to raise the potential energy of an electron by 1V. In these units, hc = 1.24 eV
· µm.
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Figure 2.8: A picture of a solar cell on the left, and the circuit model of the solar cell on the right.
When light hits the solar cell it generates a current which is represented by the current source. The
value of the current is proportional to the photon flux, which is proportional to the light intensity.

2.6.3 LEDs

When we forward bias a diode, mobile + and - charge move across the junction between the two
materials, and then combine with a charge of the opposite type. Since there was an internal voltage
built up across this junction, when the positive carrier makes it across the junction, it has more
energy than the mobile negative charges. It generally loses this energy by converting it to heat,
but in some materials it loses this energy by emitting a photon. These materials are used to make
LEDs. When this happens the color of the photon is related to the energy that the particle loses,
which is related to the internal voltage in the diode, which is related to the forward voltage of the
diode.

Question: What voltage drop do we need to release a photon of visible light?
Visible light is roughly in the range of 400 to 750 nm, with red at about 700 nm Use Planck’s

constant, etc. Red: 2Vish
Question: How do we get white light out of an LED?
We use a blue LED with a yellow phosphor. Some of the blue light is absorbed by the phosphor

and released as yellow light. To human eyes, the mixture appears white. If you look at white LEDs,
you’ll usually see some kind of yellow spot where the diode itself it. Since a white LED is really a
blue LED in disguise, the forward voltage for a white LED is also about 3V.

We’ve seen that current flowing through an LED releases photons, so we might ask: is it possible
to generate current by shining light on an LED? In other words, if an electron can fall across a
bandgap and release a photon, can an incoming photon push an electron up across the bandgap?

The crazy answer is yes, this does in fact work. In fact, this is the principle that makes solar
panels work.

2.6.4 Solar Cells - Capturing Light

A solar cell is a diode that is made generally from silicon, which has a forward drop of around
0.7 V. If a photon with enough energy is absorbed into the solar cell, it can create a mobile + and
- charge pair. Normally if this happens on the side with many mobile - charges, the + charge will
just combine with another - charge and nothing happens. But if the light is absorbed close the
the junction between the two materials, there will be an electric field, and the two carriers will be
pushed in different directions, and the mobile + will move the side with more mobile + charges,



40 CHAPTER 2. ELECTRICAL DEVICES

Figure 2.9: The iV curve of a solar cell when light is shining on it. Notice that this is just the iV
curve for a diode shifted down by the value of the current source: we just added a constant current
to the diode current.

and the mobile - will be pushed to the side that has mobile - charges. This means that each photon
that strikes the solar cell near the junction generates a current between the positive and negative
leads, and can be represented by a current source, as shown in Figure 2.8. Solar cells are made
with the junction close to the surface, so that most of the light get absorbed close to the junction
and can generate current.

This means if you take a solar cell out in the light and connect your current meter between its
two leads, you will directly measure this photon current. The current meter will keep the diode
voltage below its turn on voltage (with is around 0.7 V, so not current will flow through the diode,
and the current flows through the meter.

Question: What happens if nothing is connected to the solar cell leads?

If you put a solar cell in the light, photons will turn on the current source. Remember a current
source will create any voltage needed to maintain its current. This current will start increasing the
voltage across its terminals and as it does the solar cell diode will start to turn on. Eventually the
voltage will exceed the forward voltage of the diode, and all the photon generated current will flow
back though the diode. Essentially the photo current will forward bias your solar cell diode, and
you can see this effect by measuring the voltage across the solar cell.

The iV characteristics of this device can be found by adding together the current from the
current source and the current from the diode and is shown in Figure 2.9. The only tricky part
is that the current source flows out of the positive terminal and into the negative terminal, which
means from the conventional labeling for the diode this is a negative current. This added current
means that this device can operate in three different quadrants, and one of them can supply power
to the circuit. In the lower right quadrant the solar cell is providing power to the circuit.

This iV plot makes it very simple to see the current we will measure when we short out the solar
cell with our current meter (the short circuit current), and what voltage will appear if we don’t
allow any current to flow out of the device (the open circuit voltage). The open circuit voltage is
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Figure 2.10: How a solar cell can generate a higher voltage by stacking many cells in series.

Figure 2.11: This figure shows the current path when one of the solar cells in a stack is partially
blocked.

the point where the net current from the device is zero, and the short circuit current is the point
on the curve where the voltage across the device is zero. While these points are easy to measure,
neither of those points allow you to extract much power from the solar cell. Since power is iV, the
power you extract in both of these situations is about zero. One has roughly zero voltage, and one
has zero current.

If we use our idealized model for the silicon diode, that is the current through it is zero until the
forward voltage is VF , then the open circuit voltage would be VF , and if I moved just a hair below
that voltage, I would still be able to extract all of the available current. In this case the max power
I could get from the solar cell is ISC ·VOC . While this is a guaranteed not to exceed power number,
the maximum power you can get from a solar cell is only slightly smaller than this number.

While a large solar cell can generate a lot of current, the max voltage is limited by the forward
voltage of the diode, which for silicon is around 0.6V. Since our battery is 3.7 - 4V, it will never
generate enough voltage to charge the battery. There are a couple of solutions for this problem.
Most solar cells increase the output voltage by putting a number of solar cells in series, as is shown
in Figure 2.10.This approach works and is how most solar panels are made, but still has a major
weakness: the only path for the photo-current is through the series connected current sources.

Question: What happens if 6 of the current sources in Figure 2.10 generate 100 mA but one of
the cell is partially blocked and only generates 50 mA?

In this circuit the diode only conduct current from left to right, while the current source are
producing current that flows from right to left. The only path for this current is through the next
current source, so if one of the current sources in the string is only 50 mA, the total current from
the entire string will only be 50 mA. When the 100 mA current reaches this device, half of the
current will flow through the weak current source, and the other half will flow to the right, through
the diode that is in parallel with the current source as shown in Figure 2.11.

Problem 2.7
We will solve some problems related to a solar cell which has the specifications as shown in
the graph below. It provides power of 1W at an output voltage of 7V.



42 CHAPTER 2. ELECTRICAL DEVICES

1.) How much current does the solar cell provide when its output voltage is 7V?
2.) Consider the solar cell connected to a load resistor as shown below.

What value of Rload will draw the maximum power from the solar cell?
3.) For this question we will again consider the same circuit of a solar cell connected to a

load resistor. You do not know what the value of the resistor is. The voltage across the resistor
is 3V. What is the current flowing through the resistor? Knowing this, what must
be the value of the resistor?
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2.7 Solutions to practice problems

Solution 2.1:
V1=5V, V2=5V

Solution 2.2:
I1=1A, I2=1A

Solution 2.3:
I1=50mA, I2=22.7mA
V1=100V, V2=220V

Solution 2.4:
Ideal diodes
D1 and D4 are on, while D2 and D3 are off. It would be a helpful exercise to check the current
through the diode for the case of it being on, and then being off, to convince yourself that for
the diode to be on, the current through it must be positive.

Non-ideal diodes
Solution 2.5:
Only D3 is turned on. The current through I1 is simply I1 = V

R = 5−3
100 = 20mA .

Solution 2.6:
Non-ideal diodes

For circuit A:
Diodes D1 and D2 are both turned on.
I1 = 5V−1V

50 = 80mA

I2 = 5V−2V
50 = 60mA.

The voltage source provides a fixed voltage which is always greater than their forward voltage,
and provides however much current the circuit requires. Hence, both diodes are always turned
on.

For circuit B:
This circuit is more complex than it initially appears. It is important to understand here that
the current source can have any voltage across it. By making different assumptions about
which diodes are on, the voltage across the current source will change. Therefore, for this
kind of circuit, we first make a ”guess” of which diodes are on, then check our assumptions.
Essentially, this is a chance for you to practice applying steps described above to solving more
complex diode circuits
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To solve this particular circuit, the steps we take are as follows:
1. Assume D4 on. (Arbitrary choice - you can always choose another option, but preferably
one easier to solve)
2. Solve the circuit with this assumption: The voltage across the current source is: VI =
2V + 20mA× 150 = 2V + 3V = 5V However, if this is the case, then D3 must also be on.
Hence our assumption is incorrect. D3 is also on.
3. Solve the circuit with this assumption:
- Let’s call the voltage across the current source Vtot.
- Voltage across R3 = VR3 = Vtot − 1V
- Voltage across R4 = VR4 = Vtot − 2V
- By Kirchoff’s current law: 20mA = VR3

R3 + VR4

R4 = Vtot−1V
R3 + Vtot−2V

R4
- Solving the above equation, we find that Vtot = 3V . This is enough voltage to turn both the
diodes on so this assumption is correct.
4. Thus:
I3 = 2

150 = 13.3mA
I4 = 1

150 = 6.6mA

Solution 2.7:
1.) Output power is 1W at 7V, so:

Iout =
P

V
=

1

7
= 142mA

2.) Maximum power is drawn when V = 7V and I = 142mA. The only resistor value for
which that is true is R = V

I = 7
142mA = 49.3Ω.

3.) You can simply read of the specifications graph. At an output voltage of 3V, the solar
cell delivers 150mA of current. Hence the current flowing through the resistor is 150mA. The
resistor value must then be 20Ω.



Chapter 3

Solving for Voltage and Current

Nodal Analysis

If you know Ohm’s Law, you can solve for all the voltages and currents in simple resistor circuits,
like the one shown below. In this chapter, we’ll cover the basic strategy of solving circuits, which
is called nodal analysis. It consists of writing KCL (the sum of the current flowing into a node is
zero) for each node in the circuit, using the node voltages and the device current equations to find
the currents through each device. This chapter we will use resistors, current sources and voltage
sources in our examples which were given in Chapter 2. By solving this system of equations, we
can find the voltage at each node and the current between each pair of nodes. This basic method
works for all circuits. It works by converting the circuit into a linear algebra problem (if there are
not diodes involved. With diodes the problem is no longer a linear problem) which can be solved
by many programs (for example Matlab). An example of a circuit you will be able to solve using
this method is shown in Figure 3.1.

Figure 3.1: Example of a circuit we can solve using nodal analysis

We could stop there, but this method doesn’t provide much insight about the effect each device
has on the behavior of the circuit, which is important in the making (design) process. When you are
designing a circuit you are really choosing the elements to generate the right behavior. To address
this problem, after we describe nodal analysis we will provide a number of techniques that allow you
to simplify the network you need to solve. Using these techniques generally simplifies the network to
the point that you can solve them in your head, which gives you a much better understanding of what

45
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the component values need to be to get the effect you want. These simplification techniques include
series and parallel reductions, voltage and current dividers, equivalent circuits, and superposition.
Using these techniques you should be able to analyze a circuit without needing a computer. They
are also very helpful when using non-linear devices like diodes, or transistors (we will introduce
them in the next chapter).

3.1 What are nodes and node voltages

As we described in Section 1.3.1, in a circuit, a node is a place where two or more devices (resistors,
diodes, batteries, etc) meet. Remember in our circuit model abstraction the lines that connect
devices have no resistance (they are perfect conductors) so the voltage drop along these lines must
be 0V. Thus we collapse the entire wire (which can have many segments) into a single node, since
the voltage at any point on that line will be the same as the voltage at any other point on that line.

Let’s try to identify the nodes in the circuit shown in Figure 3.1. A good way to find nodes is
to pick a point on a wire, and follow the wire in all directions possible until you run into another
component. One node might only connect two components, or it might connect many. Figure 3.2
shows each of the nodes.

Figure 3.2: Identifying the nodes of the circuit

As we described in Chapter 1, since voltage is a measure of potential difference rather than
an absolute number, a single node can’t really have a voltage. The voltage of a node has to be
measured relative to another node: only voltage differences are well defined. To get around this
problem, in each circuit, we choose a node, referred to as ground, or gnd, to act as the reference
node that we will use to measure the voltage of the other nodes. When we talk about a node voltage,
we are really measuring the voltage difference between that node and the “gnd” node. Using this
definition it is clear that the voltage of the “gnd” node must be 0V: the voltage difference between
a node and itself is always zero. In our circuit diagram we use the symbol shown below to indicate
the ground node.
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We can choose any node we want to serve as ground. Moving ground to a different node will
change the voltage you report for that node (since it is now measured relative to a different node),
but it will not change the voltage difference between the nodes. In the figure below, notice how we
chose a different ground node for each circuit, so the voltage at each node looks different in each
figure. However, for each circuit, the voltage difference between nodes A and B is 2 V, between
B and C is 3V, and between A and C is 5V. Since the current through a device depends on the
voltage difference between its two terminals, the choice of reference voltage doesn’t change any
of the current flowing in the circuit. All of this just shows that voltage is relative: changing which
node we call ground never changes the voltages across the devices or the current flowing through
them.

Figure 3.3: Grounding a circuit at different nodes

By convention, many circuit designers choose the lowest node in the schematic to serve as ground.
Also by convention people tend to draw circuits so nodes with lower voltages on the bottom of their
pictures, so the ground node is often the lowest voltage node. Another strategy is to make the
ground node the node with the most connections to other devices, since, as we will see next, this
will simplify nodal analysis. For example, in our circuit from the first figure, we might choose node
D, as shown in Figure 3.4 since that node connects five components.

Figure 3.4: Choosing a ground for our first circuit example

However, if we wanted to choose another node, like B, we could do that, too. It often helps to
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draw ground on the lowest node so if we make B ground we can even re-draw the circuit by rotating
it so our ground node is at the bottom, as illustrated in Figure 3.5

Figure 3.5: Choosing a ground for our first circuit example

In general, you can choose any node you want to be your ground node. Just make sure you
mark your ground node clearly whenever you’re solving a circuit.

3.2 Nodal Analysis

Let’s take the circuit we have been looking at, set node D to be ground and try to find the voltage
at node B. At first this seems complex, since at first we don’t know what any of the voltages
are (except node D, which we know will be at 0V), and they all seem to depend on each other.
Fortunately there is a very simple procedure you can use to solve any circuit you run across. All
you do is write KCL equations for each of the nodes in the circuit skipping the ground node. This
will give you one equation for each node, and the only variables (things you don’t know the value
of) these equation depend on are the node voltages. So if we have ‘n’ nodes with unknown voltages,
we will end up with ‘n’ equations in ‘n’ variables, which means if the device equations are linear,
and resistors, voltage and current sources are linear, linear algebra we can solve these equations to
find the node voltages. This simple procedure is called nodal analysis.

Rather than starting with this complex circuit, let’s start with a simpler example. In Figure
3.6, we want to find the voltages at nodes A and B and the currents i1 and i2. We start writing
KCL equations for node A and run into our first problem: a voltage source can supply any current.
This makes the current equation for this node less than helpful. Fortunately since the device is
a voltage source, we know the voltage across it is fixed (5V in this example). Thus we can find
the voltage at node A without writing the current equation there. VA = 5V, sine the other side is
connected to gnd. Now we can write the KCL equation for node B:
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Figure 3.6: A simple circuit

i1 − i2 = 0

(i1 flows into B, and i2 flows out of B). The currents i1 and i2 can be found from Ohm’s Law:

i1 =
5V − VB

2kΩ

i2 =
VB
3kΩ

In this step, is it very important that you calculate the current for the reference directions
you choose in the problem. To find the current that flows in a particular direction, move in that
direction through the device. The node you exit from moving in that direction should always be
subtracted from the node you start at; e.g node B should be subtracted from node A for i1.

This equation lets you solve for VB :

5V − VB
2kΩ

− VB
3kΩ

= 0

Multiply both sides by 6kΩ:

15V − 3VB − 2VB = 0

15V = 5VB

VB = 3V

Let’s try a more complicated example. Inthe circuit shown in Figure 3.7, we want to solve for
the voltages at nodes A - D, and the currents i1 − i5. It sounds complicated, but we can use KCL
and KVL just like we did in the example above.
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Figure 3.7: A more complex circuit

Let’s start with node A. Again, only a voltage source is connected between ground and node A
so VA = 5V. We can do the same thing with node C - VC = 2V.

In this circuit we were lucky that the voltage sources connected to gnd, so we know the voltage
at the both sides of the voltage source. But you can have a voltage source that is not connected
to ground. Suppose in the circuit above, node D was chosen as the reference node, and the node
labeled gnd is now node E. While we have a voltage source, now we don’t know what the voltage
is at either node E, VE , or node C, VC . In this case you form what’s called a supernode. This
doesn’t really mean anything other than that you can form a simple substitution equation. We
don’t know VC because we don’t know VE , but we do know that VC = VE + 2, because the voltage
source sets the voltage rise between them. So we don’t really have two unknown node voltages, we
only have one unknown. So we can still remove the variable VC and replace it with VE + 2. And
while we don’t know the current that flows through the voltage source we know the that that the
current that flows into it at node C must flow out of it at node E. Using these constraints we couple
the two node equations into a single supernode equation for nodes C and E.

Going back to our actual circuit, while the circuit has 4 nodes other than gnd, it only has two
nodes with unknown voltages. So we need to write two KCL equations. Starting with node B, we
know that the current through the 1kΩ resistor between A and B is the same as the current through
the 4kΩ resistor between B and C, or i1, which gives:

VA − VB
1 kΩ

− VB − VC
4 kΩ

= 0

5V − VB
1 kΩ

− VB − 2V

4 kΩ
= 0

Let’s now move to node D.

i2 = i3 + i4 + i5

VC − VD
2kΩ

=
VD
4kΩ

+
VD
4kΩ

+
VD − VA

1kΩ

2V − VD
2kΩ

= 2
VD
4kΩ

+
VD − 5V

1kΩ
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Using both equations we can solve for the two node voltages.1 Multiplying both equations by
4 kΩ gives

20V − 4 · VB − VB + 2V = 0

5 · VB = 22V

VB = 4.4V

4V − 2VD = 2VD + 4VD − 20V

8VD = 24V

VD = 3V

Now that we have the voltage at B and D, we can find all the currents:

i1 =
5V − VB

1kΩ
=

5V − 4.4V

1kΩ
= 0.6mA

i2 =
VC − VD

2kΩ
=

2V − 3V

2kΩ
= −0.5mA

i3 =
VD
4kΩ

= 0.75mA

i4 =
VD
4kΩ

= 0.75mA

i5 =
VD − VA

1kΩ
= −2mA

We can check our original KCL equation to make sure that it holds:

i2 = i3 + i4 + i5

−0.5mA = 0.75mA+ 0.75mA− 2mA

−0.5mA = −0.5mA

Notice that we wound up with negative currents for i2 and i5. This is completely fine! It just
means that the direction we assumed the current would flow is backwards from where it’s actually
flowing. In circuits, everything is relative. There is no such thing as an absolute voltage or an
absolute current direction. This is why it’s so important to carefully mark the direction of your
current, the positive and negative terminals of your voltage, and the location of your ground.

In nodal analysis the number of equations is proportional to the number nodes, and the com-
plexity of the equations depends on the number of elements. As we will see in this next section we
can use local rules to reduce both of these variables which can make the circuit much simpler to
analyze. We will start with simple rules for combining two devices into a single device.

1You might notice that in this problem you can use the first equation to solve for VB , and the second equation
to solve for VD which is pretty unusual for these type of problems. More generally both equations will have both
node voltages.
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Problem 3.1
What are the currents I1, I2 and I3 (the current through resistors R1, R2, and R3 respectively)?

3.3 Series and Parallel Resistors

While nodal analysis always works, there are way you can simplify the math that you need to do.
These steps are in some sense optional, since they just reduce the number of devices and/or nodes
you need to analyze the circuit, but are often very helpful to understand what is happening in the
circuit.

3.3.1 Series Connections

As we mentioned in Section 1.7, when analyzing circuits, there are some connections between devices
that have special constraints that we can make use of. These occur when resistors are connected
in series or in parallel. A series connection refers to one in which a terminal of the first device is
connected only to a terminal of the second device. Because these two devices are the only devices
connected at this node, the current through each must be the same. This follows from KCL: the
sum of currents at the node between the two device must be equal to zero, so the same current
must flow out of one device and into the other. Figure 3.8 shows a situation where two devices are
in series, and a situation where none of the three devices are in series.

Figure 3.8: Left: Two devices in series; Right: No devices in series

When two resistors are connected in series, the voltage across the series combination is just
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going to be the sum of the voltage across each resistor. But this voltage is i ·R1 and i ·R2, and the
current is the same in the two resistors. So the sum of the voltage across these two devices will be
the same as the voltage across a single resistor of (R1 + R2). This is shown in Figure 3.9

Figure 3.9: Combining resistors in series

V1 = i ∗R1

V2 = i ∗R2

Vtotal = V1 + V2 = iR1 + iR2 = i(R1 +R2) = iRtotal

Rtotal = R1 +R2

The big advantage of doing this simplification is that you remove a node from the circuit, which
removes one of the variable you need to solve for and one equation from your nodal analysis. While
makes the linear algebra easier, its real advantage is when it makes the algebra so simple that you
can solve it without really doing any linear algebra (which is true for most of the problems you
need to solve).

If you have many resistors in series, you can repeatedly apply this method to combine a resistor
to the previous equivalent resistors, so this equation generalizes to:

Rtotal =

N∑
n=1

Rn

Notice from this equation, that the total resistance along a path always increases as you add
another resistor in series with it. Checking that this is true is always a good way to check your
work.

3.3.2 Parallel Connections

A parallel connection refers to one in which the two terminals of the first component are connected
to different terminals of the second component. Other components can also be connected to each
terminal. Components connected in parallel have the same voltage drop across them. This follows
from KVL: if we follow the loop around the two components connected in parallel, the total voltage
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must sum to zero, which means that each component must have the same voltage drop across it.
The currents are not necessarily equal. Some examples are shown in Figure 3.10

Figure 3.10: Left: A and B are in parallel; Center: A, B and C are in parallel; Right: A and B are
not in parallel

When two resistors are connected in parallel, the equivalent resistance is equal to 1
1
R1

+ 1
R2

. This

is illustrated in Figure 3.11. We can find this by solving Ohm’s Law across the two parallel
components:

Figure 3.11: Combining resistors in series

Vtotal = i1R1 = i2R2

i1 =
Vtotal
R1

; i2 =
Vtotal
R2

itotal = i1 + i2 = Vtotal(
1

R1
+

1

R2
)

Rtotal =
Vtotal
itotal

= (
1

R1
+

1

R2
)−1 =

R1 ·R2

R1 +R2

This equation can be generalized for multiple resistors in parallel:
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Rtotal = (

N∑
n=1

1

Rn
)−1

From this equation, the equivalent resistance of resistors in parallel will be smaller than any of
the individual resistors. With parallel connections, the current has more possible paths to take,
which means that the ability of the circuit to conduct (conductance) increases, and resistance,
which is the reciprocal of conductance, decreases.

3.3.3 Combining Series and Parallel Resistors

Let’s try out what we know about series and parallel resistors to solve for the equivalent resistance
between A and B in the circuit shown in Figure 3.12.

Figure 3.12: Find the equivalent resistance between points A and B

Let’s start by identifying what we know are resistors in series and parallel. R1 and R2 are clearly
in series, since one terminal of R1 is connected directly to a terminal of R2, with nothing else in
the middle. Similarly R4 and R5 are in series. We know that we can combine two resistors in series
into one resistor by simply adding the resistances, resulting in the circuit in Figure 3.13.
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Figure 3.13: Find the equivalent resistance between points A and B - series resistances combined

Now let’s try simplifying some parallel resistors. We can see that R6 and R7 are in parallel, since
both of their terminals are connected to each other. We can use our parallel resistance equation,
Rtotal = R6·R7

R6+R7
, to combine these two resistors into a single 3kΩ resistor. Similarly, R3 is now in

parallel with the combined R1 and R2. When two resistors of the same value are parallel to each
other, the resulting equivalent resistance is just equal to half of the original resistor value (you can

see this by solving the original equation: R2

2R = R
2 ). Therefore, we can combine the left two branches

of the circuit into a single 3kΩ resistor. The result is in Figure 3.14.

Figure 3.14: Find the equivalent resistance between points A and B - parallel resistances combined

This resulting circuit is pretty simple. The two resistors on the right are in series, so we can
just add them to get a 6kΩ resistor. Then we have a 3kΩ in parallel with a 6kΩ, so we can use our
parallel resistance equation to get an overall resistance of 2kΩ. We’ve now simplified the circuit
into what’s shown in Figure 3.15.
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Figure 3.15: Final combined resistance

Problem 3.2
Find the equivalent resistance of this entire circuit between the two indicated nodes. (Find
Req.)

3.4 Voltage and Current Dividers

Sometimes, we have two resistors in series, but we need to find the voltage at the node in the middle
of the circuit, or we have two resistors in parallel but we need to find the current through one of the
resistors. In both these cases we can do the series or parallel reduction, find the current through
the series devices or the voltage across the parallel devices, and then solve for the desired voltage
or current. But because these situations arise often, we have a shortcut for analyzing these types of
circuits. One of the reasons that they occur often is that they have a useful function. These circuit
produce an output voltage or current that is a fraction of the input voltage or current. Thus these
circuits are called voltage and current dividers.

3.4.1 Voltage Dividers

In a simple voltage divider made of two resistors connected in series, we want to solve for the voltage
drop across each resistor. We will start by solving for the voltage drop across the lower resistor. If
we assume that the lower resistor is connected to ground, this is equivalent to the voltage at the
intermediate node, Vmid. Since there is only one unknown in this circuit, Vmid we write KCL for
this node:
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Figure 3.16: A voltage divider

Vtop
R1
− Vmid

R1
=
Vmid
R2

Vmid(
1

R1
) +

1

R2
=
Vtop
R1

Vmid = Vtop

1
R1

1
R1

+ 1
R2

= Vtop
R2

R1 +R2

Notice that the output voltage is a fraction of the input voltage, and that fraction is the value
of the bottom resistor, over the total resistance of the chain. This makes sense, since the current is
going to be set by the total resistance. If most of the series resistance is from the bottom resistor, it
will have most of the voltage across it. But as this resistance gets smaller (compared to the total),
the voltage across the resistor gets smaller too.

If we want to solve for the voltage across R1 instead, we would need to find Vtop − Vmid. We
can then rewrite the equations as follows:

Vmid = Vtop
R2

R1 +R2

Vtop − Vmid = Vtop − Vtop
R2

R1 +R2
= Vtop(1−

R2

R1 +R2
)

Vtop − Vmid = Vtop
R1 +R2 −R2

R1 +R2

Vtop − Vmid = Vtop
R1

R1 +R2
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Figure 3.17: Another voltage divider

Question: Sometimes you will have a voltage divider situation by the bottom voltage won’t be
ground. Instead, let’s assume it is Vbot. What do you do here?

While this situation seems more complicated than the grounded case, it is no harder to solve.
You just need to remember that all voltages are relative. We know the voltage drop across R2 is
going to be:

(Vtop − Vbot) ·
R2

R1 +R2

And this is equal the voltage Vmid − Vbot. So Vmid is just going to be:

Vmid = Vbot + (Vtop − Vbot) ·
R2

R1 +R2

Note that if Vbot = 0, this equation simplifies to the same thing we had earlier. Basically, this
is telling us that we need to multiply the resistance ratio by the voltage difference across the entire
divider, then add the offset from the bottom voltage. In this case, the voltage across the top resistor
is equal to:

Vtop − Vmid = (Vtop − Vbot)
R1

R1 +R2

Again, this is the same equation we had earlier, but looking at the voltage difference between
the resistors.

In general, the voltage across one of the components is equal to the resistance of that component
divided by the sum of the two resistances. If we have multiple components connected in series
between Vtop and Vbot, this equation generalizes as shown below:

VRx = (Vtop − Vbot)
Rx∑N
n=1Rn

+ Vbot

If R1 and R2 are multiple components connected in series or parallel, we can find the equivalent
resistance of these two sets of components and solve from there.
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Problem 3.3
Find Vout in the following two circuits.

3.4.2 Current Dividers

In a simple current divider made up of two resistors connected in parallel, we want to solve for the
current through each resistor. In a parallel circuit, the voltage drop across each component is the
same. We can use this to write equations for the circuit as shown below:

Figure 3.18: Another voltage divider

Vtotal = i1R1 = i2R2

i2 = i1
R1

R2

itotal = i1 + i2 = i1 + i1
R1

R2
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itotal = i1(1 +
R1

R2
) = i1

R1 +R2

R2

i1 = itotal
R2

R1 +R2

We can flip these equations to find the current through the opposing resistor, i2 = itotal
R1

R1+R2
.

This essentially tells us that the fraction of the original current through one resistor is equal to
the other resistance, divided by the sum of the two resistances. Notice that equation looks similar
the the voltage divider equation, for a current divider, the numerator is the opposite resistor, not
the resistor we are measuring the current through. This makes sense, since as the resistance of the
resistor increases, it is harder for the current to flow, so the current should go down.

If we have multiple resistors in parallel, the fraction of the current through one resistor is equal
to the parallel combination of the other resistances, divided by the sum:

iRx = itotal
(
∑N
n=1

1
Rn
− 1

Rx
)−1

(
∑N
n=1

1
Rn

)−1

Problem 3.4
Find the currents in each of the resistors in the following circuits.

3.5 Equivalent Circuits

Honestly, most of the circuits that you will need to deal with when you are making stuff (and not
doing homework problems) will be pretty simple, and won’t be hard to analyze. Nodal analysis
will always work, and you can make this even easier by reducing the complexity by using series
parallel reductions and using current and voltage dividers. But occasionally you will find a circuit
that is hard to analyze, or have a design problem where you will need to find a component that
makes a voltage or current somewhere else in the circuit to the right value. Here it would be great
if you could simplify the rest of the circuit to yield something simple like a voltage divider, when
the relationship between the device you can adjust and the value you are interested in is easy to
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understand. This is especially true when there are some non-linear elements in the circuit, where
understanding the region of operation of the non-linear device is important. Fortunately it is almost
always possible to create these type of simplifications.

The basic idea behind these simplification is a concept we have used before: creating the iV
curve for an electric device. In the previous chapter we created these curves for primitive devices
like voltage sources, resistors and diodes, but we also showed how we could model more complicated
device like a battery as a combination of a resistor and a voltage source, or a solar cell as a diode in
parallel with a current source dependent on the light intensity. What we show in this section is that
any combination of linear resistors, voltage sources and current sources can be modelled by a single
resistor in series with a single voltage source. This single resistor, single voltage source model is
called the Thevenin Equivalent circuit. The iV of any complex linear circuit can also be modeled by
a current source in parallel with a resistor, and this model is called the Norton Equivalent circuit.
The reason this is possible is simple. If all our devices are have a linear relationship between current
and voltage (true for resistors, voltage and current sources) then the resulting relationship between
current and voltage of any combinations of these devices will also be linear. This means if we take
any two nodes in a linear circuit and pretend that all the components form a new device, see the
figure below, this relationship between current and voltage will be a straight line in the i-V plane.
This curve can be defined by a line, V = i · R + Vth, where R is a resistance and Vth is a voltage
source. This line can also be generated by a voltage source in series with a resistor.

3.5.1 Thevenin Equivalent

Thevenin’s theorem states that a linear two-terminal circuit can be replaced by an equivalent
circuit composed of a voltage source and series resistor, as shown below:

Further the theorem states that you can’t make any measurement using just the nodes A and B
that can tell the difference between the two circuits. this give us a hint of how to find the value of
the voltage source and resistance for the equivalent circuit. One simple measurement we can make
is to measure the voltage between A and B with nothing connected between the two terminals. In
the Thevenin circuit, this voltage is obvious. Since there is no current running between A and B,
the voltage drop across the resistor must be zero (V = i · R), so the measured voltage is just Vth.
Remember that since no current is flowing between the terminals, this is the “open-circuit” voltage.
Since the open circuit voltage is equal to the value of the voltage source in the equivalent circuit, it
is often called the Thevenin voltage. We can find this voltage by using nodal analysis on the actual
circuit with no connection between A and B.
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Let find the Thevenin equivalent voltage of the circuit shown above. We could use nodal analysis,
and have two voltages to solve for, but in this case we can also solve the problem using series parallel
reductions, so let’s do it that way. We can immediately see that the 3kΩ and 6kΩ resistors are in
parallel, so we can combine them into one resistance: ( 1

6kΩ + 1
3kΩ )−1 = 2kΩ. This 2kΩ resistor is

in series with the 1kΩ resistor above it, so we can add those together to form a single 3kΩ resistor.
We end up with the circuit below:

Here, we want to find the voltage across one of two resistors. This looks like a voltage divider.
We can re-draw it to make that relationship clearer:

Now we can use our voltage divider equation, VTh = Vin
3kΩ

3kΩ+1kΩ , to solve for VTh. We end up
with VTh = 1.5V.

Now we need to make another measurement so we can figure out what the equivalent series
resistor should be. Another easy measurement to make is the current that flows when we short
together nodes A and B. This is the short circuit current.
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Remember the current through any resistor where both terminals of the resistor connect to the
same node is zero (there is no voltage across the resistor so the current must be zero). This means
that the 1 kΩ, 3 kΩ and 6 kΩ resistors can be removed, since there is no voltage across them.

Finding the current in this case is easy, since we can just use Ohm’s Law: IN = V
R = 2V

1kΩ = 2mA.
The equivalent resistor must then be 1.5V/2 mA = 750 Ω
Now that we have the Thevenin voltage and resistance, we can plug them back in to our black

box model to come up with the following Thevenin equivalent:

Problem 3.5 : Thevenin equivalent
Find the Thevenin equivalents of circuit A and circuit B below, at the ports indicated by Vout.
Try to apply the rules you’ve learnt in this chapter.
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3.5.2 Norton Equivalent

It turns out that any linear i-V curve can also be represented by a current source in parallel with
resistor, in addition to the Thevenin equivalent that we just described. Previously we said that any
linear circuit could be represented by V = i · RTh + VTh, where RTh is the Thevenin equivalent
resistance and VTh is the Thevenin equivalent voltage. But dividing both sides of this equation by
R, and rearranging terms gives:

i =
V

R
+
VTh
RTh

Since the current is the sum of two terms, it could be modeled by two elements in parallel. One
is a resistor, since the current is proportional to a voltage, and the other term is a constant current,
which can be modeled as a current source. Thus we get Norton’s theorem which states that a
linear two-terminal circuit can be replaced by an equivalent circuit composed of a current source
and parallel resistor, as shown below:

We solve this in a very similar manner to solving for Thevenin circuits. In this case the value
of the current source is just the value of the short-circuit current, since with no voltage across the
terminals, the current through the resistance must be zero. We found this before to be 2 mA.

Since the Norton resistance is equal to the Thevenin resistance, we use the same value we found
before, 750 Ω.
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Problem 3.6 : Norton equivalents
Find the Norton equivalent of the following circuits.

3.5.3 Converting from Thevenin to Norton

As we saw above, the Thevenin and Norton resistances are equivalent. Thevenin voltage and Norton
current can also be related using Ohm’s Law:

RTh = RN

VTh = INRN

IN =
VTh
RTh

This result can be applied more generally to convert a voltage source in series with a resistor
into a current source in parallel with a resistor, and vice versa. We can use this to simplify our
nodal analysis. For example, if we wanted to work with a current source rather than a voltage
source in the circuit we solved earlier, we could solve for IN = 2V

1kΩ = 2mA and update our circuit
as shown below:
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Problem 3.7
Converting from Thevenin to Norton:
Find the Norton equivalent of the following circuits - you derived their Thevenin equivalents
earlier.
Hint: The Thevenin equivalent resistance of a circuit is equal to the Norton equivalent resis-
tance of the circuit.

3.6 Superposition

For linear circuits there is one addition trick we can use to simplify our analysis to better understand
how different sources (voltage, current) affect the circuit: we can take advantage of linearity. For
linear systems, the voltage at any node, or the current through any device will vary linearly with
any of the sources in the circuit. This means that the voltage at a node can be written as:

VA = k1 · V1 + k2 · V2...+R1 · I1 + ...

where Vi are the voltage sources in the circuit, Ii are the current sources in the circuit, and ki
and Ri are the proportionality constants. Notice that the voltage at each node is a simple sum
of the contributions of the different sources. Since each contribution doesn’t depend on the other
sources, we can find the output voltage by computing the output from each source independently
and then adding these contributions together. Basically, it means that we will get the same result
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by solving the entire equation at once or solving different sources separately and then adding the
results together.

Let’s try solving the circuit below. We can always use straight nodal analysis. For this circuit,
we could solve for the voltage at the node at the top of the circuit - let’s call it VA. We could write
our KCL equations as shown below:

VA − 5V

1kΩ
+

VA
4kΩ

+ 2mA = 0

5VA − 20V + 8V = 0

VA = 2.4V

Then we could use a voltage divider on the left branch of the circuit:

Vx = VA
2kΩ

2kΩ + 2kΩ
=
VA
2

= 1.2V

However, since we have two independent sources, we can also use superposition to solve this
circuit. Let’s start by finding the contribution of Vx that comes from the voltage source. First,
we’ll zero out all other independent sources besides the voltage source of interest, which in this case
just means shorting the 2mA current source to create the circuit shown below:
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We’ll ignore the resistor on the right side since it’s floating and no current can flow through it.
We can find Vx by using a voltage divider: Vx,v = 5V ∗ 2kΩ

2kΩ+2kΩ+1kΩ = 2V .
Now we can solve for the contribution from the current source. First, we’ll zero out the voltage

source by replacing it with a wire, yielding the circuit below:

The right-hand circuit is redrawn to show the circuit a bit more clearly. Note the polarity of
Vx now that we’ve flipped around the circuit. There are multiple ways to solve this, but we’ll use
a current divider to find the current through the 2kΩ resistor, then multiply it by the resistance
to find Vx. One branch in our current divider has a resistance of 1kΩ. The second branch has
a resistance of 4kΩ, since we have two 2kΩ resistors in series. The 1kΩ resistor at the bottom of
the circuit does not contribute to the current divider - since it is not in parallel with any other
component, the entirety of the 2mA current flows through it.

Ir = 2mA ∗ 1kΩ

1kΩ + 4kΩ
=

2mA

5
= 0.4mA

We have to be careful with the polarity here. We’ve solved for a current that flows from the
marked negative to the marked positive terminal of Vx. This will give us a negative voltage.
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Vx,i = −0.4mA ∗ 2kΩ = −0.8V

Now that we have the contributions to Vx from both independent sources, we can simply add
them together to find the total Vx:

Vx = Vx,v + Vx,i = 2V + (−0.8V ) = 1.2V

Note that this is the same answer that we got from nodal analysis.

Superposition also provides another method to solve for the Thevenin/Norton equivalent resis-
tance. Because of superposition the actual circuit and the equivalent should still be the same if we
set all sources to zero. The Thevenin equivalent circuit becomes just a single resistor, and the real
circuit becomes a collection of resistors. Going back to the circuit we worked on before:

To solve for the equivalent resistance between terminals A and B, we first need to set all inde-
pendent sources to zero. We want zero voltage across the voltage sources, which means we need
to short them (replace them with a wire). We want no current across the current source, which
means we need to open them (take them out and leave the two nodes unconnected). In our circuit,
we only have one voltage source, which we’ll replace with a straight wire. Once that’s done, our
circuit looks like this:

If we’d had a current source in place of the voltage source, we would cut it out, leaving the
1kΩ resistor unconnected to anything. A dangling resistor makes no difference in the circuit since
current can only flow through a loop, so we would just ignore the resistor, as shown below:
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Let’s return to our original circuit. We can simplify the right branch just as we did when finding
the Thevenin voltage, giving us this circuit:

This is just two resistors in parallel. We can easily combine these resistors to form a single
resistor, as shown below:

Problem 3.8
Superposition:
1. Find the output voltage of the following circuit using superposition.
2. Find the Thevenin equivalent of the following circuit. Your results from part 1 should help
you with this.
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3.7 Solutions to Practice Problems

Solution 3.1:
We can always choose one of the nodes in a circuit to be the ”reference”, or ”ground” to
simplify the problem. In this case we choose the bottom node for simplicity.
Then, there is only one voltage node of interest we need to solve for - the node connecting R1,
R2 and R3 together. Let’s call this node Vx.
By KCL, we know that I1 + I2 + I3 = 0. Then we can write the following questions and solve
for Vx:

I1 + I2 + I3 = 0

Vx − 12

1k
+

Vx
2.2k

+
Vx − 24

2.2k
= 0

2.2 · Vx − 2.2(12) + Vx + Vx − 24 = 0

4.2vx = 50.4

Vx = 12V

I1 =
12− 12

1k
= 0

I2 =
12

2.2k
= 5.45mA

I3 =
12− 24

2.2k
= −5.45mA

Solution 3.2:

Req = R7 +R6 ‖ (R5 +R4 ‖ (R3 +R1 ‖ (R2 +R8)))

Make sure you understand how this equation came about. It simply summarises the series and
parallel relationships in the circuit.

Req = 1k + 1k ‖ (1k + 1k ‖ (1k + 1k ‖ (1k + 1k)))

Req = 1k + 1k ‖ (1k + 1k ‖ (1k + 1k ‖ 2k))

Req = 1k + 1k ‖ (1k + 1k ‖ (1k +
2

3
k))

Req = 1k + 1k ‖ (1k + 1k ‖ (1.667k))

Req = 1k + 1k ‖ 1.625k

Req = 1.619k



74 CHAPTER 3. SOLVING FOR VOLTAGE AND CURRENT

Solution 3.3:
Circuit A:

Vout = 12 · R2

R1 +R2

Vout = 12 · 2.2k

1k + 2.2k
= 8.25V

Circuit B:

Vout = 12 · R3

R3 +R4

Vout = 12 · 1k

1k + 2k2
= 3.75V

Solution 3.4:
Circuit A:

I1 = 100mA · 2k2

1k + 2k2
= 68.75mA

I2 = 100mA · 1k

1k + 2k2
= 31.25mA

Circuit B: The current divider equation doesn’t scale nicely to more branches. So, when
you see a circuit like this, it is easier to just use nodal analysis. First, find the voltage across
all the resistors:

V = 100mA · (1k ‖ 2k2 ‖ 4k7) = 100ma · 600 = 60V

I3 =
V

1k
= 60mA

I4 =
V

2k2
= 27.27mA

I5 =
V

4k7
= 12.76mA
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Solution 3.5:
Circuit A:

RTH = (R4 +R2) ‖ R3 = 760Ω

VTH = 5 · 1k

2k2 + 1k
= 1.56V

Circuit B:
RTH = (R8 +R7) ‖ R6 = 1.05kΩ

VTH = 5 · 2k2

2k2 + 1k
= 3.44V

Solution 3.6:
Circuit A:

RN = R1 +R4 ‖ (R2 +R3) = 1.75kΩ

To find IN , we short the output ports and find the current flowing through them.
The voltage across the current source under those conditions are:

Vcurrent = 100mA · (R4 ‖ (R2 +R3) ‖ R1) = 100mA · 429Ω = 42.9V

IN =
Vcurrent
R1

= 42.8mA

Circuit B:
RN = (R8 +R7) ‖ R6 = 1.05kΩ

IN =
5V

1k
= 5mA

Solution 3.7:
Circuit A:

RN = RTH = 760Ω

IN =
5

2.2k
= 2.27mA

Circuit B:

RN = RTH = 1.05kΩ

IN =
5

1k
= 5mA

Solution 3.8:
1.) The general procedure is as follows:
First calculate the contribution of V1 to the output voltage (call this Vout1), by removing the
current source (replacing it with an open circuit).
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Then, calculate the contribution of I1 to the output voltage (call this Vout2) by removing the
voltage source (replacing it with a short circuit).
Finally, add the two voltages together to get Vout.

Vout1 = 5V · R2

R1 +R3
= 2.5V

Vout2 = Visource ·
R2

R2 +R3
= 6mA ·R1 ‖ (R2 +R3) · R2

R2 +R3

= 0.9V · 400

600
= 0.6V

Vout = Vout1 + Vout2 = 3.1V

2.) We have already found VTH in part 1 of the question - VTH = 3.1V .

RTH = R2 ‖ (R1 +R3) = 200Ω



Chapter 4

Introduction to Digital Logic

You are surrounded by the fruits of the information revolution, from the smart phones that you
carry around to the web services that you depend upon. This chapter will look inside these devices
to show you that these extremely complex systems are built out of very simple elements that operate
on even simpler signals. These signals have only two legal values, which are sometimes called true
and false, and other times called 0 and 1. To introduce you to this world of 0s and 1s we will start
with a very silly machine, called a useless box.

Figure 4.1: A useless box

4.1 Useless box

The origins of this machine date back to the 1930s. Once turned on, the boxs sole purpose is to
perform the mostly useless task of turning itself back off. In a little more detailed description, the
useless box is a machine with a simple two state switch which, when flipped to the on position,
causes an internal lever to peek out from inside the box and flip the switch back to the off position,
after which the lever retreats back inside the box. In its most simple implementation the box
contains two switches (the flip switch that serves as the user interface, and a limit switch), a motor,
and a battery pack. Smarter versions of the boxes, which can be programmed to execute their
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useless tasks in more creative ways, will also include a microcontroller of some sort, in our case an
Arduino. You will build both version of this box in lab, but this section will focus on the original,
simple box.

We would like to describe how this machine works, in a more formal way. One useful way of
describing machines like this is to enumerate the different actions that the box can be doing at any
time. For many systems these diagrams become very complicated, but the base useless box can
only do two things, or nothing. Since we want to represent every action including no action, this
box has three possible states. Here state means a specific configuration that causes some action to
happen. The three states for the box are: finger is moving forward, finger is moving back into the
box, and the finger is not moving. Now that we have the different states that the box can be in,
we need to determine what causes the box to change the state that it is in.

Figure 4.2: The FSM of a useless box

Lets trace through the typical movement of a useless box. The most common state, and the
resting state of the box will be during its OFF state. When the master switch is flipped on, the
box transitions to the FWD state, where it will stay until the switch is flipped back off, generally
triggered by the boxs lever though possibly triggered by an outside force such as the user causing a
transition into the REV state. The box will stay in the REV state until one of two things happens:
either the lever reverses far enough to hit the limit switch, putting the box into the OFF state, or
the master switch is flipped back into the on position, putting the box back into the FWD state.
We can visualize this behavior using a state diagram, which shows all of the states and the possible
transitions between them. The state diagram for a simple useless box is shown in Figure 4.2.

Although fairly simple, the state diagram provides a powerful framework for the design of a
digital system or a program that needs to keep track of where it is in a complex sequence of tasks.
It is so important that it is given a fancy name: finite state machine or FSM. If you take more
hardware design classes, like EE108, you will learn much more about FSM. But we will end this
short discussion of FSM to look at little more closely at the signals on the motor of the useless box,
because they have a very interesting property.

Our state machine says that the motor can be in one of three states, so lets measure the voltage
on the motors leads in each of these three different states. M+ is the lead of the motor that gets
positive voltage for the motor to move the finger forward, and M- is the lead that must be positive
for the motor to move in reverse. If we measure the voltage on these wires with a meter, we measure
the following voltages (the reference is the negative end of the battery). Notice that the voltage
on the motor has only two stable values. It is either at the voltage of the reference value, which
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we call gnd, or it is at the voltage of the battery pack. For historical reasons, this voltage is often
called Vdd, and we will use this name as well. Since the voltages only have two values they can be
thought of as a Boolean signal, which are described next.

State M+ M-

Forward 4.5V 0V

Reverse 0V 4.5V

Off 0V 0V

4.2 Boolean Signals and Logic

While the useless box is kind of a silly toy, it serves as an introduction to a very powerful idea that
has shaped the world that we live in today: digital logic. We will continue with the example of the
useless box to show how the signals to the motor can be considered as two binary signals and how
the control of the box can then be expressed as Boolean equations. A Boolean signal is one that has
only two values, true or false. If we are going to represent a Boolean signal in an electrical circuit,
we can use voltage to indicate the value of the signal. Generally we use the following mapping:

TRUE 1 HIGH 4.5V (Vdd)

FALSE 0 LOW 0V (GND)

What we have just created is a way to map an electrical voltage to a logical value. As in all
electrical circuits, the way you find the voltage is through nodal analysis, or some analysis short-cut,
but once you do this analysis you will find that the resulting voltage will either be very close to the
power supply (Vdd) or have a value that it very close the the reference, gnd. Since node voltage
generally will only have one of two values, we say it is a Boolean signal, and contains one bit of
information.

Lets look again at the voltages found on the motors terminals. Using this mapping of voltages
to logical values, we get the following table to the right. Notice that with this electrical mapping,
we can say that the motor moves forward when M+ is 1 (true) , and M- is 0 (false). Similarly if
M- is 1 and M+ is 0, the motor runs in reverse. In this binary view, it makes sense to call the M+
wire Forward, and the M- wire Reverse, since when one is true and the other is false, the motor
will move in the direction of the signal that is 1.

State M+ M-

Forward True False

Reverse False True

Off False False

When we look at the useless box circuit a little further, we see that the voltage on the switches
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also form electrical binary signals. The voltages at the output of these switches will also only be gnd
or Vdd, so they are binary. This means that we can represent them in our circuit as a Boolean signal
too. Lets represent the state of the two switches in the box by two Boolean signals, onSwitch, which
represents the state of the on/off switch, and limitSwitch, which is the state of the limit switch.
Now we can represent the operation of the useless box using simple Boolean expressions.

Just like there are operators that work on numbers (+,-,*,/) there are a number of Boolean oper-
ators, also referred to as logic operators, that are used to combine and modify Boolean information.
The three main operators are AND, OR, and NOT.

Operator
Programming

Notation
Meaning

AND A&&B Are A AND B both true?

OR A || B Is at least one of either A OR B true?

NOT(INVERSE) !A
Is NOT A true? (Is the INVERSE

of A true?)

Table 4.1: Truth table for AND operation

A B A && B

1 1 TRUE (1)

1 0 FALSE (0)

0 1 FALSE (0)

0 0 FALSE (0)

Table 4.2: Truth table for OR operation

A B A || B

1 1 TRUE (1)

1 0 TRUE (1)

0 1 TRUE (1)

0 0 FALSE (0)
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Table 4.3: Truth table for NOT operation

A !A

1 FALSE (0)

0 TRUE (1)

In addition, NOT can be combined with both AND and OR to create NAND and NOR respec-
tively. When this happens, you first do the Boolean operation (AND or OR) and then invert the
output. So for a NAND gate, the output is false (0) only if both inputs are true(1). So a NAND
gate just inverts the output of an AND gate. Notice how each operator does exactly what its name
means in English.

We will now use these operators to define the behavior of our useless box. What combination
of the switch states must occur in order for the motor to be going forward? For the box to start
moving in the forward direction, the user has to have flipped the user switch, so we know that
SwitchOn must be true. We dont want to look at the limit switch in this case, since we want to
finger to move forward whether the finger is fully retracted (limitSwitch is true), or if it is still
moving back into the box. What makes the box fun is that the finger reverses as soon as you flip
the switch. Because of this, the only condition for Forward to be true is SwitchOn to also be true.
The Boolean equation is therefore:

Forward = SwitchOn

Now, we ask the same question for the reverse direction. For the box to start moving in reverse,
the user switch must have been flipped back again (either by the boxs lever or by the user). The
box moves in reverse until it has hit the limit switch, which in this case should shut off the box,
otherwise the lever would forever be in reverse. This means that the box is only in reverse while
both the user switch and the limit switch are off. The Boolean equation for the reverse motion is
therefore:

Reverse = !SwitchOn && !Limit

In the case of the useless box, we have created this logic using mechanical switches and motors.
While this contraption does work, and it is fun to play with, each switch is pretty big, and they
dont switch very rapidly. Wouldnt it be great if we had a new type of switch that we could control
with another electrical signal? There is such a device, and it is called a MOS transistor.

4.3 MOS transistors

MOS transistors are a very interesting new type of electrical device. There are two different flavors
of MOS transistors, and they are called pMOS and nMOS. There are different conventions used to
symbolize both, some of which are shown to on the right.
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Figure 4.3: PMOS and NMOS symbols

A MOS is a three terminal device. These terminals are named Gate, Drain, and Source, indi-
cated by the G, D, and S, on the images above. We will typically only use the less complex symbols
on the right. Note that the orientation of gate, drain, and source are the same for both PMOs
symbols, and similarly for both NMOS symbols (the source terminal always has an arrow drawn
on it in the simpler symbols we will be using).

Typically, and for the purposes of the class, the drain serves as the output terminal of the
transistor. In order to understand the device, we will characterize the iV curve for each pair of
terminals. If we look at both the gate-to-source and gate-to-drain, shown in Figure 4.4, we see
that there is no current flow through the gate terminal. The iV curves show an open circuit. These
curves shown Vgs vs Igs.

Figure 4.4: iV curve for Gate-Source terminals and Gate-Drain terminals

What this means is no current flows from the gate to the source in neither the nMOS
nor the pMOS.

For the remaining pair of terminals, drain-to-source, the pMOS and the nMOS exhibit different
behavior. We will discuss this next.

We will first look at the nMOS transistor. We will briefly look at the characteristics of a real
transistor, then move on to discuss the simplified model we will be using in E40M, as we are only
using them as switches.

The drain-to-source iV curve is controlled by the voltage between the gate and the source
terminal, as shown in Figure 4.5. If the gate-to-source voltage is less than the threshold voltage no
current flows. For our external transistors, his threshold voltage is around 1V, but it can be smaller
in other transistors. So when the gate to source voltage is 0V, no current can flow - notice how
you don’t see a 0V curve, that is because it lies at 0A always. When the gate-to-source voltage is
+5V, plenty of current flows, particularly for higher Vds. The amount of current depends on both
the gate to source voltage (Vgs in the figure below), and the voltage from the drain to source.

Note: For nMOS transistors the source is often connected to the reference node, GND, so when
this happens you can simply look at the gate voltage, but you should always remember it depends on
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the gate to source voltage.

Figure 4.5: iV curve for Drain-Source terminals - Vds vs Ids for different applied Vgs

However, this is more detail than we need to know to build logic gates. As we are
only interested in building logic gates, we will be using these transistors only as switches.

For logic gates the voltages will be only Vdd (the power supply) or gnd, and so we really only
need to model the device behavior at these voltages. With this constraint, we can model an
nMOS device as a voltage controlled switch in series with a resistor. When the gate is at
GND or, if we want to relate this back to Boolean, is LOW, then the switch is off If the gate is at
Vdd, or is HIGH, then the switch is on. This case is shown below, where if vgs were a value larger
than the threshold voltage, then we can model the transistor as shown in the circuit on the right -
drain are source are now connected by a (small) on resistance.

G

S

D

G +

−
vgs

D

S

An nMOS serves as a great switch to GND. However, we also need a way to connect our output
to Vdd as we need a way to output both a HIGH and a LOW from our circuit. If we try to use
an nMOS as a switch to Vdd it wont work. This is because in order to turn the transistor on, the
gate needs to be at a higher voltage than the source. We want the source to connect to Vdd. To
achieve this we’d want a voltage higher than Vdd, which is more complicated to achieve (we would
have to create this higher voltage, instead of just uding Vdd in the case where the nMOS connects
to GND). To simplify things, we can use a pMOS instead!

A pMOS is just like an nMOS, but upside down. It turns on when the gate-to-source voltage
is less than its threshold voltage, and a pMOS threshold voltage is negative. Also notice that for a
pMOS device the drain to source voltage should be negative too. So for a pMOS device the source
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should be a high voltage in the circuit. This is exactly the opposite of an nMOS device, where its
source should be a low voltage.

Again we will simplify this iV curve since our voltages will be only Vdd (the power supply) or
gnd, and we only need to model the device behavior at these voltages. With this constraint, we
can model an pMOS device as a voltage controlled switch in series with a resistor. When the gate
is at GND or, if we want to relate this back to Boolean, is LOW, then the voltage from the gate
to the source is -5V and the switch is on (note this is the opposite of the nMOS and is the reason
our gate has an inversion bubble on its input). If the gate is at Vdd, or is HIGH, then the gate to
source voltage is zero, and the switch is off.

In summary:

1. The nMOS is on when the gate-source voltage is POSITIVE and off when the gate-source
voltage is 0 or less. The nMOS is typically used to connect the output to GND when its on.

2. The pMOS is on when the gate-source voltage is NEGATIVE, and off when the gate-source
voltage is 0 or more. The pMOS is typically used to connect the output to Vdd when its on.
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4.4 Building CMOS logic gates

Now that we know how CMOS transistors work, we can now use them to build logic gates. First
well start with a simple inverter. The inverter is the logic gate that corresponds to the NOT, or
INVERSE, operator. An inverter takes an input, which should be a HIGH or a LOW voltage, and
outputs the opposite. So how do we build this? Well we need to create a circuit that connects
the output to GND when the input is HIGH, creating a LOW output, and connect the output to
Vdd when the input is LOW. Notice that this is exactly what the nMOS and pMOS transistors
do. When the nMOS gate goes HIGH, it connects the output to GND, producing a LOW. When
the pMOS gate goes LOW, it connects the output to Vdd, producing a HIGH. In order to build an
inverter we simply connect an nMOS and a pMOS from input to output, like so:

What is amazing about transistors is that one can use them to create many different logic
functions. A logic function only ever outputs ’1’ or ’0’. Hence, to create logic gates with transistors,
we need to follow the following two rules:

1. The output should always be connected to either VDD (a value of ’1’) or GND (a value of
’0’).

2. The output should never be connected to both VDD and GND at the same time.

This means that when designing a logical function, we need to create a collection of pMOS
transistors that connect the output to Vdd when the output should be 1 and a set of nMOS
transistors that connect the output to GND when we want the output to be 0. We also need to
make sure that the output is always driven, and it is never driven to both Vdd and GND. Notice
that in our inverter, for each input case, at least one of the transistors is on and they are never
both on, so they satisfy these rules.

If you violate these rules then one of two bad situations happen. If there is an input condition
where the output is not connected to Vdd or GND then the output node is left floating unconnected
to any other node. Since the node has no resistive paths to any supply, any node voltage is possible
(there are no device current equations to constrain it), so we cant say whether the output will be
0 or 1, and it might even be in a state that is illegal (say at a voltage that is Vdd/2). If you put
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Vdd/2 into an inverter, both transistors can turn on, and that inverter will get hot. Transistors
will also get hot if you create a gate where some input combination creates a path from the output
to both Vdd and GND. Now we have a resistive path through the MOS transistors between Vdd
and Gnd, and current will flow through these transistors. Now the output voltage will depend on
the resistance ratio between these paths, and again the output wont be good digital values.

Problem 4.1 Which are valid logic gates?
By using the rules described above, determine which of the following three CMOS circuits are
valid logic gates.

Problem 4.2 More practice: Is the following a valid logic gate?
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4.4.1 How to create a logic gate?

It is not that complicated as long as you follow a few simple rules. First notice that nMOS transistors
connect the output to GND and turn on when the inputs are HIGH, and pMOS transistors connect
the output to Vdd and their input is LOW. This means that 1 inputs can only cause the output
to be 0, and 0 inputs can only cause the output to be 1. Said a different way, all MOS gates will
invert. They can only make inverters, or NAND gates or NOR gates. To make an AND gate, you
need to make a NAND gate and then add an inverter to its output! When building a logic circuit,
its helpful to ask two questions: What conditions should cause the output to be 0? We use the
answer to this question to create the nMOS transistor circuit that connect the output to GND.
If two inputs both must be true for the output to low, then we need to create a circuit that only
connects the outputs when both transistors are on. This condition occurs when the two transistors
are connected in series. Then there is a path to from the output to GND only when both transistors
are on. If the output should be low if either of the inputs are on, then we should create a circuit
where the two transistors are put in parallel, where the source of both transistors goes to GND,
and the drain of both transistors connects to the output. In this case when either transistor is on,
the output will be connected to GND.

What conditions should cause the output to be 1? We use the answer to create the pMOS
transistor circuit that connects the output to Vdd. If two inputs both must be LOW for the output
to HIGH, then we need to create a circuit that only connects the outputs when both transistors are
on. This condition occurs when the two transistors are connected in series. Then there is a path to
from the output to Vdd only when both transistors are on. If the output should be HIGH if either
of the inputs are LOW, then we should create a circuit where the two transistors are put in parallel,
where the source of both transistors goes to Vdd, and the drain of both transistors connects to the
output. In this case when either transistor is on, the output will be connected to Vdd.

Using these rules gives the following transistor circuits for a NAND and NOR gate.
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Problem 4.3 Write out the truth table for the following circuits. Then, write a logical ex-
pression relating the inputs and the outputs.
1.)

2.)



4.5. CODING WITH THE ARDUINO 89

4.5 Coding with the Arduino

4.5.1 Arduino

“Arduino” is the combination of a software development environment, a series of microcontroller
boards, and a library which provides a common set of useful functions across all of the hardware
boards. The fact that the design and development package are open-source, combined with its
emphasis on easy to use programming model has helped make Arduino the standard for hobbyist
electronics projects in recent years. While there are now Intel and ARM powered Arduino designs,
most Arduino boards still use Atmel microcontrollers.

Your lab kit includes an Arduino Micro, which contains everything you need to make an embed-
ded computer-controlled system - an Atmel micro-controller, power supply and regulation, a USB
connection for power and programming, and input/output pins which make it easy to connect to
both digital and analog circuits.

The Micro is designed to be very compact. Larger Arduino boards include a standard set of
header pins positioned precisely to be “plug and play” compatible with a set of accessories called
Shields. Through shields, you can add everything from wireless networking to displays to your
Arduino.

You can program your Arduino using your laptop or desktop computer through its micro-USB
port. Development for Arduino is all done through the Arduino IDE, discussed at:

http://arduino.cc/en/Guide/Environment.

4.5.2 Arduino IDE

The Arduino IDE has been crucial in the Arduino’s widespread success. It is designed to allow
people with little to no programming or hardware experience quickly get software up and running.
It has created a set of library routines that make driving values on pins of the chip, and reading
values from other pins of the chip relatively easy. They also have libraries to communicate results
back to your computer, and other stuff that makes building computer controlled hardware easier.

[Testing Blink (before Friday 10/10)]

1. Download the Arduino development environment from

http://arduino.cc/en/Main/Software and install it.

2. Run the IDE and configure it for the Arduino Micro: Click “Tools → Board” and select
“Arduino Micro”. If you configure for another board, the IDE will hang when you try to
download.

The other thing you might need to set is the serial port used to communicate with your
Arduino. This again is under the “Tools” tab, and if you are lucky, there will only be one
port listed. Note that the port name can change (or dissappear entirely) depending on which
USB port you plug the Arduino into, and the IDE won’t automatically correct it. Worse,
it will sometimes appear to download code correctly, even when you have the wrong port
selected (this occurred most frequently on Macs). If unplugging, re-plugging, and selecting
the right port doesn’t work, you may have to reboot.

Please let us know if you have problems with getting the IDE to talk with you Arduino.

http://arduino.cc/en/Guide/Environment
http://arduino.cc/en/Main/Software
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3. Open the “Blink” example and run it. The LED on the Arduino should blink.

There is nothing you need to turn in for this prelab, but please make sure you have everything
running.

The Arduino programming language is a slightly restricted dialect of C++. If you’re not familiar
with C++, that’s fine - it has a very similar syntax to Java.

One advantage of using Arduino is that there is a lot of code out on the web for Arduinos, so
when you are trying to do something, there often is code that is close to what you are trying to
do that you can use and modify. In this class we encourage you to start with a program that does
something related to what you need, and then modify it, to do exactly what you want. All we
require is you acknowledge where the source of code, and that you don’t just copy a friend’s code.
Under the “File” tab, you will find the “Examples” dropdown menu. In that section you will find
many programs that do interesting tasks. We encourage you to look at these examples, or search
the website to better understand the programming language, and some of the special functions that
Arduino provides.

Thorough documentation for all of the built-in functions is on the Arduino reference page:
http://arduino.cc/en/Reference/HomePage.

When you start a new program, the Arduino IDE provides two functions setup() and loop().
The setup() function is called once when the Arduino boots up (during power-up or when reset),
and loop() gets called repeatedly after that. Generally, setup() will contain initialization code,
and loop() will contain some code the reads inputs and responds by setting some outputs.

[The code behind the IDE] When you click “Verify”, the IDE combines the code you’ve written
with a template main.cpp, which you can find under the installation directory as hardware/arduino/cores/arduino/main.cpp.

The meat of main is just:

setup ( ) ;

f o r ( ; ; ) {
loop ( ) ;
i f ( ser ia lEventRun ) ser ia lEventRun ( ) ; // Handle s e r i a l port I /O

}

It passes this to the AVR-GCC compiler, which is Atmel’s version of GCC for AVR microcon-
trollers.

If you are familiar with C++, you might want to know that most standard C++ syntax is
supported, including classes, references, etc. However, some important things are not:

• There is no heap memory allocation. We’ve only got 2.5kB of RAM!

• There is no implementation for the C++ standard library (i.e., iostream, string, etc.)

• Exceptions are not supported.

If you want all of the details, look at Atmel’s documentation for the AVR-GCC compiler:
http://www.atmel.com/webdoc/AVRLibcReferenceManual/index.html

 http://arduino.cc/en/Reference/HomePage
http://www.atmel.com/webdoc/AVRLibcReferenceManual/index.html
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4.6 Input/output pins on the Arduino

An input/output pin, or I/O pin, is the interface between a microcontroller and another circuit.
It can be configured in the microcontroller’s software to be either an input or an output. On the
Arduino, this configuration is accomplished using the pinMode() function.

This handout concerns three functions: pinMode(), digitalWrite() and digitalRead(). The
details of all of these can be found in the Arduino reference at https://www.arduino.cc/en/

Reference/HomePage. (If you’re reading a printed copy of this document, the links all go there.)

4.6.1 Output pins

When configured as an output pin, a pin provides VDD or 0 V to whatever is connected to it (if
anything). When the pin provides VDD, we say that it is in the HIGH state. When the pin provides
0 V, we say that it is in the LOW state. We set the state of an output pin using the digitalWrite()

function.
An output pin achieves this by making a connection to VDD or a connection to ground inter-

nally, inside the microcontroller. This, in turn, is accomplished with transistors whose drains are
connected to the output pin, as shown in Figure 4.6.
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Figure 4.6: Schematic of an I/O pin when configured as an output

When the output is set to HIGH, the PMOS transistor turns on and provides a connection to
VDD. When the output is set to LOW, the NMOS transistor turns on and provides a connection to
ground.

Output resistance

If these transistors were ideal, then they would provide a direct connection to VDD or ground,
depending on which output state (HIGH or LOW) was set by software. Of course, these transistors

https://www.arduino.cc/en/Reference/pinMode
https://www.arduino.cc/en/Reference/HomePage
https://www.arduino.cc/en/Reference/HomePage
https://www.arduino.cc/en/Reference/digitalWrite
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aren’t ideal; as we understood from our discussion of transistors, they have some (hopefully small)
on resistance. Furthermore, the outputs of microcontrollers are typically designed to power low
loads, so this resistance isn’t negligible.

The resistance thus “seen” by a device connected to a pin is called the output resistance of the
pin. Of course, there is not just one output resistance—it depends on the state of the pin. When
the output is HIGH, it is the resistance to VDD that is relevant (RHIGH in Figure 4.7); in our model,
this is the on resistance of the PMOS transistor. When the output is LOW, it is the resistance to
ground; in our model, the on resistance of the NMOS transistor.
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Figure 4.7: Equivalent circuits showing the output resistance when the output is high (left) and
low (right)

Measuring the output resistance

Say we wished to measure the resistance of an output pin when it is set to HIGH. First, we would
need to set the output pin to high, using the pinMode() and digitalWrite functions. Then, we
can measure the resistance with an ohmmeter, as shown in Figure 4.8.

Recall, however, that what we’re measuring isn’t a resistor, but a transistor that is on. Therefore,
it is polarized, and unlike with a resistor, the polarity of the leads matters. The ohmmeter will try
to push a test current from the red lead to the black lead, so we should place our leads so that this
test current goes in the expected direction. When measuring the resistance of a PMOS transistor,
this means putting the red lead at the source (VDD), and the black lead at the drain (the pin).
Similarly, when measuring the resistance of the NMOS transistor, the red lead should be at the
drain (pin), and the black lead at the source (ground).
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Figure 4.8: Measuring the output resistance of a pin when it is set to HIGH

For devices like LEDs, this output resistance isn’t too much of an issue: we don’t wish to
draw that much current from the pin anyway. For motors, however, this output resistance is
prohibitively high, and we need to place a driver circuit in between the output pin and the motor,
so that the motor can draw enough current. Such a driver circuit often uses power transistors,
transistors that are designed to provide higher current (lower drain-source resistance) than those
in the microcontroller.

4.6.2 Input pins

An input pin reads the voltage on the pin as if it were a voltmeter, and returns either HIGH (1) in
software if the voltage is close to VDD, or LOW (0) if it is close to 0 V. An input pin can be read
using the digitalRead() function.

Note that the value returned by digitalRead() is only well-defined when the input pin voltage
is close to VDD or 0 V. The precise meaning of “close” varies between microcontrollers, but for the
Adafruit Metro Mini1 as it’s used in our circuit, the input pin voltage needs to be at least 0.6VDD
to qualify as HIGH, and at most 0.3VDD to qualify as LOW. In the middle (say, at 0.45VDD), the
behavior of the pin is undefined.

An (ideal) input pin takes (approximately) no current, like the gate of a transistor or a voltmeter.
In the projects we do in this class, modeling the input pin as ideal is a good approximation.2

1More precisely, it’s the ATmega328, which is the microcontroller used in the
Adafruit Metro Mini. The full datasheet can be found at http://www.atmel.com/images/

Atmel-8271-8-bit-AVR-Microcontroller-ATmega48A-48PA-88A-88PA-168A-168PA-328-328P_datasheet_

Complete.pdf; this information is on page 313.
2The input leakage current is specified in the datasheet to be at most 1 µA.

https://www.arduino.cc/en/Reference/digitalRead
http://www.atmel.com/images/Atmel-8271-8-bit-AVR-Microcontroller-ATmega48A-48PA-88A-88PA-168A-168PA-328-328P_datasheet_Complete.pdf
http://www.atmel.com/images/Atmel-8271-8-bit-AVR-Microcontroller-ATmega48A-48PA-88A-88PA-168A-168PA-328-328P_datasheet_Complete.pdf
http://www.atmel.com/images/Atmel-8271-8-bit-AVR-Microcontroller-ATmega48A-48PA-88A-88PA-168A-168PA-328-328P_datasheet_Complete.pdf
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Connecting a switch to an input pin (pull-up resistors)

How do we connect a switch to an Arduino? This is not as obvious as it sounds: remember that
switches govern connections, not voltages. So simply connecting the switch between the pin and
some other point in the circuit, say, ground, would not work (Figure 4.9). When the switch is
closed, the input pin would be shorted to ground, and Vin would be 0 V, which is fine. However,
when the switch is open, the input pin is floating, and we have no idea what its voltage is. (In
practice, it will “remember” the last voltage it was driven to, which in this case is 0 V.)
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Figure 4.9: A switch circuit that does not work

Consider, instead, the circuit shown in Figure 4.10. When the switch is closed, the pin is still
shorted to ground, so Vin = 0 V. However, this time, when the switch is open, no current flows
through the resistor Rpu (there’s nowhere for it to go, since the input pin takes no current), so the
voltage drop across the resistor is zero, so Vin = VDD. Thus, we can reliably distinguish between
the closed and open states of the switch: when the switch is closed, the input pin will read LOW,
and when the switch is open, it will read HIGH.

You can think of the role of the resistor as being to enforce a “default” state on the pin. When
we directly connect the pin to ground, Vin is set to 0 V by that connection—the resistor won’t get in
the way (current will flow through it, but that doesn’t affect the input pin voltage). In the absence
of such a connection, though, the resistor comes into play, pulling up the voltage Vin to VDD. For
this reason, the resistor Rpu is often referred to as a pull-up resistor.
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Figure 4.10: Using an external pull-up resistor

We could also do this the other way round, connecting the switch between VDD and the pin,
and the resistor between the pin and ground, so that would be a “pull-down resistor”. However,
connecting the switch to ground and the resistor to VDD tends to be the more common practice. It’s
so common, in fact, that many microcontrollers (including the Adafruit Metro Mini) implement a
pull-up resistor internally, inside the microcontroller, as shown in Figure 4.11. The pull-up resistor
can be enabled or disabled in software. To enable it, we pass the INPUT PULLUP constant as the
second argument to pinMode(): pinMode(pin, INPUT PULLUP). To disable it, we pass the constant
INPUT instead: pinMode(pin, INPUT).
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Figure 4.11: Internal pull-up resistor schematic

The enabling/disabling of the internal pull-up resistor is implemented using—you guessed it—
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a PMOS transistor, connected to VDD. When the transistor is off, it looks like an open circuit,
effectively removing the pull-up resistor from the circuit.

If you use the internal pull-up resistor, you naturally don’t need the external one. This makes
it acceptable to connect your switch as in Figure 4.9, so long as you enable the pull-up resistor,
making the equivalent circuit in Figure 4.12.

Finally, a couple of cautionary notes. First, we haven’t yet talked about the value of the
resistance Rpu. This is partly because it doesn’t really matter—for any reasonable resistor value,
this circuit will function as we described; the precise resistance only affects how much current flows
when the switch is closed. But there is another aspect to this: the internal pull-up resistor isn’t
specified to have a precise value. Typically, it’s on the order of tens of kiloohms; for the Adafruit
Metro Mini, it’s specified to be between 20 kΩ and 50 kΩ. So you shouldn’t use the internal pull-up
resistor if you need a precisely-known resistance.

Secondly, the pull-up resistor obviously creates a path to VDD, which can sometimes make
a pin you intended to be an output pin seem like it’s working even when you forgot to include
pinMode(pin, OUTPUT) in your setup() function. This is because, in a slight quirk of the Arduino,
when a pin is configured as an input pin, the digitalWrite() function actually enables (HIGH)
or disables (LOW) the pull-up resistor. (That is, pinMode(pin, INPUT PULLUP) is actually just
shorthand for pinMode(pin, INPUT); digitalWrite(pin, HIGH).)

So if you forget to configure a pin to output, you’re actually just enabling and disabling the
pull-up resistor. For a multitude of reasons this is a bad idea: First, as discussed above, the pull-up
resistor does not have a precisely-defined resistance. Also, when the pull-up resistor is disabled, the
pin is floating—which is acceptable for an LED, but if you’re using this pin to drive the gate of a
power transistor, it will mean you have a floating gate. For this reason, it’s important always to
remember to configure the pinMode() of all pins that you’re using in your code.3
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Figure 4.12: Using an internal pull-up resistor

3If you don’t configure a pin, it defaults to being an input. However, to make your code easier for others to read,
you should explicitly configure your input pins, too.
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Figure 4.13: When you forget to pinMode(pin, OUTPUT) (bad, don’t do this)
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4.7 Solutions to practice problems

Solution 4.1:

Circuit A is a valid logic gate. When A = VDD, only the NMOS is turned on, conncting
the output to GND. When A = GND, only the PMOS is turned on, connecting the output
to VDD. For valid inputs (’1’ or ’0’), the output is never connected to both VDD and GND
at the same time. Hence, it fulfulls both requirements for a logic gate. (This circuit is the
commonly used inverter.)

Circuit B is not a valid logic gate. When A = VDD, the output is connected to both
VDD and GND at the same time (both the NMOS turn on). This breaks the fundamental
rule of logic gates (and in fact could also break your circuit if you actually tried to build it.)

Circuit C is a valid logic gate.

To check this, you need to consider all combinations of valid inputs for A and B and
determine which gates are turned on for each case in order to find what the output is. The
table below summarises the output for all possible input combinations. The output is a valid
value for all of them, and at no time connected to both VDD and GND, hence it is a valid
logic gate.

A B OUT

1 (VDD) 1 (VDD) 0 (GND)

1 (VDD) 0 (GND) 0 (GND)

0 (GND) 1 (VDD) 0 (GND)

0 (GND) 0 (GND) 1 (VDD)
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Solution 4.2:
It is not a valid logic gate.

We can check by using the same method as before, testing the output for all valid input
combinations, as summarized in the table below. We find that for one of the combinations,
the output is left floating and connected to neither VDD nor GND. Hence, it is not a valid
gate.

You might realise that this problem is fixed in circuit C of the previoous prob-
lem. For every PMOS on the upper half pulling the output up to VDD, there
must be a corresponding NMOS on the bottom pulling the output to GND in the
correct way to ensure this state does not occur.

A B OUT

1 (VDD) 1 (VDD) 0 (GND)

1 (VDD) 0 (GND) Floating! (not connected to VDD or GND)

0 (GND) 1 (VDD) 0 (GND)

0 (GND) 0 (GND) 1 (VDD)
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Solution 4.3:

1.)
The truth table is shown below. The logical expression is OUT = (A!)! = A.

A B OUT

1 0 1

0 1 0

2.)

The truth table is shown below. The logical expression is OUT = (C +A ·B)!. There are
many equivalent expressions, but you should always be able to write out an equivalent truth
table for whatever you come up with.

A B C OUT

1 1 1 0

1 1 0 0

1 0 1 0

1 0 0 1

0 1 1 0

0 1 0 1

0 0 1 0

0 0 0 1



Chapter 5

Representing Stuff with Bits:
Coding

A big part of electrical engineering is thinking about the electrical transfer of information. This
information is often in the form of numbers, but what is the best way to go about sending this
information? Computers are digital machines that are have transistors that can perform logical
operations and store information, but transistors only store two possible values, True or False. If
this is the case, how do we send the value ”3”? Or ”1,000,000”? Or even ”3.1415?” How do we
even communicate images, music, or text?

There needs to be a set standards, or codes, of which we can communicate between computers.
A quick search on Google on the definition of codes gives us:

• a system of words, letters, figures, or other symbols substituted for other words, letters, etc.,
especially for the purposes of secrecy.

• a system of signals, such as sounds, light flashes, or flags, used to send messages.

• a series of letters, numbers, or symbols assigned to something for the purposes of classification
or identification.

In computers, the series of symbols that we use to send messages are going to be in the form of
binary bits.

A single bit can either be 0 or 1, but doesn’t really communicate much, so what needs to be
done is that a collection of bits will be necessary to send more complicated information.

5.1 Unary Code

One implementation of sending only two possible values is to have a bit for each value you wish
to present. For example, if you a code with 4 bits, each one of those bits could represent. This is
called unary coding or one-hot coding because one bit is on at a time.

The advantage of this system is that it’s easy to use the code directly to control individual
hardware. If there were four LEDs that could needed to turned on sequentially such that only one

101
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Number Unary Code

0 0001
1 0010
2 0100
3 1000

Table 5.1: Unary Code for a 4-bit System

LED is on, one-hot coding could be used to directly control the LEDs. This will actually be done
for the LED cude lab.

The most obvious downside is that the solution is not scalable as you go to higher numbers. The
number of bits you have is the maximum number that you represent, so if you need to represent a
very large number, you’ll need a very large number of transistors.

5.2 Binary Numbers

Binary coding is a more efficient way of storing integer value and is very similar to how humans
represent numbers.

A majority of the people in the world use a decimal or base-10 numbering system. This means
that we represent each digit in the number can have potentially 10 different values, which are 0-9.

To get the actual final quantity of a number, for example 145, we start on the right most digit
of the number which is 5, multiply by 100 (which is just 1). Then we move left to the next digit 4,
multiply by 101, then add it to 5, which we get 45. Then we move left again to the digit 1, multiply
by 102, then add it again to our accumulating sum, which we finally get 45.

102 101 100

1 4 5

Table 5.2: Decimal 145

145 = 102 ∗ 1 + 101 ∗ 4 + 100 ∗ 5

We can technically continue to do this as we continue to add more and more digits, and the
more digits we have, the larger the number we can represent.

Now that we see how a base-10 system works, we can do the same thing with bits in a base-2
system. Instead of multiplying each digit value by 10 to the power of the digit index, we multiply
each bit value by 2 to the power of the bit index.

For example, let’s take the 8-bit value 00101010. To convert this value into a base-10 number
that makes sense to humans, we can do the same process in base-10 to determine the actual value
of this binary value. Remember, we start at the right most bit. Then as we shift left, we multiply
that value by 2 to the power of the number of bits we’ve shifted from the right most bit, then
accumulate that sum.

42 = 27 ∗ 0 + 26 ∗ 0 + 25 ∗ 1 + 24 ∗ 0 + 23 ∗ 1 + 22 ∗ 0 + 21 ∗ 1 + 20 ∗ 0
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27 26 25 24 23 22 21 20

0 0 1 0 1 0 1 0

Table 5.3: Binary 00101010

This is great because in unary coding, 8-bits can only represent 8 numbers, but with binary,
the largest number that can be represented is 11111111, which is 27 ∗ 1+26 ∗ 1+25 ∗ 1+24 ∗ 1+23 ∗
1+22 ∗ 1+21 ∗ 1+20 ∗ 1, or 255.

Now, let us try converting from a base-10 value into binary. What if we wanted to represent
the number 23 in 8-bit binary?

The process is to with the largest bit index with the right most bit index being 0. Divide the
number by 2 to the power of that index value, which will be 27. The number we get as a result is
the bit value for that index (should be either 0 or 1) and then the remainder gets passed down to
the next step. In this case, the value is 0 and the remainder is 23.

Now the index value is 6, meaning

Operation Output Remainder
23/27 0 23
23/26 0 23
23/25 0 23
23/24 1 7
7/23 0 7
7/22 1 3
3/21 1 1
1/20 1 0

Table 5.4: Converter Decimal 23 to 00010111

Problem 5.1 : Representing numbers in binary

1. Find the 4-bit binary representation of 15.

2. Find the 8-bit binary representation of 15.

3. Find the 8-bit representation of 101.

5.3 Arithmetic

Addition and subtraction in binary are very similar to their decimal counterparts. You add by
carrying 1s and subtract by borrowing 2s (instead of borrowing 10s).

For example, let’s examination how addition works when adding 11 and 3, which are 1011 and
0011 in binary respectively:

We get the final result 1110, which is converted to 14 in decimal. This checks out because
11+3=14.

And, for subtraction, we will subtract 9 and 3:
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1 0 1 1
0 0 1 1

Table 5.5: Addition step 1

1
1 0 1 1
0 0 1 1

0

Table 5.6: Addition step 2

In the end, we get the binary value 0110, which is 6 in binary. This is correct because 9-3=6.

Problem 5.2 : Binary arithmetic
Compute the following binary arithmetic problems. You can check your answer by con-

verting your binary solution into decimals.

1. 0010 + 0001 = ?

2. 00001111 + 01100101 = ?

5.3.1 Integer Overflow

It turns out that computers have a limited number of places to store numbers. The number of bits
(places) that a computer has to store a number depends on the computer. Common numbers of
bits computers use include 8, 16, 32, and 64. For example, Arduino Nanos use 16 bits to store
integers.

There is a maximum value that can be stored in an integer. For example, the largest 4 digit
decimal number is 9999. Analogously, the largest 4 bit binary number is 1111 = 20 + 21 + 22 + 23 =
1 + 2 + 4 + 8 = 15.

It turns out that the maximum value that can be stored in an n bit binary number is equal
to 2n − 1 (this can be shown by using the formula for a sum of a geometric sequence). Thus, the
largest unsigned integer that the Arduino can store is 216 − 1 = 65535.

This limited number of places to store numbers can cause problems when we want to get numbers
larger than the maximum or smaller than the minimum.

For example, when we add 1 to the maximum integer, we get integer overflow.
This problem stems from the fact that the leftmost value place has a carried 1 that can’t be

added.
Similarly, when we subtract 1 from the minimum integer, we get integer underflow.
This problem stems from the fact that the leftmost value place has to borrow a 2 that doesn’t

actually exist.
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1 1
1 0 1 1
0 0 1 1

1 0

Table 5.7: Addition step 3

1 1
1 0 1 1
0 0 1 1

1 1 0

Table 5.8: Addition step 4

1 1
1 0 1 1
0 0 1 1

1 1 1 0

Table 5.9: Addition step 5

1 0 0 1
0 0 1 1

Table 5.10: Subtraction step 1

1 0 0 1
0 0 1 1

0

Table 5.11: Subtraction step 2

2
1 0 0 0 1
0 0 1 1

0

Table 5.12: Subtraction step 3

Problem 5.3 : More binary sums
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2 1 2
1 0 0 0 1
0 0 1 1

0

Table 5.13: Subtraction step 4

2 1 2
1 0 0 0 1
0 0 1 1

1 0

Table 5.14: Subtraction step 5

2 1 2
1 0 0 0 1
0 0 1 1

1 1 0

Table 5.15: Subtraction step 6

2 1 2
1 0 0 0 1
0 0 1 1

0 1 1 0

Table 5.16: Subtraction step 7

1. 1111 + 0101 = ?

2. 11110001 + 00001111 = ?

5.4 Negative Numbers

So far we’ve developed a system to represent non-negative integers, but what if negatives numbers
are needed?

One solution is to dedicate the most significant bit to the sign value and set that value to 1.
For example, the number 3 in 8-bit can be represented as 00000011. If we wanted to represent -3,
we flip the sign bit, giving us 10000011. Notice that while this solution is easy to flip the signs.

The downside however is that whenever we need to perform arithmetic on these values, we would
need to look at the sign bits to see if we need to add or to subtract and that would slow down the
operation. So we don’t do that, we use two complement numbers instead.
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1 1 1
1 1 1 1
0 0 0 1

0 0 0 0

Table 5.17: Integer overflow. 15 + 1 = 0?

2 1 2 1 2 1 2
0 0 0 0
0 0 0 1

1 1 1 1

Table 5.18: Integer underflow. 0− 1 = 15?

5.4.1 Two’s complement

As discussed in the earlier section, overflow is observed when the final number goes beyond the
upper of lower bounds of the number.

Since numbers wrap around due to integer overflow and underflow, we can just designate that
certain numbers are negative, and use modulo (or for 4 bit numbers, subtracting 16) to determine
negative numbers!

This concept of using this circular wrap-around for negative numbers is known as two’s com-
plement.

Binary Code Unsigned Value Signed Value

0000 0 0
0001 1 1
0010 2 2
0011 3 3
0100 4 4
0101 5 5
0110 6 6
0111 7 7
1000 8 -8
1001 9 -7
1010 10 -6
1011 11 -5
1100 12 -4
1101 13 -3
1110 14 -2
1111 15 -1

Table 5.19: Binary Code for a 4-bit System, both Signed and Unsigned

Since we don’t want the bits interpreted to be both −2 and 14 at the same time, we’re going to
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Figure 5.1: Two’s complement circle

define two conventions for interpreting bits: unsigned and signed.

Unsigned convention is exactly what you’ve seen in the previous section (binary without any
negative numbers). Overflow and underflow occur at the maximum integer and 0.

Signed convention is a little bit different. We want a way to represent negative numbers, so all
numbers whose most significant bit (the leftmost bit) is 1 will be negative. This also means
that overflow and underflow occur at a different location (see the two’s complement circle).

For example, consider the interpretation of binary 1011.

Unsigned: We get 20 + 21 + 23 = 11.

Signed: We have unsigned 11, but the most significant bit is 1. Thus, we subtract 2number of bits =
24 = 16, so we get 11− 16 = −5.

And binary 0111:
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Unsigned: We get 20 + 21 + 22 = 7.

Signed: We have unsigned 7, and the most significant bit is 0. Thus, we have 7.

Also, changing the sign (multiplying by negative 1) is easy: just invert all the bits and add 1.

1. Decimal 5 = Binary 0101

2. Invert bits: 1010

3. Add 1: 1011

4. Decimal -5 = Binary 1011

5. Invert bits: 0100

6. Add 1: 0101

7. Decimal 5 = Binary 0101

It turns out that, under two’s complement, the most positive number is a 0 followed by all 1s,
while the most negative number is a 1 followed by all 0s.

Problem 5.4 :

1. Represent the following numbers in 4-bit two’s complement form, then in 8-bit two’s
complement form.

• 5

• -5

• 8

• -8

2. Represent the following numbers in 8-bit two’s complement form.

• 15

• -15

5.4.2 Two’s Complement Arithmetic

The great advantage with Two’s Complement is that arithmetic is much easier. No matter the sign,
the number are simply added together. If two numbers need to be subtracted, we simply perform
the operation to turn the number we wish to subtract away into a negative number, and then add
the numbers together.

Using a 4-bit system, let’s first compute 2 - 6 in binary. We should get -4 at the end, but let’s
go through the process in binary.

We establish first that:
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• 2 is 0010 (21)

• 6 is 0110 (22 + 21 = 6).

Next we need to convert 6 into -6, and we do this by:

• inverting the bits: 1001

• add one : 1010

Finally, we can perform the addition of 0010 and 1010, which we should get 1100.

What is 1100 in decimal? Let’s converter this back into a positive number and see

• invert bits: 0011

• add one: 0100

0100 is 4 (22), and this confirms our answer and that two’s complements works.

5.4.3 Overflow in Two’s complement

Notice that arithmetic overflow can still exist in a Two’s complement system. The largest positive
number is 0 followed by only 1’s, so for an 8-bit system, it would be 01111111. If you add 1 to that
value, you will get 1000000, which is a negative number in two’s complement. This is overflowing
past the upper bound.

Furthermore, the largest negative number is 1 followed by only 0’s, so for an 8-bit system, it
would be 10000000. If we add negative one to this value (00000001 is 1, inverting gives us 11111110,
adding one gives us 11111111), will give us 01111111 where we lose an extra 1 due to overflow. This
an example of underflowing past the lower bound.

Be very cautious when performing arithmetic because it’s possible to go past the upper and
lower bounds. The maximum number of positive values expressable by a fixed number of bits in a
two’s complement system compared to an unsigned integer system has halved because those values
are not being used to represent negative numbers.

5.5 Real numbers

To be done in the future. This section will talk about floating point number representation.

5.6 Representing Other Types of Data

Now that representing integers is possible with bits, we can take this idea further and use binary
numbers to represent other values.
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5.6.1 Characters

There are two common ways to encode characters. The first is ASCII (American Standard Code
for Information Interchange). They use 8-bit numbers and assigned letters, numbers, and other
commands like ”enter”, ”backspace”, etc. Since the numbers are 8 bits, you represent 28=255
values. Check out the link http://www.asciitable.com/ to see what

The other is Unicode and has two encoding standards. While UTF-8 uses 8-bit and con-
tains the similar encoding structure to ASCII, UTF-16 uses 16 bits and can contain 65536 val-
ues. This encoding scheme include English characters and other characters form Arabic, Chinese,
Spainish, and many other languages. The link of converter binary numbers to unicode value is here
http://unicode-table.com/en/.

It is imperative that both machines that are communicating in characters need to both agree
on a standard and not mix them up.

5.6.2 RGB Colors

All colors can be represented in the combination of red, blue, and green (RGB) light of various
intensities. While the eye has a very large dynamic range, our screens/projectors are more limited,
and generally 8 bits for each color are enough. Cameras can record from 8 to 14 bits of intensity
resolution per color, depending on the quality (and size) of the light sensor. In std JPEG images,
these are then compressed into 8bit values. Thus most colors consists of 3 8 bit values.

5.7 Error Correcting Codes

When sending digital information through a communication channel, all packets of data will be
transferred and received successfully in a perfect world, but this is not always the case in reality.
Various reasons such as noise, outside interference, or simple system glitches causes information to
be lost at some probability. For example, if I send N packets of data through a stream, I may lose
K packets. The links where we lose data are called erasure channels.

Because of this limitation, how much data can we send in N packets if we lose at most K packets?
For every piece of data, we need to send it at least K+1 times. That way, the worst-case scenario
would be if the K packets of data that is lost are the same copies of data, leaving one copy left.
Therefore, if we can send 12 packets of data at once and we can potentially lose 2 pieces of data,
we need to replicate all data at least 3 times, meaning we can only send 12/3 = 4 packets of data
at once that is copied three times.

This seems very limiting, since we duplicate all the data, which means that most of the data
being recieved will be copies of data that has already been received. Perhaps there is a better way
of sending data?

We can easily determine the upper bound of data that can be transmitted through this link
is (N-K), or the number of packets that are successfully sent through the communication channel.
However, in order for the reciever to get this number of bits, each packet of data that gets through
must have unique information, which is hard to understand how we can do this, if we don’t know
which packets are going to be lost.

This seems like an impossible problem, until you realize that there no reason you can’t send
multiple pieces of data in the same packet. So rather than sending one packet of information each
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time, you can send multiple packets by adding them together.1 Now we can make sure each data
is replicated in multiple packets, while at the same time ensuring that each packet is unique (up to
N-K).

Let’s do an example of this:
Say that we need to send the numbers X1, X2, and X3 through a communication channel that

sends 5 packets but can lose any two packets. If we send the following 5 packets, it’s possible to
recover X1,X2 and X3 no matter what 2 packets we lose:

• X1

• X2

• X3

• X1+X2+X3

• X1+2*X2+3*X3

For example, if we only received the values, X1, X2, and X1+X2+X3, we can recover X3 by
subtracting X1 and X2 from the final value.

What if we only received X1+2*X2+3*X3, X1+X2+X3, and X3? We can simply perform
(X1+2*X2+3*X3) - (X1+X2+X3) - 2*(X3) to get X2. Then using X3 and X2, we can get X1 from
the second value.

Bottom line is that if we as long as we have 3 linearly independent equations with 3 unknowns,
we can easily determine the three values.

This shows that if we can send N packets and we lose at most K packets, we can acquire N-K=M
packets. Another way of thinking about how to solve this problem is by using linear algebra to
create our new values that are a function of the other pieces of data. If X is our input data and Y
is the data that we send, we can perform Y = AX where A is a NxM matrix.

Y = AX
x1
x2
x3

x1 + x2 + x3
x1 + 2 ∗ x2 + 3 ∗ x3

 =


1 0 0
0 1 0
0 0 1
1 1 1
1 2 3


x1
x2
x3


Finally, to convert the original values back when we lose data, we take the rows from A of the

data that we recovered, invert the new matrix, then multiply it by Y.

X = A∗−1Y ∗

Where * refers to the data you’ve received. If you lose the data x2 and x3, the procedure you
perform will be:

1If you are paying close attention you will realize that adding packets together might use more bits than before,
since it could generate bigger numbers. When this is done in practice, the addition is done modulo a large prime
number, so the numbers don’t really get larger, but to really explain this I would need to explain properties of modulo
arithmetic which is really outside the scope of this class.
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1 0 0
1 1 1
1 2 3

−1  x1
x1 + x2 + x3

x1 + 2 ∗ x2 + 3 ∗ x3

 =

x1
x2
x3


5.8 Time Multiplexed Codes

Imagine you have an LED screen that has 1920 x 1080 resolution, meaning that is the number of
pixels in the X and Y dimension. Each pixel has an RGB value, so has 3 values for each pixel, and
each value will require 8 bits How do we go about controlling each pixel in the screen?

The first approach would be to wire each individual pixel and color to a control circuitry, but
is not a very scalable solution. For the 1920 x 1080 monitor, the number of pins needed to power
the screen will be 1920 * 1080 * 3 * 8 or around 48 million bits. This doesn’t seem very scalable.
Moreover, we will need a 48 million transistors to control every pixel in the screen, meaning we’ll
need to use a 48 million bit long binary number.

How do we go about solving this issue? The issue is that if we send the data all at once, the
amount of transistors and wiring needed to do this will enormous. How about instead of sending
everything all at once, what if we send data sequentially in time?

This concept is called Time Multiplexing, or Serial Communication. Many common
communication protocols take advantage of this concept, such as Ethernet, USB, I2C, SPI, JTAG,
and many more. The number of wires needed to transmit data is relatively small because the data
sent through those communication channels is sent as packets over time.

Case Study: LED array
A 4 by 4 by 4 LED cube is constructed for the third lab. If we controlled each LED individually

we would need to use 4*4*4=64 wires for a pin to LED connection. Our Arduino doesn’t have that
many pins, so how do we use time multiplexing to reduce our pin count?

The first point to make is that an LED can only turn on when there is current flowing through
the LED. This is only possible when the positive end of a voltage source is connected to the LED
from the Anode end and the negative end is connected to the Cathode end.

The second point is that we don’t need to have all of the LEDs on at once. Suppose we can
only turn on only one LED on at once, rapidly alternating the LEDs we turn will trick our eyes
into thinking that all of those LEDs are on. This concept is called optical persistence and is the
trick to using time multiplexing to turn on LEDs serially. In the cube we will use this idea, but
will turn on 8 LEDs at a time, so we only need to have 8 time slots.

Note that optical persistence only works if you are turning on and off the LEDs fast enough. If
not, then your eyes will be able to see the LEDs flashes.

Let’s examine a row of four LEDs and connect all of the anodes together to a positive voltage as
shown in Figure 5.2. If we wanted to turn on the first LED from the left, we need to allow current to
flow through the LED by connecting its cathode low (of course through a current limiting resistor
that is not shown) and leave the other cathodes connected high. Similarly, if we wanted to turn on
just the second LED, set cathode of the second LED low and set the other cathodes high.

Finally, if we wanted to turn on the 1st and 3rd LED, we can set both the first and third cathode
low (again using a current limiting resistor on each cathode). Right now, we can control 4 LEDs
with 4 pins, but what happens when we start connecting multiple rows together? Let’s do this such
that all LEDs in the same row have their anodes connected and all LEDS in the same column have
their cathodes connected. See Figure 5.3 for the schematic.
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Figure 5.2: One row of LEDs

Notice with this configuration we can control 16 LEDs with 8 pins. Four pins control the rows
while the other four control the columns. In this design it is critical that only one row is driven to
Vdd at a time, while any column can be driven low to turn on the desired light in that row.2 If you
notice in Figure 5.3, there are four LEDs that are in the array. How would we go about lighting up
those LEDs by using Time Multiplexing?

The driver will sequentially turn on T0 for a short time, and then rotate through T1-T3 for the
same time each before returning to T0 and repeating the cycle.

Let’s look at what happens when T3 goes high and everything else is low. Clearly the LEDs
connected to T0, T1, and T2 will be off, since their anodes will not be able to support any diode
current. For the top row, there will a path from a high voltage to a low voltage through the four
LEDs on the top row of the array. In other words, current can flow from T3 to N0, N1, N2, and
N3, which causes all four of those LEDs to turn on.

However, what if we only want to have the second LED light up, like what is show in the figure?
In order to prevent current flow from T3 to N0, N2, and N3, we will need to set those pins high.
That way, both ends of those LEDs will be high, meaning there is no voltage drop across those
LEDs, and it will no be on.

Furthermore, if a row is low and a column is high, those LEDs won’t turn on either because
these LEDs can only function with current going in one direction. If the cathode has a higher
voltage than the anode, no current will flow because the LED is a diode, and the LED will be off.

As a summary, in order to turn on the LED on the first row and second column, we set T3, N0,
N2, and N3 high and we set T0, T1, T2, and N1 low.

Overall, we turn on an LEDs by having the anode must be switched high and the cathode must
be switched low. This is done by setting your target row or anodes high and your target column of
cathodes low.

During the next period T0 is driven high, but since we don’t want any of those lights on, all
the columns N0-N3 are driven high. Then T0 is driven low and then T1 is driven high, and again
all the columns must be high to keep these lights off. During the next period T2 is driven high, so
N0-N2 are driven low, and only N3 is driven high to light all but the right LED in that row.

2Note that we just chose to drive the anode sequentially, since in our design they are driven by external pMOS
devices and can drive more current. It is possible to drive the cathode column low one at a time, and then drive any
of the rows high to light LEDs in that column, but then we would need to have external nMOS transistors driving
the columns to support the high column current.
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Figure 5.3: Four rows of Time Multiplexed LEDs

Case Study: Keyboard

Now that we can figure how to output multiple things by multiplexing, what if we engineered
something that can input multiple things by multiplexing? An example of something that takes a
lot of inputs is a keyboard, where is has a lot of buttons that need to be read.

Similarly enough, we can perform time multiplexing to determine whether a key is pressed down
or not without having to wire every single key to a wire.

Just like before, let’s lay down a row of buttons.

Let T3 be the input pin to a microcontroller, and let’s make it be a pulled-down pin, meaning
it’s default input value is low. In order to trigger a reading of the button, the button needs to short
the input pin high.

If we initially set N0-3 low, no matter what button we press, the switches will always short T3
to ground.

But what happens when we set N0 and only N0 high? As long as N0 gets pressed, T3 will get
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Figure 5.4: Turning on LED on row T3 and Column N1. Polarity is noted.

pulled high, but if N0 isn’t pressed, T3 stays low. If we register a high on T3 when we apply high
on N0, we know the switch connecting N0 and T3 got pressed. Also, notice that if we pressed the
other switches, nothing happens because T3 will still get connected low.

Next, we quickly set N1 and only N1 high. If the switch connecting T3 and N1 gets pressed,
then T3 gets pulled high. However, pushing the others switches don’t do anything to T3.

What this shows is that if we rapidly select pins N0-3 to go high individually, we can read which
button gets pressed. If we read them rapidly enough, we can detect which of the four buttons are
pressed.

As a result, we can do exactly the same thing we did for the LED array which is to connect all
the columns together to the same pins to get an array of switches that can be sensed.
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Figure 5.5: Turning on LED on row T3 and Column N1. Polarity is noted.

5.9 Solutions to practice problems

Solution 5.1:
1.)The most significant bit of a 4-bit binary representation has a value of 23 = 8. From then,
the next bits have values of 22 = 4, 21 = 2, 20 = 1 respectively.

15 = 1 · 23 + 1 · 22 + 1 · 21 + 1 · 20

Therefore, the binary representation of 15 in 4-bit binary is: 1111.
2.)The 8-bit binary representation of 15 would be 00001111.
3.)The 8-bit binary representation of 101 is 01100101.

101 = 0 · 27 + 1 · 26 + 1 · 25 + 0 · 24 + 0 · 23 + 1 · 22 + 0 · 21 + 1 · 20

Solution 5.2:
1.) 0010 + 0001 = 0011; In decimal: 2 + 1 = 3
2.) 00001111 + 01100101 = 01110100; In decimal: 15 + 101 = 116

Solution 5.3:
1.) 1111 + 0101 = 10100; In decimal: 15 + 5 = 20
2.) 11110001 + 00001111 = 100000000; In decimal: 241 + 15 = 256

Note that in both cases overflow occurs, and we had the extend the number of bits we are
using. In a real computer this often isn’t possible (for example, your Arduinos have a limited
number of bits you can use for numbers), and we would simply overflow (wrap around). In
that case, question would wrap to 5, and question two would wrap to 1.
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Solution 5.4:

1. The 4-bit two’s complement form and 8-bit two’s complement form of the numbers are
as follows:

• 4-bit: 0101 8-bit: 00000101

• 4-bit: 1011 8-bit: 11111011

• 4-bit: You can’t! 4-bits is not enough to represent 8 in two’s complement - the
highest we can go is 7. 8-bit: 00000111

• 4-bit: 1000 8-bit: 11111001

2. The 8-bit two’s complement form of the numbers are as follows:

• 00001111

• 11110001

Observe the difference between the positive of a number and the negative of it. Once you’ve
figured out how two’s complement works, the rule where you can find the negative version of
a number by flipping all the bits and adding 1 will always work (as long as you are still within
the allowable range of the number of bits you have!)



Chapter 6

Capacitors and RC Circuits

Up until now, we have analyzed circuits that do not change with time. In other words, these cir-
cuits have no dynamic elements. When the behavior of all elements is independent of time, the
behavior of the circuit as a whole will be independent of time as well. This behavior is called the
steady-state behavior of circuits. It can also be thought of as the equilibrium a circuit reaches
after a sufficient period of time.

In this chapter, we will explore a new type of linear device called a Capacitor. These devices are
used for storing energy in a circuit, which allows us to have memory, adjust the circuit’s response
to input voltages of different frequencies, understand the gate input of MOS transistors, and do
many other useful things. Although capacitors do not impact the steady-state behavior, they will
change the way in which voltages and current transition from one state to another.

6.1 Device Characteristics

Figure 6.1: Capacitors store energy between two charged plates

Capacitors are two-terminal devices that store energy in an electric field between charged parallel
plates, seen in Figure 6.1.1 When we try to force a current where there is a gap, positive charge

1https://en.wikipedia.org/wiki/Capacitor
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builds up on the positive terminal, and negative charge builds up on the negative terminal. Thus,
there is a voltage (and, therefore, electric field) across this gap.

The capacitance of a capacitor is governed by the area of these plates, the distance between
them, and the material, called the dielectric, between the two plates according to the following
equation:

C =
εA

d

where ε is the dielectric constant, A the area of the plates, and d the distance between them. For
the purposes of this class, you do not need to worry about this equation; however, it shows that the
capacitance of a capacitor is a function of its shape. The larger the area of the plates and smaller
the gap, the higher the capacitance.

Figure 6.2: Electronic Symbols for Capacitors

Some capacitors are unpolarized, meaning the two terminals are interchangeable, like a resistor,
and others are polarized, meaning they have a distinct anode and cathode like a diode. The cathode
of the latter type is labeled with either a ”-” or a stripe down the side, shown in Figure 6.3.2 These
also have different circuit diagrams, seen in Figure 6.2.3 If a polarized capacitor is connected
backwards, part of the internal insulator erodes, the capacitor becomes a short circuit, the huge
amount of current it now conducts boils the electrolyte fluid, pressure builds up, and the capacitor
explodes. In other words, double check the polarity before connecting these!

6.1.1 Governing Equations

We previously mentioned a capacitor is a linear element; however, it is not a resistor. How can
this be? Capacitors actually relate stored charge Q in coulombs to the voltage across the capacitor
V in volts:

Q = CV (6.1)

As we saw before, C is the capacitance of the specific capacitor with which we are working, and
it is a constant. Capacitance is measured in Farads (F). Typically we don’t work with Q in our
circuit calculations. Instead, we prefer working with circuits in terms of current i and voltage V .

2https://en.wikipedia.org/wiki/Electrolytic_capacitor
3See 1

https://en.wikipedia.org/wiki/Electrolytic_capacitor
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Figure 6.3: Polarized Electrolytic Capacitors

We know current is the flow of charge Q over time, or dQ/dt, and we can exploit this to modify
the above equation by taking the derivative of both sides with respect to time:

Q = CV

dQ

dt
= C

dV

dt

i = C
dV

dt

This equation, which relates the current through the capacitor to the change in voltage across it,
is much better to work with. Note that the equation has a linear relationship between i and V . If
you double i (for all time), V doubles and vice versa.4 EE 102A will formally define linear systems.

Because we have dV/dt in this equation, we can deduce it takes current to change a voltage across
a capacitor, and the faster you try to change the voltage, the more current that is required. Since
most circuits can supply only a fixed amount of current, capacitors will prevent the voltage
across them from changing rapidly. Said differently, capacitors look like voltages sources for
short periods of time (for a small dt). While the voltage across a capacitor can’t change rapidly,
there are no constraints on how fast the current can change. The current through a capacitor can
change from 0 to a large value instantly: current can change abruptly.

If you think of charge as a fluid, then you can think of a capacitor like a large tank.5 The height
of the water in the tank represents the voltage on the capacitor. While we can instantaneously turn
the flow of water off and on (changing the current), we cannot instantaneously change the water
level of this tank. Similarly, we cannot instantaneously change the voltage across the capacitor. Its

4Said differently, d/dt might be a strange operator, but it is linear
5You need to be careful with this analogy, since there is plus and minus charge, and there is not negative water.

When water flows into a tank to fill it up, it only flows into the top of the tank. With a capacitor there are really
two tanks. Charge flows into the top tank, which starts filling it up, but and equal amount of charge also leaves the
bottom tank, filling the bottom tank with negative charge. A better fluid analogy would be to model a capacitor
as two tanks. The first one is right side up and empty, and the second is upside down and full. When liquid flows
into the top tank, to start to fill it up, and equal amount of liquid flows out of the bottom tank, and is replaced by
bubbles.
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value changes as a result of the integration of the current being added to the tank/capacitor, and
the value of the capacitance is related to the area of the tank.

Because capacitors are energy storage devices, we are also interested in determining the energy
stored in a capacitor. We know that power describes energy at a specific instant of time. Therefore,
we can solve for the power P , substitute values from the equations above, and integrate over time
to get energy:

E =

∫
Pdt

=

∫
iV dt

=

∫
C
dV

dt
V dt

=

∫ Vfinal

0

CV dV

E =
1

2
CV 2

final

This equation tells us that the voltage across a capacitor determines the energy it stores.

6.2 Capacitors in Series and Parallel

We would like to create equations to simplify multiple capacitors in a circuit. To do this it would
be nice to see if there was an equivalent “resistance” for a capacitor. We can’t really find one, since
the current depends on ∆V not V , but we can say that ∆V = i∆T

C . This is interesting in two ways.
First is says that the effective resistance is related to 1/C, so circuits where R adds will need to
combine 1/C. Second it shows how the resistance depends on the ∆T . If ∆T is small, the effective
resistance will be small, but if the time is large, the resistance will also be large.

6.2.1 Capacitors in Series

Like with resistors, when we have multiple capacitors in a circuit, we often want to replace them
with one equivalent capacitor. We’ll start by analyzing capacitors in series:

C2

i2

C1

i1

Using our equation for the current through a capacitor, we have i1 = C1
dV1

dt and i2 = C2
dV2

dt where
V1 and V2 are the voltages across C1 and C2 respectively. We want to find one capacitor with
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capacitance Ceq such that the voltage across it is V1 + V2 = Vtot and the current through it is
i = i1 = i2. We know from KCL that i1 = i2. With this information, we now rearrange the
equations to get:

i1 = C1
dV1

dt
i2 = C2

dV2

dt
i1
C1

=
dV1

dt

i2
C2

=
dV2

dt

i

(
1

C1
+

1

C2

)
=
dVtot
dt

i =

(
1

1
C1

+ 1
C2

)
dVtot
dt

This looks a lot like our equation for current through a capacitor. Thus, we have the following
relation for capacitors in series:

1

Ceq
=

1

C1
+

1

C2
+ · · ·+ 1

Cn

This makes sense intuitively, as both capacitors will be experiencing the same current, and the
voltage across both will increase with respect to this current. Thus, the total voltage across both
capacitors will increase at a greater rate than either of the voltages accross individual capacitors.
We also notice that this relation looks like the relation for resistors in parallel.

6.2.2 Capacitors in Parallel

We also want to be able to replace capacitors in parallel. Let’s analyze the following:

C1

i1

C2

i2

i
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By KVL, we know that the voltage across C1 must equal the voltage across C2. Call this voltage
V . Also, by KCL, we know that i = i1 + i2. We substitute the currents through each capacitor:

i = i1 + i2

= C1
dV

dt
+ C2

dV

dt

= (C1 + C2)
dV

dt

Thus, we have the following relation for capacitors in parallel:

Ceq = C1 + C2 + ...+ Cn

Going back to our water tank analogy, the summation makes sense. Putting two capacitors in
parallel is like putting two water tanks in parallel. We also notice that this relation is similar to
resistors in series. In this section, we have seen that the equivalent capacitance equations are the
same as the equivalent resistance ones, but the series and parallel behaviors are flipped.

6.3 Capacitors in real circuits

Capacitors, like many electrical components, come in a variety of shapes and sizes. Larger capaci-
tance and higher voltage compliance generally comes with larger size. Electrolytic capacitors have
the largest capacitors per unit volume, but they have limited voltage and as polarized, as described
before.

6.3.1 Capacitors to Control Supply Voltage

In our circuits, we often want a constant, DC voltage source. While this is perfectly fine on paper,
in practice, we know that sources are not ideal. As you draw more current, especially if the change
is sudden, voltage will drop. We can mitigate these effects by connecting a capacitor between Vdd
and Gnd. We know capacitors resist changes in voltage, so the capacitor will work to keep Vdd
constant. Essentially, the capacitor acts as a energy reserve for the circuit, supplying energy when
the demands of the circuit exceed the battery’s (or other voltage source’s) capabilities.

6.3.2 Capacitors in MOS Transistors

In a MOS transistor, there is a capacitor between the gate and the source. From the equation of a
capacitor

i = C
dV

dt

we see that if i = 0, then dV
dt = 0. As a result, if there is no current, the voltage across the capacitor

(from the gate to the source) remains constant. For example, if we simply disconnect the gate
terminal from Vdd, without driving it to another voltage, it will remain at Vdd. Thus, we need a
current to cause a change in voltage and change the gate voltage of the MOS transistor.
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6.3.3 Real Wires

All real wires also have capacitance. As we saw above, this means wires require some charge to
change their voltage. Remember that voltage is defined as potential energy per charge, so this
observation makes sense in the context of our definition. This means that any time we want to
change the voltage of a wire, we need charge to flow into it. The amount of charge we need to
produce a given change of voltage in a certain amount of time is governed by the equation:

i = C
dV

dt
.

We’re starting to see a theme. Capacitance governs how fast we can change voltages and the energy
we need to do so. This result governs the speed and power consumption of modern electronics,
including your computers!

6.4 RC Circuits

6.4.1 RC Circuits at DC

Now that we’ve seen how capacitors behave, we can use them in circuits. First we’ll consider the
case when capacitors are in circuits with DC sources. Let’s examine the circuit below:

+
−10 V

20 kΩ

10 kΩ

C2

+

−

v2C1

+

−

v1 20 kΩ

We want to find v1 and v2. First, notice that all voltage sources in this circuit are at DC, in other
words, they output a constant voltage across them. This means there is no change in voltage over
time. Refer back to the equation relating voltage and current across a capacitor:

i = C
dV

dt
.

We see that if dV/dt = 0, then i = 0 as well. In terms of our water tank analogy, the tanks are
full, so no flow (current) is going to go into them. Thus, capacitors are DC open circuits. We can
essentially remove them from the diagram before doing our analysis, shown below:
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+
−10 V

20 kΩ

10 kΩ

+

−

v2

+

−

v1 20 kΩ

Now we can use the techniques we already know to deal with circuits with only resistors. In this
case, both voltages can be found with voltage dividers:

v1 = 10V

(
20kΩ + 10kΩ

20kΩ + 20kΩ + 10kΩ

)
= 6V

v2 = 10V

(
20kΩ

20kΩ + 20kΩ + 10kΩ

)
= 4V

We find v1 = 6V and v2 = 4V.

6.4.2 Charging a Capacitor

Often we will want to find out how a capacitor charges or discharges and the time it takes to do
so. We’ll first consider the former case. We know that the voltage across a capacitor cannot change
instantaneously because the current cannot be infinite. This is equivalent to filling up the water
tank with a finite flow of water into the tank. Let’s look at the following circuit with DC voltage
source VS . Suppose that the switch was initially disconnected and then connects at time t = 0 and
the initial value of VC at t = 0 is 0V.

+
−VS

R

C

+

−

VC



6.4. RC CIRCUITS 127

Let’s look at the marked node between the resistor and the capacitor. We can apply KCL here:

VS − VC
R

= iC

VS − VC
R

= C
dVC
dt

dt

RC
=

dVC
VS − VC

∫ t

0

1

RC
dt =

∫ t

0

1

VS − VC
dVC

t

RC
= −ln(VS − VC) + C1

C2e
−t
RC = VS − VC

We can solve for C2 by plugging in the initial condition VC = 0 at t = 0, and we find that C2 = VS .
Thus,

VC(t) = VS(1− e
−t
RC )

Now that we found the equation that describes charging a capacitor, we do not have to solve the
differential equation every time we encounter an RC circuit. Note that the capacitor charges to
match the voltage of VS . This makes sense with our above model of capacitors at DC. If we wait
a sufficiently long time, VC → VS and iC → 0. Often we replace RC with τ (”tau”). This is called
the time constant of this RC circuit and has units of seconds. The fact that ohms and farads
multiply to give us seconds probably seems a little weird at first. See if you can convince yourself
of this by replacing Farads with coulombs per volt and ohms with volts per ampere. Then recall
that current is the flow of charge, so amperes are coulombs per second:

Ω · F =
V

A
· C
V

=
V

A
· A · s
V

= s

Replacing RC with τ , we have the charging equation:

VC(t) = VS(1− e
−t
τ )

where VC(0) = 0 and VC(∞) = VS
The charging equation is illustrated in Figure 6.4.6. Notice that the capacitor reaches 95% of its

final value after three time constants (t = 3τ). Often, in practice, we will have events that trigger
after a certain voltage threshold has been reached. We know all real wires have some amount

6https://en.wikipedia.org/wiki/RC_circuit

https://en.wikipedia.org/wiki/RC_circuit
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Figure 6.4: Charging a Capacitor

of capacitance (which can be modeled with a capacitor) and some small amount of resistance;
therefore, we can now calculate how long it takes to drive a wire to a voltage we desire.

5V

Rpullup

pin

C

For example, on the useless box, the input switch pins were driven to 5V when the switches were
disconnected. We now are equipped with the tools to find out exactly how much time elapsed
between the switch opening and the pin reading HIGH. By modeling the circuit as an RC circuit, we
can calculate the time to reach the threshold above which digitalRead() returns HIGH. Problems
like these arise in many situations, from calculating the speed of communication protocols (for
example, how fast your laptop and Arduino can communicate) to calculating the speed logic gates
can turn on and off. We will examine the latter in the next section.

6.4.3 Discharging a Capacitor

We motivate the discharging capacitor calculation with an example. We know computers are made
of CMOS logic circuits. Let’s examine the inverter below. This logic cell drives a wire, which we
know has a small amount of capacitance.
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Vdd

0V

C

+

−
VC

We can model the transistors as voltage dependent switches. Since we are driving the input to 0V,
the pMOS transistor will be on and the nMOS transistor will be off.

Vdd

R

R

VG

0V

C

+

−

VC

Assuming this circuit has been in this state for a sufficiently long time, we know that VC = Vdd.
At t = 0, let drive the gate voltage VG to Vdd so that the pMOS transistor turns off and the nMOS
transistor turns on:
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Vdd

R

R

VG

5V

C

+

−

VC

Intuitively, we know that the capacitor now has stored energy in it, which will discharge across the
resistor. We can characterize this over time by applying KCL at the node above the capacitor:

0− VC
R

= C
dVC
dt

dt

RC
=

dVC
−VC

∫ t

0

1

CR
dt =

∫ t

0

1

−VC
dVC

K2e
−t
RC = VC(t)

We know that the initial value of VC(t) is Vdd, so we have:

VC(t) = Vdde
−t
RC

From this equation, we observe that the output wire of this logic gate cannot change from Vdd to
Gnd immediately. In fact, this reality is what governs the speed of your computers, as all the digital
logic in your CPU takes non-negligible time to switch states.

6.4.4 General form for charging and discharging

For circuits like those we saw above, we do not have to go through the process of solving a differential
equation each time. The general solution is:

VC(t) = A+Be
−t
τ

Here, A+B is the initial value of VC and A is the final value of VC . Remember that τ = RC.
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6.4.5 Dealing with multiple capacitors, resistors, or sources

So far all the examples we’ve seen have only had one capacitor, one source, and one resistor.
However, we can use the tools we have to simplify more complex circuits into this form.

Multiple Capacitors in a Circuit

Let’s first consider what happens when we have multiple capacitors in a circuit:

+
−VS

R

C1

C2

C3

We can use the formulas for capacitors in series and parallel to collapse these capacitors into one
capacitor with some Ceq. First collapse the two capacitors in series into Ceq1 = C1C2

C1+C2
. Next, we

add capacitors in parallel to get Ceq = C1C2

C1+C2
+ C3. Now we can redraw the circuit in a more

familiar form:

+
−VS

R

Ceq=
C1C2

C1+C2
+ C3

Multiple Resistors in a Circuit

Now let’s consider a circuit with multiple resistors around some capacitor:
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+
−VS

R1

Ceq

R2

R3

We know that a two terminal circuit with linear elements can be modeled by a circuit with a
single voltage source and resistor in series, also know as a Thevenin equivalent circuit. Because we
like working with RC circuits that only have one resistor and one source, we will try to collapse
everything around the capacitor here into a Thevenin equivalent circuit:

+
−VS

R1

+

−

VTH

R2

R3

First, we see that VTH , the open circuit voltage across the terminals, can be found with a voltage
divider:

VTH = VS

(
R2 +R3

R1 +R2 +R3

)
To calculate the Thevenin equivalent resistance RTH , we set the voltage source to zero :

R1

+

−

VTH

R2

R3
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We see that R2 and R3 are in series with each other, and (R2 +R3) is in parallel with R1.

RTH = (R1||(R2 +R3)) =
(R2 +R3)R1

(R2 +R3) +R1

We now have a Thevenin equivalent circuit that connects to the terminals of the the capacitor:

+
−VTH

RTH

Ceq

This circuit is now in a form we know how to solve. Multiple sources and multiple resistors are
both handled using Thevenin equivalent circuits (they actually do make our lives easier!). In the
numerical example below, we examine a circuit with multiple sources and multiple resistors.
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6.4.6 A numerical example

Let’s find VC(t) for t > 0 in the circuit below.7 Assume the switch has been open for a long time
and is closed at t = 0.

+
−15 V

2 Ω

1
3F

+

−

VC

t=0 6 Ω

+
−

7.5 V

First we determine the initial voltage across the capacitor, VC(0). We know that the switch was
open ”for a long time.” Thus, we can assume that the capacitor was acting as a short circuit before
the switch is closed.

+
−15 V

2 Ω

+

−

VC(0)

We see that VC(0) = 15V . Now, we will consider what happens for t > 0. First, we wish to
manipulate our circuit to get the problem into a form we know. (Alternatively, you can write out
and solve the differential equations.) We will take out the capacitor and turn the remaining circuit
into a Thevenin equivalent circuit. After we have the problem in a form with one source and one
resistor, we can apply the general form equation.

7Taken from Fundamentals of Electric Circuits, Fifth Edition by Alexander, Sadiku
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+
−15 V

2 Ω

+

−

VC

6 Ω

+
−

7.5 V

To find the Thevenin equivalent resistance, we zero all sources, leaving two resistors in parallel:

2 Ω

+

−

VC

6 Ω

RTH =
2Ω ∗ 6Ω

2Ω + 6Ω
= 1.5Ω

We also can see that the voltage drop is8

VTH = 15V − 2Ω(i) = 15V − 2Ω

(
15V + 7.5V

8Ω

)
= 15V − 45V

8Ω
= 9.375V

Thus, our circuit for t > 0 is below:

8For a more detailed explanation of calculating Thevenin equivalent circuits or voltages and resistances, please
refer to the respective sections of the reader.
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+
−9.375 V

1.5 Ω

1
3F

+

−

VC

Now we have a form we can solve easily with our general form equation.

VC(t) = A+Be
−t
τ

We know that:

• VC(0) = 15V

• R = 1.5Ω

• VC(∞) = 9.375V

We calculate:

• A = VCfinal = VC(∞) = 9.375V

• A+B = 15→ B = 5.625V

• τ = RC = 1.5Ω
(

1
3F
)

= 1
2s

And finally we substitute these values into our general form equation:

VC(t) = (9.375 + 5.625e−2t)V for all t > 0
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6.5 Summary

• Capacitors are linear devices that store energy in electric fields. They can be polarized or
nonpolarized.

• Voltage acrross a capacitor and current through it are related by i = C dV
dt

• The energy stored in a capacitor is 1
2CV

2

• Capacitors in series can be replaced by an equivalent capacitor 1
Ceq

= 1
C1

+ 1
C2

+ · · ·+ 1
Cn

• Capacitors in parallel can be replaced by an equivalent capacitor Ceq = C1 + C2 + ...+ Cn

• In DC circuits, meaning all the voltage sources are constant, capacitors act as open circuits.

• The time constant of a capacitor is τ = RC. Its units are seconds.

• The general equation for charging or discharging a capacitor in circuits with one voltage source

(if charging) and one resistor is VC(t) = A+Be
−t
τ where A+B is the initial value of VC and

A is the final value of VC .

• When you have multiple capacitors in a circuit, you can often combine them into a capacitor
with some Ceq

• To deal with more complex problems, use a Thevenin equivalent circuit to change the problem
into a form you know
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Chapter 7

Impedance and Filters

A Way To Analyze RC Circuits

For this section, we’ll assume you’re comfortable with the following:

• the idea that any signal (a voltage or other quantity that varies with time) can be represented
as a sum of sine waves

• the voltage/current relationship for capacitors (i = C dv
dt ) and inductors (V = L didt )

• how RC and LR circuits behave for step inputs (e.g., when a switch closes, instantaneously
changing the voltage)

Our goal in this section is to find a way to predict the behavior of an RC (resistor-capacitor)
or RL (resistor-inductor) circuit in response to any input signal, not just to step inputs. This is
a difficult problem, because inductors and capacitors cause integral and derivatives in the circuit
equations, and things get really messy, really fast.

We’re going to work around this by making two observations:

• Every signal can be represented as a sum of sine waves.

• Calculating what happens to a capacitor or inductor with a sinusoidal voltage or current is
easy. The derivative and integral of a sine wave is just a cosine, which is the same as a sine
but shifted left or right.

If we can describe what will happen to a sine wave of any frequency, then we will be able to
predict what will happen to any possible signal. When you finish this section, you should be able
to:

• Understand what a Bode plot is and how to use it

• Understand how to describe signals in decibels (dB), where is it commonly used and why we
use it.

• Describe the relationship between voltage and current using impedance

139
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7.1 Gain (and dB)

In this and later sections, we’re going to talk a lot about the idea of “gain”, the relative increase
or decrease in signal magnitude. In the future, we’ll be constructing amplifiers and other things
that modify signals, and gain is an important metric for describing how they behave. The gain of a
signal is simply the output signal magnitude divided by the input signal magnitude. A gain larger
than 1 means that the signal was amplified (i.e., it came out larger); a gain less than one means it
was attenuated (came out smaller).

It turns out that a log scale is more convenient for talking about gain, so we define the unit
“bel”, which is a 10X increase in power. For unknown reasons, EE’s prefer to work in tenths of a
bel, which are “decibels” and abbreviated as dB:

gain in dB = 10 · log10

power out

power in

More often, we’re measuring voltage rather than power. Since P = I · V and for a resistor, I = V
R ,

we can also express the dB gain in terms of voltage:

Pin =
V 2
in

R

Pout =
V 2
out

R

gain in dB = 10 · log10

V 2
out

V 2
in

= 20 · log10

Vout
Vin

Example: Finding the gain of a voltage divider

Gaindb = Vout
Vin

= 20 · log ( 10k
10k+10k ) = 20 · log 0.5 = −6dB

Interesting observation: notice that the gain in dB is negative. This is because the gain is
0.5, which is less than 1.

Question: Can the gain in dB of a resistive divider ever be positive? 1

1The gain in dB of a resistive divider can never be positive because the gain is always less than 1, ie. the output
is always some fraction of the input.
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7.2 Bode plots

A Bode plot is a very useful tool for expressing gain when the circuit comprises frequency dependent
components such as capacitors and inductors. It simply plots the gain versus the frequency. An
example of a Bode plot for a low pass filter is shown in Figure 7.1. This is called a low-pass filter
because it provides the most gain at low frequencies, while providing less and less gain at higher
frequencies.

Figure 7.1: Bode plot of a low-pass filter

Figure 7.2: Bode plot of the resistive divider

What makes a Bode plot a Bode plot is that both the gain and freq axis are plotted using
logarithmic scales.The Y-axis is GaindB is the gain measured in dB. And while this is plotted on a
linear scale, dB is a logarithmic measure, so gain is plotted on a log scale. The X-axis, frequency,
is explicitly plotted on a logarithmic scale which results in a log-log plot.
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One reason for plotting in this way is because human hearing actually works on a logarithmic
scale, which is why you’ll often find the unit dB on the specifications for your audio devices. Another
is simply that is makes for nice, clean plots from which useful information can be easily extracted,
as you will see in later sections.

A Bode plot of a resistive network is relatively boring, since resistance is constant over frequency.
Figure 7.7 shows the Bode plot of the resistive divider we just found the gain for. As you can see,
it is simply a flat line at our calculated value of -6dB.

However, when capacitors and inductors are introduced to the circuit, these Bode plots become
very useful. By using combinations of R, L, and C, we can create filters, and the Bode plots become
much more interesting.

Filters remove unwanted frequencies from electrical signals. As we know, all signals can be
decomposed into sinusoids of varying frequencies, and by removing the unwanted frequencies we
can achieve a much cleaner signal. This is what equalizers do, by using filters. Figure 7.3 show
the Bode plots of two other types of filters - high-pass filters and band-pass filters.

(a) Bode plot of a high pass filter (b) Bode plot of a bandpass filter

Figure 7.3: Bode plots of filters

Once we understand how to characterise the impedances of capacitors and inductors, which is
discussed in the next section, we can use them to create these filters.

7.3 Generalized resistance (Impedance)

In previous chapters, we were able to use resistance and Ohm’s Law, V= I R, to solve for the
voltages and currents in many circuits. Now that we have added capacitors and inductors, we can
no longer use Ohm’s Law for these components. Wouldn’t it be nice, if we could find some effective
resistance for these new devices so we can use what we already know to solve circuits that have
capacitor and inductors in them? Fortunately this is possible, and this section will show you how
to do it. This generalization of resistance is called impedance, and is represented by ‘Z’.

Resistance was defined as the ratio between voltage and current. Since the current through a
capacitors and inductors depends on the rate of change of the signal, we can’t define this ratio for
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an arbitrary input, but we can define it when the voltage across the device is sinusoidal. Thus we’re
going to observe the current when we put a sinusoidal voltage signal across the device. The voltage
across the device is a function of time, given by the equation

Vin = sin (2πf · t)

Here, f is the frequency of the signal in Hz, and t is time.

7.3.1 Resistors

Let’s start with a really simple circuit, with just the voltage source and a resistor:

Vin R

The current through the resistor is given by Ohm’s law:

i =
V

R

i =
sin(2πf · t)

R

In the following waveforms we plot the voltage and current across the resistor for R = 1kΩ, and
frequencies of 1kHz and 2kHz. Notice that the amplitude of the current is constant over varying
frequency.

(a) Frequency = 1kHz (b) Frequency = 2kHz

Figure 7.4: V and I on resistor
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7.3.2 Capacitors

Now let’s try a capacitor:

Vin C

The current is given by the capacitor equation:

i = C
dVin
dt

i = C · 2πf cos(2πf · t)

(a) Frequency = 1kHz, Imax = 6.3mA
(b) Frequency = 2kHz, Imax = 12mA

Figure 7.5: V and I on capacitor

Notice that while the current always has exactly the same frequency as the voltage signal, the
amplitude can be different. At low frequencies, the capacitor has very little current flowing through
it, as if it were a large resistor. At high frequencies, larger amounts of current flow, as if the
resistance is now smaller.

7.3.3 Inductors

And finally, let’s do an inductor:
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Vin L

Here the current is

i =
1

L

∫
Vindt

i = − 1

L · 2πf
cos(2πf · t)

(a) Frequency = 1kHz, Imax = 320mA
(b) Frequency = 2kHz, Imax = 160mA

Figure 7.6: V and I on inductor

Just like the capacitor, the frequency of the current is the same as the voltage signal, but the
amplitude varies depending on the frequency. An inductor behaves like the dual of a capacitor:
presenting a small resistance at low frequencies (higher current for same voltage amplitude), and a
large resistance at high frequencies (lower current for same voltage amplitude).

7.3.4 Impedance of R, L, C

Since the frequency of the current is always the same as the frequency of the voltage, we can still
define the voltage to current ratio, even for capacitors and inductors. In equations, impedance is
represented as ”Z”, and like resistance it is measured in Ohms. By definition:

Z =
V

I
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For a resistor, the impedance is equivalent to the resistance, therefore:

ZR =
V

I
= R

We can also develop equations which describe the impedance of capacitors and inductors. The
phase shift of the signals is taken into account with the symbol j (phase shift being the
fact that the fact that the input is a sin() function and the current is cos() - if you are interested,
a thorough discussion of how this works is given in the bonus material at the end). By doing this,
we can derive some equations describing the impedances of capacitors and inductors.

From our observations, we know that for Vin = 1 ·sin (2πf · t), the current through the capacitor
should be:

icapacitor = C · 2πf cos(2πf · t)

Zcapacitor =
Vin

icapacitor
=

1

j2πfC

Similarly for the inductor:

iinductor = − 1

L · 2πf
cos(2πf · t)

Zinductor =
Vin

iinductor
=

1
1

L·j2πf
= j2πf · L

These are general equations which hold true for describing the impedance of capacitors and
inductors over all frequencies.

Example: As an exercise, now use these equations to calculate the impedance of a 1µF capac-
itor at 1kHz. Using this, we can calculate the current we expect to be going through the capacitor.

Zc =
1

2π · 1kHz · 1µF
= 159.15Ω

Ic =
1

159.15
= 6.3mA

Notice this matches the value shown on Figure 7.5a.
Now, let us calculate the current flowing through this same capacitor at 100kHz. It increases,

as we expect.

Zc =
1

2π · 100kHz · 1µF
= 1.59Ω

Ic =
1

159.15
= 630mA

Now do repeat the above two exercises for the inductor example - L=1mH, at 1kHz. Check it
against Figure 7.6a. Now calculate the current at 100kHz. Does the current increase or decrease
with frequency? Is it what you expect? 2

Questions:

2Current = 1.6mA, it has decreased with frequency. This is expected since the impedance of an inductor increases
with frequency.
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Based on these equations, what can you say about the impedance of a capacitor at DC (Fre-
quency = 0)? What can you say about the impedance of a capacitor at very high frequencies
(Frequency = ∞) ? Do they look like short circuits or open circuits?

What can you say about the impedance of an inductor at DC? How about at very high frequen-
cies?

Refer to 3 to check your answers.

7.3.5 Summary

The impedances of resistors, capacitors and inductors can be described by the following equations.
Since the term 2πf appears so often, it is often represented simply as omega. You might also often
see s, which represents j2πf .

Zresistor = R

Zcapacitor =
1

j2πfC
=

1

jωC
==

1

sC
Zinductor = j2πfL = jωL = sL
where ω = 2πf, s = j2πf

By using impedance, we can treat capacitors and inductors like resistors when analysing them
in the circuit, where the circuit behavior is now frequency dependent.

7.4 Filters - Transfer Functions and Bode Plots

Knowing now that by adding capacitors and inductors, we add frequency dependence to a circuit,
we can now explore ways of using them to do more interesting things with our circuits. By using the
idea of impedance, we can analyze the circuit using the tools we developed to analyze resistor circuits
in the first part of the class. You can use nodal analysis, series/parallel reduction, voltage/current
dividers, etc.

Let us use this new method to analyse the RC circuit below, to understand how its behavior
depends on frequency. That is, for any sine wave that we put in, we want to find the amplitude of
the corresponding output. This is known as the frequency response, or sometimes as the transfer
function.

Vin

Vout

C = 4.7 nF

R = 2kΩ 

The impedance of a capacitor is ZC =
1

sC
. The impedance of a resistor is simply Z = R.

3A capacitor looks like an open circuit at DC, and a short circuit at very high frequencies. An inductor looks like
a short circuit at DC, and an open circuit at very high frequencies.
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Vin

Vout

ZC =

ZR = 2kΩ 

1
ω · 4.7nF

Now that the circuit is expressed in terms of impedance, the output voltage is just the result of
a voltage divider:

Vout = Vin ·
ZC

ZR + ZC

The ratio between the output and input voltages, known as the gain, is therefore just

Gain =
Vout
Vin

=
ZC

ZR + ZC

Plugging in the values for this circuit, we can write

Gain =
1

s·4.7 nF

2 kΩ + 1
s·4.7 nF

And multiplying through by s · 4.7 nF gives

Gain =
1

2 kΩ · s · 4.7 nF + 1

It’s worth making a couple observations at this point. First, the gain will never be more than 1.
This makes sense, because the output is the result of a voltage divider and must be some fraction
of the input. Second, the gain decreases as frequency (s = j2πf) increases. In other words, as
the frequency increases, the capacitor impedance decreases, and the output amplitude becomes less
and less.

In other words, this circuit behaves like a low pass filter. When a set of signals of varying
frequencies but the same amplitude are fed into this circuit, the low frequency signals appear at
Vout at higher amplitudes, and high frequency signals appear at Vout at lower amplitudes (in other
words, the amplitude of the signal decreases as frequency increases).

Now that we have a transfer function describing the gain of this circuit, let’s plot it on a Bode
plot, which is what we use to represent these gain-frequency relationships.

7.4.1 Plotting the transfer function

First, let’s use a brute-force approach to plotting, and then we’ll work backward to the intuition,
and then work out a quick way to plot the frequency response without a computer (and discover
why Bode plots are so useful).

Gain is usually expressed in decibels (dB), so we need to convert our gain equation to dB.
Remember that GaindB = 20 · log10(V ).

Pull out your favorite plotting tool and plot the gain, using a logarithmic X scale for frequency
and a linear Y scale for dB (since dB is already a log scale). Python/NumPy and Matlab examples
are at the end of this document.
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Figure 7.7: Bode plot of simple RC circuit

The gain basically has two straight lines, connected by a smooth curve. The first line is at 0 dB
and goes from DC (0 Hz) to about 1 kHz. The second line is a downward slope where the gain
steadily drops as frequency increases.

You can see that a good approximation of this gain plot is simply two straight lines connected
together. The point at which these two straight lines would intersect is another important feature
of the Bode plot. It is a corner, and therefore we call it a corner frequency. Bode plots can have
multiple corner frequencies - in the case of our example above, there is only one.

When drawing a Bode plot, the first step we usually take is to find this corner frequency.
Finding the corner frequency:

To do this we first write down the gain equation:

GaindB = 20 · log10(| 1

j2πf · 2 kΩ · 4.7 nF + 1
|)

Since the gain in dB simply looks at the magnitude, we can also drop the j (we are making an
approximation, and this is something which enables us to simply the maths for doing this, and is
in fact a good approximation except when we are right at the corner) and write:

GaindB = 20 · log10(
1

2πf · 2 kΩ · 4.7 nF + 1
)

To find the corner frequency, we set:

2πfc · 2 kΩ · 4.7 nF = 1

fc =
1

2π · 2 kΩ · 4.7 nF
= 16.9 kHz

Why is this considered the corner frequency? Well, because for frequencies less than fc, we
can make the approximation that the j2πf term is smaller than 1, resulting in the flat line we
draw to the left of the corner frequency. And for the frequencies more than fc, we can make the
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approximation that the j2πf term is larger than 1, resulting in the sloped line that we draw to the
right of the corner frequency in this example.

To see this in practice, first assume that j2πf is small and therefore the j2πf term is negligible.
The equation simplifies in this way:

GaindB = 20 · log10(
1

j2πf · 2 kΩ · 4.7 nF + 1
)

GaindB = 20 · log10(
1

1
)

GaindB = 20 · (log10(1)− log10(1))

GaindB = 0

In other words, we can approximate the gain as 0 dB (equivalent to a gain of 1) when j2πf is
below the corner frequency. Sometimes this is called unity gain.

We can find the slope of the line after the corner frequency mathematically - and in fact you
will be often asked to do so for non-zero sloeps, as this is an important feature of a Bode plot.

At higher frequencies, the first term (j2πf · 2kΩ · 4.7nF ) is large. It will be much larger than 1,
and we can treat the +1 as negligible and simply drop it, to write the following:

GaindB = 20 · log10(
1

2πf · 2 kΩ · 4.7 nF
)

GaindB = 20 · (log10(1)− log10(2πf · 2 kΩ · 4.7 nF))

GaindB = 0− 20 · log10(2 kΩ · 4.7 nF)− 20 · log10(2πf)

GaindB = −20 · log10(2πf)− 20 · log10(2 kΩ · 4.7 nF)

All the terms in the above equation are constants except for−20 · log10(j2πf), indicating that
the slope is decreasing by 20dB for every 10x increase in frequency. Notice that the slope of this
line doesn’t depend on the component values. You may often hear electrical engineers referring to
this as ”20dB per decade”.

This is a pretty important result - you will find that the slope is almost always some
multiple of 20dB per decade.



7.4. FILTERS - TRANSFER FUNCTIONS AND BODE PLOTS 151

Another approach to drawing Bode plots
Let’s look at the equation for the RC low pass circuit again.

GaindB = 20 · log10(
1

ω · 2 kΩ · 4.7 nF + 1
)

We can rewrite this as:

GaindB = 20 · log10(
1

ω
ωc

+ 1
)

where ωc =
1

2 kΩ · 4.7 nF
= 2πfc

therefore fc =
1

2π · 2 kΩ · 4.7 nF
= 16.9kHz

This is the corner frequency we found before! This is, in fact, not a coincidence.

Let’s consider what happens to the gain when ω = ωc.

GaindB = 20 · log10(
1

ωc
ωc

+ 1
)

You can see that this is going to be close to unity gain. If ω << ωc, then ω
ωc
<< 1 and:

GaindB ≈ 20 · log10(
1

1
) = 0dB

In other words, below the corner frequency, the gain will be unity.

If ω >> ωc, then ω
ωc
>> 1 and:

GaindB ≈ 20 · log10(
1
ω
ωc

) = 20 · log10 ωc − 20 · log10(ω)

In other words, above the corner frequency, the gain will decrease at a constant slope of -20dB
per decade starting from the value of the gain at the corner frequency.

Using these three bits of information: the corner frequency, the gain below the corner frequency,
and the gain above the corner frequency, we can draw an approximate Bode plot representation as
shown in the figure below in pink. You’ll notice this approximation very closely follows the plot
which was drawn using computer software, and was actually fairly simple to create.
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20dB / decade slope

Corner frequency 104.22 = 16.9 kHz

Unity gain (0dB)

**An alternative way of seeing the 20dB/dec slope is to plot a few points on the graph for
yourself. Choose points which are a decade apart - eg. let’s choose points ω = 10ωc, 100ωc, 1000ωc.

GaindB(ω) = 20 · log10(
1

1 + ω
ωc

)

GaindB(10ωc) = 20 · log10(
1

1 + 10ωc
ωc

) = 20 · log10(
1

1 + 10
) ≈ 20 · log(0.1) = −20dB

GaindB(100ωc) = 20 · log10(
1

1 + 100ωc
ωc

) = 20 · log10(
1

1 + 100
) ≈ 20 · log(0.01) = −40dB

GaindB(100ωc) = 20 · log10(
1

1 + 1000ωc
ωc

) = 20 · log10(
1

1 + 1000
) ≈ 20 · log(0.001) = −60dB

This information is summarised in Table 7.1, and it becomes obvious that after the corner
frequency, for every decade increase in frequency, the gain decreases by 20dB. If you were to plot
these on a graph, you would end up with a straight line of -20dB/dec slope!

Table 7.1: Plotting a Bode plot using pointss

ω(rad/s) Frequency(Hz) Gaindb(dB)

10ωc 169kHz −20dB

100ωc 1.69MHz −40dB

1000ωc 16.9MHz −60dB

An example

Find the transfer function of the following circuit, and its corner frequency. Plot the transfer
function of this circuit on a Bode plot, indicating its corner frequency, and the value of any slopes.
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ZR = R = 470Ω

ZC =
1

ωC
=

1

ω22nF

Gain =
Vout
Vin

=
ZC

ZR + ZC
=

1

ω · 22nF

470Ω +
1

ω · 22nF

=
1

1 + ω · 22nF · 470Ω

Rewrite as: Gain =
1

1 + ω
ωc

where ωc =
1

22nF · 470Ω

Therefore: fc =
1

2π · 22nF · 470Ω
= 15.4kHz

Now that we know the corner frequency, we need to find the slopes of the two lines that meet
at the corner frequency.

GaindB = 20 · log10(
1

1 + ω
ωc

)

When ω << ωc, then ω
ωc
<< 1 and:

GaindB ≈ 20 · log10(
1

1
) = 0dB

So we draw a straight line of 0dB gain up to the corner frequency.

When ω >> ωc, then ω
ωc
>> 1 and:

GaindB ≈ 20 · log10(
1
ω
ωc

) = 20 · log10 ωc − 20 · log10(ω)

So we draw a straight line of -20dB/dec above the corner frequency.
And these two lines will intersect at the corner frequency.

The plot can be drawn simply using asymptotes as indicated in red on the following figure:
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A simulated plot would look like:
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7.4.2 More RC circuits

Let’s consider another RC filter, this time configured a little differently. We want to find its
frequency response/transfer function, and plot this on a Bode plot.

Figure 7.8: Another RC circuit

First, consider this circuit qualitatively. At low frequencies, the capacitor presents a very large
resistance. Hence we expect Vout

Vin
to be small at low frequencies. Conversely, at high frequencies

the capacitor presents a very small resistance. Therefore we expect Vout
Vin

to be high (approaching
unity as the capacitor approaches becoming a short circuit). Now let’s look at this quantitatively

and see if the results match what we expect. Start by finding the impedance of the capacitor and
the resistor.

ZR = R = 2.2kΩ

ZC =
1

ωC
=

1

ω15nF
Vout
Vin

=
ZR

ZR + ZC
=

2.2kΩ

2.2kΩ +
1

ω · 15nF

Gain =
Vout
Vin

=
ω · 15nF · 2.2kΩ

ω · 15nF · 2.2kΩ + 1

By simply looking at the above equation, can you see that the gain approaches zero at low
frequencies and unity at high frequencies?

Let’s rewrite the equation so that it’s easier to see this.

Gain =
Vout
Vin

=

ω

ωc
ω

ωc
+ 1

where ωc =
1

RC
=

1

2.2kΩ · 15nF

Therefore the corner frequency fc =
1

2π · 2.2kΩ · 15nF
= 4.8kHz
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When ω >> ωc, then ω
ωc
>> 1 and:

GaindB ≈ 20 · log10(
ω
ωc
ω
ωc

) = 20 · log10(1) = 0dB

Therefore, this RC circuit exhibits unity gain above the corner frequency (as we expected!)

If ω << ωc, then ω
ωc
<< 1 and:

GaindB ≈ 20 · log10(
ω

ωc
) = 20 · log10(ω)− 20 · log10(ωc)

Below the corner frequency, the gain increases at 20dB/dec up to the value of the gain at
the corner frequency. Using this information, we can draw two asymptotes crossing at the corner
frequency to represent the Bode plot of this circuit. This is shown in Figure 7.9.

Figure 7.9: Simple Bode plot of the high pass filter

By swapping the capacitor and the resistor around, we have created a high pass filter (low gain
at low frequencies, and unity gain at higher frequencies).

An accurate Bode plot (drawn in a simulator) is shown in Figure 7.10. If we were to superimpose
the two on top of each other, you would find a significant deviation only at the corner frequency
(which has a gain of -3dB rather than 0dB).
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Figure 7.10: Bode plot of the high pass filter

Finally, let’s look at a more complex RC circuit. This circuit has two capacitors.

Figure 7.11: A slightly more complex RC circuit

ZR1 = R1 = 4.7kΩ

ZR2 = R2 = 2.2kΩ

ZC1 =
1

ωC1
=

1

ω · 47nF

ZC2 =
1

ωC2
=

1

ω · 1nF

Let’s call the series combination of R2 and C2 a lump impedance Z2, and the parallel combina-
tion of R1 and C1 a lump impedance Z1, as shown in Figure 7.12.
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Figure 7.12: Abstracting the circuit to obtain the transfer function

Then the circuit is simply a voltage divider:

Gain =
Vout
Vin

=
Z2

Z2 + Z1

Writing down the actual impedance for Z1 and Z2:

Z1 = ZR1 + ZC1 = R1 +
1

ω · C1
=

1 + ω ·R1 · C1

ω · C1

Z2 = ZR2 ‖ ZC2 =
1

1
R2 + ω · C2

=
R2

1 + ω ·R2 · C2

Substituting these back into the gain equation we get:

Gain =

R2

1 + ω ·R2 · C2
1 + ω ·R1 · C1

ω · C1
+

R2

1 + ω ·R2 · C2

While this looks bad, it will look much better after a little algebra. Multiply numerator and
denominator by (ωC1) · (1 + ω ·R2 · C2) to to get rid of the fractions on the bottom:

=
ω ·R2 · C1

(1 + ω ·R1 · C1) · (1 + ω ·R2 · C2) + ω ·R2 · C1

While this is a little more complex than the previous gain formulas, we can still find the lines
that make up the gain plot, by systematically looking at the equation at in different frequency
bands separated by the corner frequencies we identify: ωc1 = 1

R1·C1 = 4.53krad/s = 722Hz, and
ωc2 = 1

R2·C2 = 454.5krad/s = 72.3kHz

• At low frequencies: When F (ω) is very small, the denominator will be about 1 (1 >>
ωR2 · C2), so the gain will be 2πF · R2 · C1 = F · 650µs. This means at low frequencies, we
will draw a line increasing at 20dB/dec, up to the first corner frequency ωc1
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• Next, we look at what happens when the frequency is above ωc1 but below ωc2. Then the
equation would be approximated by the following, since ωR1 · C1 >> 1, ωR2 · C2 << 1:

≈ ω ·R2 · C1

(ω ·R1 · C1) · (1) + ω ·R2 · C1

=
ωR2

ωR1 + ωR2
=

R2

R1 +R2
= −9.9dB

It is just a resistive divider! Hence, in this range, the circuit is simply a flat line (slope = 0)
at a magnitude of -9.9dB.

• Finally, we consider what happens when the frequency is above ωR2. Then the equation
would be approximated by the following, since ωR1 · C1 >> 1, ωR2 · C2 >> 1:

≈ ω ·R2 · C1

(ω ·R1 · C1) · (ω ·R2 · C2) + ω ·R2 · C1

=
1

ω ·R1 · C2 + 1
Then, since ω ·R1 · C2 >> 1

≈ 1

ω ·R1 · C2

This means at high frequencies (above ωc2) we will draw a line decreasing at -20dB/dec.

The final Bode plot would look like the following. It is essentially a bandpass filter.

Figure 7.13: Bode plot of more complex RC circuit
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7.4.3 Summary

You have now seen how to create and analyze a low pass filter, high pass filter, and bandpass filter.
To summarize, when you are given an RLC circuit and asked to find the frequency response:

1. Find the impedance for each element in the circuit.

2. Solve for the output in terms of the input to get the gain.

3. Convert to dB and plot.

4. The resulting plot can be approximated by a set of straight lines where it is easy to estimate one
point of the line, and its slope. If the gain is changing with F the slope with be 20dB/decade,
and if it is changing by 1/F it is -20dB/decade. If the gain is changing by F2, then it will be
40dB/decade (since in log scale, squaring something just multiplies it by 2).

5. This straight line approximation will provide the all the information you need, including the
corner frequencies. The position of the lines and the corner frequencies does not change when
you use the “correct” formulas that incorporate phase information.

6. Of course if you want an exact plot you should use a computer.
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7.4.4 Practice Examples: RC circuits and Bode plots

For each of these circuits, derive the transfer function and sketch the Bode plot of the frequency
response. Use what you’ve learnt about capacitor behaviour at high and low frequencies to check
that your answers make sense.

Problem 7.1

Figure 7.14: RC circuit example 1

Problem 7.2

Figure 7.15: RC circuit example 2
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7.4.5 Solutions to practice examples

Solution 7.1:

ZR = R = 680Ω

ZC =
1

ωC
=

1

ω68nF
Vout
Vin

=
ZR

ZR + ZC
=

680Ω

680Ω +
1

ω · 68nF

Gain =
Vout
Vin

=
ω · 68nF · 680Ω

ω · 68nF · 680Ω + 1
=

ω

ωc
ω

ωc
+ 1

Therefore ωc =
1

68nF · 680Ω

Therefore the corner frequency fc =
ωc
2π

=
1

2π · 68nF · 680Ω
= 3.44kHz. From the gain

equation we can see that the gain approaches zero at low frequencies, and approaches unity at
high frequencies. Using this information, we can construct a simple Bode plot using straight
lines as shown.

Figure 7.16: RC circuit example 1 - Simplified hand drawn Bode plot

An accurate Bode plot is shown in Figure 7.17.
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Figure 7.17: RC circuit example 1 - Bode plot

Solution 7.2:
If we just think about the circuit qualitatively, it be thought of as a voltage divider comprising
two elements - ZC1 and ZR ‖ ZC2. In other words:

Vout
Vin

=
ZR ‖ ZC2

ZC1 + ZR ‖ ZC2

The parallel combination of R1 and C2 is dominated by R1 at low frequencies, since
C2 appears to be an open circuit. Similarly, C1 appears as an open circuit (or a very big
impedance) and therefore the fraction of Vin that appears at Vout will be very small at low
frequencies.

We can then derive the transfer function and Bode plots, and check them by seeing if they
match our intuition of how the circuit should behave.

ZR = R = 4.7kΩ

ZC1 =
1

ωC1
=

1

ω10nF

ZC2 =
1

ωC2
=

1

ω15nF

ZR ‖ ZC2 =
ZR · ZC2

ZR + ZC2
=

R · 1
ωC1

R+ 1
ωC1

=
R

1 + ω ·R · C2

Gain =
Vout
Vin

=
R

1+ω·R·C2
1

ωC1 + R
1+ω·R·C2

=
1

1
ωC1 ·

1+ω·R·C2
R

=
1

1 + 1+ω·R·C2
ω·R·C1

=



164 CHAPTER 7. IMPEDANCE AND FILTERS

ω ·R · C1

1 + ω ·R · C1 + ω ·R · C2
=

ω ·R · C1

1 + ω ·R · (C1 + C2)

The numerator shows that the gain approaches zero at low frequencies. At high frequencies,
the 1 becomes insignificant compared to other terms, and the equation simplifies to a capacitive

divider, as we expected, ie. Gain =
C1

C1 + C2
.

The denominator is in a form we are familiar with, indicating that there is a corner fre-

quency somewhere, where ωc =
1

ω ·R · (C1 + C2)
.

To draw the Bode plot, we need to calculate the corner frequency and the gain at high
frequencies.

fc =
ωc
2π

=
1

2π ·R · (C1 + C2
= 1.35kHz

GaindB at high frequencies = 20 · log
C1

C1 + C2
= 20 · log0.4 = −7.96dB

Figure 7.18: RC circuit example 2 - Simplified hand drawn Bode plot

An accurate Bode plot is shown in Figure 7.19.
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Figure 7.19: RC circuit example 2 - Accurate Bode plot

7.5 Using EveryCircuit

EveryCircuit can do a frequency domain simulation, which is an excellent way to check your answers
or gain intuition about how the circuits work.

Build your circuit, and view the voltages at both the input and output nodes (click on the node,
then click the “eye” in the lower-left corner). Then click the yellow “Run AC” button, labeled with
an ‘f’. The bright green line is the gain; the pale green line is the phase. You can zoom and pan
the plot if it doesn’t show the frequency range you’re interested in.
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7.5.1 BONUS MATERIAL - Impedance done precisely

In reality capacitors and inductors also introduce a ”phase shift” to the signal. If you look at Figures
7.5 and 7.6, you’ll notice the current is sinusoidal, but achieves its peak value at a different time
from the voltage. This is due to the fact that when you take the integral or a derivative of a sine
wave, you end up with a cosine wave, which is a phase shifted version of the sine wave.

In this section we will develop a precise way of calculating impedance which takes into account
both the change in amplitude over frequency, and the phase shift.

To get rid of the sine wave to cosine wave transformation, lets consider a different input waveform
driving the device: an exponential.

Vin = Voe
st where s = −1/τ

iR =
V o

R
est

iC = C
d

dt
Vin = sC · Voest

iL =
1

L

∫
Vindt =

1

sL
· Voest

The impedances can then be written as:

ZR =
Vin
iR

= R

ZC =
Vin
iC

=
1

sC

ZL =
Vin
iL

= sL

From this it can be observed that if the input voltage is an exponential, solving for the current
through capacitors and inductors become very simple, and we have no worries about a phase shift.
But we don’t really want to drive the components with an exponential, we want to drive it with a
sine wave, and at first sine functions and exponential functions seem completely different from each
other. But are they?

The definition of an exponential function is that the derivative of the function is equal to the
function times a constant:

d

dt
est = s · est

So taking the derivative again gives:
d2

dt2
est = s2 · est

Now let’s look at what happens when we do this with a sine wave:

d

dt
sin (ωt) = ω · cos (ωt)

Taking the derivative again gives:

d2

dt2
sin (ωt) = −ω2 · sin (ωt)
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Notice that if we look at the second derivative lines, to make the sin() and exp() don’t look
that different. Both functions are unchanged after the second derivative, and both are multiplied
by a constant squared. But there is this nasty negative sign in one. To make them more similar, I
need to make s2 = −ω2. Of course that is impossible if we are dealing with real numbers, but it
is easy to do if I can use imaginary numbers. Imaginary numbers are numbers that when squared
are negative and are typically written as x · j where j =

√
−1.4 So the two functions don’t look

that different if I make s = j · ω?. But what does an exponential with an imaginary time constant
mean? To help work some of this out, let’s define two functions. The first function, g, is going to
an exponential, which gives the expected result when you take its derivative:

g(t) = est

d

dt
g(t) = s · est = s · g(t)

So far no surprises. Now let me define another function h. This function returns a complex
number (it has a real part and an imaginary part), and is the sum of a cosine wave and an imaginary
sine wave. Taking the derivative of this function is also easy:

h(t) = cos(ωt) + j · sin(ωt)
d

dt
h(t) = ω · [−sin(ωt) + j · cos(ωt)]

Now here comes the surprising part. If you look at the derivative of h(t), it turns out to be a
constant time h(t). The cos term is multiplied by jω, and the sin term, was also multiplied by jω
making it now real and negative. In other words:

d

dt
h(t) = iω · h(t)

Notice that this equation is exactly the same equation as the equation for g, if s = j · ω. Said
differently, we just figured out what a complex exponential represents:

ejωt = cos(ωt) + j · sin(ωt)

This is a very famous result in mathematics and is known as Euler’s equation! Since cos(-x) =
cos (x), and sin(-x) = -sin(x), we have:

eiωt = cos(ωt) + j · sin(ωt); e−iωt = cos(ωt)− j · sin(ωt)

sinωt =
ejωt − e−jωt

2j
; cosωt =

ejωt + e−jωt

2

Thus sinusoidal inputs are really just the sum of two exponential function (with complex time
constants), and since the system is linear, we can look at the response to each exponential individ-
ually. This is great, since we know the derivative of an exp is always an exponential, and we don’t
have to worry about sin and cosine waves. So the precise definition of impedance is simply:

4Electrical engineers use i to represent current so they typically use j to represent
√
−1, while the rest of the world

use i =
√
−1
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ZR =
Vin
iR

= R

ZC =
Vin
iC

=
1

sC

ZL =
Vin
iL

= sL

where s = iω = i2πf

Now while it might have seemed like we went through a lot of math mumbo-jumbo, it might not
be obvious what any of this has to do with phase shifts. It turns out that you can plot a complex
number on a plane by making the real number the X coordinate and the imaginary number the Y
coordinate. When you do this, the angle formed between the point you plot, the origin, and the
positive real axis is the phase shift of the system.

Recall the following:

Vin C

For Vin = sin(2πωt) the current is given by the capacitor equation:

i = C
dVin
dt

i = C · ω cos(ω · t)

We can see from these equations that the capacitor current will lag the capacitor voltage by 90
degrees ie. the capacitor introduced a -90 degree phase shift.

If we take the precise representation of capacitor impedance:

ZC =
Vin
iC

=
1

sC
=

1

jωC

and plot this onto a complex plane, it will be a point on the negative imaginary axis, which exactly
represents the -90 degree phase shift.

7.6 Bode plots using Python

# Make a bode p l o t o f the f requency response f o r an RC c i r c u i t example
# This i g n o r e s phase , so r e s u l t s near the corner f requency are on ly approximate
# Stanford ENGR 40M

import numpy as np
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import matp lo t l i b . pyplot as p l t

f = np . l og space (0 , 9 , 100) # Logari thmic spac ing from 1 to 10ˆ9
w = f ∗ 2 ∗ np . p i # Convert Hz to rad ians / second

R = 2e3 # 2k ohms
C = 4.7 e−9 # 4.7 nanofarads

zR = R # R e s i s t o r impedance i s j u s t the r e s i s t a n c e ; doesn ’ t depend on f
zC = 1 / (w ∗ C)

gain = zC / (zR + zC)
db = 20 ∗ np . log10 ( gain ) # Convert v o l t a g e gain to dB

p l t . semi logx ( f , db )
p l t . x l a b e l ( ’ Frequency [ Hz ] ’ )
p l t . y l a b e l ( ’ Gain [ dB ] ’ )

# Optional , p l o t the corner f requency
corner = 1/(2∗np . p i ∗R∗C)
p l t . p l o t ( [ corner , corner ] , [−100 , 0 ] )

p l t . show ( )

7.7 Bode plots using MATLAB

% Make a bode p l o t o f the f requency response f o r an RC c i r c u i t example
% This i g n o r e s phase , so r e s u l t s near the corner f requency are on ly approximate
% Stanford ENGR 40M

f = logspace (0 , 9 , 1 0 0 ) ; % Logari thmic spac ing from 1 to 10ˆ9
w = f ∗ 2 ∗ pi ; % Convert Hz to rad ians / second

R = 2e3 ; % 2k ohms
C = 4.7 e−9; % 4.7 nanofarads

zR = R; % R e s i s t o r impedance i s j u s t the r e s i s t a n c e ; doesn ’ t depend on f
zC = 1 . / (w ∗ C) ;

ga in = zC . / (zR + zC ) ;
db = 20 ∗ log10 ( ga in ) ; % Convert v o l t a g e gain to dB

semilogx ( f , db ) ;
xlabel ( ’ Frequency [ Hz ] ’ ) ;
ylabel ( ’ Gain [ dB ] ’ ) ;
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Chapter 8

Amplifying Signals: Op-Amps

In this section we will introduce you to a new device that has two inputs and one output that will
allow us to build a wide variety of different amplifiers. This device is called an operational amplifier
or “op-amp” and is widely used. Inside each op-amp is a complicated circuit (that if you take some
EE circuits classes you will be able to design). If you are interested in what is in an op-amp, Figure
8.1 depicts the circuit of the LM741, a commonly used, general purpose op-amp. It uses bipolar
transistors which are transistors but operate a little differently than the MOS devices we have been
using in this class. Fortunately we don’t need to understand this circuit at all to use an op-amp.
Instead this chapter will describe how an op-amp behaves, and show how it can be used to build
many circuits that are useful to make small voltage waveforms into larger voltage waveforms.

Figure 8.1: Internal schematic of the LM741 Opamp

Op-amps come in a number of different packages, and a typical example of such a package for
an LM741 op-amp can been seen in Figure 8.2. As the figure shows, the schematic symbol for an
op-amp is a triangle with two inputs signal input pins (noninverting and inverting) two power input
pins (V + or Vdd and V − or −Vdd), and an output pin. The basic descriptions of the pins for this

171
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particular op-amp and package are as follows:

• Pin 2 is the negative (or inverting) input voltage vn

• Pin3 is the positive (or noninverting) voltage vp

• Pin4 is the negative terminal for the power supply, V − or −Vdd

• Pin 7 is the positive terminal for the power supply, V + or Vdd

• Pin 6 is the output voltage vo

• Pins 1, 5, 8 are typically not used

Figure 8.2: The pinout diagram for a typical 8-pin package for a single op-amp. Typically only pins
2, 3, 4, 6, and 7 are used

Despite the internal complexity of the op-amp 1 the essential characteristics of the device can
be modeled by a relatively simple equivalent circuit.

8.1 Characterization of Operational Amplifiers

In this section we will explore the regions of operations for an op-amp, develop an equivalent circuit
model of an op-amp, and use that model to describe the output of two simple circuits.

1If want to learn more about how to design op-amps, please take EE101A and EE101B
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8.1.1 Regions of Operation

Figure 8.3: Transfer characteristics of an op-amp

The regions of operation of an op-amp are shown in Figure 8.3, which denoted as the negative
saturation region, the linear region, and the positive saturation region. In the linear region of
operation, the output voltage of the op-amp can be expressed as:

vo = A (vp − vn) (8.1)

The term A represents the open-loop gain of the amplifier, the term vp represents the voltage at the
positive input terminal, and the term vn represents the voltage at the negative input terminal. The
open-loop gain represents the gain of the op-amp when there is no feedback applied in the circuit
(this will be explained in a later section). Open-loop gain is parameter that is specific to the type
of op-amp and is often used as a figure of merit for the device. For most op-amps this gain is very
high from ten thousands to over a million.

Since there is an circuit in the op-amp that is generating the output voltage, the voltage that
this internal circuit can generate is limited by the voltages of the power supplies it is connected
to. It can’t generate a voltage that is higher than the positive supply, or lower than the negative
supply. Thus if the input voltage difference between vp − vn is too large, the output voltage will
“saturate” at the power supply voltage. Thus as Figure 8.3 indicates output voltage vo is bounded
by:

|vo| ≤ Vdd (8.2)

Consequently, the amplifier will enter either negative saturation region or positive saturation region
if the following occurs:

|A (vp − vn) | ≥ Vdd (8.3)
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The model that we will present in the next section only applies when the op-amp is in the linear
region.

8.1.2 Equivalent Circuit Model

Figure 8.4: The equivalent circuit model of an operational amplifier

We can model our op-amp by the circuit shown in Figure 8.4. The input current can be modeled
by an input resistor Ri, the amplifier gain can be modeled by a voltage source with an output
voltage that is A (vp − vn), and we can model the current limitations of the op-amp by a series
output resistance Ro. Looking at op-amp specifications,2 we can conclude that the op-amp can be
characterized by the following:

• High input resistance Ri. This is a desirable based on voltage transfer from an input circuit
to the op-amp (Hint: think about a voltage divider). A typical value would be Ri = 10MΩ,
although it depends upon the device.

• Low output resistance Ro. This is desirable from the standpoint of voltage transfer from the
op-amp to the output circuit (again think about a voltage divider). A typical value would be
Ro = 5Ω, although it depends upon the device.

• High voltage gain A. This is critical for the rest of the approximations that we will make for
this chapter. A typical value would be A = 106 (that’s reasonably close to infinity, right?).

• A range of supply voltages Vdd. A typical range of possible supply voltages would be between
3V-15V

Given the very large input resistance, small output resistance, and very high gain, it turns
out that we can approximate its behavior by an “idea” op-amp with no input current, no output
resistance and infinite gain and cause any large errors (and make the analysis much simpler. We
will do that next.

2http://www.ti.com/lit/ds/symlink/lm741.pdf

http://www.ti.com/lit/ds/symlink/lm741.pdf
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8.2 How to Use an Op-Amp

At first it seems like op-amps are not going to be very useful: their gain is too high. Since the
output is either at Vdd or −Vdd unless the two inputs are very very close to each other (for a gain
of 106, the difference needs to be a few microVolts), it seems very likely that the output will always
be either at Vdd or −Vdd. But this turns out not to be true; op-amp are very useful for one simple
reason — feedback. While it is the case that it is nearly impossible to drive to inputs into an op-amp
and not have the output limit, we can get the input difference small enough if we feedback some
of the output voltage to the negative input of the amplifier. The simplest example is to assume an
input voltage is connected to the positive input of the op-amp, and the output of the op-amp is
connected to the negative input. This is shown Figure 8.5 Also assume that the output voltage is
initially 0V, and the input voltage is 1V.

-

+

=
+V

s

V
o

R
s

Figure 8.5: Voltage follower

In this situation the op-amp sees a 1V input difference, and tries to make the output voltage
very large. But there is always some capacitance at the output voltage, and finite output resistance,
so the output voltage can’t change instantly. Instead the op-amp pushes current out of the op-amp
into the capacitor to charge it up. This current flows into the capacitor and increases the output
voltage. As the output voltage increases, the input voltage difference decreases. By the time the
output gets to .99V, the input difference is now only 10mV. This input difference gets amplified
which continues to drive the output higher. But by the time the output gets to .99999V, the input
difference is now only 1 µV, which is just enough to generate the 1V output voltage that is needed.
Thus the op-amp drove the output to the voltage that made the input difference small enough so
that output was not saturated at either Vdd or −Vdd.

We can also analyze the operation of this circuit by using the equation for the output voltage
of the op-amp in terms of its differential input voltage:

vo = A (vp − vn) (8.4)

From analyzing Figure 8.19, we note that vp = vs and vn = vo. By making these substitutions, we
have the following equation:

vo = A (vs − vo) (8.5)
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Next, we solve for vo in terms of vs:

vo = A (vs − vo)
vo = Avs −Avo
vo (1 +A) = Avs

vo =

(
A

1 +A

)
vs

The graph of this equation is shown in Figure 8.6. Notice that as the open loop gain A increases,
the output voltage vo asymptotically approaches the source voltage vs.

Figure 8.6: Output voltage vo vs. open loop gain A for a source voltage vs of 1V

We can also express the differential input voltage (vp − vn) in terms of the source voltage vs
and the open loop gain A for the voltage follower as:

(vp − vn) =

(
1

1 +A

)
vs (8.6)

The graph of this equation is shown in Figure 8.7. Notice that as the open loop gain A increases,
the differential input voltage (vp − vn) asymptotically approaches zero.
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Figure 8.7: Input differential gain (vp − vn) vs. open loop gain A for a source voltage vs of 1V

It is by using feedback from the output to the negative input of the op-amp that will create the
very small input difference that the op-amp needs for its output not to be pinned to a power supply
voltage. We use this observation to both create interesting circuits for op-amps and for creating a
set of runs that make solving op-amp questions easy.

8.3 Ideal Operational Amplifier

Figure 8.8: Ideal op-amp model

As the examples shown in the bonus section, Section 8.8 if the input resistance is very high, it
doesn’t have a large effect on the overall performance of the resulting designs. Therefore, we can
approximate Ri as an open-circuit. Consequently, ip = 0 and in = 0.

We can construct a similar argument on the output side of the op-amp. If the load resistor that
is connected in series with the output resistance Ro is several orders of magnitude larger than Ro,
then Ro can be effectively ignored. This assumption is captured by setting Ro = 0.

Finally, we consider the large open-loop gain A. As we demonstrated in Section 8.8 the accuracy
of the result is negligibly effected by the open-loop gain A as long as it is large enough. Furthermore
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if the output voltage is not railed to either power supply, we know that:

A (vp − vn) = vo

vp − vn =
vo
A

vp − vn ≈ lim
A→∞

v0

A

vp − vn ≈ 0

vp ≈ vn

This means that if the output of the op-amp is not sitting near Vdd or −Vdd, the two input volt-
ages are essentially at the same voltage. This observation, a long with the infinite input impedance
gives rise to the following rules for ideal op-amps:

Gold Rules for Ideal Op-Amps

• A =∞

• Ri =∞

• Ro = 0

• ip = in = 0

• vn = vp (for negative feedback configurations)

8.4 Applying the “Golden Rules”

The following sections show different op-amp configurations that can be used to build interesting
amplifying circuits, and can we can use the golden op-amp rules to easily solve for the output
voltages.
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8.4.1 Non-inverting Amplifier
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Figure 8.9: Noninverting amplifier circuit using the ideal op-amp model.

A noninverting amplifier can be used to amplify an input signal without inverting its sign. Figure
8.9 depicts the noninverting amplifier using an ideal op-amp model. The output drives a resistor
divider, and the output of this resistor divider is connected to the negative input of the op-amp.
Using this the ideal op-amp model, the analysis is relatively straightforward.

The new circuit contains a source resistor that connects from the voltage source vs to the positive
input terminal of the op-amp. However, since ip = 0, there is no voltage drop across it and the
voltage at vp = vs. Next, we will write a KCL equation at vn:

i1 + i2 + i3 = 0 (8.7)

We know i2 = in = 0 so we don’t need to worry about that. We also know that the op-amp will
find the output voltage that makes vn = vp, so to find this output voltage, we can set vn = vp,
which means that vn = vs (these are the “golden rules”). Now we have everything we need to solve
the problem. First we obtain the following equation by substituting the expressions for i1, i2, and
i3.

vs − vo
R1

+
vs
R2

= 0

vo
R1

=
vs
R1

+
vs
R2

vo
R1

= vs

(
R1 +R2

R1R2

)
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Therefore, we are left with the following gain expression:

vo
vs

=
R1 +R2

R2
(8.8)

8.4.2 Inverting Amplifier
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Figure 8.10: Inverting amplifier using the ideal op-amp model

As with the noninverting amplifier, the analysis of the inverting amplifier is significantly facilitated
using the ideal op-amp model. In the inverting amplifier, notice that the input source is connected
to terminal vn through a resistor Rs and the terminal vp is connected to ground. The resistor Rf
allows the output to be applied continuously to the input terminal or “fed back” into the input
terminal via the resistor Rf .

We can start our analysis of this circuit by writing a KCL equation at the negative terminal vn.

i1 + i2 + i3 = 0 (8.9)

By inserting the definitions of i1, i2, and i3, this equation can be rewritten as:

vn − vs
Rs

+
vn − vo
Rf

+ in = 0 (8.10)

Since in = 0 and vn = vp = 0 (using the “golden rules”), the above equation can be simplified to:

0− vs
Rs

+
0− vo
Rf

+ 0 = 0

−vs
Rs
− vo
Rf

= 0
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Therefore, we have
vo
vs

= −
(
Rf
Rs

)
(8.11)

Since the gain is negative, this circuit is referred to as an inverting amplifier.

8.5 Mathematical Operations

Operational amplifiers have various applications as building blocks in analog signal processing cir-
cuits. In fact, one early application of op-amps was to perform mathematical operations on electrical
signals in analog computers (hence the name “operational amplifiers”). Prior to the widespread
use of digital electronics, analog computers were built to perform calculations by manipulating
voltages and currents to represent other physical quantities. This application of analog computers
was particularly useful for the simulation of complex physical processes. A continuously varying
voltage signal, for example, could be used to represent the velocity of an object. By integrating this
voltage signal (using an an op-amp circuit) the position of the object can be simulated. Similarly,
by differentiating this voltage signal (using a different op-amp circuit), the acceleration of the object
can be simulated.

In this section, we will discuss four mathematical operations that can be performed using op-
amps: addition, subtraction, low-pass filtering, and high-pass filtering.

8.5.1 Summing Amplifier

Figure 8.11: Summing amplifier

By connecting multiple sources to the negative terminal of the op-amp in the configuration that
is shown in Figure 8.11, the output voltage will depend on the sum of the scaled input voltages.
Therefore, this circuit can be used to perform addition. The precise expression can be derived by
first writing a KCL equation at the negative input terminal:

i1 + i2 + i3 + i4 = 0 (8.12)

By substituting the definitions of i1, i2, i3, and i4, we have the following equation:

vn − v1

R1
+
vn − vo
Rf

+
vn − v2

R2
+ in = 0 (8.13)
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By applying the “golden rules,” we note that in = 0 and vn = vp = 0, and we arrive at the following
equation:

− v1

R1
− vo
Rf
− v2

R2
= 0

vo
Rf

= − v1

R1
− v2

R2

Therefore, we can write vo as:

vo = −
(
Rf
R1

)
v1 −

(
Rf
R2

)
v2 (8.14)

Since the gain for each of the input sources is negative, this circuit is occasionally referred to as a
“scaled inverting adder.” In the special case where R1 = R2 = Rf , we have the inverted sum of the
input voltages:

vo = − (v1 + v2) (8.15)

Furthermore, we can easily see that additional sources can be added to the negative terminal vn.
In the case where we have n sources with source resistances ranging from R1 to Rn, the output
voltage becomes:

vo = −
(
Rf
R1

)
v1 −

(
Rf
R2

)
v2 − ...−

(
Rf
Rn

)
vn (8.16)

8.5.2 Difference Amplifier

Figure 8.12: Difference amplifier
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In the summing amplifier, the output voltage depended on two (or more) input voltages with the
same sign. In the difference amplifier, the input sources v1 and v2 will have opposite polarities
at the output. Therefore, this circuit can be used to perform the subtraction of two signals. The
circuit schematic of a difference amplifier can be seen in Figure 8.12.

In order to derive a relationship for the output voltage, we first write a KCL equation at the
negative terminal.

i1 + i2 + i3 = 0 (8.17)

By substituting the definitions of i1, i2, and i3, we obtain:

vn − vo
Rf

+ in +
vn − v1

Rs1
= 0 (8.18)

Next, we write a KCL equation at the positive terminal:

i4 + i5 + i6 = 0 (8.19)

By substituting the definitions of i4, i5, and i6, we obtain:

ip +
vp
Rs3

+
vp − v2

Rs2
= 0 (8.20)

By noticing that ip = in = 0 and vp = vn, we write the following two equations for this circuit:

vn − vo
Rf

+
vn − v1

Rs1
= 0 (8.21)

vn
Rs3

+
vn − v2

Rs2
= 0 (8.22)

By simultaneously solving these two equations, we can derive the following expression for vo in
terms of v1 and v2:

vo =

(
Rf +Rs1
Rs1

)(
Rs3

Rs3 +Rs2

)
v2 −

(
Rf
Rs1

)
v1 (8.23)

In order for the difference amplifier to subtract the two voltages with equal gain, the resistors must
be related via the following equation:

RfRs2 = Rs3Rs1 (8.24)

If this equation is satisfied, then the output voltage can be expressed as:

vo =

(
Rf
Rs1

)
(v2 − v1) (8.25)
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8.5.3 Active High-pass Filter
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Figure 8.13: Active High-pass Filter

In many applications, we want to amplify an input signal over a specific range of frequencies while
attenuating the signal over another range of frequencies. A filter that uses active components, such
as transistors, op-amps, voltage sources, current sources, etc. is referred to as an “active filter.”
One advantage of an active filter as opposed to a passive filter (a filter that only consists of passive
elements: resistors, inductors, and capacitors) is that an active filter can amplify the signal while
simultaneously filtering out unwanted frequency components. In this section, we will analyze an
active high-pass filter. This filter amplifiers the high frequency components of a signal (that is, the
frequencies above the cut-off frequency) and attenuates low frequencies of the signal (that is, the
frequencies that are below the cut-off frequency). The active high pass filter can be seen in Figure
8.13. Notice that the input signal is an AC voltage source.

In order to simplify the analysis of this circuit, we first transform the components Cs and Rs
into an equivalent impedance element Zs. Then, we transform Rf into an equivalent impedance
element Zf . This transformation can be seen in Figure 8.14. Since Cs and Rs are in series, we
have3:

Zs =
1

ωC
+Rs (8.26)

Since Rf is a resistor:

Zf = Rf (8.27)

3Notice that we are using the “no phase approximation”



8.5. MATHEMATICAL OPERATIONS 185

-

+

Z
s

Z
f

i
3

i
2

i
1

V
s

V
o

Figure 8.14: Inverting amplifier with complex impedances

The amplifier in Figure 8.14 looks almost identical to the inverting amplifier that we analyzed
earlier. However, instead of resistors we have impedances. We analyze this circuit in the same
manner as the inverting amplifier by first writing a KCL equation at the negative terminal of the
op-amp:

i1 + i2 + i3 = 0 (8.28)

Next, we substitute in the definitions of i1, i2, and i3:

vn − vo
Zf

+ in +
vn − vs
Zs

= 0 (8.29)

We now apply the the conditions that in = 0 and vp = vn = 0 to obtain:

−vo
Zf

+
−vs
Zs

= 0 (8.30)

Next, we solve for the gain:

−vo
Zf

+
−vs
Zs

= 0

−vo
Zf

=
vs
Zs

vo
vs

= −
(
Zf
Zs

)
(8.31)

Finally, we substitute in the definitions of Zf and Zs and simplify:

vo
vs

= −

(
1

ωCs
+Rs

Rf

)
(8.32)
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vo
vs

= −
(

1 + ωRsCs
ωRfCs

)
(8.33)

From equation 8.33, we notice that the gain of the amplifier at high frequencies is −RfRs . This
result agrees with the gain for an inverting amplifier. This finding is as we would expect, since at
high frequencies the impedance of a capacitor decreases, thus the behavior of the circuit in Figure
8.13 would approach the behavior of the circuit shown in Figure 8.9. The Bode plot for the active
filter is shown in Figure 8.15. The following parameters were used in the simulation: Rf = 10kΩ,
Rs = 1kΩ, and Cs = 1µF .

Figure 8.15: Bode Plot for Active High Pass Filter

Notice that the magnitude of the gain of the circuit at high frequencies is equal to: vo
vs

=
Rf
Rs

= 10.
This corresponds to 20dB. Additionally, notice that the cutoff frequency is:

fc =
1

2πRsCs
(8.34)

Therefore, in this example, fc ≈ 159Hz

8.5.4 Active Low-pass Filter

We can also design an active version of the low-pass filter. This filter amplifiers the low frequency
components of the signal (that is, the frequencies below the cut-off frequency) and attenuates
the high frequency components of the signal (that is, the frequencies that are above the cut-off
frequency). The active low-pass filter can be sen in Figure 8.16. Notice that the input signal is an
AC voltage source.
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Figure 8.16: Active Low-pass Filter

In order to simply the analysis of this circuit, we first transform the components Cf and Rf
into an equivalent impedance element Zf . Then, we transform Rs into an equivalent impedance
element Zs. This transformation can be seen in Figure 8.17. Since Cf and Rf are in parallel, we
have4:

Zf =
1

ωCf
||Rf (8.35)

Zf =
Rf

1 + ωRfCf
(8.36)

Since Rs is a resistor:

Zs = Rs (8.37)

4Notice that we are using the “no phase approximation”
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Figure 8.17: Inverting amplifier with complex impedances

The amplifier in Figure 8.17 looks almost identical to the inverting amplifier that we analyzed
earlier. However, instead of resistors we have impedances. We analyze this circuit in the same
manner as the inverting amplifier by first writing a KCL equation at the negative terminal of the
op-amp:

i1 + i2 + i3 = 0 (8.38)

Next, we substitute in the definitions of i1, i2, and i3:

vn − vo
Zf

+ in +
vn − vs
Zs

= 0 (8.39)

We now apply the the conditions that in = 0 and vp = vn = 0 to obtain:

−vo
Zf

+
−vs
Zs

= 0 (8.40)

Next, we solve for the gain:

−vo
Zf

+
−vs
Zs

= 0

−vo
Zf

=
vs
Zs

vo
vs

= −
(
Zf
Zs

)
(8.41)

Finally, we substitute in the definitions of Zf and Zs and simplify:

vo
vs

= −

 Rf
1+ωRfCf

Rs

 (8.42)
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vo
vs

= −
(
Rf
Rs

)(
1

1 + ωRfCf

)
(8.43)

In one example of an active low-pass filter, let Rf = 10kΩ, Rs = 1kΩ, and Cf = 1µF . The
magnitude of the gain of the active filter at low frequencies is equal to:

vo
vs

=
Rf
Rs

= 10 (8.44)

A voltage gain of 10 corresponds to a gain of 20dB. The cutoff frequency is:

fc =
1

2πRfCf
= 15.9Hz (8.45)

The results of this derivation can be seen in the following Bode plot for the transfer function of
the active low-pass filter:

Figure 8.18: Bode plot for the low-pass active filter
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8.6 Additional Applications

8.6.1 Voltage Follower
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Figure 8.19: Voltage follower

The voltage follower as shown in Figure 8.19 is a ubiquitous circuit that is used to isolate the
input signal from variations in the output circuit. From a simple application of the op-amp “golden
rules”, we find that:

vs = vp (Since ip = 0) (8.46)

We also find that:

vp = vn = vo (8.47)

Therefore:

vs = vo (8.48)

From the equation above it is clear why this circuit is referred to as a voltage follower since the
output voltage “follows” the input voltage.

However, what is the point of this circuit if it doesn’t appear to do any kind of operation on
the input signal? The utility the voltage follower can be seen by examining Figure 8.20 and Figure
8.21. In Figure 8.20, the ouput voltage is determined by the voltage divider equation:

vo = vs

(
RL

Rs +RL

)
(8.49)
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Figure 8.20: Voltage divider

Figure 8.21: Voltage follower as a buffer

Notice that the input signal Vs is attenuated by the voltage divider. Suppose, however, that
this attenuation is undesirable and that we want the entire input signal Vs to appear across the
load. By inserting a voltage follower in between Rs and RL, we can accomplish just that! Since
the current ip = 0, the voltage vp = vs. Therefore, we have

vs = vp = vn = vo (8.50)
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8.6.2 Instrumentation Amplifier

Figure 8.22: Instrumentation amplifier

An instrumentation amplifier as shown in Figure 8.22 is used to amplify a small difference between
two signals. This type of circuit is often used in sensors to detect deviations from a nominal value.
If one can relate a physical quantity such as temperature, pressure, humidity, etc. to a voltage,
then by using an instrumentation amplifier a sensor can be designed to detect when, for example,
room temperature/humidity/pressure/etc. deviates from an acceptable value. In Engr40M, we will
be using an instrumentation amplifier as part of a larger circuit that can monitor your heart rate!

To express vo in terms of v1 and v2, we first note that the the third amplifier is a difference
amplifier with inputs vo1 and vo2. Therefore, using the result we derived earlier, we have the
following equation:

vo = −
(
R4

R5

)
vo1 +

(
R4 +R5

R5

)(
R4

R4 +R5

)
vo2 (8.51)

This can be simplified to:

vo =

(
R4

R5

)
(vo2 − vo1) (8.52)

Next, we determine the intermediate output voltages vo1 and vo2. We first write a KCL equation
at vn1, the negative input of the first amplifier and apply the op-amp “golden rules:”

v1 − v2

R2
+
v1 − vo1
R1

= 0 (8.53)

This can be simplified to:

vo1 = v1 +
R1

R2
(v1 − v2) (8.54)

Next, we write a KCL equation at vn2, the negative input of the second amplifier and apply the
op-amp “golden rules:”

v2 − v1

R2
+
v2 − vo2
R3

= 0 (8.55)

This can be simplified to:

vo2 = v2 +
R3

R2
(v2 − v1) (8.56)
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Next, we subtract equation (8.54) from equation (8.56) to obtain:

vo2 − vo1 = v2 − v1 +
R3

R2
(v2 − v1) +

R1

R2
(v2 − v1) (8.57)

This can be simplified to:

vo2 − vo1 =

(
R1 +R2 +R3

R2

)
(v2 − v1) (8.58)

Finally, we can obtain the overall expression for vo in terms of v1 and v2 by substituting equation
(8.58) into equation (8.52), and we obtain the following:

vo =

(
R4

R5

)(
R1 +R2 +R3

R2

)
(v2 − v1) (8.59)

In the case where all the resistors are equal except for R2, the expression for the output voltage
becomes:

vo =

(
1 +

2R

R2

)
(v2 − v1) (8.60)

In this case, the gain of the instrumentation amplifier is set by R2. This configuration can be very
useful if one desires to have a variable gain since R2 can be be implemented as a potentiometer.

8.7 Summary

The Golden Rules for Ideal Op-Amps

• A =∞

• Ri =∞

• Ro = 0

• ip = in = 0

• vn = vp (for negative feedback configurations)

The output voltage of an op-amp is limited by the supply voltage for the op-amp:

|vo| ≤ Vdd (8.61)

8.8 Analysis of non-ideal Op Amp (bonus material)

The previous sections analyzed an ideal op-amp behavior. Analyzing the behavior of a non-ideal
op-amp is only a little more difficult and is done in the next sections.
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8.8.1 Noninverting Amplifier

Figure 8.23: A noninverting amplifier using the equivalent circuit model of an op-amp

A noninverting amplifier can be used to amplify an input signal without inverting its sign. In order
to derive an expression for the gain of this amplifier, we write a KCL equation at the negative input
of the amplifier and a KCL equation at the output of the amplifier:

KCL @ vn:

i1 + i2 + i3 = 0 (8.62)

Next, we substitute in the expressions for i1, i2, and i3, and we note that vp = vs for this circuit.
After making these substitutions, we have the following equation:

vn − vs
Ri

+
vn − vo
R1

+
vn
R2

= 0 (8.63)

KCL @ vo:

i4 + i5 = 0 (8.64)

Next, we substitute in the expressions for i4 and i5, and we note that vp = vs for this circuit. After
making these substitutions, we have the following equation:

vo −A(vs − vn)

Ro
+
vo − vn
R1

= 0 (8.65)

By combining equations (8.63) and (8.65) and through a painful amount of algebra, we obtain

the following expression for the gain
(
vo
vs

)
of the circuit:

vo
vs

=
ARi (R1 +R2) +R2R0

AR2Ri +Ro (R2 +Ri) +R1R2 +Ri (R1 +R2)
(8.66)
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Suppose that for one particular application, R1 = 90kΩ, R2 = 10Ω, A = 106, Ri = 10MΩ, and
R0 = 5Ω. These are typical values for Ri, Ro, and A. Using these values, the gain becomes:

vo
vs

= 9.999899906 (8.67)

Suppose, however, that we make an approximation that the gain of the op-amp, A, approaches
infinity. That is, we evaluate:

vo
vs
≈ lim
A→∞

ARi (R1 +R2) +R2R0

AR2Ri +Ro (R2 +Ri) +R1R2 +Ri (R1 +R2)
(8.68)

vo
vs
≈ R1 +R2

R2
(8.69)

vo
vs
≈ 10 (8.70)

The percentage error between our approximation and the exact expression we derived is 0.001%.
This is an excellent approximation!

8.8.2 Inverting Amplifier

Figure 8.24: An inverting amplifier using the equivalent circuit model of an op-amp

Unlike the noninverting amplifier, the output of the inverting amplifier will have the opposite
polarity of the input signal. The expression for the gain of the inverting amplifier can be derived
by writing KCL equations at the negative terminal and the output terminal.

KCL @ vo
i1 + i2 = 0 (8.71)

Next, we substitute the expressions for i1 and i2, and we arrive at the following equation:

vo − vn
Rf

+
vo +A (vp − vn)

Ro
= 0 (8.72)
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KCL @ vn
i3 + i4 + i5 = 0 (8.73)

Next, we substitute the expressions for i3, i4, and i5, and we arrive at the following equation:

vn − vs
Rs

+
vn − vo
Rf

+
vn − vp
Ri

= 0 (8.74)

By using equation (8.72), equation (8.74), the fact vp = 0, and a tremendous amount of algebra,
we can derive the expression for the gain of the inverting amplifier as:

vo
vs

=
RiRfRo −ARiR2

f

RsR2
f +RsRiRf +RiR2

f +RoRsRf +RoRiRf +ARsRfRi
(8.75)

Suppose that for one particular application, Rf = 90kΩ, Rs = 10Ω, A = 106, Ri = 10MΩ, and
R0 = 5Ω. These are typical values for Ri, Ro, and A. Using these values, the gain becomes:

vo
vs

= −8.999990991 (8.76)

Let us make the same approximation that the gain of the op-amp, A, approaches infinity. That
is, we evaluate:

vo
vs
≈ lim
A→∞

RiRfRo −ARiR2
f

RsR2
f +RsRiRf +RiR2

f +RoRsRf +RoRiRf +ARsRfRi
(8.77)

vo
vs
≈ −Rf

Rs
(8.78)

vo
vs
≈ −9 (8.79)

The percentage error between our approximation and the exact expression we derived is 0.00001%.
This is a fantastic approximation!

8.8.3 Negative Feedback and Linear Dynamic Range

The previous two examples illustrated the concept of negative feedback. Feedback refers to the
concept of taking part of the output signal and feeding it back or combining it somehow with the
input signal. Feedback is called positive feedback if the feedback signal increases the magnitude of
the input signal, and feedback is called negative feedback if it decreases the magnitude of the input
signal. Positive feedback will cause the op-amp to enter into either the positive saturation region or
the negative saturation region (this can be useful in some applications, which we will not cover in
this chapter). Negative feedback, on the other hand, is essential for controlling the gain and output
behavior of the op-amp circuits that we will consider in this chapter.

At this point, negative feedback may seem like a terrible idea. Why would we want to decrease
the magnitude of the input signal when we want to amplify it at the output? There are two primary
reasons why negative feedback is useful in this context:
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1. Although the open loop gain A of the op-amp is very large, on the order of 106 or more, the
exact value of the open loop gain often varies considerably between different kinds of op-amps
and is not a clearly defined quantity. By using negative feedback, we can instead rely on the
closed loop gain G which will be a well-defined quantity that that does not depend on A (as
long as A is very large).

2. By decreasing the closed loop gain of the op-amp circuit we can improve the linear dynamic
range of the overall circuit.

Linear dynamic range refers to the range of inputs to a circuit where the outputs will remain in
the linear region. As we previously discussed, the op-amp circuit cannot generate an output voltage
vo that is greater than the supply voltage Vcc.

|vo| ≤ Vcc (8.80)

In the case of negative feedback, the input and output voltages can be related via the closed loop
gain G, thus for the output to remain in the linear region, the input voltages are constrained to:

|Gvs| ≤ Vcc (8.81)

This can be rewritten as:

|vs| ≤
Vcc
G

(8.82)

Therefore, we see there exists a trade-off between gain and linear dynamic range. This trade-off
can be clearly seen in Figure 8.25.
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Figure 8.25: Input-ouput transfer characteristics for various gains



Chapter 9

Inductors and Converters

Another energy storage element, and a use-
ful application

9.1 Learning Objectives

• Understand what an inductor is

• Understand the equation: V=L di/dt

• Understand that:

– Current cannot change instantaneously through an inductor (an inductor tries to keep
current constant)

– An inductor will generates voltage (in either direction) to resist current changes

• Understand that ideal inductors and capacitor are lossless:

– They store energy and don’t dissipate it.

– Energy that goes into an LC circuit, must come out

– The energy stored in an inductor is: 1
2L · i

2
L

• Therefore inductors and capacitors can be used to convert energy from one voltage to another
in a theoretically lossless way.

• The size of an inductor or a capacitor is related to the energy they can store.

• Be able to use impedance to:

– Solve for the output voltage of a buck converter

– Determine the needed switching freq given L,C (or vice versa)

• Be able to solve for the currents in a Buck or Boost voltage converter

199
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9.2 What are inductors

We briefly introduced inductors informally in the impedance section, but so far haven’t used them
for anything nor formally described what they are. In this section we will find out what an inductor
is, and its important device characteristics.

Figure 9.1: Some real inductors

An inductor is another two terminal energy storage device, analogous to the capacitor. The
circuit symbol used to represent an inductor is shown here. The value of an inductor is described as
its ”inductance”, usually represented by the symbol ”L”, and has units of Henries(H). For example,
an inductor may have a value of 1H, which is one Henry (though that is a very large inductance,
and would be a large physical object. More typical value range from mH to nH).

Figure 9.2: Symbol of an inductor

The relationship between voltage and current across an inductor is defined as:

VL = L
diL
dt

which can be written as:

iL =
1

L

∫
VLdt
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Like a capacitor, the relationship between current and voltage depends on a derivative, but for
an inductor it is its voltage that depends on the rate of change in the current, while for a capacitor,
it is the current that depends on the rate of change in the voltage. Also like a capacitor an inductor
stores energy, but for an inductor the energy stored depends on the current, and so changing the
current requires power to flow either into or out of the device. This means that for an inductor the
current can’t change rapidly, but the voltage across the device can change quickly, which is exactly
opposite the constraints on the current and voltage of a capacitor (voltage can’t change rapidly,
but current changes can be large. We will discuss where these constraints come from in the next
section.

As we can see from the device equations for an inductor, if the current is a sine wave, the output
voltage will also be a sinusoidal at the same frequency, but shifted in phase (derivative of a sine
wave is a cosine wave) and a magnitude that depends on the value of the inductance, L, and the
frequency. The resulting impedance of the inductor is:

ZL = 2π · f · L

Since the Chapter 9 has already work out many example of using the impedance of in building
filters, we won’t be discussing inductor impedance too much more in this chapter. Instead, we
will focus on the time behavior of resistor/inductor circuits, and energy efficient switching power
supplies.

9.2.1 Properties of an inductor

As we saw in the previous section, since the voltage across the inductor is:

vL = L · diL
dt

• The current going through an inductor cannot change instantaneously. If it did, then diL
dt =∞

, which gives us vL = L · ∞, which is an impossible phenomenon - we cannot have infinite
voltages!

• The voltage across an inductor will change instantly in order to resist any sudden changes in
current.

Together these mean that an inductor looks like a current source for short periods of time!

Question 1
An inductor with one terminal connected to ground has no current flowing through it, ie. iL = 0A.
At time t=0 switch is turned that connects the other end of the inductor to a 50V power supply.
What is the current flowing through the inductor immediately after the switch is turned on?1

Question 2:
A different inductor with one side connect to ground is connected in parallel with a 100 ohm
resistor. Initially the inductor has a constant 500mA flowing through it, supplied by an external
current source. At time t=0, the source providing the current is removed. What is the current

1Q1 - The current flowing through the inductor immediately after the switch closes is still nothing (0A), since the
current can’t change instantly. The voltage across the inductor becomes 50V, and the current starts to ramp up.
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through the inductor immediately after time t=0? What is the voltage across the inductor a this
point?2

These question show that an inductor initially looks like a current source, and then start changing
their current. Since the rate of change in current depends on V/L, if the inductor is large enough
the inductor can be current source like for a significant period of time. During this period the
inductor uses its ability to store energy to change its voltage, supplying or absorbing energy to
keep the current constant. This is similar to a capacitor’s ability to change its current to keep the
voltage constant.

If you have taken electricity and magnetism in physics, it is possible to get a better understanding
of the physical origins of inductance. An inductor is generally just a wire, often wrapped around
some other material. This is clearly shown in Figure 9.1. Current flowing in a wire creates a
magnetic field. When you wrap wire into a coil the field from all the wires add together to create
a larger field. Thus the magnetic field you create is proportional to N the number of loops of
wire in the inductor. The material that the wire is wrapped around generally has a high magnetic
permeability µ, which further increases the magnetic field. Since creating a magnetic field requires
energy, this is how an inductor stores energy. The voltage generated by an inductor comes from
Faraday’s Law, which states that the voltage generated around any wire loop is proportional to the
change in magnetic field times the area (the magnetic flux) that the loop sees. Since all the wire
loops in an inductor are connected in series, the voltage from all these loops add up. The resulting
voltage produced is proportional to:

VL = N ·A · dB
dt

= N ·A ·N · kµdiL
dt

= kµ ·A ·N2 diL
dt

where N is the number of turns, µ is the magnetic permeability of the core, and A is the area of
the wire loop. This is where our equation describing the voltage and current relationship in an
inductor comes from, and shows why high value inductance generally has many turns of wire in it.
Faraday’s law says that as current increases through a coil of wire, a magnetic field is generated,
creating a voltage opposing that change in current.

9.2.2 Energy stored in an inductor

Remember that energy is just the integral of power over time, and that the power flow through a
device is always P = I · V . This gives:

vL = L · diL
dt

P = iL · vL = iL · L ·
diL
dt

Integrating this equation for the power flowing into an inductor yields the energy stored into the
inductor.

2Q2 - The current flowing through the inductor immediately after time t-0 is still 500mA, since the current can’t
change instantaneously. To satisfy KCL, this current must come from the resistor, so the voltage across the inductor
jumps to -50V, and the current through the inductor begins to ramp down. At this voltage the current through the
resistor matches the current flowing into the inductor.
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EL =

∫ t

0

Pdt =

∫ t

0

iL · L ·
diL
dt
dt

Notice that the right hand side of the equation no longer depends on time. Lets assume that the
current in the inductor started at 0, and at the end, time = t, the inductor current is ifinal. This
gives the energy stored into the inductor as:

∫ ifinal

0

iL · L · diL =
1

2
· Li2final

9.2.3 Transformers

Transformers are basically two inductors ”coupled” together which allows us to convert voltages.
As shown in Figure 9.3, the two inductors are coupled through an iron core, which provides a very
low loss path for magnetic field (or in the case of an ideal transformer, a no loss path) such that all
of the field that travels through one inductor also goes through the second.

Figure 9.3: How a transformer works

Transformers are used for two functions. The first is isolation. The first coil converts the energy
that was driven into its terminals into energy in the magnetic field that is flowing through the
transformer. The second coil that then extract energy from this magnetic field, without having any
direct electrical connection to the circuit driving the first coil. In addition to isolation, transformers
can also change the amplitude of input signal if the number of turns in the two coils is not the same.
Remember that the transformer is sharing the magnetic field, and the conversion from changing
magnetic field to voltage depends on the number of wire turns. Thus if you want to convert a
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high voltage, say 120V AC into a smaller voltage, like 6V, and you want the output voltage to be
isolated from the 120V supply, a transformer is the perfect device to use. By having the input coil
have 20 turns (120/6) for each turn in the output coil, a transformer can both reduce the voltage
and provide isolation between the two circuits. These devices are used in almost all the power
converters that you use today.

If a transformer has a different turns ratio, it transforms the current as well as the voltage, but
the current is transformed in the opposite direction. Assume we are still working with our 120V
to 6V transformer. We can now ask how much current must we put into the 6V end to cancel the
magnetic field generated by the 120V end. Since the size of field depends on the current and then
number of turns, if I put in 1mA of current in on the 120V coil, I would need 20x more current,
or 20mA on the 6V end to cancel the field. This results makes sense, since with this current and
voltage ratio energy is still conserved. That is the power flowing into the 120V end is equal to the
power flowing out of the 6V end.

9.2.4 Ideal inductors vs. real inductors

So far we have been discussing inductors as ideal components which have no loss. In reality, of
course, nothing is ideal, and almost all inductors have loss.3 As we have seen inductors are made
out of wire, and although we typically assume wires are loss less and have no resistance, we know
the truth is that they do possess some resistance. The resistance of a wire is proportional to its
length, and inversely proportional to its area. Hence short fat wires have very low resistance, while
long skinny wires have larger resistance. This often poses a problem for creating higher value, low
loss inductors, since for these inductors we need to generate a coil with many turns. But this is only
possible if the wire is not too large, since each time the wire is wrapped around a core it occupies
at least its wire diameter. Getting higher inductance at higher current generally requires larger,
more expensive inductors.

We model a real inductor as the series combination of two idea elements, an ideal inductor with
no loss, and a resistor. The resistor models the loss from current flowing through the wire, and the
inductance models how changing the magnetic field changes the voltages in the circuit.

Figure 9.4: Modeling a real inductor

This means that when current flows through the inductor, some of the voltage drop falls across
that resistance. Hence, the effective voltage across the ”ideal inductor” in this model is less than
what we see across the inductor. Therefore, the same voltage across the inductor will correspond

3To have no loss an inductor would need to use wire that has no resistance. While this might seem impossible,
there are materials called superconductors, where their resistance drops to 0 below a certain temperature. Since this
usually only happens at very cold temperatures we will not talk about them further in this book.
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to less of a change in current than it would for an ideal inductor. In other words, the model tells
us that the real inductor no longer stores as much energy as it used to, since it now has some loss.

The model also allows us to calculate the amount of real power lost in a real inductor by
calculating the loss of the ESR (equivalent series resistance).

9.3 LR Circuits

Using these concepts about the properties of inductors, we can solve for the voltages and currents
in some simple circuits with inductors and resistors.

Example 1: L-R circuit driven by a step input

Figure 9.5: L-R circuits example 1 circuit

Let’s examine what happens if the voltage source on the left changes its voltage from 0V to
1V. Thinking qualitatively first will help understand how the circuit works. Before the voltage
rises, Vin is ground, and no current can flow through any device. Thus the current through the
resistor and inductor are both zero. Hence, immediately after the step occurs, iL = 0 still, because
current through an inductor cannot change instantaneously. Since the inductor is in series with the
resistor, iR = 0 at this time also. There is therefore initially no voltage drop across the resistor,
and all of the voltage from the input source appears at the output and Vout = Vin. This step in the
output voltage causes a voltage across the inductor, which causes the current to ramp up, which
causes the current through the resistor to ramp up as well. The voltage drop across the resistor,
caused by the growing resistor current lowers the output voltage, which slows the change in the
output current. This is the same situation we saw with a capacitor where the rate of change in
the output was proportional to the output which led to an exponential waveform. Eventually we
reach a point where the voltage across the resistor is 1V, and the output voltage (and the inductor
voltage) is 0V. At this point the current stops changing, since the inductor voltage is zero, and we
say that the circuit has reached steady state. This means that the inductor basically becomes a
piece of wire connecting the resistor to GND, or 0V, and the current through the resistor is simply
iR = Vin

R = 1
100 = 10mA.

These are the plots of the voltage and current waveforms in response to the step input. Does
the output voltage correlate with our qualitative assessment? Does the current?
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Figure 9.6: L-R circuits example 1 waveforms in time domain

Example2: L-R circuits driven by a step input
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Figure 9.7: L-R circuits example 2 circuit

As an exercise, try to qualitatively determine the current and voltage through and across the
inductor when the step happens, and a long time after the step happens (at steady state).

So again, iL = 0 and iR = 0 to start with. However, this time the resistor is connected between
Vout and GND, and since at this point in time the voltage across the resistor is 0, the output voltage
starts at 0V instead. Once the circuit reaches steady state, the voltage across the inductor becomes
0V, and the output voltage rises to Vin. The correct current and voltage waveforms are shown in
Figure 9.8.
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Figure 9.8: L-R circuits example 2 waveforms in time domain

Example 3: An L-R circuit with a switch Let us consider a slightly more complex circuit,
as shown in Figure 9.9. When the switch has been on for a long time, the inductor looks like a
short circuit, and all of the current flows through the inductor and through R2. This current will
be 1V

10 Ω = 0.1A. If the inductor is ideal, no current will flow through R1.
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Figure 9.9: L-R circuit with a switch

What happens when we disconnect the resistor from ground by turning off the switch? Again
with need to start with the basic rules for an inductor: its current can’t change instantly, so when
the switch is off, it will have the same current it had the moment before, 0.1A, and this current
will be flowing from the 1V supply and out the end of the inductor that is no longer connected to
GND. Since this current can’t flow through R2 (it would violate KCL at the switch node) it must
take another path. The only path possible is to flow through R1, and put the current back into the
1V power supply.

But the voltage across that resistor was initially 0V, and no current was flowing through the
resistor. To get 0.1A to flow, the resistor needs V = iR = 10V across it, and so that is what the
inductor does, it drives Vout to 11V, 10V above the supply to support the inductor current.

This voltage then begins to decrease the current in the inductor which decreases the output
voltage, until the output settles down ack at 1V.
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Figure 9.10: L-R circuit with a switch - waveforms

9.4 Switching power supplies

We have seen a couple of times in the class where we control the power we provide to an object
by switching between turning it on at maximum power, and not providing power at all. This
type of control is used in your soldering irons to control the tip temperature, your air-conditioner,
refrigerator, oven, and electric stove. You might have used this method to control your motor
speed, or your LED brightness. The reason this method of control is so popular is it’s very energy
efficient. The circuit can control kiloWatts of power, and only require 10s of Watts to operate. The
key to this efficiency is that either the controller provide no energy (which doesn’t have any loss),
or just needs to connect the device to the power supply. If the resistance of the switch making this
connection is small, this too should be low loss.

This kind of on-off switching is a good control strategy when the system you are building has
something that can filter this energy to create the desired average. This happens automatically in
systems that deal with temperature, since the temperature is essentially the integral of the energy
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that you put in or take out. That is why most heating/cooling systems us on off control. We want
to take this same idea, and apply it to change the voltage of an energy source. Since in this case we
are putting in voltage and want to get out voltage, there is no intrinsic filtering in this system. But
we can use inductors and capacitors to create an electronic filter, and this will allow us to efficiently
create any voltage we need with very high efficiency. This section will explain how two different
converters work, a Buck converter which generates an output voltage lower than the input, and a
Boost converter which generates an output voltage that is larger than the input voltage. Before
going through the detailed operation of a Buck converter, we will first explain how it works using
a simple filter model.

9.4.1 Buck Converter

A buck converter comprises essentially an inverter driving a LC filter. The circuit is shown in
Figure 9.11.

Figure 9.11: Buck converter circuit

The inverter is the on-off control in this circuit. When the inverter input is low, the pMOS
transistor connects the output to the power supply, which supplies voltage and energy to the LC
filter and the output. When the input is high, the nMOS connects the output to GND, driving
the output to GND and no energy is provided to the filter or output. The point of the pMOS and
nMOS transistor is to provide very low resistance paths for the current going to the load, so these
devices are often power transistors, with very low on-resistance. If the resistance of both of these
transistors are small, then there will be little power dissipated in the converter. While there might
be large current flowing through the inductor, the voltage drop across the transistors will be small,
and thus the power dissipated by the transistors, iV, will also be small.

One possible inverter output waveform is shown in Figure 9.12. In this example, the duty cycle
is 25%. We can work out the relationship between the input duty cycle (25% in this case) and the
voltage at the output of the converter using simple frequency domain analysis, and breaking down
the inverter output waveform into its frequency domain components (the sine waves you need to
add together to generate the waveform). For any repetitive signal like this one, to break the signal
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into its frequency components you have to find the principle frequency of the signal, which is the
frequency that the signal repeats. This is easily calculated as one over the time it takes the signal
to get back to the same point in its pattern. The time for the signal to repeat is called the signal’s
cycle time. Once we have found the cycle time and thus the primary frequency, fs, the only possible
sinusoid’s that can be present in that signal are at n · fs, where 0 ≤ N < Nmax.

While the frequency components for N > 0 are clear, the N = 0 component represents the
constant value you need to add to the sinusoid to match the waveform. This value is easy to
calculate, since the average value of any sinusoid is zero: adding sinusoids doesn’t change this
average value. If the average value of your waveform is not zero, we need to explicitly add this
average value in to our sinusoids to make the waveform match. Since this value doesn’t change
with time, we call this component the DC (direct current) or zero frequency component. For the
waveform shown in this figure the average value will simply be 25% · V DD.

Figure 9.12: Square wave input to filter created by inverter

Given the understanding of how to convert the output of the inverter into frequency components,
we can easily estimate what the output of the converter should look like using the impedance of
resistors and capacitors. The filter network of a buck converter is shown in Figure 9.13.

Figure 9.13: The filter network of the buck converter

The transfer function of this filter can be found by first identifying that R and C are in parallel.
We can call their combined impedance Z2. Then the filter is just an impedance divider, and the
transfer function can be found as follows:

TF =
Z2

Z1 + Z2

Z1 = ZL = 2π · f · L
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Z2 = ZR ‖ ZC = R ‖ 1

2π · f · C
=

R

1 + 2π · f ·R · C

Therefore

TF =

R
1+2π·f ·R·C

2π · f · L+ R
1+2π·f ·R·C

TF =
1

1 + 2π · f · LR + L · C · (2π · f)2

The Bode plot of this filter will look something like Figure 9.14 - it actually depends on the
values of L, R, and C, but in understanding the operation of the buck converter we will consider
this specific example.

Figure 9.14: The filter network of the buck converter

Given an ability to calculate how the filter attenuates different frequency components, and some
understanding of how to generate those frequency components from the input waveform, we can
estimate the output waveform of a real converter.
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Question: If the inverter input repeats its pattern every 10 µs what is the lowest
frequency sinusoidal component in the output?4

If the output filter greatly attenuates this frequency and the any higher frequency component,
then the only signal that will remain is the zero frequency component of the input, or the average
value of the input waveform. This is a great result if it is true, since we can then change the output
voltage by just changing the duty cycle of the input waveform (which changes the average value of
the output waveform).

Example:
The input voltage (Vin) to a buck converter is 12V and we want a 6V output voltage, (Vout). What
duty cycle, D, will yield the correct output voltage?

Vout = D · Vin

D =
Vout
Vin

=
6

12
= 0.5 = 50%

Therefore the inverter should be operated at 50% duty cycle.

Let’s assume we are using a 40 µH inductor and a 600 µF capacitor, and the load we are driving
is effectively a 6 Ωresistor. In this case we can’t solve for the residual signal on the output, since
we don’t know the amplitude of all the different frequency components, but we can estimate an
upper bound on the signal. We start by finding the gain of the filter at the fundamental frequency
of 100 kHz. At this frequency the gain will be:

Gain =
1

1 + 2π · 105Hz · 40 µH
6 Ω + 40 µH · 600 µF · (2π · 105Hz)2

= 7 · 10−4

This the gain at the fundamental, fs, and the gain at 2fs will be 4 times smaller, since the gain is
falling off as f−2 at this frequency. Since the attenuation at the higher frequencies will be larger,
if we attenuate all the sinusoids by the attenuation of the fundamental tone, we will over estimate
the size of the output signal. But this is ok, since it will create a max on the size of the ripple, and
is easy to calculate. For our 50% duty cycle signal the average value is 6V, and the sum of all the
sinusoids is a waveform that goes up and down 6V. If this signal is multiplied by a gain of 7 · 10−4,
the resulting signal will be a signal that is only 6V · 7 · 10−4 = 4 mV which is very small compared
to the 6V output voltage.

9.4.2 Detailed Analysis of a Buck Converter

The buck converter essentially has two states - either the top switch is on, or the bottom switch is
on. Figures 9.15a and 9.15b show how the current flows through the buck converter in the two
different states of the buck converter.

4The lowest frequency sinusoidal component of the output will be equal to the switching frequency, which is
1/10 µs = 100 kHz
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(a) Current flow through buck converter
(1)

(b) Current flow through buck converter
(2)

Figure 9.15: Operation of a buck converter

We could attempt to solve each state of the circuit using KCL and KVL, but since there is both
an inductor and a capacitor, we will end up with some second order differential equations. A simpler
method to solve them would be preferred, and this can be achieved by making two approximations:

• The output voltage is approximately constant.

• The circuit will settle into some repeating cycle - ie. The voltage across the capacitor, vc, and
the current through the inductor, iL return at the end of every cycle to the same value they
had at the beginning of that cycle.

The first approximation can be made because we are designing the circuit to reach that partic-
ular objective - we want a stable output voltage. The second approximation is made because we
believe that the output will eventually settle down and become periodic, like the input waveform
that is driving it. If the output voltage is periodic, it must return to the same voltage on each cycle.
Using only the first assumption, that the output is constant, it follows that the inductor only ever
has two different voltages across it:

5V - Vout in state (1), and −Vout in state (2).

Since vL = L · diLdt , diL
dt = vL

L the inductor current will ramp up at a rate of:

5V−Vout
L in state (1), and −VoutL in state (2).

If the output waveform is going to be periodic, the inductor current must return to the same
value in each cycle (this is our second assumption). These assumptions are visualized in Figure
9.16 which shows the inductor voltage and current in the converter. This figure also shows the
input waveform to the inverter which drives the inductor, so when the input waveform is low, the
pMOS transistor is connecting the inductor to Vdd, which increases its current.
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Figure 9.16: Buck converter - circuit waveforms

We will define the time during which the input square wave is low, so the inductor is connected
to VDD to be t1, and the time which the input square wave is high so the inductor is driven to
GND to be t2, as shown in Figure 9.17,

Figure 9.17: Buck converter inductor current waveforms

The following equations can then be written to describe how much the current charges up during
t1, and how much it discharges during t2:

∆icharge = t1 · 5V − Vout
L

∆idischarge = t2 · −Vout
L

Since the current at the start and end of the cycle are the same the net change in current in the
inductor should be zero:

∆icharge + ∆idischarge = 0

t1 · 5V − Vout
L

+ t2 · −Vout
L

= 0

Rearranging,

Vout = 5 V · t1

t1 + t2

And since duty cycle can be described as D = t1
t1+t2 , we arrive at the same equation we found

earlier:
Vout = 5 V ·D
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Again, it is found that the output voltage of the buck converter doesn’t depend on load current
(iR) at all! In fact as we will see in the next section, it doesn’t even depend on the direction of the
current flow through the inductor.

9.4.3 Boost Converter

Figure 9.18: The buck converter PCB board used in the solar charger lab

Figure 9.18 is a photograph of the boost converter you used in your first lab, building the solar
charger. This converter needed to create an output voltage that was higher than its input voltage,
producing a 5V output from a 3-4V input voltage. At first this seems hard. How can one create a
voltage larger than the voltage you start with. But inductors can do that easily. In fact, Figure 9.9
does exactly that. It creates an 11V output spike from a 1V power supply. We use the same basic
technique, charge up an inductor and then use the inductor to drive the higher voltage output.

What is most amazing about Boost converters, is that we have essentially already studied them:
they are normal buck converters that we run the energy flow backward. That is we connect our
lower voltage energy source to the output node the the buck converter, and the higher voltage
output is what we used to call the input port. This is shown in Figure 9.19

M. Horowitz, J. Plummer 17 E40M Lecture 25 

How To Get A Higher Output Voltage? 

•  Run energy backwards through converter 
•  In the Buck converter, the voltage gain did not depend on 

current. It actually doesn’t even depend on the sign of the 
current! 

 

+ 
–  5 V 

VIN 

VOUT 

0V 

5V 

Time 
VIN 

Figure 9.19: Schematic of a Boost converter, with its input waveform

The current balance equations are the same form that there were in the Buck converter, but
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the value of the sources have changed. The 5V source in the buck converter is now Vout, and what
was Vout in the Buck converter is now the input voltage, which we will call Vsupply (5V in the
figure). Since current nominally flows from the source supply to Vout, we will change the reference
direction for the inductor current. Positive current through the inductor flows to the left. Again
we assume that the inductor is connected to the pMOS device during T1, and the nMOS device
during T2. This give the following equations for the current change in the inductor:

∆idischarge = t1 · Vsupply − Vout
L

∆icharge = t2 · Vsupply
L

Since the current at the start and end of the cycle are the same the net change in current in the
inductor should be zero:

∆icharge + ∆idischarge = 0

t1 · Vsupply − Vout
L

+ t2 · Vsupply
L

= 0

Rearranging,

Vsupply = Vout ·
t1

t1 + t2

Or,

Vout = Vsupply ·
t1 + t2

t1

And since duty cycle can be described as D = t1
t1+t2 , we arrive at

Vout =
Vsupply
D
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