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• The Internet has a long history and did not spring to life
fully-formed with the advent of the web in the mid-1990s.

Central Themes

• Despite much mythology to the contrary, the Internet and
its predecessors were funded by public research funds for
most of the history of the field.

• The Internet has evolved in ways quite different from those
envisioned by its creators.

• The Internet was originally designed for experimental
flexibility, not as reliable infrastructure.

• The Internet is a hugely complex system and is therefore
subject to both emergent behavior and system failures.
Fortunately, the designers understood these ideas better
than most systems developers.



The Victorian Internet
Many of the ideas that seem so new
in the Internet have deep historical
roots. In 1998, Tom Standage wrote
a fascinating book about the history
of telegraphy. In his book, Standage
describes how the telegraph gave rise
to many of the social structures of
the Internet, including chat rooms,
online romances, and its own breeds
of entrepreneurs, cryptographers, and
hackers.



The First Transatlantic Cable

Western IrelandNewfoundland



Vannevar Bush and Hypertext

Vannevar Bush (1890-1974)

One of the earliest proponents of developing
a global information network of the form we
have today in the web was Vannevar Bush,
President Roosevelt’s Director of the Office
of Scientific Research and Development. In
a 1945 article in Atlantic Monthly entitled
“As We May Think,” Bush anticipated many
of the ideas that are central to the modern
Internet, including the idea of hyperlinked
documents.



Vannevar Bush and the Memex

—Vannevar Bush, “As We May Think,” 1945 

When data of any sort are placed in storage, they are filed alphabetically
or numerically, and information is found (when it is) by tracing it down
from subclass to subclass. It can be in only one place, unless duplicates
are used; one has to have rules as to which path will locate it, and the
rules are cumbersome. Having found one item, moreover, one has to
emerge from the system and re-enter on a new path.

....The human mind does not work that way. It operates by association.
With one item in its grasp, it snaps instantly to the next that is suggested
by the association of thoughts, in accordance with some intricate web of
trails carried by the cells of the brain. . . .

....Consider a future device for individual use, which is a sort of
mechanized private file and library. It needs a name, and to coin one at
random, “memex” will do. A memex is a device in which an individual
stores all his books, records, and communications, and which is
mechanized so that it may be consulted with exceeding speed and
flexibility. It is an enlarged intimate supplement to his memory.



Vannevar Bush and the Memex
It consists of a desk, and while it can presumably be operated from a
distance, it is primarily the piece of furniture at which he works. On the
top are slanting translucent screens, on which material can be projected
for convenient reading. There is a keyboard, and sets of buttons and
levers. Otherwise it looks like an ordinary desk. . . .

....All this is conventional, except for the projection forward of present-
day mechanisms and gadgetry. It affords an immediate step, however,
to associative indexing, the basic idea of which is a provision whereby
any item may be caused at will to select immediately and automatically
another. This is the essential feature of the memex. The process of tying
two items together is the important thing.



Vannevar Bush and the Memex



Ted Nelson

—Ted Nelson, Literary Machines, 1981

Ted Nelson and Hypertext
Many of the notions of the modern web
were anticipated by Ted Nelson, who
introduced the word hypertext in the early
1960s.
In 1974, Nelson published Computer Lib,
a two-sided book that is more reminiscent
of a graphic novel than one’s traditional
conception of a book. In it, he describes
how computers will empower people as
technology develops.



Initial ARPANET Configuration (1969)



ARPANET Map (April 1971)



ARPANET Map (January 1975)



Internet Growth
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The BBN Interface Message Processor



ARPANET Geographic Map (1970)

SRI
STAN

UCLA
RAND

UTAH

CMU

BBN
MIT 

HARV

NRL



A Challenge
Given a map such as the one shown on the preceding slide, how
would you design a reliable communication strategy for sending
messages between nodes in the network, given the following facts:

• Nodes are unreliable.
• Nodes are heterogeneous, in the sense that they come from

many different manufacturers, with incompatible instruction sets
and word sizes.

• Connections are unreliable.
• Connections are slow.

• Network traffic is bursty, in the sense that there are usually
delays between messages that are themselves relatively long.



ARPANET Geographic Map (1970)
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Packet Switching
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Losing a Packet

SRI
STAN

UCLA
RAND

UTAH

CMU

BBN
MIT 

HARV

NRL

1 BEA

1 BEA

2 T C

1 BEA

2 T C

3 AL!

1 BEA

2 T C
3 AL!

1 BEA

2 T C

3 AL!

2 T C

3 AL!
3 AL!

ACK 1

ACK 1

ACK 3

ACK 1

ACK 3

ACK 1

ACK 3

ACK 1

ACK 3

ACK 3

2 T C

2 T C

2 T C

2 T C
2 T C
3 AL!

ACK 2

ACK 2

ACK 2

ACK 2

ACK 2
ACK 3



Losing an Acknowledgment
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Exercise: Routing
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How does each node know where to send each packet?



The Ethernet/AlohaNet Idea
Suppose you have a single communications channel (typically
called a bus) that is shared among a number of hosts, like this:

How might you structure things to avoid interference on the bus if
more than one host tries to use it at the same time?



Today: IP Addresses
Today, every computer has an IP Address that is used to identify
where on the network it resides. Most computers and routers use
IPv4, which is a 32-bit addressing scheme, e.g., 171.64.15.16.

Each octet of the number represents a byte.

How many computers can be represented on the Internet in this
way? 232 = 4,294,967,296
Guess what? There are many more than four billion
computers on the internet (counting routers, phones,
Internet-of-Things (like Chris’s espresso machine), etc.).
This is handled by having private networks that are not
accessible directly on the web, and then having routers
translate between the private and public internet. If you look
at your own phone or computer’s IP address, it is likely one
of the following forms: 192.168.x.x, 10.0.x.x, or 172.16.x.x.



Today: IP Addresses
The Internet is slowly transitioning over to IPv6, which has 64-bit
addressing, and will allow up to 18,446,744,073,709,551,616
(eighteen quintillion) individually addressable computers on the
Internet. This would allow for about 25 billion devices per person,
which should be enough for now.

You can determine the path a message takes from your computer to
another computer with the following command:

traceroute -I -e www.engineering.unsw.edu.au



traceroute
traceroute -I -e www.engineering.unsw.edu.au
traceroute to www.engineering.unsw.edu.au (149.171.158.109), 64 hops max, 72 byte packets
1  10.34.160.2 (10.34.160.2)  17.362 ms 2.764 ms 2.351 ms
2  cwa-vrtr.sunet (10.21.196.28)  2.757 ms 337.871 ms 2.322 ms
3  171.66.2.229 (171.66.2.229)  3.426 ms 2.647 ms 8.860 ms
4  hpr-svl-rtr-vlan8.sunet (171.64.255.235)  5.340 ms 142.502 ms 5.682 ms
5  hpr-svl-hpr2--stan-ge.cenic.net (137.164.27.161)  16.878 ms 5.726 ms 158.685 ms
6  aarnet-2-is-jmb-778.sttlwa.pacificwave.net (207.231.245.4)  140.475 ms 148.711 ms 22.841 ms
7  et-2-0-0.pe1.a.hnl.aarnet.net.au (113.197.15.200)  83.976 ms *  98.838 ms
8  et-2-1-0.pe1.sxt.bkvl.nsw.aarnet.net.au (113.197.15.98)  171.630 ms 170.733 ms 166.224 ms
9  et-3-3-0.pe1.brwy.nsw.aarnet.net.au (113.197.15.148)  168.076 ms 167.608 ms 166.414 ms

10  138.44.5.1 (138.44.5.1)  173.522 ms 167.075 ms 171.156 ms
11  libcr1-te-1-5.gw.unsw.edu.au (149.171.255.102)  172.343 ms 166.506 ms 241.609 ms
12  libdcdnex1-po-1.gw.unsw.edu.au (149.171.255.174)  166.980 ms 169.184 ms 175.683 ms
13  srdh4it2r26blfx1-ext.gw.unsw.edu.au (129.94.0.31)  169.611 ms 169.478 ms 179.500 ms
14  bfw1-ae-1-3053.gw.unsw.edu.au (129.94.254.76)  167.748 ms 167.306 ms 180.147 ms
15 engplws008.eng.unsw.edu.au (149.171.158.109)  170.349 ms 168.690 ms 170.087 ms



traceroute
traceroute -I -e www.engineering.unsw.edu.au
traceroute to www.engineering.unsw.edu.au (149.171.158.109), 64 hops max, 72 byte packets
1  10.34.160.2 (10.34.160.2)  17.362 ms 2.764 ms 2.351 ms
2  cwa-vrtr.sunet (10.21.196.28)  2.757 ms 337.871 ms 2.322 ms
3  171.66.2.229 (171.66.2.229)  3.426 ms 2.647 ms 8.860 ms
4  hpr-svl-rtr-vlan8.sunet (171.64.255.235)  5.340 ms 142.502 ms 5.682 ms
5  hpr-svl-hpr2--stan-ge.cenic.net (137.164.27.161)  16.878 ms 5.726 ms 158.685 ms
6  aarnet-2-is-jmb-778.sttlwa.pacificwave.net (207.231.245.4)  140.475 ms 148.711 ms 22.841 ms
7  et-2-0-0.pe1.a.hnl.aarnet.net.au (113.197.15.200)  83.976 ms *  98.838 ms
8  et-2-1-0.pe1.sxt.bkvl.nsw.aarnet.net.au (113.197.15.98)  171.630 ms 170.733 ms 166.224 ms
9  et-3-3-0.pe1.brwy.nsw.aarnet.net.au (113.197.15.148)  168.076 ms 167.608 ms 166.414 ms

10  138.44.5.1 (138.44.5.1)  173.522 ms 167.075 ms 171.156 ms
11  libcr1-te-1-5.gw.unsw.edu.au (149.171.255.102)  172.343 ms 166.506 ms 241.609 ms
12  libdcdnex1-po-1.gw.unsw.edu.au (149.171.255.174)  166.980 ms 169.184 ms 175.683 ms
13  srdh4it2r26blfx1-ext.gw.unsw.edu.au (129.94.0.31)  169.611 ms 169.478 ms 179.500 ms
14  bfw1-ae-1-3053.gw.unsw.edu.au (129.94.254.76)  167.748 ms 167.306 ms 180.147 ms
15 engplws008.eng.unsw.edu.au (149.171.158.109)  170.349 ms 168.690 ms 170.087 ms

The Corporation for Education Network Initiatives in California (CENIC) 
is a nonprofit corporation formed in 1996 to provide high-performance, high-
bandwidth networking services to California universities and research 
institutions (source: Wikipedia)



traceroute
traceroute -I -e www.engineering.unsw.edu.au
traceroute to www.engineering.unsw.edu.au (149.171.158.109), 64 hops max, 72 byte packets
1  10.34.160.2 (10.34.160.2)  17.362 ms 2.764 ms 2.351 ms
2  cwa-vrtr.sunet (10.21.196.28)  2.757 ms 337.871 ms 2.322 ms
3  171.66.2.229 (171.66.2.229)  3.426 ms 2.647 ms 8.860 ms
4  hpr-svl-rtr-vlan8.sunet (171.64.255.235)  5.340 ms 142.502 ms 5.682 ms
5  hpr-svl-hpr2--stan-ge.cenic.net (137.164.27.161)  16.878 ms 5.726 ms 158.685 ms
6  aarnet-2-is-jmb-778.sttlwa.pacificwave.net (207.231.245.4)  140.475 ms 148.711 ms 22.841 ms
7  et-2-0-0.pe1.a.hnl.aarnet.net.au (113.197.15.200)  83.976 ms *  98.838 ms
8  et-2-1-0.pe1.sxt.bkvl.nsw.aarnet.net.au (113.197.15.98)  171.630 ms 170.733 ms 166.224 ms
9  et-3-3-0.pe1.brwy.nsw.aarnet.net.au (113.197.15.148)  168.076 ms 167.608 ms 166.414 ms

10  138.44.5.1 (138.44.5.1)  173.522 ms 167.075 ms 171.156 ms
11  libcr1-te-1-5.gw.unsw.edu.au (149.171.255.102)  172.343 ms 166.506 ms 241.609 ms
12  libdcdnex1-po-1.gw.unsw.edu.au (149.171.255.174)  166.980 ms 169.184 ms 175.683 ms
13  srdh4it2r26blfx1-ext.gw.unsw.edu.au (129.94.0.31)  169.611 ms 169.478 ms 179.500 ms
14  bfw1-ae-1-3053.gw.unsw.edu.au (129.94.254.76)  167.748 ms 167.306 ms 180.147 ms
15 engplws008.eng.unsw.edu.au (149.171.158.109)  170.349 ms 168.690 ms 170.087 ms

Pass Internet traffic directly with other major national and 
international networks, including U.S. federal agencies and many 
Pacific Rim R&E networks (source: 
http://www.pnwgp.net/services/pacific-wave-peering-exchange/ )

http://www.pnwgp.net/services/pacific-wave-peering-exchange/


traceroute

http://www.submarinecablemap.com

http://www.submarinecablemap.com


traceroute
traceroute -I -e www.engineering.unsw.edu.au
traceroute to www.engineering.unsw.edu.au (149.171.158.109), 64 hops max, 72 byte packets
1  10.34.160.2 (10.34.160.2)  17.362 ms 2.764 ms 2.351 ms
2  cwa-vrtr.sunet (10.21.196.28)  2.757 ms 337.871 ms 2.322 ms
3  171.66.2.229 (171.66.2.229)  3.426 ms 2.647 ms 8.860 ms
4  hpr-svl-rtr-vlan8.sunet (171.64.255.235)  5.340 ms 142.502 ms 5.682 ms
5  hpr-svl-hpr2--stan-ge.cenic.net (137.164.27.161)  16.878 ms 5.726 ms 158.685 ms
6  aarnet-2-is-jmb-778.sttlwa.pacificwave.net (207.231.245.4)  140.475 ms 148.711 ms 22.841 ms
7  et-2-0-0.pe1.a.hnl.aarnet.net.au (113.197.15.200)  83.976 ms *  98.838 ms
8  et-2-1-0.pe1.sxt.bkvl.nsw.aarnet.net.au (113.197.15.98)  171.630 ms 170.733 ms 166.224 ms
9  et-3-3-0.pe1.brwy.nsw.aarnet.net.au (113.197.15.148)  168.076 ms 167.608 ms 166.414 ms

10  138.44.5.1 (138.44.5.1)  173.522 ms 167.075 ms 171.156 ms
11  libcr1-te-1-5.gw.unsw.edu.au (149.171.255.102)  172.343 ms 166.506 ms 241.609 ms
12  libdcdnex1-po-1.gw.unsw.edu.au (149.171.255.174)  166.980 ms 169.184 ms 175.683 ms
13  srdh4it2r26blfx1-ext.gw.unsw.edu.au (129.94.0.31)  169.611 ms 169.478 ms 179.500 ms
14  bfw1-ae-1-3053.gw.unsw.edu.au (129.94.254.76)  167.748 ms 167.306 ms 180.147 ms
15 engplws008.eng.unsw.edu.au (149.171.158.109)  170.349 ms 168.690 ms 170.087 ms



traceroute
traceroute -I -e www.engineering.unsw.edu.au
traceroute to www.engineering.unsw.edu.au (149.171.158.109), 64 hops max, 72 byte packets
1  10.34.160.2 (10.34.160.2)  17.362 ms 2.764 ms 2.351 ms
2  cwa-vrtr.sunet (10.21.196.28)  2.757 ms 337.871 ms 2.322 ms
3  171.66.2.229 (171.66.2.229)  3.426 ms 2.647 ms 8.860 ms
4  hpr-svl-rtr-vlan8.sunet (171.64.255.235)  5.340 ms 142.502 ms 5.682 ms
5  hpr-svl-hpr2--stan-ge.cenic.net (137.164.27.161)  16.878 ms 5.726 ms 158.685 ms
6  aarnet-2-is-jmb-778.sttlwa.pacificwave.net (207.231.245.4)  140.475 ms 148.711 ms 22.841 ms
7  et-2-0-0.pe1.a.hnl.aarnet.net.au (113.197.15.200)  83.976 ms *  98.838 ms
8  et-2-1-0.pe1.sxt.bkvl.nsw.aarnet.net.au (113.197.15.98)  171.630 ms 170.733 ms 166.224 ms
9  et-3-3-0.pe1.brwy.nsw.aarnet.net.au (113.197.15.148)  168.076 ms 167.608 ms 166.414 ms

10  138.44.5.1 (138.44.5.1)  173.522 ms 167.075 ms 171.156 ms
11  libcr1-te-1-5.gw.unsw.edu.au (149.171.255.102)  172.343 ms 166.506 ms 241.609 ms
12  libdcdnex1-po-1.gw.unsw.edu.au (149.171.255.174)  166.980 ms 169.184 ms 175.683 ms
13  srdh4it2r26blfx1-ext.gw.unsw.edu.au (129.94.0.31)  169.611 ms 169.478 ms 179.500 ms
14  bfw1-ae-1-3053.gw.unsw.edu.au (129.94.254.76)  167.748 ms 167.306 ms 180.147 ms
15 engplws008.eng.unsw.edu.au (149.171.158.109)  170.349 ms 168.690 ms 170.087 ms

164 milliseconds to get to the final computer



The Google Page Rank Algorithm
The PageRank Citation Ranking: 

Bringing Order to the Web 

January 29, 1998

Abstract 

The importance of a Webpage is an inherently subjective matter, which depends on the
readers interests, knowledge and attitudes. But there is still much that can be said objectively
about the relative importance of Web pages. This paper describes PageRank, a method for
rating Web pages objectively and mechanically, effectively measuring the human interest and
attention devoted to them.

We compare PageRank to an idealized random Websurfer. We show how to efficiently
compute PageRank for large numbers of pages. And we show how to apply PageRank to search
and to user navigation.



Google

Larry Page and Sergey Brin

• The big innovation of the late 1990s is
the development of search engines,
which began with Alta Vista at DEC’s
Western Research Lab and reached its
modern pinnacle with Google, founded
by Stanford graduate students Larry
Page and Sergey Brin in 1998.

• The heart of the Google search engine
is the PageRank algorithm, which was
described in the paper you read for
today’s class, written by Larry Page,
Sergey Brin, Rajeev Motwani (who
drowned in a tragic accident in 2009),
and Terry Winograd.



The PageRank Algorithm
• The PageRank algorithm gives each page a rating of its
importance, which is a recursively defined measure whereby a
page becomes important if important pages link to it. This
definition is recursive because the importance of a page refers
back to the importance of other pages that link to it.

• One way to think about PageRank is to imagine a random surfer
on the web, following links from page to page. The page rank
of any page is roughly the probability that the random surfer
will land on a particular page. Since more links go to the
important pages, the surfer is more likely to end up there.

• The behavior of the random surfer is an example of a Markov
process, which is any random evolutionary process that depends
only of the current state of a system and not on its history.



Markov Processes
Google’s random surfer is an example of a Markov process, in
which a system moves from state to state, based on probability
information that shows the likelihood of moving from each state to
every other possible state.

A simple example of a Markov process is illustrated by this table,
which shows the likelihood of a particular weather pattern for
tomorrow given the weather for today.

What, then, is the likely weather two days from now, given that you
know what the weather looks like today?
What if you then repeat the process for ten days?

0.85 0.10 0.05

0.60 0.25 0.15

0.40 0.40 0.20

If today is

That far out, it doesn’t matter what today’s weather is.

0.81 0.13 0.06

0.72 0.18 0.10

0.66 0.22 0.12

0.77 0.14 0.07

0.77 0.14 0.07

0.77 0.14 0.07

Tomorrow will beThe day after tomorrow will beTen days from now will be



Google’s PageRank Algorithm



The PageRank Algorithm

A B

D

EC

Start with a set of pages.1.



The PageRank Algorithm

A B

D

EC

Crawl the web to determine the link structure.2.



The PageRank Algorithm
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Assign each page an initial rank of 1 / N.3.

0.2 0.2

0.2

0.20.2



The PageRank Algorithm
Successively update the rank of each page by adding up the
weight of every page that links to it divided by the number
of links emanating from the referring page.

4.

D

EC

0.2

0.20.2

• In the current example, page E
has two incoming links, one
from page C and one from
page D.

• Page C contributes 1/3 of its
current page rank to page E
because E is one of three links
from page C. Similarly, page
D offers 1/2 of its rank to E.

• The new page rank for E is

PR(E)   =  
PR(C) PR(D) 

3 2+
0.2 
3 +

0.2 
2= » 0.17



The PageRank Algorithm
If a page (such as E in the current example) has no outward
links, redistribute its rank equally among the other pages in
the graph.

5.

D

EC

0.2

0.20.2

• In this graph, 1/4 of E’s page
rank is distributed to pages A,
B, C, and D.

• The idea behind this model is
that users will keep searching
if they reach a dead end.



The PageRank Algorithm

A B

D

EC

Apply this redistribution to every page in the graph.6.

0.28 0.15

0.18

0.170.22



The PageRank Algorithm

A B

D

EC

Repeat this process until the page ranks stabilize.7.

0.26 0.17

0.17

0.160.23



The PageRank Algorithm
In practice, the PageRank algorithm adds a damping factor
at each stage to correct for the possibility that a set of pages 
has only internal links.  The PageRank paper calls this set a 
rank sink, as pictured in the following diagram:

8.



PageRank as a Two-Player Game
• One of the challenges for the designers of any search engine is
ensuring that a commercial interest can’t artificially increase its
ranking by creating many others pages whose only purpose is to
link to that company’s home page.

• Adopting the PageRank algorithm makes it harder for authors to
manipulate the system because the ranking of a page depends
on the prestige of important pages that are typically outside the
control of those who are seeking to game the system.

• Preventing users from manipulating their own web rankings is
an ongoing problem for all search engine companies. To help
ensure that the rankings remain fair, Google must keep the
details of the ranking algorithms secret and change them often
enough to outwit the would-be saboteurs.



Exercise: Quoted Word Sequences
• In the movie Enigma, Claire Romilly first meets Tom Jericho on
a train while she is solving a cryptic crossword. She muses
aloud about the clue—Roast mules go topsy-turvy—and Tom
provides the answer. immediately.



Exercise: Quoted Word Sequences
• In the movie Enigma, Claire Romilly first meets Tom Jericho on
a train while she is solving a cryptic crossword. She muses
aloud about the clue—Roast mules go topsy-turvy—and Tom
provides the answer.

• When you enter a set of search terms, Google allows you to
search for a sequence of consecutive words by enclosing those
words in quotation marks. In this example, searching for roast
or mules is useless; searching for the quoted string "roast mules"
brings the answer up immediately.

• Given that indexing all pairs of words would be prohibitively
expensive in terms of storage, how can Google make this
feature work?

• Hint: In addition to the URLs of the pages on which a search
term appears, the Google index records the position in which
that term appears.



Solution: Store Word Indices

URL
word
indexURL

word
index

Index entries for mulesIndex entries for roast

The hits for the quoted sequence "roast mules" are the ones in
which "roast" and "mules" are on the same page at consecutive
index values.

http://Dictionary.txt 71563

http://HybridAnimals.txt 1024

http://KingJamesBible.txt 26373

http://PageRankSlides.pptx 32

http://PageRankSlides.pptx 73

http://PageRankSlides.pptx 82

http://SonOfRosemary.txt 1729

http://Dictionary.txt 95681

http://JoyOfCooking.txt 21728

http://JoyOfCooking.txt 31416

http://PageRankSlides.pptx 31

http://PageRankSlides.pptx 71

http://PageRankSlides.pptx 81

http://SonOfRosemary.txt 1728



The End


