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Abstract

Graph neural networks have shown to be very powerful on node classification and
link prediction tasks across various fields ranging from healthcare to network sci-
ence. However, graph neural networks have been mostly developed on graphs that
don’t have different edge types, while in real life most networks are multi-relational
and multi-modal. (Wikidata, Google Knowledge Graph, etc.) In this work, we
extend Relational Graph Convolutional Networks (R-GCN) (Schlichtkrull et al.,
2017) such that they are more powerful and easily extendable to different kinds of
multimodal graphs. More specifically, we extend the multi-head attention calcu-
lations in Graph Attention Networks (Velickovic et al., 2017) to multi-relational
setting in order to be able to assign importance to the neighbors while doing ag-
gregation, instead of assigning fixed normalization constant to every neighbor. We
hypothesize this will improve the performance while working with high degree
nodes. We evaluate our model for node classification task on AIFB Semantic Web
dataset converted to Resource Description Framework (RDF) format, and MUTAG
molecular graph datase in RDF format against R-GCN and other baselines.

1 Introduction and Related Work

Graph Convolutional Network (GCN) architecture (Kipf and Welling, 2017) and its variations have
been shown extremely effective for link prediction and node classification tasks while working with
graph-structured network due to their ability to efficiently encode both local graph structure and
features of nodes. R-GCN has been proposed as a multi-relational version of the GCN architecture
and has shown state-of-the-art performance on standard knowledge graph completion tasks including
entity classification and link prediction. R-GCN consists of an encoder that is a relational GCN
–where aggregation is done based on relationship-specific transformations—, and a decoder that
employs tensor factorization using the simple DistMult (Yang et al., 2014) approach. The authors
also show effective regularization techniques in order not to fit to rare relationship types, introduce
a basis decomposition as a form of weight sharing between relationship transformations, and a
block-diagonal decomposition to enforce sparsity constraints. Although R-GCN is a simple extension
of the commonly used GCN model to the multi-relational setting, it is powerful to open up a new line
of work that can be applied to various real-world settings. In real world, most graphs are multi-modal
such as Wikidata, product graphs on Amazon, biological networks, document graphs and the internet
itself. In this work, we extend R-GCN to make it more powerful and easily extendable to multi-modal
graphs. Specifically, R-GCN uses fixed normalization constant for every neighboring node during
message passing in the encoder, which might be problematic for nodes of higher degree. We introduce
an attention mechanism that aims to alleviate this problem during aggregation, that draws inspiration
from Graph Attention Networks.

In Graph Attention Networks (GAT) (Velickovic et al., 2017), authors propose a multi-head attention-
based architecture for performing node classification on graph-structured data, extending Vaswani
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Figure 1: Wikidata Knowledge Graph sample.

et al. 2017’s work to graph convolutional networks. It is important to note that they use masked
self-attention such that they compute scores only for the neighbors of the node during attention
calculation. Architecture is highly efficient as it doesn’t require any costly matrix operations such as
eigen-decomposition. And, it allows for assigning different importance scores to the neighborhood of
the node while aggregation which helps the model perform better and make it more interpretable. They
compare their model to various state-of-the art graph neural network methods including GraphSAGE
(Hamilton et al. 2017), GCN, and DeepWalk, and get stronger results on the popular Cora, Pubmed,
Citeseer datasets for node classification. Overall, GAT offers a general framework that can be
extended to various applications that we also utilize in this work.

There has also been several high-impact work on exploring applications of GCNs in medicine. Zitnik
et al have proposed an architecture called Decagon to predict side effects while using multiple drugs
at the same time. Decagon is a graph convolutional network architecture for multi-relational link
prediction on a multi-modal network, where the network is composed of drug-drug, drug-protein, and
protein-protein interactions. Link prediction in this context represents predicting polypharmacy side
effects, where each side-effect is an edge of a different type between drugs. They include additional
features for nodes, when they are available. The architecture consists of an encoder that’s almost
identical to the previously described relational GCN work from Schlichtkrull et al., 2017, and a
decoder that’s nuanced based on the node type. Specifically, if edge is between two proteins or
between a protein and a drug, the decoder uses the DistMult approach. If the edge is between two
drugs, Decagon’s decoder uses a rank-d DEDICOM tensor decomposition (Papalexakis et al., 2017)
of a three-way tensor for which two modes are drugs and the third represents the side effects of drug
combinations. The formulation of the decoder allows for effective parameter-sharing through the
global side-effect parameter matrix. The model outperforms the existing state-of-the-art approaches,
including multi-relational tensor factorization (Nickel et al., 2011; Papalexakis et al., 2017) and
DeepWalk neural embeddings (Perozzi et al., 2014; Zong et al., 2017), by up to 69% and shows 20%
average gain in predictive performance with particularly better results on side effects that are known
to have strong molecular basis. Decagon is a novel approach in the context of biological applications,
and it includes very detailed analysis on its powerful results including checking for evidence in the
biomedical literature for the predicted novel polypharmacy side effects. An interesting contribution is
to use different decoding mechanisms based on the interactions between different types of nodes. In
this work, we hypothesize that using nuanced decoder formulations is a promising approach while
working with multimodal graphs, since it makes the overall model more interpretable.

In this work, our contribution will be to extend the attention-mechanism used in GAT to multi-
relational graph data for improved multi-relational reasoning, especially for high degree nodes.
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2 Datasets and Background

2.1 Datasets

We conduct an analysis on AIFB and MUTAG RDF datasets as shown in Table 1, which includes
number of entities, relations, edges and classes along with train/validation/test splits. We remove
relations that were used to create entity labels: employs and affiliation for AIFB, isMutagenic for
MUTAG, following Schlichtkrull et al., 2017.

Table 1: RDF Datasets Statistics

Dataset AIFB MUTAG

Task Transductive Transductive
Entities 8,285 23,644

Relations 45 23
Edges 29,043 74,227

Labeled 176 340
Classes 4 2

Train nodes 112 218
Validation nodes 28 54

Test nodes 28 54

2.2 Background

2.3 Graph Attention Networks

Attention has become the standard in almost all sequence tasks, and self-attention refers to the case
when attention weights are computed from a single sequence. Graph Attention Networks extends
the attention mechanism to the graph neural networks, where each node’s hidden representation is
computed through attending its neighbors following a self-attention strategy.

A single graph attentional layer is described as in the following. Input to the model is
h = {h1, h2, . . . , hN}, where hi ∈ RF and N is the number of nodes. At the output of the layer,
there are new set of node features: h′ = {h′1, h′2, . . . , h′N}, where h′i ∈ RF ′

. A shared learnable

matrix W ∈ RF
′
×F is applied to every node. αij’s represent the normalized attention coefficients

such that coefficients for different nodes are directly comparable. Note that graph structure is injected
through masked self-attention where only each node’s neighbors are factored into the attention
calculation. Concatenation is denoted by ||, and a ∈ R2F

′

is a shared attention mechanism that’s a
single layer feedforward neural network. LeakyReLU is implemented such that its negative slope
is 0.2 in all experiments. Ni shows the neighbors of node i, and the last equation describes the
multi-head attention calculations. For multi-head attention, K independent attention mechanisms
execute the calculations and their final output representations are concatenated.

αij =
exp(LeakyReLU(aT [Whi||Whj ]))∑

k∈Ni
exp(LeakyReLU(aT [Whi||Whj ]))

h
(l+1)
i = σ(

∑
j∈Ni

αijWh
(l)
j )

h
(l+1)
i = ||Kk=1σ(

∑
j∈Ni

α
(k)
ij W

(k)h
(l)
j ))

2.3.1 Relational Graph Convolutional Networks

R-GCN is defined over the multimodal graphs such that G = (V, E, R) with entities (nodes) vi ∈ V ,
relations (labeled edges) (vi, r, vj) ∈ E, where r ∈ R is a relation type. In this architecture, the
forward propagation as in the following, where h(l)i ∈ Rd is the hidden representation of node
vi at layer l. N r

i denotes the set of neighbor indices of node i under relation r ∈ R. In this
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formulation, every relation r has its own linear transformation matrix Wr, and ci,r is a task-dependent
normalization constant which is often chosen to be ci,r = 1

|N r
i |

h
(l+1)
i = σ(

∑
r∈R

∑
j∈N r

i

ci,rW
(l)
r h

(l)
j +W

(l)
0 h

(l)
i )

Note that applying the above equation leads to a large number of paremeters, especially with highly
multi-relational data. Authors propose to use basis decomposition in order to reduce model parameter
size and prevent overfitting as in the following. The number of bases B is often chosen to be much
smaller than the number of relations in the multi-relational graph. Note that in this case only the
coefficients a(l)rb depend on the relation, and V (l)

b ∈ Rd×d. Basis decomposition can be seen as
effective weight sharing between relation types.

W (l)
r =

B∑
b=1

a
(l)
rb V

(l)
b

The authors also propose using block-diagonal-decomposition for regularization where each W (l)
r is

defined as the direct sum over a set of low-dimensional matrices as in the following.

W l)
r =

B⊕
b=1

Q
(l)
br

In this case, W (l)
r are block diagonal matrices such that diag(Q(l)

1r , Q
(l)
2r , . . . , Q

(l)
Br) where Qbr ∈

R(d/B×d/B). This block-diagonal decomposition regularization can be seen as a sparsity constraint
on the weight matrices for each relation type.

3 Our Proposed Model

3.1 Architecture

Our proposed model extends R-GCN using ideas from Graph Attention network as in the following.
Here, each relationship has its own learnable weight matrix Wr ∈ RF

′
×F , and attention mechanism

which is a single-layer feed-forward neural network parameterized by ar ∈ R2F
′

. In attention
calculations to compute αij,r’s, we take the softmax over the neighborhood of the node for only
relationship r, which is denoted as N r

i . We use the basis decomposition idea that was proposed in
R-GCN paper in order to reduce model parameter size and prevent overfitting, as described in the
third equation. Multi-head attention calculation is described in the last equation.

αij,r =
exp(LeakyReLU(aTr [Wrhi||Wrhj ]))∑

k∈Nr
i
exp(LeakyReLU(aTr [Wrhi||Wrhj ]))

h
(l+1)
i = σ(

∑
r∈R

∑
j∈N r

i

αij,rW
(l)
r h

(l)
j )

W (l)
r =

B∑
b=1

a
(l)
rb V

(l)
b

h
(l+1)
i = ||Kk=1σ(

∑
r∈R

∑
j∈N r

i

αij,rW
(l)
r h

(l)
j )
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3.2 Entity Classification

We follow (Schlichtkrull et al.,2017)’s work for entity classification formulation. Specifically, we
stack layers with a softmax activation per node on the output of the last layer for semi-supervised
classification of entities. Ignoring unlabeled nodes, we minimize the following cross-entropy loss on
all labeled nodes. Note that Y is the set of labeled nodes, and h(L)

ik is the k-th entry of the network
output for the i-th labeled node. tik the corresponding ground truth label.

L = −
∑
i∈Y

K∑
k=1

tiklnh
(L)
ik

4 Experiments and Results

We utilized the Deep Graph Library (Wang et al., 2019) in our implementation of the architecture and
for retrieving both AIFB and MUTAG RDF datasets. The baselines we compare include R-GCN,
Weisfeiler-Lehman (WL) kernels (Shervashidze et al. 2011; de Vries and de Rooij 2015), and
RDF2Vec embeddings (Ristoski and Paulheim 2016).

We use the canonical test/train split from (Ristoski, de Vries, and Paulheim 2016) while conducting
the experiements on both datasets. For R-GCN, we use a 2-layer model with 16 hidden units, basis
function decomposition and train with Adam optimizer as in the original paper. We report results
both from the original paper, and our own implementation of R-GCN using Deep Graph Library. For
our own architecture, we again use a 2-layer model with basis decomposition on weight matrices
Wr and train with Adam optimizer. For experiments with both R-GCN and our own architecture, we
average the results over 10 different runs.

4.1 Baselines

4.1.1 Weisfeiler-Lehman (WL) kernels

The Weisfeiler-Lehman (WL) graph kernel for RDF counts full subtrees in the subgraph around the
instance node. This kernel has two parameters, the subgraph depth d and the number of iterations h
that determines the depth of the subtrees. (Ristoski, de Vries, and Paulheim 2016)

4.1.2 RDF2Vec embeddings

RDF2Vec adapts the language modeling approach of word2vec to RDF graphs. The authors propose
converting the graph into set of sequences (walks or paths) by leveraging local information from
graph substructures, and learning entity representations.

We report the results and the comparison with baselines in Table 2. Overall, we don’t observe any
improvements over the R-GCN architectures. On AIFB dataset, our architecture improves over our
own implementation for R-GCN, but achieves an accuracy that is less than what’s reported in the
original R-GCN paper. We speculate that this might be due to lack of extensive hyperparameter
tuning, considering our architecture introduces a lot more model parameters. On MUTAG dataset,
our architecture performs worse than both our own implementation for R-GCN and the accuracy
reported in the paper. It’s important to note that both our model and R-GCN completely memorize
MUTAG training set. Since our architecture is even more complex than R-GCN due to the attention
coefficients, we speculate that we might be overfitting and the results might not be highly meaningful.
We believe we might see the potential of our architecture in bigger datasets compared to AIFB and
MUTAG, which is left for future work.

5 Future Work

R-GCN uses DistMult for decoding while doing link prediction due to its simplicity and effectiveness.
As future work, we would like to explore using different decoding mechanisms such as in the one
in RotatE (Sun et al., 2019) for link prediction. Since RotatE has been shown to be better suited
for modeling asymmetric relations, we hypothesize this will improve the performance based on the
graphs we are working with. Another fruitful direction would be using something similar to the basis
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Table 2: Results for entity classification results in accuracy

Model AIFB MUTAG
WL 80.55 80.88

RDF2Vec 88.88 67.20
R-GCN (paper) 95.83 73.23
R-GCN (ours) 94.44 73.53

Our Model 95.75 73.05

decomposition that’s used for learnable weight matrices for the attention weights in order to prevent
overfitting to the small training sets given in the RDF datasets we used.
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