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Abstract: 

Securing enterprise data and resources from 

intruders has always been critical, however the rise 

of sophistication of attacks in recent years has 
increased the urgency to come up with better 

defense systems to protect resources from these 
attacks. One of the major data sources for 

analyzing and detecting an attack has been the 

network traffic flow data. This key source of data 

has not changed over the years however the 

methods to predict “good” vs “bad” flows have 
evolved. Several methods including flow 

classification using Support Vector Machines 

(SVM), Principal Component Analysis (PCA) of 
flows, PCA of flow entropy, Signature-based 

detection techniques to heuristic based behavioral 

analytics have been applied for detecting security 

breaches. However, this problem has not been 
studied from the perspective of information hidden 

in the resource interaction graph of data and 

resources inside an enterprise. We believe that 
there's a huge amount of information trapped in this 

resource-relationship graph. Our goal in this study 
is to analyze the above hypothesis. 

 

1. Introduction 

Security enforcement for enterprise data and 

resources has been evolving in various aspects over 

the years. Traditionally, security was enforced at 

the boundary of the enterprise data centers using 

firewalls at the perimeter. There were Intrusion 

Detection Systems (IDSs) deployed at the boundary 

of traditional Data Centers to detect known attacks 

as well as unknown anomalous flows entering the 

enterprise. However, with more than 80% of the 

attacks occurring from within the enterprise, it is 

amply clear that perimeter security does not provide 

sufficient defense from all attacks. To deal with 

this, the industry is in the process of adopting the 

“Zero-Trust Model” with the theme “Never trust, 

always verify”. With this shift in paradigm, some 

fundamental changes can be seen with respect to 

enterprise data and asset security. Traffic within the 

enterprise is treated with suspicion. All 

communications occurring between the critical 

applications, data assets and services even within an 

enterprise need to be analyzed and secured. In a 

way, micro perimeters are created for all critical 

assets within an enterprise with their own defenses 

and policies. Analysis of flows within the perimeter 

of an enterprise have become extremely critical. 

 

2. Flow Analysis Techniques: Industry’s 

Perspective 

Analysis of flows within the perimeter of an 

enterprise is used to detect intrusion, to define 

security apertures of critical resources and to 

implement resource specific firewall rules. In the 

industry, several methods have been applied to 

analyze flow data so far. These include: 

i. Rule-based approaches 

ii. Machine learning approaches 

iii. Spectral analysis of flows 

iv. Behavioral analysis of flows. 

 

In the rule-based approach, specific well-known 

services are assumed to have communication via 

their well known communication ports. e.g. DNS 

service must only have communication with all 

applications via TCP port 53 and MongoDB 

communication must occur on TCP port 27017. 

Any flow not adhering to these rules is deemed 

anomalous. This approach is reasonable on a 

smaller scale but is not scalable for many services 

and applications at a larger level. However, several 

commercially available products widely use this 

approach.  

 

Another approach that has been studied and used is 

flow classification using a one class Support Vector 

Machines [1]. This approach trains a one class SVM 

with granular flow information of “good” and “bad” 

flows. Subsequently, the trained classifier is used to 

detect anomalous flows. This approach is simple 

and scalable but has a high false positive rate. Also, 

the utility is limited to classifying flows as “good” 

or “bad”. Predicting the actual flow characteristics 

or relationships is not a key focus point.   



A deep-learning approach that has been studied and 

used employs a two-stage neural network for 

intrusion detection using flow records [2]. The first 

stage detects changes in the traffic that could 

signify an attack. The second stage classifier 

determines the type of attack. Two neural network 

structures, multilayer and radial basis function 

networks, have been evaluated in this direction. 

This approach also categorizes flows in good vs 

malicious buckets and it only depends on the 

instantaneous flow information for training and 

prediction.  

 

A flow-based anomaly detection system using 

Principle Component Analysis (PCA) is described 

in [3]. Here the flow data is hashed with a two-stage 

hash and the entropy of the hash is stored in a time-

series. This time-series data is further given to a 

PCA classifier to detect anomalies. 

 

Other approaches use behavioral analysis of flows 

to detect well known intrusion signatures. Most of 

these methods are used to classify flows however 

none of these use graph-based approaches to exploit 

the latent information of the graphs local and global 

topology along with node features to analyze and 

predict flow behavior.  

We propose to model the network flows and the 

association graph of enterprise IT resources as a 

multimodal graph G (V, E). The flow prediction 

task is given two nodes of the graph G and the task 

is to predict whether they can communicate with 

each other using a specific flow. 

 

3. Problem/Hypothesis: 

Graph G comprises of three kinds of nodes - D-

Nodes, C-Nodes and CD-Nodes. D-Nodes or Data 

nodes transfer data amongst themselves through 

different channels (flows). C-Nodes or Container 

Nodes represent groups of D-Nodes with some 

shared characteristics. CD-Nodes or 

Communication-Domain Nodes define the global 

communication patterns of D-Nodes. Each type of 

node has a set of features associated with it. 

 

D-Nodes communicate amongst each other via 

flows (defined below). These D-Nodes have a 

‘belong to’ (bt) relationship with C-Nodes. In 

different networks C-Nodes represent implicit 

behavioral characteristics of a set of D-Nodes. e.g. 

some users would put all production resources (D-

Nodes) in one type of container and put all non-

production resources in another container. While 

some others might like to make this classification 

on the basis of department, for instance, by 

classifying the Finance applications in one 

container while others in their respective 

department containers. These bt relationships have 

critical information regarding the communication 

patterns within (local to) a container. As an 

example, all production applications must use a 

specific highly available DNS service and not some 

random services running on an isolated server 

"hacked" by the development team. 

 

C-Nodes have an ‘associated to’ (at) relationship 

with CD-Nodes. CD-Nodes define the global 

communication patterns of the D-Nodes. For 

instance, the applications in test environments must 

not communicate with production databases. 

 

D-Nodes interact with other D-Nodes via flows. In 

our model, there are roughly 500 different kinds of 

relations (flows) that can be associated between 

various D-nodes. A flow is a short-lived 

communication between a source and a destination 

(D-Nodes). It is characterized by a tuple (Source, 

Destination, SourcePort, DestinationPort, 

Protocol). For our study, we are going to only 

consider (Source, Destination, DestinationPort, 

Protocol) to signify a flow. The SourcePort used by 
different applications is randomly chosen as 

opposed to characteristic DestinationPort for 

different services. For example, for an SSH service 

between two hosts; the SourcePort can be any TCP 

port but the DestinationPort needs to be ‘22’. 

  

Moreover, we are going to use an aggregated view 

of flows collected between a set of D-Nodes over a 

period of time. We are going to model all flows 

between the same Source and Destination pair 

with the same DestinationPort and Protocol 

over a period of time as one edge between the 

source and destination D-Nodes. In our model 

we have around 50k edges. Each of these 

belong to one of the 500 unique flow types 

(relationships) signified by (DestinationPort, 

Protocol) pairs. We are going to refer to these 

relationships as (rn) relationships. Figure 1 

captures the graph described above.  



 
We want to setup the problem of analyzing these 

flows as a link prediction problem. We are given the 

good flows through our network for a period of 

time. And then we are asked to give the likelihood 

of a flow (rn relation) occurring between a specific 

source and a specific destination. 

 

4. Link Prediction Approaches:  

We have analyzed several link prediction 

approaches and have created a survey of existing 

techniques, their strengths and weaknesses in light 

of the problem. Following is the summary of the 

existing work in this domain. There are four main 

classes of approaches that have been applied for 

predicting edges between nodes in a graph. They 

include:  

i. Heuristic based approaches shared 

neighbors 

ii. Spectral analysis-based approaches like 

PCA, tensor factorization and stochastic 

block models 

iii. Representative learning-based approaches 

like node2vec  

iv. End-to-end Relationship Prediction 

technique for multimodal graphs - 

Decagon. 

 

i. Heuristic Approach: 

 

In an early research of link prediction [4] on Social 

networks, several heuristic based approaches were 

analyzed. They were broadly classified into two 

classes:  

i. Content similarity-based approaches 

ii. Relationship based approaches.  

 

The two content similarity based approaches were - 

Content based and Content plus Link based 

recommendation. In Content based approach if two 

people were interested in the same content they 

were recommended to become friends. In the 

Content plus Link based approach if two people 

were interested in the same content and had a weak 

link with each other, they were recommended to 

become friends. The Similarity based approaches 

included the Friend of a friend approach and the 

SONAR approach. The friend of a friend approach 

uses the intuition that if several of your friends are 

friends with a person, the that person has a high 

chance of being your friend. The SONAR approach 

actually gathers relationship data from seven 

different sources like the org chart, publication 

system, blogging networks, wiki publications etc. 

and based on the interactions of two people 

generates a cumulative friendship recommendation 

score.  

  

The Relationship based approaches were found to 

outperform content-based approaches. Friend of a 
Friend approach was adopted by the industry for its 

simplicity and accuracy for social networks and led 

to the rise of Facebook as a dominant Social 

Network.  In order to measure closeness heuristic 

score, several approaches have been studied such as 

[5]: Graph distance, Shortest path length, Common 

neighbors, Jaccard’s coefficient, Adamic/Adar, 

Preferential attachment and PageRank.  

 

Although these approaches work well in different 

settings, no single approach works well in all. A 

study [5] was done to evaluate 20 different 

approaches and it was found that none of them was 

generalizable These methods only exploit the local 

relationship information of any network and the 

node features. We believe that for the problem at 

hand, we would be leaving a lot of information on 

the table if we were to analyze only the local 

relationship information of the network. Also, our 

hypothesis is that Common Neighbor heuristic 

would not work that well for our problem. We base 

this on the observation that in an application mesh 

(described by flows between different application 

or services) two applications consuming same 

services (DNS, DHCP etc.) does not make them 

more likely to communicate with each other. Lastly, 

we do not believe these methods would work well 

in predicting the type of relationship in a 

Figure 1: Multimodal Graph for IT resources 



multimodal setting where two nodes can have more 

than one type of relationship. They are also not built 

to predict the type of relationship between two 

nodes.  

 

ii. Spectral Analysis Approach: 

 

SpectralLink [6] approach is designed to predict 

existence of relationships between two nodes in an 

undirected graph. This is achieved by finding 

similarities between node embedding generated by 

spectral analysis of the connectivity data between 

these nodes. To generate node embedding, the first 

k eigenvectors are computed u1, …, uk for the 

graph Laplacian. The corresponding node 

embeddings are then extracted from the nxk Eigen 

Vector Matrix. Subsequently, these nodes are 

clustered into clusters C1, …, Ck using k-means 

algorithm. Also, centroids of each cluster are 

calculated. Then the similarity for each pair of 

nodes is calculated by the Bray–Curtis similarity 

measure. 

 

In addition to this approach, tensor factorization [7] 

has been used to model multimodal graphs. In this 

approach the relationships between different nodes 

is modelled as a tensor. This tensor is decomposed 

using tensor factorization schemes like RESCAL, 

DEDICOM etc. To extract useful latent information 

out of the multi-relational tensors, this information 

is further used for multimodal link prediction.  

 

All of these approaches capture latent information 

from the topology of the node, but the node features 

are not utilized. Moreover, most of these methods 

are not inductive i.e. if new nodes are added to the 

graph, the graph has to be decomposed again. 

 

iii. Graph Representation Learning Approach 

using node2vec [8]: 

 

This approach aims to efficiently map each node to 

a low dimensional vector in such a way that the 

closeness of the vectors in the n-dimensional space 

(in terms of Euclidian distance for instance) is a 

measure of similarity of the respective nodes in the 

graph. This is achieved by  

 

i. Defining an Encoder function (for mapping 

nodes to vectors)  

ii. Defining a Similarity Function (for 

mapping similarity in vector space to 

similarity in the network).  

 

The approach to defining the similarity function 

between nodes a and b is to generate biased random 

walks from a and the probability of visiting node b 

on the walk is a measure of similarity. The nodes 

are biased based on two parameters, each defining 

the extent of local exploration and depth 

exploration. The embeddings are then optimized 

using Stochastic Gradient Descent to estimate the 

most probable set of “neighbors” for a particular 

node.  

 

The approach is, however probabilistic and relies 

more on an appropriate choice of hyper-parameters 

and the associated approximation function. The 

non-topological features of neighbors are not taken 

into account. Also, while the approach performs 

well on node classification, in order to translate the 

feature vector obtained for each node to a combined 

feature vector for an edge between the two nodes, 

one has to go about one of the various strategies like 

vector concatenation /sum/average/distance/per co-

ordinate product. Empirically, this approach 

doesn’t perform well for link prediction. In 

addition, it is also non-inductive. 

 

iv. Decagon – End-to-end Link Prediction 

System for Multimodal Graphs: 

 

Decagon [9] is an approach for modeling 

polypharmacy side effects. In this paper, authors 

have modelled drug-drug interactions, drug-protein 

interactions and protein-protein interactions. Their 

goal is to predict the side effects that might occur 

when two drugs are taken together. The target side 

effects in this study ONLY include the side effects 

that can occur when the two drugs are taken 

together. They do not include the side effects that 

occur when any drug is taken in isolation and hence 

can occur when they are taken in combination with 

other drugs. We believe this is a very interesting 

aspect of this study and makes this study very 

relevant to our work. In our setup the flow between 

two resources that we are predicting has less to do 

with individual flows associated with any 

individual source or destination. It is highly 

dependent on the topological relationships between 

the source and destination of the flow. 



 

The prior work in polypharmacy side effects 

prediction area has been to predict whether any 

adverse side effect can occur when two drugs are 

taken together. The goal of Decagon is to predict 

the actual side effect that may occur when two 

drugs are taken together. This aspect of Decagon 

makes it even more relevant for our problem. The 

prior work done in our domain also targets to 

predict whether a flow occurring between two 

resources is anomalous or not. There was little work 

done in the direction of predicting the exact 

between two resources. 

 

One key observation that the authors made was that 

the drugs prescribed together tend to have more 

target proteins in common than two random 

drugs. The authors drew two key insights form 

this. Firstly, the drug to protein interaction has 

critical information about drug-drug interactions. 

Secondly, the protein-protein interaction also has 

critical information for modeling drug-drug 

interactions. Based on these insights, Decagon 

models drug-protein, protein-protein and drug-drug 

interactions. We find a parallel in these insights as 

well to our problem. In our problem, the resources 

belong to different containers and are associated 

with different communication domains. These 

containers and communication domains implicitly 

define the communication patterns (local and 

global) of the resources they are associated with. 

Moreover, there are interactions between containers 

and communication domains which would be key 

in our ability to predict data-node to data-node 

interactions.  Lastly, another key feature of 

Decagon's approach is the end-to-end task 

modelling for link prediction which, we believe, 

gives more accurate results for the task at hand.  

 

There are certain aspects of Decagon that we 

believe can be improvised depending on the 

application. One of these aspects is the depth of 

encoder GCN. We believe that more than two layers 

of encoder GCN can bring accuracy improvements, 

at least in our domain. We also believe that more 

than two interacting networks may have 

information about the link prediction task. Decagon 

models just one such interaction, i.e. the Drug-

Protein interaction and this can be enhanced. 

 

After studying the above approaches, we narrowed 

down the evaluation criterion of the link prediction 

approaches to eight key aspects. Table 1 capture our 

findings.  

 

5. Our approach: 

 

We propose to model the network flows and the 

association graph of enterprise IT resources as a 

multimodal graph. The flow prediction task is given 

two nodes of this graph and the task is to predict 

whether they communicate with each other using a 

specific flow. We plan to model this network using 

Decagon’s approach and do a comparative analysis 

using the Tensor factorization approach and Graph 

Representation Learning approach. We also intend 

to modify some aspects of Decagon to evaluate the 

effectiveness in our problem’s context. We plan to 

use synthetic data representative of a typical 

enterprise network to train the various models.  

 

6. Dataset Mapping – Tetrahedron to Decagon: 

 

We have successfully mapped the Tetrahedron 

multimodal graph described in section 3 to the 

Decagon framework. The mapping of various 

entities in Decagon vs. Tetrahedron is described in 

Table 2. Tetrahedron model has 1736 D-Nodes, 

34K D-Node to D-nodes relations falling in 847 

unique relations type buckets.  

  

Table 1: Comparative Analysis of various Link Prediction techniques 

Non-
Heuristics 

Based

Exact 
Relationship 

Prediction
Inductive

Local 
Topology 
Features

Global 
Topology 
Features

Node 
Features

Task Specific 
End-To-End 

Nature
Generalizable

Heuristic ü ü üüü üü ü üüü ü ü

Spectral üü ü ü üüü üüü ü ü üü

Node2Vec üü üü ü üüü üüü ü ü üüü

Decagon üüü üüü üüü üüü üüü üüü üüü üü



7. Machine-to-Machine Networks and Social 

Network - different yet very similar: 

In this section we analyze the structural 

properties of our machine-to-machine network 

and compare it to that of other standard network 

models. For this analysis, we compare the 

following network characteristics of five 

different networks: 

 

i. Degree Distribution 

ii. Clustering Coefficient Distribution 

iii. Connected Component Distribution 

iv. Diameter Distribution 

 

Similar to the MSN communication network 

and the PPI network, the degree distribution of 

the machine to machine network shows a 

pattern where most nodes have a small degree 

and very few nodes have a very high degree. 

(Fig: G1). This observation is in line with our 

understanding of application networks where: 

 

i. A few shared Services like DNS/Active 

Directory/DHCP are shared between all 

applications. Nodes having a high degree 

in the network represent these shared 

services.  

ii. Most of the remaining nodes represent 

application tiers. They communicate to 

other tiers in the same application stack 

e.g.  WebToAppTier, AppToDbTier etc.  

 
Comparing the connected components 

distribution, it was found that similar to other 

networks, machine-to-machine networks also 

have a massively connected component and a 

few smaller components. The largest connected 

component makes up for 80% of the nodes in 

the entire graph. This observation signifies the 

domains of highly secure assets being isolated 

from the test and development infrastructure. 

(Fig: G2) 

 
The average clustering coefficient of the 

machine-to-machine network is 0.38 which is 

reasonably high and similar to PPI and MSN’s 

network. This observation is also in line with 

our understanding that application have shared 

local and global infrastructure. This increases 

the clustering coefficient of the machine-to-

machine network. (Fig: G3). 

 

Even the diameter distribution of the machine 

to machine network is very similar to the PPI 

and MSN Communication Network.  

 

In machine-to-machine network, most nodes in 

the graph are 2-5 hops away with an average 

diameter of 3.87. This observation also tells us 

that a neural network of depth 1 or 2 is 

sufficient for our network to avoid over-

smoothing. (Fig: G4) 

 

Table 3 captures a comparative analysis of the 

various networks and their properties.  

 

8. Experimental Setup: 

 

There are two classes of techniques we analyzed:  

i. Tensor factorization  

ii. Decagon-based system for the multi-relational 

prediction task.  

Table 2: Mapping Tetrahedron to the Decagon 
Design 

Decagon Design Tetrahedron Design Tetrahedron Design 
Numbers

Drugs D-Nodes 1736
Gene C-Nodes 155

Drug-Drug Side 
effects

D-Nodes to D-Node 
flows

34K/847

Drug-Gene relation D-Node to C-Node 
Association

4310

Gene-Gene relation C-Node to C-Node 
association

1834

Average 
Degree

Path 
Length

Clustering 
Coefficient

Largest 
Connected 
Component

MSN Network 14.4 6.6 0.11 99%

Erdös-Renyi p(n-1) 8.2 8 x 10-8 (if k >1)

SmallWorld ~3 <10 ~0.5 100%

PPI network 2.9 5.8 0.12 81%

Machine-
machine 
Network

7.2 3.87 0.38 80%

Table 3: Parameters for various networks 

 



For tensor factorization we evaluated: 

i. Rescal decomposition  

ii. DEDICOM decomposition 

 

For the decagon-based system we evaluated three 

designs: 

i. Decagon design (with GCN encoder) with few 

node features  

ii. Decagon design (with GCN encoder) with all 

node features 

iii. Decagon design with GraphSAGE encoder 

 

There are four key aspects of these setups that 

distinguish them: Use of features, Encoder Design, 

Decoder Design and Optimization function. 

 

Node features in our setup correspond to the tags 

associated with nodes. These tags are given to the 

nodes for governance - security, compliance, cost, 

operations etc. Tensor factorization methods only 

rely on the relationships captured in a 3-D tensor 

and do not take into account the node features. For 

the Decagon designs we wanted to measure the 

effectiveness of node features in our dataset for 

relationship prediction. Therefore, we evaluated 

two designs, one with and one without features.  

 

Tensor factorization techniques use simple direct 

encoder, implicitly implemented in the 

factorization algorithm. Decagon based designs use 

GNN based encoders. Original Decagon design has 

a GCN based encoder. We also added a new SAGE 
encoder to the Decagon design and have captured 

our observations in the results. We have used max 

aggregator for this design. We did not modify the 

decoder design and the optimization function from 

the original design.  

 

More description about the five design aspects used 

in this experiment have been captured in Table 4. 

Fig G4. Diameter Distribution for 

machine-machine network 

Fig G3. Clustering Coefficient 

Distribution for machine-machine 

network 

 

Fig G2. Connected Components Distribution 

for machine-machine network 

Fig G1. Degree Distribution for 
machine-machine network 



 
9. Results: 

 

Out of the 847 relationships between application 

tiers, we gathered the auroc scores for all the 

methods mentioned above. These results have been 

captured in Table 5. The study found that Decagon 

(with features) design to give better results than all 

other methods. The difference of auroc values for 

Decagon with features and without features is 4% 

signifying that the tags of resources in an 

application mesh had a reasonable amount of 

information entropy in them. The GraphSAGE 

based design performs better with a small training 

set. However, the original Decagon Design with a 

GCN encoder performs better overall. We believe 

that a GAT based encoder might be a better fit for 

our application. However, we do not have the 

results from the GAT based encoder design as yet. 

 

The other intriguing observation was the fact that 

relationships with smaller training set sizes 

performed better than relationships with medium 

training set sizes. Therefore, we performed a deeper 

dive of our dataset and have presented our findings 

in the next section. 

 

10. Analysis and Insights: 

 

For further analyzing our results we divided the 

dataset into three groups of relations, in accordance 

to the IANA standard set of ports. 

 

• Well-known ports (System Ports) 0-1023 

• Registered Ports (User Ports) 1024-49151 

• Dynamic Ports (Private Ports) 49152-65535 

 

We further subdivided our observations in these 

groups based on training set sizes: 

 

• Small (Trainset < 25), 

• Medium (25 < Trainset < 125) 

• Large (Trainset > 125) 
 

When we analyzed these groups, some themes 

emerged with respect to the kind of services 

represented by these groups. The following is a 

summary of our findings: 

 

Group I: The relations with large training sets are 

typically services like SSH and HTTPS and shared 

registered services like MYSQL, DNS and DHCP 

that a lot of applications consume. They fall into the 

following three categories:  

 

• Well-known - HTTPS, SSH, DNS, DHCP 

• Registered - MYSQL, zabbitx, puppet 

• Private services - ActiveMQ was the only 

service in the private space (we did not expect 

any global service to use the dynamic ports but 

turns out ActiveMQ uses 61616 and 61617) 

 

Table 4: Key Aspects of the Experimental Designs.  

Table 5: mean auroc scores for the five experimental designs 



The auroc scores with a Decagon design with GCN 

encoder and all features have been captured in 

Figure A1. For this class of services, the mean auroc 

score was 0.96. 

 

Group II: The relations with small training sets are 

services which are local in nature. These are either 

private internal services or are registered/well-

known services consumed by a small set of 

applications e.g. mongodb is consumed by a small 

set of next-gen applications and not the older 

monolithic applications. Additionally, these 

relations also comprise of ports used by 

administrative tools such as traceroute and vtrace. 

 

These services fall into the following three 

categories:  

• Well-known: printer, NTP 

• Registered: mongodb, cassandra, hadoop, 

SNMP, traceroute, vtrace 

• Private services: Local application ports. 

 

The auroc scores with a Decagon design with GCN 

encoder and all features have been captured in 

Figure A2. For this class of services, the mean auroc 

score was 0.82 

 
Group III: The services with a medium sized 

training sets are mostly services used by security, 

network and operation administrators to manage 

applications. They fall into the following three 

categories: 

• Well known: netbios, SMTP 

• Registered: radon-HTTP, vmsvs, fileserver 

• Private services: Local application ports. 

The auroc scores with a Decagon design with GCN 

encoder and all features have been captured in 

Figure A3. For this class of services, the mean auroc 

score was 0.81 

 

 
Based on this classification we aggregated the 

(mean and median) auroc scores of the nine groups. 

The services represented by these groups We also 

labelled the services; ports being represented by 

these nine groups and their relative sizes. Based on 

this data we make the following observations: 

 

i. Prediction accuracy of relationships with large 

training sets is larger than those with medium 

and small sized training sets. This can be 

attributed to the fact that network topology, 

communication patterns and application labels 

of application tiers with similar functions are 

similar. e.g. web tier of most applications will 

communicate with the DNS and DHCP server 

and would provide HTTPS service. This 

explains how Decagon is able to predict these 

Figure A1: auroc scores for Large Datasets Figure A2: auroc scores for Small Datasets 

Figure A3: auroc scores for Medium Datasets 



relations with a high accuracy. In addition to 

this, most of these applications are hosted in the 

same zone labelled as Web Tier Applications. 

 

ii. Prediction accuracy of relationships with small 

training sets is larger than the prediction 

accuracy of relations with medium sized 

training sets. This observation was counter 

intuitive. This is because these applications 

have a common infrastructure service stack. 

For instance, new applications that consume 

mongodb are more likely to consume hadoop 

cluster services. This leads to similarity in 

communication patterns as well.  

 

Moreover, the relationships with medium sized 

training set comprises of services used by 

administrators. These services tend to be ad-

hoc in nature depending on the requirements. 

Our model did not capture nodes with 

information about these requirements and 

therefore the accuracy numbers for these 

relationships are lower. 

 

iii. The prediction accuracy of the relations with 

small training set size with registered services 

is notably lower. This is captured in Figure R1. 

This can be attributed to the fact that some of 

the relations in the small registered services are 

administrative tools and are used on an ad-hoc 

basis. We removed these services from our 

analysis and computed the mean auroc scores 

which changed from 0.81 to 0.86. (Figure R2) 

 

 

 
11. Conclusion and Future Work 

 

We presented Tetrahedron, an approach for 

predicting network flows between enterprise IT 

resources. Our approach was based on Decagon [9]. 

We modelled these network flows as a multimodal 

graph and used the end-to-end relationship 

prediction approach proposed by Decagon [9].  

  

We found that a majority (~70%) of the relations 

can be predicted with high accuracy (~80%) using 

the decagon design. The relations that could be 

predicted with high accuracy included network 

flows for shared services like DNS and DHCP, 

service tiers like web servers, application tiers 

sharing infrastructure stacks and well-known 

services like SSH, HTTPS etc. The prediction 

accuracy was low and understandably so for 

administrative tools that are used on an ad-hoc basis 

to debug/triage issues. These include network flows 

used by traceroute, vtrace, xfer and imap. 

 

Decagon design approach is suitable for modeling 

multimodal link prediction. We extended the design 

to support SAGE encoder. However, we believe 

that this approach can be enhanced further by 

supporting multiple encoder (GIN/GAT) and 

decoder designs.  

 

Lastly, based on the study, we believe that there are 

several problems centered around machine-

machine networks that can be effectively solved 

using graph-based analysis. 

  

Figure R1: auroc scores before removing ad-hoc ports 

 

Figure R2: auroc scores after removing ad-hoc ports 
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