
Link Prediction and Edge Classification
for Orphan Disease Concept Graph

Vrinda Vasavada
Department of Computer Science

Stanford University
vrindav@stanford.edu

Woodrow Wang
Department of Computer Science

Stanford University
wwang153@stanford.edu

Abstract

Orphan diseases, defined as those that affect fewer than 200,000 people annually nationwide, receive
a disproportionate amount of funding for medical research. Being able to understand the role
that orphan disease research plays in introducing new concepts to medical research is integral to
determining the scientific community’s investment strategy. If we can predict which concepts will
transform from being predominantly connected by rare disease research to the more mainstream, we
can predict the value of investing in those rare disease concepts. To this end, we first create a novel
graph dataset of medical research concepts and publications using indexed PubMed data, where each
node represents a unique concept and edges represent publications that coreference two concepts,
with rare disease publication count and regular disease publication count as edge attributes. We then
seek to create models to (1) predict whether links will likely appear at the next timestep between node
pairs and (2) classify edges as representing predominantly rare disease publications or predominantly
regular disease publications. To do so, we sample (1) node pairs and the existence of an edge at the
next timestep and (2) node pairs with an edge and whether the edge represents predominantly rare
disease publications or regular disease publications. We extract topological, attribute, and semantic
features for these two datasets. We then experiment with model complexity, using a logistic regression
model, k-layer feed-forward neural networks, and finally an LSTM. Surprisingly, we find that more
complex models do not significantly outperform simpler models and that topological features are
most crucial to our model performance. We perform ablation analysis and examine the distribution of
the most important features, as well as evaluate the marginal performance on slices of the dataset,
and hypothesize that our model achieves the maximum possible performance with the given feature
set. We frame potential future approaches for solving this problem by improving topological feature
expressivity, such as by utilizing supervised random walks and Graph Neural Networks for automatic
feature extraction.

1 Introduction and Motivation

Orphan diseases (OD) are defined by the FDA as diseases that affect fewer than 200,000 people nationwide [9]. Before
the US Orphan Drug Act of 1983, only 38 orphan drugs OD drugs had received FDA approval. The legislation
incentivized OD drug research and discovery through several measures, including seven-year market exclusivity and tax
credit equal to half of the entire development cost [9]. As of January 2017, nearly 600 OD drugs had been approved [5].

Over the years, however, OD drug discovery has contributed to an increasing percentage of healthcare costs in the
United States. Of the $460 billion spent on pharmaceutical drugs in the United States in 2016, roughly 8% percent
was spent on OD drugs [5]. Many scholars debate whether federal funding should be allocated towards OD research
[3]. One of the main questions underlying this debate is whether OD research generates a positive externality for other
disease research [3]. For example, some of the most effective treatments for coronary artery disease (a very common
disease) were first discovered while finding cures for familial hypercholesterolemia (an orphan disease) [9]. How
widespread is this phenomenon? Does OD research push the frontiers of medical research into concepts that other more
common disease research does not explore? More specifically, can we predict which concepts originally connected by
orphan disease research will become integral to common disease research? Answering this question would help guide
the scientific community’s investment strategy and ensure that we optimally allocate medical research funding.
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2 Problem Definition
We seek to solve two main problems: (1) link prediction and (2) edge classification. Given an arbitrary pair of concept
nodes u and v, we seek to predict whether an edge exists between the two nodes and its class. We first define the
temporal link prediction task as a binary classification task; specifically, with data from an arbitrary year t, we seek to
predict what concepts will be connected in year t+ 1. Among the predicted edges, we approach edge classification as a
second binary classification task, characterizing whether the edge consists of predominantly orphan disease research
papers or common disease research papers. We make our predictions in a two-step process so we can evaluate the
performance of each binary classifier individually.

3 Related Work
3.1 Orphan Disease Networks
Recent scholarship explores network structures within the set of orphan diseases and within the set of orphan disease-
causing mutant genes [9]. Zhang et al. constructs a graph of orphan diseases with “enriched” feature edges, connecting
orphan diseases that share a biological process, cellular component, mammalian phenotype, or pathway. They find that
proteins encoded by OD-causing mutant genes in the human PPI network tend to have a higher than average degree and
betweenness centrality, showing that OD-causing genes have high connectivity or serve as bridges between various OD
communities. They experiment with another form of graph structure - literature-based ODNs instead of gene-based
- by mining PubMed data in order to create a graph of orphan disease publications. The authors find that analyzing
this network helped identify relationships between diseases that did not share genes but rather have functional links or
similarities between the disease gene sets. They explore this idea as potential future work, in order to identify even more
connections between the diseases than can be traced through the genes. This paper shows that the gene graph alone
cannot capture the complexity and structure of the OD space, and that we must factor in other functional relationship
information, including citations. It motivates our graph representation, which encodes more than the genetic information
about the diseases, with nodes as unique medical concepts (diseases, proteins, techniques, etc.) and edges between
nodes based on the papers that reference both terms.

3.2 Link Prediction Using Supervised Learning
Hasan et al. [4] poses link prediction as a supervised learning problem and defines key features that are easy to compute
and shown to be effective. The authors compare the models based on accuracy, precision, recall, F-values, and squared
error. The results reveal that the SVM outperforms k-NN, multilayer perceptron and the decision tree by narrow margins
in all evaluation metrics.

The authors define a set of proximity, aggregated, and topological features as input to the models, which served as
inspiration for our features. In discussing results, the authors mention the significant improvement of the SVM over a
baseline classifier and mention dataset statistics to highlight any potential bias in the data distribution. The authors
find that the models are more often failing to predict actual links rather than predicting a non-existent link. We use this
information to guide our decision on using F1 as an evaluation metric as opposed to accuracy.

Shibata et al. [8] extends the work of Hasan et al. by examining the problem of link prediction on 5 citation networks.
The authors use 11 comprehensive features that they claim are optimal for citation networks. Topological features are
calculated by the positions within the network of node pairs: (1) number of common neighbors (2) link-based Jaccard
coefficient (3) difference in betweenness centrality (4) difference in the number of in-links (5) whether or not papers are
in the same cluster. A semantic feature is calculated by the semantic similarity between two documents in a pair: cosine
similarity of tf-idf vectors. Finally, attribute features are calculated by some relational value of the pair: (1) difference
in publication year (2) number of co-authors (3) existence of self-citation (4) whether or not published in the same
journal (5) number of times the article is cited.

Both Hasan et al. and Shibata et al. propose useful features as input to the model and and pose the link prediction
problem as a binary classification task. In the analysis of the results, Hasan et al. clearly describes the importance of
examining each evaluation metric and investigates error modes of the models. There exists extensive previous work that
provides a framework for performing link prediction using supervised learning paradigms, which we hope to extend by
examining the performance of deep neural networks and recurrent architectures. We intend to include semantic features
specific to the orphan disease domain as well.

4 Dataset and Concept Graph
4.1 Graph Creation
We are working with a dataset collected by a research team in the Stanford Health Policy program. It contains
information about all 25+ million medical publications from 1950 - 2019 from PubMed. In order to extract concepts
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Figure 1: A randomly sampled subgraph from 1997

Graph year Number of nodes Number of edges Clustering coefficient Nodes with degree 0
1997 444,649 108,373,369 0.014 297,281
2017 444,649 174,143,749 0.018 245,969

Table 1: Graph statistics for 1997 and 2017

from the text of the paper, the 2,800 most frequent English terms are filtered from the text. This ensures we are left with
terms of medical relevance, since we filter out articles, common verbs, etc. Then, using the NIH’s Unified Medical
Language System (UMLS), the remaining terms are grouped by meaning and are mapped to unique concept IDs. This
results in ∼489,000 unique concepts mapped to unique identifiers. Finally, we have a mapping for every concept ID
to the list of all publications (also mapped to a unique ID) that reference this concept and vice versa. Both of these
mappings are grouped by publication year.

In addition to this dataset, we are given a list of 114 orphan diseases compiled by medical professionals on the team.
We use this to identify rare disease publication IDs.

Given these indices, we create an undirected graph for each year from 1997 to 2017. We add a node for every concept
ID from 1997 to 2017, regardless of whether that concept “exists” or not in the year. This is because we cannot possibly
predict what new concepts will be discovered in the next year. Then, for every pair of nodes in the graph, we add an
edge based on whether a publication coreferences them. We also assign edge attributes, namely rare disease publication
count and regular publication count. Thus, we end up with two “types” of edges: rare disease and common disease
edges. We define an edge between nodes u and v as a rare disease edge if more rare disease publications coreference
concept nodes u and v than common disease publications, otherwise it is a common disease edge. Figure 1 illustrates a
random subgraph from the larger concept graph for 1997, with concept terms substituted in for the concept IDs for
visualization purposes.

4.2 Graph Statistics

Figure 2: Degree distribution of 1997 and 2017 graphs

We obtain 21 graphs for the years from 1997 to 2017. In Table 1, we see the various graph statistics for 1997 and 2017.
We notice an increase in the number of edges, which is consistent with an increase in medical research and publication
frequency on PubMed since 1997. As discussed in Section 4.1, the number of nodes is the same, since both graphs have
a node for every concept referenced in the entire time range. We see that the clustering coefficient increases slightly, but
is still fairly low. This is likely due to the large number of nodes with degree zero, representing concepts that were
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Dataset Number of examples Number of positive examples Number of negative examples
Train (1997-1998) 500,000 4,611 495,389

Validation (1998-1999) 100,000 963 99,037
Test (1999-2000) 100,000 933 99,067

Table 2: Train, validation, and test dataset summary statistics for link prediction

Dataset Number of examples Number of positive examples Number of negative examples
Train (1997-1998) 500,000 71,951 428,049

Validation (1998-1999) 100,000 14,831 85,169
Test (1999-2000) 100,000 13,553 86,447

Table 3: Train, validation, and test dataset summary statistics for edge classification

not referenced in any publications in the given year. Finally, in Figure 2, we see that the degree distribution does not
change much between the two graphs. This is notable since the graph for 2017 takes up roughly twice the space in
memory as the graph for 1997. Since their degree distributions and other statistics are fairly similar, we decide to run
our initial experiments on earlier graphs (1997 - 2000). Once we have a more robust model, we see how well our model
generalizes to more recent data from 2016-2017.

4.3 Dataset Creation and Statistics

In order to create our link prediction dataset from this graph, we randomly sample pairs of nodes from the graph for
year t with non-zero degree. This is because most zero degree nodes could represent concepts that would be discovered
in the future, which is outside the scope of our predictive capabilities. As our true labels, we record whether an edge
exists in the graph for year t+ 1. This provides a mixture of edges that disappear from the first year to the second, new
edges that appear in the second year, edges that do not exist in either year, and edges that persist.

We perform a similar procedure for our edge classification dataset. We randomly sample pairs of nodes with an edge
between them and record the type of edge. This provides a mixture of edges with a larger rare disease publication count
and those with a larger regular disease publication count.

For our training dataset, we sample 500,000 pairs of nodes from the 1997 graph, with their true labels from the 1998
graph. For the validation dataset, we sample 100,000 pairs of nodes from the 1998 graph, with their true labels from the
1999 graph. Finally, for the held-out test dataset, we sample 100,000 pairs of nodes from the 1999 graph, with their true
labels from the 2000 graph. As visible in Table 2, the dataset contains a large percentage of negative examples (i.e. no
edge exists at the next timestep between the two nodes). Similarly, in Table 3, most of the edges are regular disease
publication edges, as opposed to rare disease publication edges.

4.4 Feature Extraction
As input to our models, we start by using features for pairs of nodes similar to those mentioned in [4, 6, 8].

Topological features: We seek to encode the local structure around the pair of nodes as features to the model.

1. Adamic-Adar Score: As previous work has done [6], we use this score to measure node similarity based on shared
neighbors. Namely, the Adamic-Adar score, defined mathematically in equation 1, is the sum of the inverse log degree
centrality of the neighbors shared by two nodes. It is based on the intuition that common neighbors are more important
in predicting an edge between two nodes when the two nodes have relatively low degrees.

2. Common Neighbor Count: This feature encodes the number of shared neighbors between two nodes, which is
potentially important in predicting whether an edge appears between the two nodes due to triadic closure.

3. Source Node Degree: The node degree seeks to encode the level of connectedness of the node, as this could influence
its likelihood to expand its neighborhood in the next timestep.

4. Destination Node Degree: Similar to above, we encode the second node’s degree as well.

5. Absolute Difference in Degree: This aggregate feature could indicate the relative similarity of the two nodes and is
source and destination invariant. For example, a low degree node may be less likely to develop a connection to a high
degree node at the next timestep, or vice versa.

6. Source PageRank: This feature encodes an “importance” score for each concept. We run the algorithm for 5 iterations
until convergence (defined as ε = 1e-3).
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7. Destination PageRank: Similar to above, we encode the second node’s PageRank as well.

Attribute features: We incorporate domain-specific edge and node attributes as features to the model.

1. Rare Disease Publication Count: We encode the number of rare disease publications between the two nodes at the
previous timestep, as this potentially influences the existence of a sustained link at the next timestep.

2. Regular Disease Publication Count: Similar to above, we add a feature for the number of regular disease publications.

3. Source Concept Introduction Year: This feature encodes the year that the source node was first mentioned in a
publication from a different index in our dataset. This feature may be useful if there is a relationship between recency
of concept introduction and likelihood of link existence.

4. Destination Concept Introduction Year: Similar to above, we encode the year the destination concept was introduced.

5. Absolute Difference in Introduction Year: This encodes the difference in introduction year, since this could potentially
be indicative of the likelihood of two concepts to be connected at the next timestep.

Semantic features: In order to supplement the features extracted from graph structure, we use semantic features to
capture relationships between nodes that may be missing from the graph.

1. Concept Cosine Similarity: Due to the success of GloVe word embeddings in encoding the relationship between
words [7], we convert our source and destination node concepts to GloVe embeddings in order to compute the cosine
similarity between the vectors.

5 Models and Evaluation Metrics
5.1 Adamic-Adar Baseline
As a baseline, we adopt an approach based on the work of Adamic et al. We use the Adamic-Adar similarity metric
defined in the paper in order to compute a similarity score for each pair of nodes:

A(x, y) =
∑

u∈N(x)∩N(y)

1

log|N(u)|
(1)

where x, y are the nodes of interest and N(x), N(y) are sets of their respective neighbors [1]. With a tunable
hyperparameter threshold γ, we define our baseline prediction as

IsLink(x, y) =

{
0 A(x, y) < γ

1 A(x, y) ≥ γ (2)

Note that this baseline does not learn from the labels in the data, which we seek to improve upon with machine learning
approaches. Since there is no training involved, we perform hyperparameter tuning on γ using the training data and
evaluate on a held-out test set.

5.2 Logistic Regression
To build on top of the baseline, we use logistic regression as a model for link prediction in the orphan disease knowledge
graph. Unlike the baseline, the logistic regression model is able to learn from the labeled data and assign varying
weights to features. We use the features described in Section 4.4 as input to the model.

5.3 K-Layer Feed-Forward Neural Network
We further investigate the efficacy of using k-layer feed-forward neural networks as models, where k is a hyperparameter
which determines the network depth. We generalize the logistic regression approach to binary classification by using
multi-layer feed-forward neural networks in order to be able to model more complex functions of the initial input
features. We use ReLU non-linearities between layers and a sigmoid activation function on the output layer. Biases are
included at each layer of the network.

5.4 Long Short-Term Memory Network
In order to incorporate temporal dependencies of evolving graphs, we experiment with creating an LSTM. Motivated by
the success of Ozcan et al. [6], we hypothesize that providing a time sequence of data to the model will improve its
ability to predict and classify links. We choose to use a sequence length of 3, such that the model sees three years of
prior data before making its predictions. We experiment with concatenating either a single fully connected layer or our
best k-layer neural network to the end of the LSTM, in order to increase model expressivity.
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5.5 Evaluation Metrics
For the binary classification tasks of link prediction and edge classification, we can use precision and recall of the
positive class, as well as F1 scores to measure model performance. Since real world networks can often be sparse,
simply computing overall accuracy would not be sufficient. As mentioned in Backstrom et al., a high accuracy - but
naive - model could predict that no edges exist and achieve high overall accuracy [2]. Recall that our objective is to
predict links between medical concepts in order to guide investment strategy and ensure we optimally allocate funding.
For this purpose, precision is important because we want to ensure we are not predicting edges where they do not occur
at time t+ 1, or we might waste funding. Additionally, recall is important so that we make sure not to miss edges that
end up existing at time t+ 1, or we might overlook crucial research areas. Similarly for edge classification, we want to
ensure we are not simply classifying all edges as the majority class (regular disease publications, in this case). Thus,
since we care about both precision and recall relatively equally, F1 is our most important metric for both tasks.

With our best models for link prediction and edge classification, we see how well our model generalizes to time by
evaluating on data from 2016-2017. We also perform ablation analysis to identify the most important features. Among
the most important features, we plot the distribution of the respective feature over the dataset in order to inspect its
efficacy. We also conduct a marginal performance evaluation on specific groups of node pairs in the graph, based on
degree, to see if any type of node pair has links that are particularly hard to predict or classify.

6 Link Prediction Results

Figure 3: (Left) Accuracy, F1 score, and loss for train and validation data; (Right) Confusion matrix for test performance.
Performance measured with best model for link prediction (5-Layer NN)

Model Accuracy F1 Precision Recall BCELoss
Adamic-Adar Baseline 0.9104 0.1612 0.0880 0.9271 0.1422

Logistic Regression 0.9800 0.4086 0.2820 0.7417 0.1001
3-Layer NN 0.9917 0.5673 0.5504 0.5852 0.04372
5-Layer NN 0.9924 0.5765 0.5995 0.5552 0.04364
10-Layer NN 0.9909 0.5589 0.5083 0.6206 0.04429
20-Layer NN 0.9915 0.5651 0.5418 0.5906 0.04478

LSTM 0.9912 0.5067 0.5325 0.4834 0.05591
LSTM + 5-Layer NN 0.9922 0.5591 0.5882 0.5327 0.05247

Table 4: Link prediction model performance on held-out test set

Table 4 illustrates the performance of the various models on the link prediction task. The model with the best F1 score
is the 5-Layer NN. It has 4 hidden layers with sizes [13, 10, 10, 10]. We upweight the positive examples in computing
the binary cross-entropy loss, with the positive weight set to 3. We train this model for 100 epochs in batches of size 64
using a learning rate of 5e-5 and Adam optimizer.

Despite the fact that the later models (10-Layer NN, LSTM, etc.) are more expressive, we can see model performance
plateaus. In the spirit of Occam’s Razor, we observe that a simpler, shallow neural network slightly outperforms a more
complex, deeper one based on our features. This indicates that future gains in performance will first need to come from
enhancing the richness of our features, as it does not seem to be limited by model expressivity.

As discussed in Section 4.2, we chose to perform our experiments on smaller graphs (1997-2000), and then test whether
the models generalize to larger, more computationally expensive graphs, such as 2016-2017. In Table 5, we see that our
best model generalizes well to more recent data, as the gap in F1 scores is relatively small.
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Model Accuracy F1 Precision Recall BCELoss
5-Layer NN 0.9904 0.5216 0.4024 0.7408 0.03530

Table 5: Best link prediction model time generalization on 2016-2017 data

7 Link Prediction Analysis
7.1 Ablation Analysis

Removed feature Accuracy F1 Precision Recall BCELoss
Adamic-Adar Score 0.9931 0.2952 0.1802 0.8156 0.1393

Common Neighbor Count 0.9907 0.02321 0.7333 0.01179 0.2042
Rare Disease Publication Count 0.9924 0.5757 0.5991 0.5541 0.04365

Common Disease Publication Count 0.9924 0.5751 0.6002 0.5520 0.04383
Source Node Degree 0.9867 0.4580 0.3698 0.6013 0.09396

Destination Node Degree 0.9881 0.4299 0.3892 0.4802 0.08754
Absolute Difference in Degree 0.9842 0.3183 0.2669 0.3944 0.2950

Source Concept Introduction Year 0.9638 0.2952 0.1802 0.8156 0.1393
Destination Concept Introduction Year 0.9847 0.4533 0.3401 0.6795 0.07047

Absolute Difference in Introduction Year 0.9921 0.5722 0.5775 0.5670 0.04359
Concept Cosine Similarity 0.9923 0.5765 0.5995 0.5552 0.04363

Source PageRank 0.9924 0.5765 0.5995 0.5552 0.04364
Destination PageRank 0.9924 0.5765 0.5995 0.5552 0.04364

Table 6: Ablation analysis of best link prediction model (5-Layer Neural Network) on test set

By removing each feature from our best link prediction model (5-Layer NN), we are able to measure the model’s
reliance on each individual feature. We are focused on tracking the drop in F1 score when a feature is removed. Recall
that our best link prediction model has an F1 score of 0.58. As seen in Table 6, the removal of the Common Neighbor
Count feature lowers the F1 score to 0.023. Since this decrease in F1 score is by far the largest compared to removing
the rest of the features, our model appears to rely heavily on the Common Neighbor Count for its predictions. The
second most important feature is the Adamic-Adar Score, which has a significant decrease in F1 performance, but not
quite as dramatic as with the Common Neighbor Count feature. Note that both of these features are topological in that
they capture information about graph structure, which is important for predicting links.

7.2 Feature Distribution

Figure 4: Feature distributions of top 2 most important features for link prediction model based on ablation analysis

By using ablation analysis to examine the relative importance of each feature on our model performance, we compute
the feature distributions over our dataset to further inspect the utility of individual features. Namely, we compute
the feature distributions for the top two most important features from the ablation study. From Figure 4, we see that
the Adamic-Adar Score feature distribution has most of its negative class examples near-zero, whereas most of the
positive class is right skewed towards positive values. Likewise, the Common Neighbor Count feature distribution
follows a similar trend. This makes intuitive sense, as with these two topological features, pairs of nodes that are not
connected (negative class examples) would likely have near-zero or low Adamic-Adar scores and common neighbor
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counts, whereas pairs of nodes that are connected (positive class examples) would likely have positive values for these
features.

7.3 Marginal Performance Evaluation

Edge type # examples # positive # negative Accuracy F1 Precision Recall BCE Loss
Low, low 43,949 2 43,947 0.1000 0 0 0 0.001063

High, high 11,181 813 10,368 0.9436 0.6192 0.6078 0.6310 0.2613
Low, high 44,870 118 44,752 0.9971 0.07246 0.25 0.04237 0.03109
Table 7: Marginal link prediction performance evaluation on dataset subsets by source and destination degrees

We perform marginal performance evaluation, by slicing the dataset and measuring the performance of our model, as
seen in Table 7. We partition the dataset by defining a node as low degree if it has degree less than 500 based on the
degree distribution in Figure 2. Thus, depending on the degrees of the node pairs, we define groups of (low, low), (high,
high), and (low, high) or vice versa. As expected, there are almost no positive examples (links at the next timestep)
between two nodes with low degree. On the other hand, when both nodes have high degree, there is more likely an edge
between them at the next timestep, and the number of positive examples is larger, along with the F1, precision, and
recall. Finally, when one node has low degree and the other has high, we see that again, there are few positive edges,
and we observe our F1 is significantly lower. This illustrates that the model performance is significantly better on the
smaller subset of the data where both nodes have high degree.

8 Edge Classification Results

Figure 5: (Left) Accuracy, F1 score, and loss for train and validation data; (Right) Confusion matrix for test performance.
Performance measured with best model for edge classification (5-Layer NN)

Model Accuracy F1 Precision Recall BCELoss
Adamic-Adar Baseline 0.6028 0.3098 0.2026 0.6577 0.2203

Logistic Regression 0.7311 0.3007 0.2322 0.4265 0.8856
3-Layer NN 0.8321 0.3320 0.3602 0.3079 0.7325
5-Layer NN 0.8200 0.3503 0.3429 0.3579 0.7290
10-Layer NN 0.8285 0.3454 0.3578 0.3339 0.7260
20-Layer NN 0.8269 0.3478 0.3553 0.3407 0.7257

LSTM 0.8162 0.3393 0.3309 0.3482 0.7329
LSTM + 5-Layer NN 0.8077 0.3429 0.3193 0.3701 0.7366

Table 8: Edge classification model performance on held-out test set

As visible in Table 8, we see that similar to the link prediction task, a 5-Layer NN achieves the best performance. Again,
since the features are shared across the two tasks, this likely means that the models are limited by the expressivity of the
features, as more complex architectures do not improve performance.

We see in Table 9 that the best model generalizes well to the larger, more recent 2016-2017 graphs, actually achieving a
slightly better F1 score.
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Model Accuracy F1 Precision Recall BCELoss
5-Layer NN 0.7400 0.3613 0.2694 0.5482 0.7478

Table 9: Best edge classification model time generalization on 2016-2017 data

9 Edge Classification Analysis
9.1 Ablation Analysis
Again, we perform ablation analysis on our best edge classification model (5-Layer NN). From Table 10, we can see
Common Neighbor Count is the most important feature by a large margin in F1 score. The second most important
feature from the ablation study is Source Node Degree. We see that these top two most important features are both
topological, showing that the features capturing information about local graph structure are again the most important to
predicting the type of edge (either rare or common).

Removed feature Accuracy F1 Precision Recall BCELoss
Adamic-Adar Score 0.8506 0.3048 0.4128 0.2416 0.7285

Common Neighbor Count 0.8646 0.005727 0.5909 0.002878 0.7582
Rare Disease Publication Count 0.8260 0.3451 0.3522 0.3384 0.7281

Common Disease Publication Count 0.8261 0.3492 0.3543 0.3444 0.7260
Source Node Degree 0.7301 0.2340 0.1901 0.3042 0.9047

Destination Node Degree 0.7371 0.1763 0.1532 0.2077 1.688
Absolute Difference in Degree 0.8619 0.08493 0.4160 0.04730 3.978

Source Concept Introduction Year 0.5336 0.2944 0.1851 0.7178 0.8532
Destination Concept Introduction Year 0.6289 0.3088 0.2065 0.6116 0.8084

Absolute Difference in Introduction Year 0.8212 0.3515 0.3456 0.3576 0.7274
Concept Cosine Similarity 0.8254 0.3495 0.3531 0.3460 0.7261

Source PageRank 0.8254 0.3495 0.3531 0.3460 0.7261
Destination PageRank 0.82544 0.3495 0.3531 0.3460 0.7261

Table 10: Ablation analysis of best edge classification model (5-Layer Neural Network) on test set

9.2 Feature Distribution

Figure 6: Feature distributions of top 2 most important features for edge classification model based on ablation analysis

We plot the distribution of the two most important features for our best edge classification model in Figure 6. In the
Common Neighbor Count feature distribution, the positive class is generally higher in magnitude than the negative
class, but there is a significant overlap in the distributions. In the Source Node Degree feature distribution, we can see
an even more apparent overlap in the distribution of the positive and negative class. The more separable the features are
based on the class, the more useful the features would be in predicting the class. Thus, we can see that the large overlaps
in the feature distributions helps explain the relatively low F1 score we obtain in our best edge classification model.

9.3 Marginal Performance Evaluation
As for link prediction, we perform marginal performance evaluation for edge classification by slicing the dataset by
node degrees, visible in Table 11. We see that extremely few sampled edges are between two low degree nodes, and a
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majority of those are regular disease research paper edges. Our model likely learns a form of correlation between having
two low degree nodes and predicting that the edge is a regular disease edge, as it misclassifies the few rare disease
edges. The dataset contains a majority of examples between two high degree nodes, most of which are regular disease
edges. We see that the model performs better at this and achieves a higher F1 score. Finally, we see that the model
performs extremely poorly on classifying edges between one low degree node and one high degree node. Namely, it
misclassifies all 907 positive examples. While the number of positive examples is low by nature, since there are fewer
rare disease publications than regular disease publications, this disparity of performance based on the degree of the
nodes illustrates room for model improvement.

Edge type # examples # positive # negative Accuracy F1 Precision Recall BCE Loss
Low, low 239 12 227 0.9498 0 0 0 0.4469

High, high 85,867 12,634 73,233 0.8074 0.3619 0.3531 0.3711 0.7597
Low, high 13,894 907 12,987 0.9347 0 0 0 0.5251

Table 11: Marginal edge classification performance evaluation on dataset subsets by source and destination degrees

10 Discussion
For both link prediction and edge classification, we see that the 5-Layer Neural Network achieves maximum performance
in terms of F1 score. We see that for both of these tasks, we are limited by the expressivity of the features, as opposed
to by model expressivity. We also see that both models achieve extremely high accuracy. From Table 2, we can see the
link prediction dataset is heavily biased towards negative examples, as there are many more pairs of nodes that are not
connected by an edge than those that are connected. Thus, in order to achieve high accuracy, a naive model could simply
predict that an edge does not exist most of the time. We can similarly see from Table 3 that the edge classification
dataset is also heavily biased towards negative examples, as there are inherently more regular disease publications than
rare disease publications. We remedy this in the machine learning models by upweighting the importance of positive
examples.

Comparing the two tasks, we are able to achieve higher F1, precision, and recall on link prediction than on edge
classification. Thus, the features we have selected are more representative of whether or not a link exists at the next
timestep, as opposed to the type of link it is. This is confirmed by the feature distributions of the top two most important
features in both cases, as even the most important features for edge classification overlap significantly, as compared to
relatively disjoint feature distributions for link prediction in Figure 4 and Figure 6. In both tasks, we see that the most
important features, determined by ablation analysis, are topological features. In addition, we also see that both models
perform significantly worse on edges between two nodes of low degree and between an edge of low degree and another
with high degree. This makes sense, as we heavily rely on topological features to predict links and classify, both of
which are limited when one node or both have low degree.

From both confusion matrices in Figure 3 and Figure 5, we can see our 5-Layer Neural Network’s performance
breakdown among positive and negative classes for each task. Our model originally had a tendency to predict that no
edge exists or that the edge is of the common class, which makes sense due to the heavy dataset biases. This agrees with
the findings of Hasan et al. [4] in that our model, more often than predicting non-existent links, failed to predict actual
links. With positive weight added to the loss, we balance the tradeoff of predicting false negatives and false positives.

Based on the curves in Figure 3 and Figure 5, we see that the loss is decreasing, accuracy is increasing and F1 score is
also increasing relatively smoothly. Empirically, however, we also noticed training instability from high sensitivity to
model hyperparameters. Our model occasionally plateaued at a local optima where the F1 score was 0. As described
above, this is likely due to the dataset bias: our model attempted to maximize accuracy and minimize loss by always
predicting the negative class.

Overall, we can see a promising improvement in F1 score for both tasks by using a 5-Layer NN, with further
improvement likely to come from extracting more expressive topological features.

11 Future Work
From our error analysis of our best models, we found that the best features were topological and that our performance
was mainly limited by feature expressivity. Thus, we are interested in experimenting with Supervised Random Walks to
combine the network structure information with node and edge attributes for link prediction [2]. We initially chose to
perform manual feature extraction in order to carefully inspect the individual contribution of each feature. Due to the
importance of topological features, we are interested in exploring methods of automatic feature extraction, such as with
a Graph Neural Network [10]. Once we find models that achieve better F1 scores, we are interested in evaluating the
end-to-end link prediction and classification system and measuring its cumulative performance for our downstream task.
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