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1 Introduction

Wikipedia is an online encyclopedia containing informational articles on millions of topics. Content on
Wikipedia is written by anonymous volunteers, who collaborate from across the world to provide free, accessible
information. Each Wikipedia article has outgoing hyperlinks to other Wikipedia articles, creating a network of
related topics designed to guide the user to additional relevant information. The recent release of the high-quality
WIKILINKGRAPHS data set captures the linking structure between articles on Wikipedia in yearly snapshots from
2001 to 2018 in the 9 largest Wikipedia language editions. This opens a number of research opportunities in tem-
poral and cross-cultural analysis of the representation of information in the Wikipedia network.

A number of challenges are present when working with the WIKILINKGRAPHS data set with the goal of an-
alyzing how the representation of topics evolves over time and di�ers across culture. Nodes representing speci�c
topics are present in di�erent yearly snapshots and language editions, but the underlying graph which the node
belongs to is entirely di�erent. Many methods do not immediately extend to comparing nodes in di�erent graphs.
In this work we propose several methods for analyzing these nodes in di�erent graphs using structural properties
and node embeddings. The application of these methods will be on individual articles in the Wikipedia network,
thus investigating how the representation of speci�c topics evolve over time and di�er across culture.

We hypothesize that major events related to these controversial topics will a�ect their representation in the
Wikipedia network. These major events will cause a shift in public opinion, which will then a�ect the Wikipedia
network due to its crowd-sourced nature. We now o�er a brief introduction to the topics which will be explored
as motivation. These topics were selected due to their importance throughout time and across culture.

1.1 Immigration

Immigration and its potential link to crime, unemployment, and terrorism are highly debated topics in both
the academic and political realm. While it is often public perception that these concepts are linked, factual evidence
is contrary to this perception in many cases [1]. Crime and terror events along with political rhetoric play a role
in altering the public perception. Immigration and policy surrounding it has been, and will remain to be, a major
topic of contention globally.

1.2 Terrorism

Terrorism is carried out with the goal of eliciting reactions from the public. It has been stated that, "Terrorism
is the deliberate killing of innocent people, at random, in order to spread fear through a whole population and force
the hand of its political leaders" [2]. The strong emotional component to the issue of terrorism makes it especially
interesting to study on a platform written by the public.



1.3 Global Warming

Global warming is the long term increase in average surface temperature of the planet. There is a scienti�c
consensus that global warming not only exists, but humans are the root cause of it [3]. Still, the political debate
around the topic, fueled by inaccurate media coverage [4], has raged on over the past few years. This topic is espe-
cially intriguing to study across di�erent cultures in the Wikipedia network, given its the long standing scienti�c
consensus.

2 Related Work

The WIKILINKGRAPHS data set has nodes representing Wikipedia articles and edges representing links be-
tween Wikipedia articles. Two relevant research opportunities mentioned with its release include cross-cultural
studies and controversy mapping. The language editions included in the data set tie in cultural components from
the communities which represent each respective language. A simple application of investigating these di�erences
is presented in [5], where the PageRank scores are computed across the di�erent languages. Controversy mapping
entails scrutinizing a speci�c topical subgraph of the larger network. The data set is special in the sense that the
evolution of any topic can be investigated over time as well as across cultures.

Previous work has been done in the space of investigating topical subgraphs of the larger WIKILINKGRAPHS
data set. Markusson et al. [6] leveraged the WIKILINKGRAPHS dataset to inspect the de�nition and classi�cation
of geoengineering. Geoengineering is a large scale intervention to mitigate climate change. Two of the main sub-
�elds of geoengineering are CO2 or other greenhouse gas removal and measures to re�ect sunlight away from the
Earth. In this work, analysis of clustered topology was done mainly visually [6]. We present a more mathematical
approach with the similar goal of investigating topical subgraphs and their connection to public discourse.

3 Mathematical Background

3.1 PageRank

PageRank [7] is a link-analysis algorithm that assigns a ranking to each node of a graph based on its rela-
tive importance. The algorithm will return the stationary distribution of an adjusted random walk on the graph.
Formally, the PageRank rj of a node j ∈ N satis�es:

rj =
∑
i−→j

β
ri
di

+ (1− β)
1

N
(1)

Where di is the out-degree of node i, N is the number of nodes in the graph and β is a parameter controlling
how often a random walk is followed versus how often teleportation to a random node is followed. The iterative
process to compute PageRank r is de�ned in Algorithm 1.
Algorithm 1: PageRank Algorithm
Result: PageRank vector r
Set: roldj = 1

N ;
while

∑
j |rnewj − roldj | > ε do

∀j : r
′new
j =

∑
i−→j β

roldi
di

r′newj = 0 if in-degree of j is 0 ;

∀j : rnewj = r
′new
j +

1−
∑

j r
′new
j

N ;
rold = rnew ;

end



3.2 Node Embeddings

Node embeddings [8] are low dimensional vector representations of nodes. Nodes are encoded such that node
similarity in the graph will correspond to closer distance in the embedding space. To learn node embeddings from
a graph, a learnable encoding function and similarity function must be de�ned. Loss is then minimized, which is
de�ned to be low when:

similarity(a, b) ≈ zTa zb (2)

Where a, b ∈ N are nodes in the graph and zi is the embedding of node i.

3.2.1 Node2Vec

Node2Vec is a node embedding technique that uses SGD to optimize an objective function that maximizes the
log probability of observing a network neighborhoodNS(u) for a node u conditioned on its feature representation:

max
f

∑
uεV

[− logZu +
∑

niεNS(u)

f(ni) · f(u)] (3)

where f(u) is the feature representation of node u and Zu =
∑

vεV exp(f(u) · f(v)) is approximated by
negative sampling.

To generateNS(u) the algorithm employs a biased �xed-length second order random walk that, given a node
u, generates a neighborhood of that node by interpolating between breadth-�rst search and depth-�rst search
strategies. For our analysis we utilized a heuristic approach that substitutes the precomputed probability tables
of the 2nd order Markov Chain with binary trees to reduce the space complexity of the algorithm. This heuristic
approach is described in [9].

4 Methods

Below some of the challenges of working with the WIKILINKGRAPHS data set are addressed and methods
for analyzing topics over time and across cultures are formalized. More generally, these methods can be used to
compare nodes which represent the same information but belong to di�erent graphs.

4.1 Structural Properties

Structural changes of a node may attributed to changes in the representation of a node, changes in the graph
as a whole, or some combination of those two factors. We attempt to disambiguate the a�ects of the graph changing
as a whole with the following notions of normalized degree and normalized clustering coe�cient.

4.1.1 Degree

Degree, in degree, and out degree of an individual node can be tracked over time to see how connected an
individual article is. When a change in degree is observed, it may be due to overall changes in the graph rather
than changes in the representation of an individual concept. To combat this, the normalized degree is considered
over time. We de�ne the normalized degree, d̃i, of a node i to be its degree, di, divided by the average degree seen
in the graph, d̄. This de�nition is readily extended to in degree and out degree.

d̃i =
di
d̄

(4)

4.1.2 Clustering Coe�cient

Clustering coe�cient of an individual node can be analyzed across time and language in di�erent editions
of Wikipedia. This is a measure of how well the neighbors of a node are connected. To account for the entire
Wikipedia network changing over time, clustering coe�cient can be normalized by average clustering coe�cient



observed in the graph. We de�ne the normalized clustering coe�cient, C̃i, of a node i to be its clustering coe�cient,
Ci = 2ei

ki(ki−1) , (where ei is the number of edges between neighbors of node i and ki is the degree of node i) divided
by the average clustering coe�cient seen in the graph,C = 1

N

∑N
i=1Ci. Note that this de�nition treats the directed

graph as undirected.
C̃i =

Ci
C

(5)

4.2 PageRank

PageRank scores of a given node cannot be compared across two di�erent graphs. Indeed, PageRank scores
for a given graph G sum to 1, and there are di�erent numbers of nodes in di�erent graphs. To deal with this, we
will compare the percentiles of PageRank scores for a given node in di�erent graphs. Given a node i with ordinal
rank n and a graph G = (N,E), the ordinal rank is related to the percentile score p by:

n = dp · |N |e (6)

4.3 Node Embeddings

Node embeddings corresponding to the same node in di�erent graphs cannot be compared. This is because
the embeddings are separately optimized with respect to di�erent nodes. To address this, rather than comparing
individual node embeddings, the distance between embeddings of nodes is compared. To account for potential
deviations in encoders, this distance is centered by an approximation of the mean distance between node embed-
dings in the graph. This approximation is generated by randomly sampling 1000 pairs of nodes and averaging their
resulting Euclidean distances.

dcentered(u, v) = ||zu − zv||2 − d̄(G) (7)

Where zi is the embedding of node i and d̄(G) is the approximation of mean distance between node embed-
dings in the graph.

5 Findings

5.1 Immigration

With the ongoing Syrian civil war displacing millions, immigration has risen in importance as a debate topic.
If our hypothesis about the Wikipedia network holds true, we expect that indicators for relative importance of the
"Immigration" node will increase in all language editions. We also consider how the Wikipedia representation of
immigration changes following major relevant events.

5.1.1 Degree

In Figure 1, we observe that normalized degree increases in the "Immigration" article of all language editions
over time. The English edition article has a strikingly higher degree than all other language editions, suggesting
its representation is fundamentally di�erent than other representations. This is not due to an average degree
decreasing over time, as that value stays fairly constant in the English Wikipedia language edition. Rather, it
is due to increase in in-degree. This could be because many articles, some possibly irrelevant, are adding links
directed towards this article.

5.1.2 Clustering

An analysis of the normalized clustering coe�cient of the "Immigration" article reveals that there is a down-
ward trend in all Wikipedia languages over time, as seen in Figure 2. This is not due to an increase in average



Figure 1: Immigration article normalized degree

Figure 2: Immigration article normalized clustering coe�cient

clustering coe�cient of the graphs over time, as that value stays on the same order of magnitude. Again, this
could be because many articles, some of which are irrelevant, are adding links directed towards "Immigration",
driving the normalized clustering coe�cient down.

5.1.3 PageRank

We observe PageRank percentiles corresponding to the "Immigration" article in each language edition reach
near maximum level (over 99.8 percentile) around 2012 in Figure 3. These articles may have a low percentile score
soon after their addition to the Wikipedia network, but in subsequent years that score dramatically rises. There are
over 2 million articles in the 2018 network for each language edition shown. This metric shows that immigration
is universally an important topic, and that fact remains stable over the last decade. Note that the Polish language
edition is not included because its immigration related article, "Imigracja" is not in the network for a substantial
number of years.



Figure 3: Immigration article PageRank percentiles

5.1.4 Node Embeddings Case Study: Immigration in French vs. Russian Editions

The relation between immigration and terrorism received a great amount of media coverage in France after
2015, when more than 100 people were killed in a series of terrorist attacks. Françoise Hollande, the French presi-
dent at the time, said the attacks were an act of war by ISIL but rea�rmed France’s commitment to accept 30,000
Syrian refugees over the following two years [10]. Far-right Front National party recommended hardline security
measures such as stopping the in�ux of migrants. These two parties represent the polarized views of the French
community following the attacks.

Figure 4 shows the centralized embedding distance between immigration and three other articles: terrorism,
crime, and unemployment. It is interesting to observe that after the 2015 terrorist attacks in France, embedding
distance between immigration and these three articles decreases dramatically, dropping far below the average
embedding distance observed in the graphs. The same phenomenon is not observed in the Russian Wikipedia. No
signi�cant terrorist attacks took place in Russia in this same time frame. This suggest that the Wikipedia network
structure may have captured the emotional reaction of the French community following the terrorist attacks in
France.

5.2 Terrorism

5.2.1 Degree

In Figure 5, we observe a similar trend with the "Terrorism" article as with the "Immigration" article. All
language editions have a higher than average degree which increases over time, but the English language edition
is much greater than all others.

5.2.2 PageRank

In Figure 6, it is of note that the "Terrorism" article in the English language edition has a signi�cantly higher
PageRank percentile than all other language editions throughout the data present. The �rst observation corre-
sponds to the snapshot of the Wikipedia network on March 1st, 2002. In this snapshot, the "Terrorism" article
already has a PageRank percentile of over 97.5. This is shortly following the September 11, 2001 terrorist attacks
in the United States. Fear spread throughout the country following these deadly attacks, with surveys �nding that
44% of U.S. adults had substantial stress symptoms following the attacks, and 47% reporting that their children
feared for their own safety or safety of loved ones [11]. The importance of this topic to the English speaking



Figure 4: French and Russian immigration node embedding distances

Figure 5: Terrorism article normalized degree



Figure 6: Terrorism article PageRank percentiles

community is immediately re�ected in the Wikipedia network, whereas other language editions initially have low
PageRank percentiles for this article.

5.2.3 Node Embeddings

In the past two decades Europe has seen a spike in terrorist attacks perpetrated by Islamic extremists such
as Al Qaeda and the Islamic State. These incidents received extensive media coverage and fueled a strong political
anti-islamic political rhetoric. Meanwhile, terrorist attacks perpetrated by far right nationalists have also been
on the rise. To investigate these relationships, we compare the centered embedding distances of "Terrorism" with
"Islam" and "Ultranationalism" in the French and Spanish Wikipedia language editions in Figure 7. We found that
these embedding distances are stable around average after around 2012. Dramatic changes with "Ultranationalism"
in early years are most likely due to low integration into the network.

5.3 Global Warming

The polarizing topic of global warming has gained a great deal of public attention recently. We believe that
we may observe a decrease in distance between the global warming page and pages related to politics, as more
governments are including climate change in their agenda. Note that normalized degree and clustering coe�cient
results are omitted for global warming as their results are similar to those of "Immigration" and "Terrorism".

5.3.1 PageRank

The PageRank percentiles for the "Global Warming" articles are slightly more stochastic than previously seen
PageRank percentiles, as seen in Figure 8. Scores again converge to very high values, above the 99th percentile in
all observed language editions in 2018.

5.3.2 Node Embeddings

The distances between the "Global Warming" articles and "Liberalism" and "Conservatism" articles for several
language editions are shown in Figure 9. No consistent trend in distance was found in all language editions.
Distances oscillate closely around the average distance between embeddings found in their respective graphs. This
goes against the hypothesis that global warming being politically debated would decrease the distance between its
article and political articles.



Figure 7: Embedding distances from Global Warming to Islam and Ultranationalism

Figure 8: Global warming PageRank percentiles



Figure 9: Embedding distances from Global Warming to Liberalism and Conservatism

6 Conclusion

Normalized degree and normalized clustering coe�cient did not provide relevant information pertaining
to the evolution of topics in the Wikipedia network. It seems that over time irrelevant articles added links to
the important articles being analyzed, skewing these values. This is a potential problem when applying these
metrics to similar informational networks. PageRank percentile appears to align with expectation of relative page
importance, in particular with the "Terrorism" article. This is a promising generalization of the PageRank score to
the situation when one is dealing with multiple graphs. The results obtained with node embeddings were mixed. In
some cases, such as the French terror example presented, the structure of the Wikipedia network seemed to mirror
the change in the public perception. In others, such as the relation between Islam and terrorism and the relation
between global warming and politics, no signi�cant changes were detected, or changes did not go in the expected
direction. It remains unclear whether or not the Wikipedia network consistently re�ects changes in public opinion
following major events. In the future, to better assess the e�cacy of the methods presented, it would be interesting
to explore the trends of more topics in a systematic way. Another future direction is to explore if alternate node
embedding techniques such as GraphSAGE and DeepWalk yield similar results.

Contributions

• Pranav Bhardwaj: Implemented and ran experiments for structural properties and PageRank percentile.
Created �gures and arguments for paper.

• Vadim Piccini Yakubenko: Implemented and ran experiements for node embeddings. Created �gures and
arguments for paper.
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