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Abstract

Recently, Graph Neural Network (GNN) architectures have shown state-of-the-art
results on many network tasks, primarily because of their ability to generate node
embeddings through their recursive aggregation and transformation of a node’s
neighbours. However, both pre-training and input features have been relatively
understudied. With regards to pre-training, current understanding on the potential
generalization across tasks of GNNs is minimal. With regards to input features,
previous work on GNNs generally initialize node embeddings with the task-specific
features contained within the node and with little structural information of the node.
In this paper, we aim to address both of these problems by presenting TAGE, an
unsupervised deep learning model for learning structural node embeddings. TAGE
generates embeddings containing structural properties for each node, which are
then concatenated with task-specific feature vectors for downstream classification
tasks. These combined embeddings contain more information than the traditional
GNN inputs, and they allow for a more flexible application of pre-training than the
traditional ImageNet/BERT-style, an important consideration in graph problems
which cover a wide range of domains. We also introduce a new unsupervised
comparative loss function to encourage structural similarity in TAGE embeddings.
We experiment with TAGE embeddings on a variety of datasets and models and find
that while some manner of similarity is effectively learned, performance changes
on most models are unfortunately minimal. However, model size analyses using
TAGE embeddings indicates that TAGE can potentially reduce the number of
parameters necessary in a GNN to achieve a certain performance threshold.

1 Introduction

Machine learning on graphs has seen a recent surge in performance and usage across a variety of
domains due to improvements in deep methods. Deep methods offer a significant advantage over
traditional methods as the internal representations can aggregate information from much farther
away and represent a more expressive class of functions. However, despite recent improvements
in GNNs ([11], [16], [19]), it’s clear that GNNs rarely initialize node embeddings to include rich
structural information. Compared to natural language processing, in which words are mapped to their
semantically-rich embeddings, in graph-based tasks, task-specific features contained within the node
are often the sole input features, or worse, in the absence of task-specific features, many GNNs use
a vector of all ones or the node degree as the input feature. Thus, this approach contains at most
basic relational informational and generally fails to include much of the richer structural information
present. We think it’s possible this poor input representation forces GNNs to learn both how to



characterize node structures as well as how node structure is relevant for the specific task at the same
time. Since node structure is a commonality across all graphs, needing to learn to represent node
structure from scratch each time seems inefficient from a learning perspective as well as a potential
obstacle.

In this work, we aim to investigate whether separating the two objectives allows for either faster
convergence or improved performance. Specifically, we implement a novel approach (illustrated in
Figure 1) where we generate unsupervised node embeddings for every node, concatenate them with
node features, and use that as the input into GNNs for downstream tasks.

Our contributions are enumerated below:

• We introduce TAGE, a shallow Graph Isomorphism Network [19] architecture for learning
structural node embeddings through the use of unsupervised, generalizable loss functions.

• To the end of generating unsupervised node embeddings, we introduce a simple comparative
loss function to encourage similar embeddings between nodes with similar structural roles.

• We experiment with the TAGE pipeline in Figure 1 on a number of dataset, downstream
model, and unsupervised loss function permutations to examine the effectiveness on TAGE
in improving downstream performance.

Figure 1: Embedding generation for downstream tasks.

2 Related Work

As mentioned in the Introduction, a variety of methods have been developed and proven to generate
useful node embedding. node2vec [10] and DeepWalk [7] are notable examples. These methods
draw rely on generating node embeddings in terms of a nodes neighbors. Specifically, these methods
often define the neighborhood of a node as the nodes visited during a random walk, sometimes
parameterized to be biased towards specific behaviors such as BFS or DFS as in [10], and then
attempts to ensure a node’s embeddings are similar to its neighbors. While conceptually simple, these
methods offer are generally much better at ensuring nodes that are close to each other have similar
embeddings rather than ensuring nodes that have similar roles have similar embeddings. Thus, a
entire dimension of a node’s characteristics is usually poorly represented.

Methods do exist, however for more precisely characterizing a node’s role. Most notably, the RolX
algorithm [3] computes node features such as node degree, total number of edges in the egonet, total
number of outgoing edges from the egonet, and then recursively concatenates the node’s feature
vector with a function of its neighbors until a user-specified threshold or no new information is
added. RolX has been shown to generalize well across different graphs and produce intuitive roles,
but relies on hand-selected features. Unsupervised approaches overcome this reliance and in recent
years have shown promising results. Struct2vec [13] approximates a node’s structural properties via
a function of the node’s degree for a variety of different neighborhood sizes, creating a hierarchy
wherein larger neighborhood sizes can capture more information. The node’s structural embedding is
then computed in a similar fashion to the node2vec algorithm except a random walk is performed
over a multi-layered graph where the layers correspond to different neighborhood sizes. Compared
to embeddings generated via other methods such as node2vec, struct2vec embeddings are shown to
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improve performance on classificaiton tasks where structural information is more important. Taking
an entirely different approach, Donnat et al. [12] show that the diffusion of a spectral graph wavelet
centered at a given node is directly related to local topological properties, giving a meaningful
and theoretically driven approach for deriving structural embeddings. In particular, using real and
artificially constructed graphs, they show their approach is able to match and occasionally exceed that
of RolX’s and struct2vec’s in matching nodes to their ground truth roles without any hand-tuning.

Inspiration for our method of unsupervised node representation learning is derived from the multi-
relational in which the relationships between different entities is captured by distinct edges. In
particular, we were motivated by the triplet loss in TransE [5] which attempts to ensure that if two
entities, u, v, have a relationship l, then for a set of two other randomly chosen entities u′, v′, the
distance between u + l and v is smaller than the distance between u′ + l and v′. We believe such
an approach can extended to learning structural embeddings and give more details in the Methods
section below.

In terms of utilizing structural or pre-learned embeddings to expedite and improve GNN training
procedures, we find very little work has been conducted. Primarily, Hu et al. [20] recently introduced
several tasks for pre-training GNNs such as (1) ensuring a node’s embedding is similar to the
embedding of nodes within the surrounding context, (2) masking node features and then predicting
the values based on the node and graph structure, and (3) pre-training on domain-specific auxiliary
tasks. These tasks ensure node representations capture structural information rather than proximal,
domain-knowledge is encoded in the embeddings, and that the aggregated embeddings for nodes
are useful for graph classification as well. Combined, these ideas show promising results, giving an
average ROC-AUC improvement of 7.2% over non pre-trained GNNs. Unfortunately, however, many
of the pre-training techniques suggested require access to data from the domain or even labels on
auxiliary tasks within the domain, limiting broad applicability in the same way models trained on
ImageNet [1] or word vectors [6, 18] are used in vision and NLP, respectively.

Other areas, however, do illustrate many common themes in what causes a pre-trained model to
generalize across multiple domains. In particular, we note that [4] shows convolutional layers, when
trained on massive amounts of data, learn basic information such as shapes and colors at first before
gradually transitioning to more complex features such as faces and objects. Most approaches to
generating word vectors rely on utilizing an enormous body of text and noting the statistical co-
occurences of words to derive meaningful representations for each word [6, 18, 17], often without
consideration for what downstream task the embeddings will be used for. Thus, it seems that for a
pre-trained GNN model to generalize well across a multitude of domains, the knowledge contained
must be sufficient general and likely derived from a large amount of data. In this light, it seems the
only features that can be consistently extracted across all graphs regardless of domain are a node’s
structural features and its proximity to other nodes.

3 Methods

3.1 TAGE

As described in the introduction, TAGE is a model for generating unsupervised node embeddings. In
this section, we outline how these embeddings are used in downstream tasks, the details of the TAGE
model, and the loss functions used to measure node similarity.

3.1.1 Embedding Definition

Consider a node v in graph G with node features v and a pre-trained GNN f that generates a
low-dimensional embedding f(w|H) given node w and graph H . Then, the embedding v′ used for a
node in downstream tasks is given by v′ = concat(v, f(v|G)). f is described in the next section.

3.1.2 TAGE Architecture

The TAGE architecture is based on the Graph Isomorphism Network presented by Xu, Hu, Leskovic,
and Jegelka [19], which we will describe below. We chose this architecture because the goal of our
unsupervised node embeddings is to learn only the contextual structural information of a node within
a graph. Xu, Hu et al. provide a theoretical proof that GINs are more powerful at distinguishing graph
structures than all previous architectures, making them optimal for our goal in generating structural
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node embeddings. Unlike previously proposed GNNs, GINs use a sum over the multiset of a node’s
neighborhood instead of mean or max aggreagtors, allowing for maximum expressive power.

GINs update node representations as per the following equation from [19], where ε can be fixed or
learnable and MLP(k) is a multi-layer perceptron associated with layer k:

h(k)v = MLP(k)((1 + ε(k)) · h(k−1)v +
∑

u∈N(v)

h(k−1)u )

In our case, one layer of the MLP is batch-norm, ReLU, linear layer and we have N layers,
where N is a hyperparameter to be tuned.

Since we are training the GINs in an unsupervised manner, we use the unsupervised loss function
presented in GraphSage [14], which is as follows:

JG(zu) = − log(σ(z>u zv))−Q · Evn∼Pn(v) log(σ(z
>
u zvn))

This function outputs the loss for embedding zu of node u, "where v is a node that co-occurs near u
on fixed-length random walk, σ is the sigmoid function, Pn is a negative sampling distribution, and
Q defines the number of negative samples" [14].

3.1.3 Node2Vec Loss

To train TAGE, we needed an unsupervised loss function that isn’t dependent on the downstream task
for the sake of generalizability. The GraphSAGE paper introduced an unsupervised loss function
that encouraged nearby nodes to have similar embeddings and disparate nodes (negatively sampled
from all nodes based on degree) to have different embeddings. However, since this loss function
defines nearby nodes as nodes that are directly connected to each other, this limits the definition of
the community of a node and the resulting embedding may fail to capture structural roles. To alleviate
this problem, we decided to modify the GraphSAGE loss with the random walk algorithm presented
in the Node2Vec paper. Rather than encourage connected nodes to have similar embeddings, we
encourage nodes from the same generated Node2Vec random walk to be similar to each other. The
Node2Vec random walk employs two parameters p and q that dictate the nature of the random walks
generated. A low value of p encourages the random walk to backtrack during exploration, leading
to a more BFS-like random walk, and vice versa. A low value of q discourages the random walk to
visit nodes that are close to the previous node, leading to a more DFS-like random walk. By tuning p
and q, we can alter the definition of a neighborhood for a node and encourage the algorithm to learn
embeddings that correspond to either homophily or structural equivalence. [10]

3.1.4 Comparative Loss

As noted in the related works section, methods that depend on random walks will inherently always
be biased towards suggesting nearby nodes are similar. Thus, we were motivated to try and derive our
own loss based on the work in TransE and the configuration model from the motifs and structural roles
lecture so that nodes with similar local structures would also have similar embeddings. Specifically,
given a graph G, we select two edges in G and swap their endpoints if no self-loops are created and
no multi-edges are created. We do so some N times and obtain a new graph G’.

To derive a loss that encourages embedding nodes with similar structural roles close together, we
create two graphs from the original graph G:Gsimilar andGdissimilar whereNsimilar < Ndissimilar.
Thus, Gsimilar has more edges swapped than Gdissimilar and is more likely to be similar to the
original graph G. We compute the loss then as

∑
Ni∈V

[dist (f(Ni|G), f(Ni|Gsimilar))− dist (f(Ni|G), f(Ni|Gdissimilar)) + γ]+

where γ is a margin, f is the embedding function, andNi is the ith node in the graph G. Intuitively, we
expect nodes to keep most of their local structure in Gsimilar and less in Gdissimilar. Thus, we want
the embeddings for every node in G to be closer to those in Gsimilar than to those in Gdissimilar.

For our experiments, we use the cosine distance function, γ = .5, and f is defined as in 3.1.2.
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3.2 Downstream Tasks

In addition to the aforementioned GIN (with a supervised loss function), we use/will use the following
GNN architectures for downstream node classification tasks.

3.2.1 Graph Convolutional Network

Graph convolutional networks (GCNs) are shallow architectures that have proven effective for
node/graph classification; the propagation rule for every layer in a GCN is as follows [11]:

H(l+1) = σ(D̃−
1
2 ÃD̃−

1
2H(l)W (l))

where Ã is the adjacency matrix of the graph, modified to add self-connections, D̃ii =
∑

j Ãij , and
H(l) and W (l) are layer-specific activations and weights, respectively. σ in this equation represents
any non-linearity; for node classification, the final layer is softmax. Additionally, it is useful to note
that D̃−

1
2 ÃD̃−

1
2 can be calculated initially based on the graph, and thus those matrix multiplications

can be pre-processed.

3.2.2 GraphSage

GraphSAGE is a model that can be used for effective representation learning on graphs based on the
node feature information (which is defined in 3.1.1). While the exact algorithm of GCN requires
the entire graph Laplacian to be known during training, limiting its application to transductive
tasks, GraphSAGE can be applied to both transductive and inductive tasks. We do not provide the
algorithmic details here, but GraphSAGE uses a series of trained aggregator functions (mean, LSTM,
and max pooling, the choice is a hyperparameter) to iteratively update node embeddings based on a
node’s neighborhood. These node embeddings can then be used for graph tasks by simply adding a
classification component to the model; the original paper uses logistic regression, for example. In
this case, we use cross-entropy loss, not the unsupervised GraphSAGE loss mentioned in 3.1.3, as
the downstream tasks operate on labelled training data [14].

3.2.3 Graph Attention Network

Graph attention networks (GATs) are GNNs that use the concept of self-attention that generally
operates well on sequences (commonly in natural language processing). They stack graph attentional
layers, which takes in a set of node features and outputs a (potentially different size) set of node
features. The layer does so by computing masked attention over the nodes j in a neighborhood of the
node i in question and using those attention values as coefficients for a linear combination for the
output node representations. The attention calculation is as follows: [16]

αij = softmax(LeakyReLU(a>[concat(Whi,Whj)]))

with LeakyReLU having a slope of 0.2, a being a trainable weight vector, W being a trainable weight
matrix, and hi representing the features for node i. Much like in natural language processing, multi-
head self-attention proved prudent in stabilizing the GAT learning process. Multi-head self-attention
simply computes multiple independent attention coefficients and uses them for the output. [15] Using
attention and assigning coefficients to nodes of a neighborhood allows the GAT to decide which
nodes are the most important and thus should be most influential in the embedding calculations,
rather than assuming importance based on degree (GCN) or weighting them equally (GraphSAGE
with mean aggregator).

3.3 TAGE-Downstream Pipeline

To test if our pre-training method works effectively in improving metrics on downstream tasks, we
load a pre-trained TAGE model as our embedder. As illustrated in Figure 1, the forward pass through
a GNN using TAGE as the embedder is conducted as follows:
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Dataset Task Network Graphs Nodes Edges Classes Features
ENZYMES Graph class Proteins 600 32.63 62.14 6 18
PUBMED Node class Citation 1 19,717 44,338 3 500
CORAFULL Node class Citation 1 19,793 65,311 70 8,710

Table 1: Dataset statistics. For ENZYMES, a graph classification dataset, the number of nodes and
edges are an average over all the graphs in the dataset.

1. Feed the graph to the pre-trained TAGE model. It outputs unsupervised node embeddings of
size d, where d is a hyperparameter representing the size of the last layer of TAGE (ranging
from 24 to 29).

2. Concatenate a node’s embedding with a node’s task-specific features (for example, a bag of
words vector or a vector of atomic properties) to form v′, as in 3.1.1.

3. Use v′ as nodes’ inputs to a graph model (GAT, GCN, and GraphSAGE in this paper) and
train on a downstream task normally.

As we keep the weights of TAGE fixed, our embedder is not trainable and only the downstream model
is updated upon backpropagation. Because this pipeline involves numerous permutations of possible
TAGE configurations, downstream model configurations, and datasets, hyperparameter tuning was
time-intensive; the process is detailed in 4.2.

4 Experiments

To test the usefulness of TAGE-generated embeddings in downstream tasks, we apply the pipeline
illustrated in Figure 1 to a variety of downstream model/dataset permutations.

4.1 Datasets

In order to more objectively understand the impact of using pre-trained embeddings, we chose several
commonly used datasets with several existing baselines. Details are given in Table 1.

4.2 Experimental Set-Up

For each dataset D ∈ {ENZYMES, PUBMED, CORAFULL}, we perform the following experiment
with each model type M ∈ {GAT, GCN, GraphSAGE} and embedding loss L ∈ {node2vec,
comparative}:

1. Train M on the dataset D to obtain a baseline level of performance
2. Train a TAGE model T with loss L on dataset D
3. Train a new model M ′ that uses the TAGE embeddings from T on the dataset D to measure

the effect of pre-trained embeddings

To hyper-parameter tune the baseline models, we use the random search algorithm as described in [2]
which has been shown to match the performance of grid search in significantly less time. We tune
over number of hidden layers, dimension of the hidden layers, dropout, learning rate, and number of
heads in the case of GAT. We then use these hyper-parameters when training model M ′ in Step 3.

To validate and choose the TAGE model T , we again apply the random search algorithm in training
T and then measure the effect of T on M ′ on the downstream task. We choose the TAGE model T
such that the result of M ′ are most improved from that of M , as opposed to choosing T with the
lowest total embedding loss on D (we found that embedding loss on D had little to no correlation
with improving downstream performance). Notably, however, training this many models across as
many datasets requires a significant amount of time. Thus, we were only able to validate our TAGE
models on CORAFULL and PUBMED, and we use the hyper-parameters for TAGE discovered there
for ENZYMES as well.
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GAT GCN GraphSAGE
ENZ PUB COR ENZ PUB COR ENZ PUB COR

Without TAGE .31 .86 .67 .26 .55 .69 .29 .87 .68
With TAGE-Node2Vec .24 .752 .65 .28 .60 .69 .27 .87 .65

With TAGE-COMP .33 .86 .68 .24 .79 .65 .21 .87 .68

Table 2: Best validation accuracies on ENZYMES, PUBMED, and CORAFULL for all downstream
models with and without different TAGE embedding styles.

In all cases, when used as an embedder, the TAGE weights are left frozen in order to keep model
complexity similar across the experiments.

4.3 Results

We give analysis of TAGE’s effect on performance in 4.3.1, TAGE’s effect on other aspects of the
training process in 4.3.2, and qualitative analysis of the embeddings in 4.3.3.

4.3.1 Does TAGE Improve Performance?

We give the results of the experiments described in 4.2 in Table 2.

Notably, we see that including TAGE does marginally improve performance in three of nine ex-
periments and significantly improves performance for GCN on the PUBMED dataset. In addition,
we see that of the four experiments in which TAGE improves performance, three of those use our
comparative loss method.

Otherwise, we unfortunately see little change in performance from the baseline models and in
some cases we see TAGE actually decreases performance, possibly a result of overfitting due to
the increased parameters in the input layer. Though disappointing, this is largely expected; TAGE
relies solely on the graph structure and thus adds no new information. That the performance does not
change with these pre-processed embeddings seems to argue that GNNs are capable of learning both
graph structure as well as task-specific features jointly without problem.

4.3.2 What does TAGE Improve?

Figure 2: Measuring the effects of TAGE on model size.

Because pre-training models may have other effects on the performance, we decided to explore the
effects of TAGE on models of different size. In Figure 2, we trained three GraphSAGE models on
the ENZYMES dataset. The graph on the left shows training loss and the graph on the right shows
validation accuracy. The large GraphSAGE model has 3 layers with 128 hidden dimensions each,
corresponding to the best set of hyperparameters we found for GraphSAGE during our previous
hyperparameter search. The small GraphSAGE model consists of 2 layers with 32 hidden dimensions
each. The small GraphSAGE model with TAGE also has 2 hidden layers with 32 hidden dimensions
each, but it uses a TAGE embedder pre-trained on the CoraFull and PubMed datasets. As evident in
the validation accuracy graph, we can see that adding TAGE to a downstream model with significantly
less parameters allows it to perform just as well as a larger downstream model. The training loss
also supports the notion that TAGE embeddings increases the expressive power of the models. Thus,
TAGE is potentially helpful in reducing model size and the number of parameters needed during
training.
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4.3.3 Qualitative Analysis of the Embeddings

Figure 3: TAGE embedding analysis on the original Cora dataset (subset of CORAFULL). Plot (a) is
the original Cora graph, while plots (b)-(d) are t-SNE visualizations of TAGE embeddings on Cora.
Plot (b) used TAGE with the comparative loss function and was trained on PUBMED. Plot (c) used
TAGE with the node2vec loss function and was trained on PUBMED and CORAFULL, with a high p
value. Plot (d) has the same parameters as (c), except with a low value for p.

To further analyze the efficacy of our structural node embedding generation, we used t-SNE dimen-
sionality reduction to visualize our embeddings in a 2-D space in Figure 3. All plots use the CORA
dataset, which is a subset of CORAFULL consisting of 2,708 nodes (with 7 possible classes) and
5,429 edges; the color of a point represents that node’s label. Plot (a) depicts the original CORA graph.
As we can see from plots (b)-(d), the loss function for TAGE changes the embedding generation
significantly.

In plot (b), the comparative loss function generates three main clusters of embeddings that appear
almost linearly separable; other plots we generated using the comparative loss demonstrated a similar
pattern. These clusters spread over nearly the entirety of the 2-D t-SNE space, indicating that
embeddings using the comparative loss cover a large swath of the dimensional space.

In plot (c), node2vec with a high value for p separates nodes into seven very distinct clusters. Notably,
the CORA dataset contains seven classes, so it is interesting to see the embeddings separated in
this manner. As demonstrated in the paper proposing node2vec, a high value of p corresponds to
homophily and learning network communities [9]. In plot (a), though, nodes with the same label are
not necessarily in the same community; most colors are spread throughout the graph, except for the
black nodes which are relatively clustered.

In plot (d), node2vec with a low value of p separates nodes into less distinct clusters. There are
numerous variously sized circles of node embeddings, but also significant overlap without clear
separability between many clusters. A lower p value corresponds to learning structural roles in a
network [9]; thus, it makes sense that the clusters are not as distinct as communities would be.

Unfortunately, qualitative analysis of the t-SNE plots presents a flaw with the embeddings; they may
be able to learn structure effectively, even being trained on different datasets, but these embeddings
do not correlated with node labels. This is illustrated by the variety of node colors in each cluster
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of embeddings. Thus, it is possibly the case that the notions of structure we learn in TAGE are not
highly relevant to node classification in real-world networks (at least in citation networks). This
would explain the insignificant performance changes from using TAGE embeddings on downstream
CORA models; not only are CORA node features much higher in dimension than TAGE embeddings,
but TAGE embeddings with these loss functions do not correspond to a node’s classification. The
disparity between the clusters of embeddings in plots (b)-(d) indicate the importance of the loss
function in generating embeddings and present an opportunity for future exploration.

5 Conclusion

In this paper, we’ve presented a novel formulation for node feature inputs into GNNs as well as
a new unsupervised loss function for learning structural node embeddings. We find that using the
embeddings as input features does improve performance in some cases, and we find that using TAGE
features allows us to use a smaller downstream model and achieve the same performance, potentially
reducing training time significantly. However, we’re unsure how much useful structural information
is contained with the embeddings based on t-SNE plots of the CORA dataset. Further exploration is
necessary into the potential application of pre-training to machine learning on graphs.

5.1 Future Work

• Pre-train TAGE on a significantly larger, task-agnostic, multi-domain dataset and exper-
iment to see if these embeddings are generalizable. This approach parallels pre-training
approaches in other deep learning fields (such as ImageNet for computer vision [8] or
Wikipedia/BooksCorpus in pretraining BERT for NLP [17]).
• Experiment with embedding size; dimensionality reduction techniques such as principal

component analysis (PCA) could be useful in datasets such as CORAFULL with a large
number of node features. Additionally, increasing TAGE embedding size could help, though
this would make the concatenated node embedding quite large.

• Use traditional feature extraction techniques such as RolX as the initial node representations
to have a fail-safe way of examining the impact of better initial node representations.

• Conduct further analysis on how different loss functions affect TAGE embeddings.
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Appendix

5.2 Hyperparameters

As mentioned in 4.2, we use random search to find optimal hyper-parameters for each of the model-task
combinations, and we give the values used in the tables below.

GAT GCN GraphSAGE
ENZ PUB COR ENZ PUB COR ENZ PUB COR

Dropout .5 0 0 .48 0.06 0.14 0.08 0.26 0.074
Num Layers 3 3 3 3 1 3 3 2 1

Hidden Dim Size 32 32 32 256 512 256 128 512 128
Learning Rate 0.001 0.01 0.01 1.809 1.88E-04 0.0192 2.14E-05 3.66E-04 6.07E-05

Number of Heads 2 2 2 N/A N/A N/A N/A N/A N/A

Table 3: Optimal hyperparameters found when used to train downstream models which give perfor-
mances for "Without TAGE" models in Table 2.

GAT GCN GraphSAGE
ENZ PUB COR ENZ PUB COR ENZ PUB COR

Learning Rate 2.23E-06 1.21E-05 1.00E-05 6.40E-06 4.85E-06 6.40E-06 2.23E-06 1.21E-05 5.14E-06
Dropout 0.28 0.456 0.362 0.304 0.133 0.304 0.28 0.456 0.362

Num Layers 2 5 3 4 4 4 2 5 4
MLP Num Layers 4 3 2 4 4 4 4 3 3

Hidden Dim 256 128 128 256 512 256 256 128 64
p 1.46 1.84 2.69 2.483 0.646 2.483 1.46 1.84 2.11
q 1 1 1 1 1 1 1 1 1

Table 4: Optimal hyperparameters found for TAGE models trained with the node2vec loss. We keep
q constant here as a mistake. These hyperparameters correspond to those used for the TAGE model
in the "With TAGE-Node2Vec" performances in Table 2.

GAT GCN GraphSAGE
ENZ PUB COR ENZ PUB COR ENZ PUB COR

Learning Rate 1.30E-06 0.0002 0.0008 0.0008 0.0008 0.0008 0.0375 0.0375 0.0009
Dropout 0.47 0.387 0.394 0.394 0.394 0.394 0.2921 0.2921 0.395

Num Layers 5 5 5 5 5 5 3 3 5
MLP Num Layers 2 2 3 3 3 3 2 2 2

Hidden Dim 512 512 64 64 64 64 64 64 64
p 0.07 0.088 0.055 0.055 0.055 0.055 0.077 0.077 0.055
q 0.165 0.1939 0.11 0.11 0.11 0.11 0.134 0.134 0.111

Table 5: Optimal hyperparameters found for TAGE models trained with the comparative loss. p
and q here correspond to the fraction of the total number of edges we flip. Due to time constraints,
we unfortuntely weren’t able to run all experiments, and so many of these columns are duplicants.
These hyperparameters correspond to those used for the TAGE model in the "With TAGE-COMP"
performances in Table 2.
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