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ABSTRACT
Success of social network and social groups has been an
interesting topic to many researchers. Motivated by the com-
prehensive and feature-rich Meetup dataset, we want to un-
derstand the changes in popularity of different groups or
topics over various periods of time, and be able to tell stories
about trends of topics over the timeline. To achieve this task,
previous work has focused on using basic and augmented
entity features, e.g. user location, event time, etc, for the
prediction task. In this paper, we propose several models
that relies on graphs. Our results show that the addition of
various graph-based features improves the accuracy of pre-
dictions by a significant amount. We find a way to quantify
and measure the success of groups over time, and develop
machine learning models to make early predictions on the
future success of these groups. In the end, we will bring in
external information such as Google Trends to help us make
sense of the patterns and trends we found in our predictions.
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1 INTRODUCTION
Meetup is an online event-based social network where users
can join groups and attend events based on their interests.
The rapid growth and increase in popularity in this online
platform provide a means for people to distribute and ex-
change information within groups of similar interests via
various events. It is important that we understand the rea-
sons behind the gain and decline in popularity of certain
groups and topics on such a social platform. We may then
use this information to build better recommendation systems,
and to help identify fraudsters on the platform to prevent the
widespread of fake information. Understanding and making
early predictions on future success of Meetup groups also
offer us valuable insights into ways to improve event host-
ing and give us an overall picture of trends of evolution of
different online to offline social groups.
Naturally, people associate group success to the specific

characteristics of events that the group hosts, such as event
topics, event locations and event time, and the social profile
of speakers and hosts. But more so, the success of a social
network or group is dependent upon every single member

who attended the event. These members are important “in-
formation propagators” who could bring information they
absorbed from one event to another.
Our goal is to develop models to trace and predict the

growth and success of groups on an event-based social net-
work, like Meetup.com, using network structures. We pro-
pose several ways of formulating graphs, and present our
results for the different experiments.

Previous work
Pramanik et al [1], presented several metrics to quantify
the success of Meetup groups, and presented early predic-
tions they made on group success over time using four basic
machine learning algorithms. The four different algorithms:
Naive Bayes, Support Vector Machine, Decision Tree and
Logistic Regression each yields better performance on differ-
ent category groups extracted from the dataset. An overall
accuracy of 70% to 80% could be reached by the algorithms.
Logistic regression was defined as the most suitable model
for the task.
Another piece of work done by Justin et al [2] also in-

spired directions for our research. The paper studies large
cascades formed on social media platforms such as twitter
and facebook where users reposts or reshares other people’s
content with their own friends or followers. The authors
developed a framework to address the cascade prediction
problems using temporal and structural features of the net-
work formed using sharing/resharing information extracted
from the social network.
The third piece of work [3] proposed a recurrent neu-

ral network model that can model sequential interactions
between users and items/products through an embedding
trajectory, and estimate the future embedding trajectory of
the user/item. The proposed model outperforms state-of-the-
art models significantly in both future interaction prediction
and state change prediction tasks.

Present work
Our research aims to address a similar problem as described
in [1]: predicting group success in Meetup. The methods pre-
sented and evaluated by Parmanik et al has a few limitations
since they only consider simple features of events and users
during the training process and when making predictions.
Inspired by [2], we form graphs for each Meetup group based



on information extracted from its events and event atten-
dees. In this way, we can capture interactions between event
attendees and relationships between group members using
structural properties of the graph. We can also capture the
evolution of groups using the changes in graph structures
over different periods of times. Although an opponent could
reason that a participant of an event may not necessarily
interact with every other participant in the same event, our
analysis will show that the our problem statement is not
trivial and that our models performs very well based on this
simple assumption.

In the rest of this paper, we propose a new way to address
the group success prediction problem using graph structures
and properties. The remaining sections of the paper is orga-
nized as follows. In section 2, we perform a comprehensive
analysis of our dataset, including our data collection process,
and the major components of the data. We provide some in-
sights from data aggregation and present several interactive
visualizations of the Meetup dataset in section 3, answering
basic questions such as what is the geographical distribu-
tion and size of Meetup groups, what is the total number
of groups that have been created in each year. In section
4, we present the main problem statement and in section 5,
models we plan to build to solve the problem. An evaluation
is done in section 6 to compare our results with that from
the baseline. We conclude in section 7.

2 DATASET
Data Collection
We found a dataset from meetup.com that is publicly avail-
able on Kaggle.com. Data was fetched by researchers using
Meetup’s public API and was stored in AWS MySQL data-
base. Data is filtered to include only 3 cities’ information
(New York, San Francisco, Chicago). The data covers 1087923
users with 16330 groups, and it also contains 5801 events
that are related to 341 interest groups. The existing dataset
tells us about the relationships between users and groups
(i.e. what are all the groups that a user belongs to) and the
relationships between groups and events (i.e. which group
hosted the event).
Unfortunately, the dataset does not include information

that links users to events (i.e. what are the events that the
user attended), which is crucial to our analysis. Thus, we
decided to perform additional data collection for events data
using the same Meetup public API.

We developed a crawler that queries Meetups public API
for data for the same set of cities listed above. We first per-
formed data collection over a smaller time window for ex-
periments. We then continued to crawl data over a longer

period of time. We have also performed data analysis on the
available dataset and ensured data validity.

To get the missing user-event data we want, we first sam-
pled events from all groups to identify a set of groups with
public attendee information and non-trivial number of events
and average RSVPs. We then crawled all the events for that
group over one year starting from its creation date. For the
final results, we sampled N = 1850 groups, with a total of
53,000 events and 600,000 attendee records.
Together with the details and rich features of groups,

events and users that already exists in the Kaggle dataset, we
can develop many non-trivials insights and predictions and
have high confidence in our study of this Meetup dataset.

Using the Dataset
We focus on three major components of the dataset.

(1) Members join Groups: Groups on Meetup represent
communities of members with similar interests. It can
be cat lovers, firefighters, engineers without borders,
etc. Groups and events are suggested to users based
on location, previous interests, etc. In Meetup, if a user
wants to attend an event, they will need to join the
group that hosts the event first. It has been observed
that a large number of users join a group before an
event (Pramanik et al 2016).

(2) Group schedules Event:While groups represent com-
munities of similar interests, events represent actual
real-life gatherings. Group owners can create an event
and specify event details such as title, date, time, lo-
cation, description, etc. When the group owner “an-
nounces” the event, the event will be shared with all
members of the group.

(3) User attends Event: Users can attend an event that
is hosted by or not by the group they are a member
of. Prior to the event, users can RSVP to the event by
choosing from “Yes”, “Maybe” or “No”. Since the actual
list of attendees that are physically present at an event
is not available to us, we choose to consider event at-
tendees as users who RSVPed “Yes” to the event. We
will show in our analysis later that this assumption
largely simplifies our data collection process, and it
works very well on the prediction tasks we are per-
forming.

3 DATA ANALYSIS
We dive deeper into the datasets by visualizing our data
with the kepler.gl framework. here we have the interactive
spatio-temporal visualization of groups, events and members.
Figure 1 shows that Meetup groups in our dataset are mainly
located in three cities: San Francisco, Chicago and New York.
The size of each point in Figure 1 indicates the total number
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Figure 1: Visualization of groups

Figure 2: Visualization of events

Figure 3: Visualization of members

of members in each group. The graph shows that groups
with a larger number of members have a higher probability
of being in the center of the city.
Figure 2 shows the geographical distribution of events.

Edges in this event network indicate connections between
events and the corresponding group that organizes the event.
We see from the graph that groups often host their events at
different locations within the city.

Figure 3 is a visualization of the locations of users in the
dataset. Edges in this member network links locations of
users to locations of groups that they belong to. The cross-
state links between groups and their members reveal the
widespreadness of user activities and interests in the network.
That is, many users travel to attend events, which makes
sense because people often travel to attend conferences and
different types of events.

The interactive visualizations are linked here for groups 1

and for events 2.

4 PREDICTING GROUP SUCCESS
In this section, we illustrate the framework we developed for
making predictions on group success/popularity. As a first
step, we introduce the metrics we used to measure group
success, we then present a set of features that we used for
training and predictions. To ensure our problem is not trivial,
we found that the average number of participants per event
is around 15, and the average number of events ever hosted
by a Meetup group is around 11.

Metrics
For fair evaluation of our model, we experimented with the
same set of four metrics that are presented by Pramanik et al
to quantify our task. In our experiment, we focus on measur-
ing the popularity of a group using information from event
attendance, i.e. whether members within the group/outside
of the group attend events hosted by the group. For a group
д organizing events e1, e2, . . . , ek at times t1, t2, . . . , tk , the
candidate metrics are mathematically defined as follows:

(1) Average event attendance at tk ,Ek =
∑k
i=1 ei ,H
k where

ei ,H is the "headcount" of event ei .
(2) Event attendance growth rate at tk ,

Eд =

∑k
i=2 ei ,H−ei−1,H

ei−1,H

k − 1
In our experiments, we compute the metrics for the value k =
4. We reduce our problem to a binary classification problem
by labeling each group as "successful" or "unsuccessful" using
a threshold for the chosen metrics.

Features
Basic features: rating of event, cost of event, interest topic
similarities between group and it’s members, interest topic
similarities between members within the same group, per-
centage rsvps(and rsvp yes) of event among group members,
etc.
1https://kepler.gl/demo/map?mapUrl=https://dl.dropboxusercontent.com/
s/s7uhjuewmic2f8w/keplergl_fggezba.json
2https://kepler.gl/demo/map?mapUrl=https://dl.dropboxusercontent.com/
s/30v9590irb6sp7e/keplergl_1u0s8dj.json
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Temporal features: timestamp when a user joins a group and
rsvps to an event, day of week on which an event occurs,
time of day at which an event occurs, duration of an event,
etc.

Spatial features: average distance between event venue and
group members, average distance between group members,
distance between group and event venue, etc.

Graph structural features: number of nodes, number of edges,
average node degrees, average clustering coefficients, diam-
eter, number of triangles, etc.

Bipartite graph features: density, latapy clustering, robins
alexander clustering, closeness centrality, degree centrality,
betweenness centrality, etc.

Graph formulations
We define several ways to formulate graph for our problem.

User Graph. At any given time t , the un-directed, weighted
graph Gt will assign an edge between user i and j of weight
w if they have co-attended w events up to time t . In this
graph, the set of nodes are users within the group.

Bipartite Graph. An un-directed, weighted bipartite graph is
formed between users of a group and events hosted by the
group.

User Projection Graph. From the bipartite graph, we form a
projection graph for the set of user nodes.

Event Projection Graph. From the bipartite graph, we form a
projection graph for the set of event nodes.

GNN Graph. Since an undirected, bipartite graph often has
repetitive 2-hop neighborhoods, we build an alternate, di-
rected graph modeling user-event pairs, as described in the
next section.

5 MODELS
In this section, we propose several models for the prediction
task.

Baseline Model
Our baseline model uses the basic, temporal, and spatial
feature illustrated in section 4. This aligns with the model
presented in [1].

Graph Model
As mentioned above, we want to construct a graph from
which we derive features to predict group success as defined
by our metrics.

To illustrate why graph structural features is meaningful,
we selected two samples groups and study how these fea-
tures change with respect to each additional event as time

goes on. The plots are shown in Figure 4 and Figure 5. From
the average event size subplot, we can see that the "success-
ful" group in Figure 4 is increasing in its average event size
whereas the "unsuccessful" group in Figure 5 is shrinking in
size. We also observed that they exhibit different graph struc-
tural patterns: the "successful" group has a higher clustering
coefficient that decreases much less slowly, and the average
degree curve is flatter than the "unsuccessful" group.
Based on these observations, we build a graph model,

constructing both user and bipartite graphs for the groups,
which takes advantage of graph structures, such as those
graph features and bipartite graph features illustrated in
section 4.

Node2vec Model
On top of standard features, we also generated graph em-
bedding for each group. Specifically, groups are represented
as a series of user projection graphs, which show events
attendance status in chronological order.

We apply Node2Vec [7] to the networks of users and learn
a mapping of user projection graph to a low-dimensional
space of features that maximizes the likelihood of preserv-
ing the network structure of nodes. Then graph embedding
is calculated as the sum of node embeddings. We include
the embeddings of each graph as features to our training
algorithms.

Graph Neural Network(GNN) Model
Besides Node2Vec, which is built based on shallow encod-
ing, we also tried generating graph embedding with more
sophisticated graph neural networks such as GAT as a graph
classification problem.

Wewant tomodel the set of members attending each event,
i.e., event attendance sets S1, · · · , Sk as a directed graph in
the following way:

• The nodes are the (user, event) tuples.
• The edges represent an interaction between two users.
There’s an edge between (u1, e1) , (u1, e2) if event1 is
immediately followed event e2 in user u1’s event at-
tendance history, and there’s an edge between (u1, e1)
, (u2, e1) if they both attended that event.

• Since this is a directed graph, we hope the path could
represent ’influence chains’ as time goes on.

• The node representations will be aggregated to a graph
representation, which is finally fed to a sigmoid func-
tion for classficiation.

Among the GNN models learned in class, we hypothesize
that GAT would be the most useful model for our scenario,
because we want to reward the connections differently. For
example, if a member goes to the same event with another
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member that’s very active or has high tag overlaps, then that
edge should receive more attention.

Figure 4: Example of a successful group

Figure 5: Example of an unsuccessful group

6 EVALUATIONS
We evaluate our models using the same set of success metrics
illustrated in section 4. Our prediction results are demon-
strated using four machine learning classifiers: Logistic Re-
gression, Gaussian Naive Bayes, Random Forest, and Support
Vector Machine. We choose to run the Random Forest classi-
fier instead of the Decision Tree classifier because Random
Forest is often less prone to over-fitting, which is an impor-
tant property when we do not have a very large dataset.
Table 1 shows the classification accuracy values and re-

gression AUC values for each of the models we presented
in section 5. We see that for all of the machine learning al-
gorithms, both graph features and embedding features were
able to give better accuracy when compared to the baseline
model. Overall, random forest achieves the best accuracy of
around 0.76.

Figure 9 and Figure 10 show the ROC curves for the base-
line and the graph models, where each curve corresponds
to one classifier. We observed that when aided with graph
structural information, the classifiers all yield a better area
under the curve value. This means our new models that uses

graph information are better at distinguishing between the
"successful" and "unsuccessful" groups. Since we want to
predict the success of a Meetup group in the future, i.e. our
predictions are based on time-series data, it would be rea-
sonable to try a recurrent neural network(RNN) model for
the task. We choose to develop and run a long short-term
memory(LSTM) model, a type of RNN for sequential data
that is less prone to the vanishing gradient problems. We
observed that LSTM yields similar results as other learn-
ing algorithms. It is able to achieve an accuracy of around
0.73, a big improvement from the baseline model that has an
accuracy of 0.6, on our graph model.
We also ran our GNN model using the Graph Attention

Network (GAT) as a separate graph classification task. We
observed that GAT is quickly converging to an accuracy of
around 0.72, using the same set of features as the baseline.
This means the structure of our constructed graph, designed
to represent both the group event attendance network and
the time series information, is successfully captured using
GNN, and the performance is comparable to calculating the
graph embedding explicitly and feeding it to LSTM.

Tomake sense of the effectiveness of our graph embedding,
we plotted the TSNE graph for bothNode2vec andGAT graph
embeddings.

Figure 6: TSNE Result for Node2Vec on test set using Ek .

For both GAT andNode2Vec, their respective TSNE graphs
demonstrate that our models successfully identifies a clus-
ter of successful groups, which we almost always predict
correctly, as shwon in the top-right corner in Figure 6 and
the upper half in Figure 7. That is, in terms of group success
metrics Ek , there is a set of clear ’winner groups’, while the
success of other groups are more ambiguous. It is worth
noting that the proportion of this cluster is much smaller in
Node2Vec compared to GAT, where this cluster amounts to
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Figure 7: TSNE Result for GAT on test set using Ek .

Figure 8: TSNE Result for GAT on test set using Eд .

about a half of all the successful groups. Therefore, we con-
clude that the GAT model generates more expressive graph
embeddings than Node2Vec.
Although we primarily ran models on Ek , we also tried

to use GAT to explain the success of groups under Eд , the
event growth rate. Eд is more sensitive to the ordering of
events, which is exactly what our GNN graph is trying to
capture, so we hypothesize that the embedding will be more
informative. Indeed, while achieving similar test accuracy,
GAT also generates better embedding shown in Figure 8.
Here, in additional to a cluster of clear ’winner groups’, we
were also able to see a cluster of ’loser groups’ in the middle
of the TSNE graph. This shows that very successful groups
tend to be alike as well as very unsuccessful groups, in terms
of success measured by Eд .

Another advantage of our methods is that we do not rely
on categorizing groups based on their topic categories or
cities as in [1], which means our methods are less prone to

Table 1: Average classification accuracy values (ACC.) and
regression AUC values of our models

Model Logistic
Regression

Naive
Bayes

Random
Forest

SVM

ACC. AUC ACC. AUC ACC. AUC ACC. AUC
baseline 0.542 0.664 0.591 0.689 0.735 0.767 0.434 0.560
graph 0.71 0.765 0.687 0.764 0.76 0.822 0.701 0.720

node2vec 0.709 0.760 0.562 0.767 0.728 0.807 0.663 0.771

Table 2: Average classification accuracy values of our Neural
Network models

Model Multi-layer Perceptron LSTM GNN
baseline 0.580 0.60 -
graph 0.719 0.73 -

node2vec 0.619 0.66 -
GAT - - 0.72

over-fitting and can be generalized to potential new cate-
gories and data collected in new cities.

Figure 9: ROC of baseline model

Figure 10: ROC using graph model

7 CONCLUSION
The most challenging part of the project is to come up with
a good set of features that represent graphs well, and that
captures the time-evolving property of Meetup groups. We
explored basic graph structural properties such as clustering
coefficients and average node degree. We also used more
sophisticated representation learning techniques to generate
graph embedding as a means to represent graph data. For
that, we used node2vec as well as graph neural networks.
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The evaluation of our models are done by running the
classification problem using four standard machine learning
algorithms, a simple multi-layer perceptron, and a recurrent
neural network. Our results show that graph embedding and
structural properties can effectively represent the evolution
of Meetup groups. When it comes to working with time-
series data, which in our case is the changes in groups at
different timestamp, recurrent neural network such as long
short-term memory can be a good model to try but it is likely
that simpler and faster machine learning algorithms such as
the random forest works just as well.
We inspected the feature importance extracted from our

Random Forest classifier to gain insights into features that
contributes the most to the predictions. We noticed that av-
erage node degree is ranked as the top feature when the clas-
sifier makes predictions, followed by the number of nodes.
Percentage of RSVPs and graph embedding are also impor-
tant features in the list. This makes sense because we would
expect a graph with a higher average node degree to indicate
more interactions between attendees, which is crucial to the
success of an event.
We also tried drawing conclusions by comparing our re-

sults with external sources such as Google Trends. Our analy-
sis shows that events whose descriptions contains words like
’internet’ or ’digital’ has gained a lot of popularity within the
past couple of years. However, we found that trend words
tend to be overly general, and that trend changes tend to
be reflected over longer intervals than what our model and
dataset can currently support. Combined, this makes it dif-
ficult to integrate trend information into our features. For
future work, we want to gather data over multiple years
and use larger event window k’s to capture trend shifts, and
match that with Google Trends data.

In conclusion, we proposed a way to improve the accuracy
of predicting group success by formulating Meetup groups
as graphs, from which we extract graph structural and em-
bedding features. Our results could help analysts understand
and make better early predictions on the future success of
Meetup groups, which is crucial to improving event hosting
and user participation rate. The same technique of graph
constructions and feature extraction can also be applied to
many other applications.

Summary of Contributions
Tianyuan Huang: Data visualization, data pre-processing,
computing evaluation metrics, coding up node2vec model
and evaluation.

Yiyun Liang: Problem formulation, writing up the report, cod-
ing up and evaluating ML algorithms and neural networks,
feature extraction and engineering.

Zhouheng Sun: Initial data exploration, API crawling, design-
ing, implementation and evaluation of GNN models.
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