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1 Introduction

The human microbiome is replete with microorganisms that compete, collaborate, and cooexist. The interactions of these
microbes can support human health or foster diseases [1]. Knowledge of microbe interactions can be applied to design
effective probiotics or identify species that will out-compete pathogens [2]. Thus it is important to determine which
microbes tend to live together, or co-occur, and which compete. Traditional methods of determining co-occurrence
require collecting large numbers of invasive samples from human body sites, sequencing the resulting information, and
estimating co-occurrence from relative abundances of organisms, which can be both expensive and time-intensive [1].
These costs could be substantially reduced if microbial co-occurrence could be accurately predicted from existing data.

Genome-scale metabolic networks offer a promising basis for these predictions. These networks characterize bio-
chemical reactions catalyzed by enzymes which produce metabolites used by the microbe [3]. In essence, they capture
the energy production processes of individual microbes and their biophysical constraints. Comparing these networks
between two organisms could reveal whether their metabolic processes are complementary or in conflict and thus
whether they are likely to co-occur or compete.

Here, we review literature on the characteristics of metabolic networks and co-occurrence relationships between
microbes, as well as several distinct approaches to compute graph embeddings. We propose a novel method for
predicting whether two microbes co-occur by encoding their metabolic network using these approaches and classifying
the resulting embeddings using a random forest model. We report our results for three different kinds of graph
embeddings and present analysis for why some methods perform better than others.

2 Related Work

Below, we briefly review work on genome-scale metabolite networks, including the AGORA reconstructions that form
our dataset. We then examine several supervised and unsupervised techniques for computing whole graph embeddings
which may be used to encode metabolite networks.

2.1 Bacterial Interactions in the Microbiome

2.1.1 AGORA Genome-Scale Metabolic Reconstructions

Magnúsdóttir et al. [4] present AGORA (assembly of gut organisms through reconstruction and analysis), a dataset
of metabolic reconstructions of microorganisms in the human gut microbiome. To construct AGORA, they develop a
method to semi-automatically reconstruct the metabolic structures of microorganisms based on gene expression data.
Using gene expression data gathered from the human gut, they create metabolic reconstructions for 773 microbe strains
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present in the human microbiome. Each reconstruction contains a set of metabolites, enzyme encoding genes, and
metabolic reactions for its respective strain. To verify that the strains in their dataset are representative of the human gut
microbiome, they compare the set of strains present in their dataset with the gut microbiota found in 149 healthy human
subjects from the Human Microbiome Project (HMP). They find that, on average, the organisms in their dataset account
for 91% of the strains found in the human subjects.

The authors demonstrate the usefulness of AGORA by performing several in silico experiments using their metabolic
reconstructions. Of interest to our project are the experiments conducted on microbe growth and co-growth. To predict
microbe growth, they simulate the growth rate of each strain in their dataset under four different conditions: Western
diet, aerobic; Western diet anaerobic; high fiber diet, aerobic; and high fiber diet anaerobic. The two diets differ in their
sugar, starch, fat, and fiber content. By calculating the fractional contribution of a biomass precursors, such as amino
acids, to the creation of new cells, they simulate the growth of each microbial strain in each of the four conditions. They
conduct in vitro cell cultures of several strains to verify that the growth rates predicted by their simulations correspond
to experimentally measured growth rates.

The authors use similar methods to predict the co-growth rates of pairs of organisms (298,378 pairs) in their dataset
under each of the same four conditions. In each pairwise simulation, they simulate both strains existing in the same
space and sharing the same resources; each strain consumes metabolites from and secretes waste into the shared
simulated space. They then measure the growth rate of each organism and compare it to their growth rates when
simulated in isolation. They define a significant change in growth rate as an organism growing more than 10% faster
or 10% slower when grown with another strain than when grown alone. They classify relations between each pair of
strains as described in the Prediction section.

AGORA contains data which is very useful for attempting to predict microbial co-occurrence based on metabolic
graph structure. Each metabolic reconstruction in the dataset is implicitly a graph: metabolites and enzyme encoding
genes correspond to nodes, and reactions define the edges between those nodes. Since the pairwise co-growth rates are
not inferred from graph structures of the metabolic reconstructions, but rather are calculated by simulating resource
consumption, these interactions can serve as a proxy metric for co-occurrence. A drawback of using AGORA is the fact
that the co-growth data is simulated, and therefore does not provide direct information about microbial co-occurrence
as, unlike datasets such as HMP [1].

2.1.2 Competitive and Cooperative Metabolic Interactions in Bacterial Communities

Freilich et al. [2] examine the feasibility of predicting cooperation or competition between organisms based on
simulations over their metabolic networks. They note that these relationships "are to a large extent derived from
metabolism" which influences whether microbes compete for the same resources or produce metabolites consumed
by other organisms. They outline a method for predicting these relationships by simulating metabolic processes over
the graphs of organisms in silico using constraint-based modeling. These simulated results corresponded well to
experimental co-growth analysis of several species. For example, they found that competition was strongly associated
with in silico resource overlap. These findings indicate that metabolic graphs contain valuable information for co-
occurrence prediction. We intend to extend the work of Freilich et al. [2] to determine if these relationships can
be predicted directly using metabolic graph embeddings rather than the computationally expensive constraint-based
modeling approach.

2.1.3 Deciphering Microbial Interactions in Synthetic Human Gut Microbiome Communities

Venturelli et al. [5] explore how complex interactions between large groups of distinct micro-organisms primarily
arise from positive and negative pair-wise interactions between individual organisms. They find that while most such
interactions are negative (i.e. parasitic), many are also positive (i.e. mutualism, comensalism). Further, most pairs of
organisms have some kind of interaction. Specifically, in their simplified models, 77% of species pairs exhibited either
a positive or negative interaction. We see the research of Venturelli et al. [5] as motivating our approach. We aim to
explore a novel method for predicting interactions between pairs of micro-organisms, and the research of Venturelli et al.
[5] indicates that such interactions are a good source of information about the higher-order behavior of the microbiome
as a whole.

2.2 Graph Embeddings

2.2.1 Anonymous Walk Embeddings

Ivanov and Burnaev [6] derive a graph embedding algorithm that functions by defining the distribution of anonymous
walks over a graph. The authors base their algorithm on the intuition that two graphs with similar distributions of
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anonymous walks should be topologically similar. This idea is empirically verified by Micali and Zhu [7], who show
that the ball around a node can be reconstructed exactly from its distribution of anonymous walks.

The authors propose two methods of extracting anonymous walk embeddings (AWEs). The first is feature-based, in
which anonymous walks are independently sampled from a graph to empirically compute the distribution of walks over
the graph (discussed in more detail in the Primary Embedding Types section). The second approach is data-driven, in
which a training set of T random walks sampled from the graph is generated and an embedding vector is computed
to maximize the probability of walks that co-occur within a window of size ∆. Both approaches perform well when
applied to a graph classification task on both labeled and unlabeled graphs sets. The results of Ivanov and Burnaev [6]
demonstrate that the choice of graph encoding can be just as important as the predictive model in producing accurate
results.

2.2.2 graph2vec

The graph2vec algorithm uses unsupervised methods to derive fixed-length task-agnostic embeddings of graphs [8]. The
embedding approach is rooted in natural language processing models for learning word embeddings using skipgrams. A
graph is analogous to a document and rooted subgraphs to words composing the document. Narayanan et al. [8] find
that graph2vec performs as well or better than state-of-the-art graph kernels on benchmark graph classification datasets
while remaining more scalable than other techniques that capture deep structure. Notably, unlike AWE, graph2vec
can leverage node label information, which makes it a promising candidate for embedding metabolite graphs. The
algorithm is discussed in more detail in the Primary Embedding Types section below.

2.3 GCN-Based Embeddings

Graph Convolutional Neural Networks (GCNs) can be trained using supervised learning methods to create graph
embeddings. GCNs generalize the convolution operation used by conventional convolutional neural networks, which
can only operate on data structured in grids, to be able to operate on graphs of arbitrary structure [9]. To embed an
entire graph, GCNs begin by creating embeddings for each individual node within the graph. Each node’s embedding is
created using its own features in combination with an average of its neighbors embeddings. The final embeddings of all
nodes in a graph can be aggregated together to create an embedding for the entire graph [10]. Because GCNs embed
nodes use a node’s own features and an aggregation of its neighbors’ embeddings, they incorporate both node feature
information and graph structure information when embedding a graph.

GCNs are typically trained using supervised learning methods to classify graphs into a discrete set of categories. The
parameters of a GCN can be optimized using gradient descent to minimize its loss on a training set of graphs. In
the process of minimizing its classification loss, the GCN must learn to generate graph embeddings that distinguish
different types of graphs [9]. These embeddings can be extracted and used for other purposes.

3 Data

We use the 773 genome-scale metabolic reconstructions from the AGORA dataset [4] publicly available on GitHub.
Reconstructions were downloaded in SBML format from GitHub and then converted to SNAP graphs, which we used
to perform analysis.

Each metabolic reconstruction contains a set of metabolites, enzyme encoding genes, and a biochemical reactions that
constitute the metabolism of a single organism. We use these reconstructions to create a graph representation of each
metabolism. Each graph is a directed bipartite graph containing two types of nodes: metabolite nodes and enzyme
nodes. Each reaction is represented by adding directed edges from the reactant metabolite nodes to enzyme nodes and
from enzyme nodes to the product metabolite nodes. It is important to note that a unique node is added to the graph for
each metabolite in the reconstruction, whereas multiple nodes for a single enzyme will be added to the graph if that
enzyme participates in multiple reactions. It is necessary for each reaction to have its own copy of enzyme nodes to
preserve separation between reactions.

We find that the graphs constructed from the AGORA metabolic reconstructions contain on average approximately 3,600
nodes and 11,000 edges (see Figure 2). The majority of the nodes are enzyme nodes due to the fact that metabolites
are represented by unique node in the graph, whereas a copy of each enzyme node is added for each reaction. The
effective diameter and the average shortest path length are very similar among all the graphs, despite the fact that the
size of the graphs is highly variable. On average, 75 percent of the nodes in a graph reside within its largest strongly
connected component, and 99 percent within its largest weakly connected component. This demonstrates that the
metabolic reactions of the organisms in the AGORA dataset are highly interconnected: the products of one metabolic
reaction are highly likely to be the reactants of another metabolic reaction.
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Figure 1: Distributions of different characteristics of graphs constructed from AGORA dataset.

metric min max mean std
no. metabolite nodes 475 1489 1070.898 163.745
no. enzyme nodes 561 82835 2566.598 3607.876
no. nodes 1036 84148 3637.496 3666.98
no. edges 2287 121798 11320.873 10975.683
fraction nodes in largest scc 0.064 0.971 0.754 0.074
fraction nodes in largest wcc 0.987 1 0.997 0.002
effective diamter 4.607 7.698 6.799 0.359
avg. shortest path length 3.907 5.862 5.182 0.26
avg. degree 38.767 1498.493 117.972 117.129

Figure 2: A characterization of the metabolic graphs constructed from the AGORA dataset.

The AGORA dataset also includes detailed information about the pairwise interaction for a number of organisms.
The dataset includes information for 295378 pairs, which represents about 98.9% of all of the possible pairwise
interactions for the 773 organisms. For each pair, the dataset includes information about the metabolic distance between
the organisms (see Section 4.1.2), as well as the growth rates for both organisms in two environments (aerobic and
anaerobic) and two diets (Western and High-Fiber). By determining when an organism ’grows faster’ in a pair than
alone, Magnúsdóttir et al. [4], are able to classify the pair’s interaction type: Neutralism (both organisms have no
change in growth rate), Amensalism (one organism grows slower and the other has no change), Parasitism (one
organism grows faster and the other grows slower), Mutualism (both organisms grow faster), Commensalism (one
organism grows faster and the other has no change), and Unknown. The authors define an organism as ‘growing
faster’ in the presence of a secondary organism (for a particular diet and environment) if its growth rate is more than
10% higher together than it is alone. In total, there are 6,170 organism pairs in the Neutralism class, 19,378 in the
Amensalism class, 115,128 in the Parasitism, 73,047 in the Mutualaism class, 75,484 in the Comensalism class, and
9,171 in the Unknown class.

4 Methods

We use graph embeddings in conjunction with multiclass classification methods to predict the co-occurrence of different
bacterial strains based on their metabolic networks. Specifically, we proceed in three steps. First, we establish simple
baselines against which to evaluate our model performance. Second, we use graph embedding algorithms such as
Anonymous Walk Embeddings [6] to create vector representations of the metabolic networks of different bacterial
strains. These networks are constructed from the AGORA models dataset [4]. Finally, we predict co-occurrence by
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performing random forest classification on the concatenation of the two graph embeddings. We use ground truth labels
of bacterial co-occurrence from the growth simulations in Magnúsdóttir et al. [4]. We discuss each of these steps in
greater detail below.

4.1 Baseline Embedding Types

4.1.1 Random

The most simple baseline embedding is the random embedding. For this, we generate a random, 150-dimensional
embedding for each organism and predict over pairs of organisms as normal (i.e. we concatenate the random embeddings
of each organism in the pair). Note that this is distinct from generating a random embedding for each pair. While the
random organism embeddings do not encode any information, it is still possible for the classifier to achieve non-trivial
results if certain organisms usually have one kind of interaction. For instance, if organism A has a parasitic relationship
with most other organisms, the classifier might learn to predict "Parasitism" if it sees A’s embedding, even if that
embedding is random. So, we are interested to see if other embedding strategies, explained below, are able to capture
more information than just the organism’s identity.

4.1.2 Metabolic Distance

Another baseline embedding is using the Metabolic Distance between two organisms as the only feature in the classifier.
Note that this is distinct from all the other embedding strategies discussed here because metabolic distance is defined
only over pairs of organisms – we do not concatenate any embeddings in this model. The metabolic distance was
computed by Magnúsdóttir et al. [4] using the Jaccard distance between the reaction lists of pairs of metabolite graphs.
Performance above this baseline indicates the value of the graph structure in making co-occurrence predictions as
opposed to only comparing the sets of metabolite reactions of microbe pairs.

4.1.3 Simple Graph Features

Our final baseline embeddding type uses a short, manually-constructed list of graph features such as average degree,
characteristic path length, and average clustering coefficient. These values are computed for each organism and are
concatenated for pairwise prediction, as normal. Performance above this baseline indicates the value of particular
embedding strategies in capturing network properties relevant to co-occurrence prediction.

4.2 Primary Embedding Types

4.2.1 Anonymous Walk Embeddings

The anonymous walk embedding (AWE) algorithm functions by defining the distribution of anonymous walks over a
graph [6]. Anonymous walks are random walks in which only the sequence of node positions visited, rather than the
nodes themselves, are encoded. Thus [A,B,A,C,B] and [D,A,D,B,A] are equivalent anonymous walks. Drawing
on Ivanov and Burnaev [6], we compute feature-based AWE, in which anonymous walks are independently sampled
from a graph via simulation to empirically compute the distribution of walks over the graph. This method produces a
sparse vector of length η, where η is the number of possible anonymous walks of target length l. The value at each index
represents the proportion of anonymous walks of that type that were generated during the Monte Carlo simulations. We
experiment with l = 7 and l = 8, which are lengths within the range tested by Ivanov and Burnaev [6]. The number of
Monte Carlo samples used is likewise determined from Ivanov and Buranaev’s tolerance criteria.

4.2.2 graph2vec

Building on an intuitive relationship between documents and graphs, the graph2vec algorithm treats a graph as analogous
to a document and rooted subgraphs like words composing the document. Graph embeddings are learned by maximizing
the probability of rooted subgraph embeddings given a whole graph embedding. Specifically, the algorithm extracts and
labels rooted subgraphs in the graph dataset using the WL relabeling strategy [11]. It then learns graph representations
using the doc2vec skipgram process with negative sampling. To do so, it uses a feed-forward neural network trained
with stochastic gradient descent to iteratively maximize the log probability of rooted subgraph encodings given their
parent graph encoding,

logP (sg(d)n |Φ(G)) =
exp(Φ(G) · sg(d)n )∑

sgn∈V exp(φ(G) · sgn)
(1)
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Figure 3: Visualizations of a subset of AGORA models encoded with the three embeddings types. Colors denote the
genus of the organism.

where Φ(G) is the graph encoding and sg(d)n is an encoding of a rooted subgraph of G, and V represents the vocabulary
of all rooted subgraphs in the dataset. As the denominator of (1) is computationally intractable, it is estimated via
negative sampling. We computed 128 dimensional embeddings using this approach and the default hyperparameters for
the implementation available on GitHub. We experimented with both 1 training epoch and 10 training epochs. Results
for 10 epochs were marginally better and are reported below.

4.2.3 GCN-Based Embeddings

GCNs learn to create graph embeddings by minimizing the loss on a graph classification task. Because of the supervised
nature of training GCNs, labels for individual graphs must be obtained in order to train a GCN to embed individual
graphs. The labels we use to predict pairwise interactions between bacterial strains (discussed in section 4.2) apply only
to pairs of graphs, and could not be used to train a GCN to embed individual graphs. Therefore, we had to train the
GCN to produce individual graph embeddings by using a proxy classification task. We explored three different proxy
classification tasks for this purpose: classifying organisms by phylum, classifying organisms by oxygen consumption
status (see supplementary table 5 in [4]), and classifying organisms by metabolism type (see supplementary table 5
in [4]). We found the phylum proxy task yielded somewhat better results for co-occurrence prediction than the other
two proxies, so GCN results below are reported using the phylum classification proxy. The need to use such a proxy
classification task is a defining limitation of using GCN-based graph embeddings for predicting pairwise interactions.

We use a 2-layer GCN to create our graph embeddings. Node embeddings are propagated through each layer of our
GCN according to the following equation:

hkv = σ(Wk

∑
u∈N(v)

hk−1u

|N(v)|
+Bkh

k−1
v )

where hkv is the final embedding of a node v (with k = 2), σ is a ReLU non-linearity, hk−1v is the previous layer
embedding of a node v, hk−1u is the previous layer embedding of each neighbor u of v, h0v is the feature vector of node
v, and W2, B2 are learnable weight matrices. Node embeddings are aggregated using a global max pool operation
to produce a graph embedding. The GCN has a hidden dimension of 32, and so produces 32-dimensional graph
embeddings.

Figure 3 shows TSNE visualizations of the three embedding types using embeddings of all microbes in the five most
common genera, colored by genus. As can be seen, different genera can generally be distinguished by their embeddings,
increasing our confidence that these embeddings capture biologically meaningful graph information.

4.3 Prediction

We use a random forest model, designed by Breiman [12], to classify the embedding pairs using the individual and
pairwise growth-rate data from Magnúsdóttir et al. [4] for each of the 773 organisms. The model has 200 trees, which
was empirically determined to produce good results at reasonable computational speed. As discussed in Section 3, we
are able to sort every pair of organisms into one of six interaction types. For the purposes of our experiment, we do not
distinguish between organism ordering for our labeling. That is, Organism A exploiting Organism B is treated the same
as Organism B exploiting Organism A. We treat this as a standard 6-class classification task. Note that while there are
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Embedding Type Neut. Amen. Para. Mutl. Comen. Unk. Macro-Average
Random 0.050 0.277 0.619 0.464 0.403 0.350 0.361
Metabolic Distance 0.059 0.109 0.380 0.273 0.266 0.086 0.195
Simple 0.238 0.524 0.700 0.629 0.551 0.610 0.542
AWE (7 steps) 0.090 0.305 0.656 0.555 0.483 0.291 0.396
AWE (8 steps) 0.097 0.350 0.668 0.583 0.506 0.330 0.422
graph2vec 0.381 0.647 0.790 0.748 0.669 0.798 0.672
GCNs 0.240 0.529 0.709 0.643 0.576 0.643 0.557

Table 1: Class prediction F1-scores by embedding type.

class imbalances in the dataset, we apply an equal weight to all classes. For our experiments, we used Western diet and
the anaerobic environment.

It is also worth noting a design choice in the way that the dataset was split into training and validation sets. We decided
to produce the split at the pair-level. That is, we took 80% of all organism pairs and designated them for training, and
designated the remaining 20% of pairs for validation. This is as opposed to splitting the dataset at the organism level.
We elected to make the split at the pair level because doing so allowed effectively increased the dataset size available
for training. Consider that by splitting at the pair level, we have (0.8) * (2995378) pairs, compared to the 1

2 (0.8 ∗ 773)2

pairs possible when splitting at the organism level.

5 Results and Analysis

First, see that graph2vec outperforms all other embedding types. Several properties of the embedding algorithm
may explain this observation. One is that graph2vec has access to node level information like whether a node is a
metabolite or an enzyme. As indicated by the classifier weights for the simple graph-feature embeddings, the number
of metabolite nodes in the graphs seems to be a useful predictor for the ultimate interaction type. We also see that
in Figure 3, graph2vec does a reasonable job of encoding the genus of the organisms, separating different genera
more cleanly than the other two approaches. This speaks to the algorithm’s ability to capture and encode general,
high-level information about the organisms that would be very useful for prediction. Indeed, augmenting graph2vec
embeddings by appending the handpicked Simple feature vector to them yields no gain in predictive performance over
the unaugmented graph2vec embeddings. This suggests that graph2vec is able to effectively capture the key aspects of
global network structure encoded by the handpicked features.

One of the most surprising results was the non-trivial performance of the random baseline. In fact, the random baseline
even consistently outperforms the metabolic distance baseline. We suspect that this is mostly due to the memorization
effect explained in Section 4.1.1. In contrast, the metabolic distance baseline has access to only one piece of information
for each pair, which does not necessarily allow the model to determine which organisms make up the pair and hence
make an identity-based prediction.

Also of note is the relatively high performance of the simple, hand-selected feature baseline, which substantially
outperformed AWE and was only marginally outperformed by GCNs. One possible explanation for this difference is
that the simple features included measures of global graph structure, such as the number of metabolite nodes and the
size of the largest SCC, that would be difficult to capture with an AWE approach. Indeed, number of metabolite nodes,
size of the largest SCC, and average shortest path length were weighted as the most important features in the random
forest model using the Simple embeddings, which lends support to the theory that global graph-level information is
useful for the interaction-type prediction task.

The most obvious explanation for the relative weakness of the GCN produced embeddings is that the GCN had to
be trained to produce graph embeddings by using a proxy classification task. Additionally, the GCN only achieved
approximately 80 percent test accuracy on the proxy classification task. Therefore, the poor performance of the GCN
produced embeddings may be due to poor transfer between the proxy classification task and the task of predicting
pairwise growth interactions and/or the relatively low accuracy that the GCN achieved on the proxy classification task.

6 Conclusion and Future Work

Overall, our results indicate the feasibility of using graph embeddings to predict microbe co-occurrence classes.
While these predictions may be somewhat less accurate than in silico simulations, they are also substantially less
computationally expensive, offering a quick way to approximate co-occurrence for many microorganisms. Further, we
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find that the choice of embedding type is crucial to performance. Feature-aware embeddings that capture high-level
network properties, such as graph2vec, substantially outperform anonymous walk embeddings that only capture the
distribution of local structures. While handpicked graph features present a strong baseline, we also find that graph2vec
can significantly outperform this simple approach.

Using additional node features has the potential to substantially improve the quality of embeddings produced. No node
features were used in creating AWE embeddings since, as discussed in the Methods section, the AWE algorithm does
not leverage node feature information. The GCN based embeddings used only node type (enzyme or metabolite) as
node features. Graph2vec used node types as well as node names. Using additional node features, such as which cell
compartment an enzyme or metabolite exists in, chemical properties of an enzyme or metabolite, and so forth may
increase the quality of embeddings produced by GCN and graph2vec embedding techniques.

The usefulness of the GCN produced embeddings for predicting pairwise interactions are inherently limited by the fact
that the GCN must be trained using a proxy classification task that operates on individual graphs. How much this proxy
classification task relates to pairwise interactions between bacterial strains influences how useful the GCN produced
embeddings are for predicting these pairwise interactions. Future work will explore additional proxy classification
tasks beyond the three used in this paper. An alternate way to leverage GNNs while avoiding the proxy task problem
would be to employ a "Siamese" architecture as explored by Xu et al. [13]. This approach would train the GNN on
pairs of graphs to directly predict the final co-occurrence classification rather than generating an embedding to pass to a
downstream classifier.

Finally, as can be seen from the performance of the random baseline, nontrivial co-occurrence predictions can be
achieved simply by observing how two microbes tend to interact with other microbes. Future work could explore
splitting the dataset at the organism level, rather than the pair level, to determine if accurate predictions can still be
made if one or both microbes is previously unseen.
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