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Abstract

Nowadays, hate speeches on social media have be-
come a severe problem that can do indelible harm
to people, especially teenagers. To solve this prob-
lem, it’s crucial to correctly find the users who de-
liver hate speeches. In this project, we explore
multiple graph-based machine learning methods
to automatically detect hateful users on Twitter,
using Twitter retweet graph. We start from be-
lief propagation and pure node attributes classi-
fication, then we implement and evaluate semi-
supervised GraphSAGE (Hamilton et al., 2017),
and Graph Attention (Veličković et al., 2017). We
also explore two new methods - GraphMix (Verma
et al., 2019) and LoNGAE (Tran, 2018). Our re-
sults show that our semi-supervised models can
achieve impressively good performance on this
task. We also deliver in-depth graph analysis and
insights into the future directions of this task.

1 Introduction

Hateful users spreading hate speeches has be-
come a serious issue with the drastic growth of
social media. Many researches have shown that
online hate behaviors can turn into real-life vi-
olence, which makes hate detection and avoid-
ance unprecedentedly important and urgent. Pre-
vious works (Ribeiro et al., 2017) and (Ribeiro
et al., 2018) published the Twitter retweet graph
dataset and conducted network analysis on it. In
this project, we aim to predict hateful users on
Twitter using retweet graph, and achieve state-
of-the-art performance on this task. We im-
plemented and evaluated several different graph-
based node classification algorithms. First, based
on the assumption that people are closely con-
nected to similar people, we implemented be-
lief propagation, using collected messages from

neighbors to do prediction. Then we leveraged
more user attributes and implemented another
baseline using pure node attributes without rich
graph information. Our results show that both
baselines perform not good. After that, we im-
plemented and evaluated semi-supervised Graph-
SAGE (Hamilton et al., 2017), which uses node
features and neighborhood information to learn
aggregator functions and get node embeddings
for classification, and Graph Attention (Veličković
et al., 2017), which uses self-attentional layers
to specify different weights when learning from
neighborhood. These two algorithms both per-
form very well, with GraphSAGE achieving im-
pressively high performance. Finally, we explored
two recent algorithms, GraphMix (Verma et al.,
2019) and LoNGAE (Tran, 2018), which achieve
similar performances. We also deliver in-depth
graph and model analysis on our hateful user pre-
diction task.

2 Related Work

A lot of analysis on Twitter have been conducted
on the Twitter follower graph, which connects
users with edges representing a user follows or is
followed by another user. (Speriosu et al., 2011)
applied label propagation over lexical links and
Twitter follower graph for polarity classification.
(Wang, 2010) applied various traditional classifi-
cation methods on the follower graph and found
that Bayesian classifier had the best F-measure.
Conclusions drawn in these works give us inspi-
rations and reference to graph analysis. We also
apply label propagation algorithm, but instead on
Twitter retweet graph.

(Bild et al., 2015) conducted the first study on
the Twitter retweet graph, where each node rep-
resents a Twitter user and each edge represents a
retweet. They showed that the retweet graph is a



small-world model and conducted spammer detec-
tion on it using a decision tree classifier. (Ribeiro
et al., 2017) created new retweet dataset and char-
acterized users with attributes like sentiment score
on tweets and number of followers, and came up
with several findings. For example, median hate-
ful users have higher network centrality than the
median normal users. (Yang et al., 2012) proposed
a variant of the HITS algorithm and used it for
valuable post classification. We use the same type
of graph data as in these works, and refer to their
node classification experiments and findings of the
graph. Our graph statistics and analysis show con-
sistency with (Ribeiro et al., 2017).

(Kipf and Welling, 2016) proposed semi-
supervised graph convolutional network (GCN),
a variant of convolutional neural networks for
semi-supervised learning on graph. (Ribeiro
et al., 2018) experimented GraphSAGE (Hamil-
ton et al., 2017), an inductive learning frame-
work, on retweet graph. (Tran, 2018) presented a
new autoencoder architecture that can learn a joint
representation of local graph structure and node
features for multi-task link and semi-supervised
node classification. (Verma et al., 2019) pro-
posed a regularization method for graph neural
network based semi-supervised node prediction,
in which a fully connected network is trained
jointly with a graph neural network via parame-
ter sharing, interpolation-based regularization and
self-predicted targets. Since our dataset con-
tains a large amount of unlabeled data, we ex-
periment with the above semi-supervised learning
algorithms for in-depth exploration and learning
of retweet graph dataset. We also compare our
dataset with the benchmark datasets used in these
works.

3 Data

3.1 Data Collection

We use the data released by (Ribeiro et al., 2017)
and (Ribeiro et al., 2018). It is publicly avail-
able on Kaggle. The dataset is a retweet graph
of Twitter which consists of 100386 nodes and
2286592 egdes. The graph is directed and un-
weighted. Each node in the graph represents a
user. Each edge in the graph represents that a user
retweeted one of the other user’s tweets. A total of
4971 nodes are manually labeled by (Ribeiro et al.,
2017). Among the labeled nodes, 544 are labeled
as hateful and 4427 are labeled as normal users.

• Hateful: hateful users are those who de-
liver hate speeches or frequently retweet hate
tweets online, aiming to attack a person or
a group on attributes like race, ethnicity, na-
tional origin, sexual orientation, gender, gen-
der identity, religious affiliation, age, disabil-
ity, or disease (TheTwitterRules).

• Normal: normal users are those who follow
social media etiquettes, connecting and shar-
ing information with others in proper manner.

• Other: others are un-annotated users. We
don’t know whether they are hateful or nor-
mal users.

The dataset also provides feature vectors of
each node, including GloVe vectors (Pennington
et al., 2014) of the last 200 tweets .

3.2 Data Analysis

We first utilize tools like SNAP (Leskovec and
Sosič, 2016) and NetworkX (Hagberg et al., 2008)
to examine the graph. Table 1 shows the graph
structure of our dataset. We can tell that user
retweets are widely spread and thus not highly
clustered together, but the average degree of each
node is relatively high, indicating that there are
nodes with large numbers of retweets.

Table 1: Graph Statistics of Retweet Dataset

Average clustering 0.0861
Average degree of each node 45.5560
Degree assortativity of graph 0.1044
Average degree centrality 0.0005
Reciprocity 0.0801

Then we further look into structural differences
between normal nodes and hateful nodes. In table
2 and 3, we display the average and standard de-
viation of degree and clustering coefficient of nor-
mal nodes and hateful nodes respectively. We find
that hateful users in general have higher degree
and lower variance compared with normal users. It
makes sense as most normal users maintain small
degrees (around 10) while some users have ex-
tremely high degree (more than 1400). Then we
try to figure out whether there are differences on
the number of bi-directional edges. As shown
in table 4, there’s no big difference on the aver-
age of bidirectional edge numbers between hateful
and normal users. However, the variance is much

https://www.kaggle.com/manoelribeiro/hateful-users-on-twitter
https://help.twitter.com/en/rules-and-policies/hateful-conduct-policy


Table 2: Degree Distribution of Labeled Nodes

In-degree Avg. In-degree Stdev. Out-degree Avg. Out-degree Stdev.
Normal nodes 25.350576 24.322078 12.234922 41.901337
Hateful nodes 30.455882 22.887946 16.744485 33.118557

larger for normal nodes. About half the normal
nodes do not have bidirectional retweet with any-
one else, but some users have nearly 100 edges.
On the other hand, nearly all hateful users have
no larger than 10 interactive retweets with other
users. Lastly, the clustering coefficient for normal
and hateful users are similar. Hateful users have
slightly larger average value with smaller standard
deviation.

Table 3: Clustering Coefficient of Labeled Nodes

Avg. Stdev.
Normal nodes 0.083048 0.130401
Hateful nodes 0.118764 0.082760

Table 4: Bidirectional Edge Number of Labeled Nodes

Avg. Stdev.
Normal nodes 1.20059 3.63631
Hateful nodes 1.69301 2.93632

4 Methods

4.1 Belief Propagation

In general, people on social media are closely con-
nected with people of similar interests and back-
grounds. Therefore, it’s intuitive to predict that
if a user’s retweets are mostly from hateful users,
then he himself is likely to be a hateful user as
well. Based on this assumption, we implemented
our baseline as a belief propagation (label propa-
gation, or message passing) model, in which users
pass messages about whether himself or his close
neighbors are believed to be hateful or not. Be-
low shows the marginal probability of node vi of
being hateful, where N (vi) denotes the neighbors
of node i, φi denotes a singleton potential corre-
sponding to i and mji denotes message passing
from j to i. Probability thresholds were set for
predicting as hateful or not.

p(vi) ∝ φi(vi)
∏

j∈N (vi)

mji(vi)

4.2 GraphSAGE

We implemented a semi-supervised classifier us-
ing GraphSAGE (graph sampling and aggrega-
tion) (Hamilton et al., 2017) operators for hate-
ful user node classification with Pytorch geomet-
ric (Fey and Lenssen, 2019). The main purpose is
to reproduce the results reported in (Ribeiro et al.,
2018). GraphSAGE is a general inductive frame-
work that makes use of node features and graph in-
formation to efficiently generate node embeddings
for previously unseen data. With these generated
embeddings, we conducted a binary classification
on each node for hateful user detection. The main
steps of the embedding generation process include
aggregation from neighbors with sampling, up-
date and normalization with multi-layer percep-
tron plus skip connection. Corresponding formu-
las are shown below.

hk
N (v) = AGGREGATEk({hk−1

u ,∀u ∈ N (v)})

hk
v = σ(Wk · CONCAT(hk−1

v ,hk
N (v)))

hk
v = hk

v/||hk
v ||2

where h refers to a node embedding, N (v) refers
to the neighbors of node v, k refers to current
depth, σ refers to non-linear activation function
Sigmoid. The sample and aggregate process is
also shown in Figure 1. After generating embed-
dings for the nodes, we passed the embeddings
through a fully-connected layer to do the classifi-
cation. We used cross entropy loss and stochastic
gradient descent optimizer. We also used neigh-

Figure 1: GraphSAGE sample and aggregate



bor sampling to train in batches. We used the im-
plementation of NeighborSampler in Pytorch ge-
ometric and sample 25 neighbors for the layer,
same as the sampling number in (Ribeiro et al.,
2018). The feature vectors we used are GloVe vec-
tors of the latest 200 tweets and other network fea-
tures such as number of statuses, favorites, follow-
ers, followees, and centrality measurements such
as betweenness and eigen-vector centrality, which
are provided by (Ribeiro et al., 2018). We used the
same feature vectors to make comparison between
our results and their reported ones.

4.3 Graph Attention
We also experimented with a simple classifier with
GAT (Graph Attention) operator with only one
layer and one head, making use of the attention
mechanism (Vaswani et al., 2017) which bene-
fits from biasing on the most relevant parts of
the input. Most of the experiment settings were
the same as semi-supervised GraphSAGE classi-
fier, except that we replaced the GraphSAGE con-
volutional layer with a GAT convolutional layer
(Veličković et al., 2017). Equations below show
how attention is applied to compute the embed-
dings with weights, where avu is the normalized
attention coeffcient.

h′v =
∑
u∈Nv

avuW · hu

h′v = ||Kk=1(
∑

u∈N (v)

a(k)vu W(k) · hu)

4.4 LoNGAE
LoNGAE (Tran, 2018), which refers to Local
Neighborhood Graph Autoencoder, is primarily
used for graph link prediction. LoNGAE concate-
nates the graph adjacency matrix A ∈ RN×N with
node features X ∈ RN×F to be augmented matrix
Â ∈ RN×(N+F ). Then it performs the below en-
coder and decoder transformations on Â to get Â

′

for link prediction. In below formula, âi denotes
the ith row of Â and f denotes ReLU activation
function. Figure 2 shows the architecture of the
autoencoder.

zi = enc(âi) = f(W · f(V · âi + b(1)) + b(2))

â′i = dec(zi) = VT · f(W · zi + b(3)) + b(4)

This autoencoder is learned with symmetrically
shared parameters W and V, which capture shared
subgraph features. To use it for node classifica-
tion, we manually added our feature set mentioned

in previous sections to take advantage of what we
had already. Then we added a Softmax activa-
tion layer after Z to learn a probability distribution
across labels. We fed in both labeled data and sam-
pled unlabeled data, constructed the augmented
matrix of Twitter graph, and performed learning
on our Twitter graph.

Figure 2: LoNGAE Architecture

The authors provided official implementation at
github.Autoencoder. We also processed our data
to experiment with their codebase.

4.5 GraphMix

We also experimented with GraphMix (Verma
et al., 2019), a regularization technique for graph
neural network based semi-supervised node clas-
sification. It trains a graph neural network and
a fully-connected network via parameter sharing,
interpolation-based regularization and self- pre-
dicted targets. The main structure can be demon-
strated by Figure 3.

Figure 3: GraphMix Architecture

The main idea is to augment the normal GNN
with a Fully Connected Network (FCN). The
feature transformation layers are shared between
GNN and FCN. During training time, the FCN
and GNN get trained alternatively. The GNN gets
trained with labeled data in a supervised setting.
When FCN is trained, it gets labeled data with
true labels, and a subset of unlabeled data with
predicted labels provided by GNN. The FCN then

https://github.com/vuptran/graph-representation-learning


utilizes Manifold Mixup to train, which was pro-
posed by the same author (Verma et al., 2018). The
main idea of Manifold Mixup is to interpolate hid-
den states for better training. In the GraphMix pa-
per, they concluded that the augmentation of FCN
to the network helps GNN produce better features.

The authors provided official implementation at
github.GraphMix. We processed our data so that
we can experiment with their codebase.

5 Results and Analysis

5.1 Baseline models
Here we present the results of belief propogation
and 0 neighbor sampling GraphSAGE (referred to
as GraphSAGE-0) as baseline models. Belief pro-
pogation is a structure based model, while 0 neigh-
bor sampling indicates the model only uses the
node attributes itself without neighborhood infor-
mation.

Table 5: Baseline Classification Results

Belief Prop GraphSAGE-0
Accuracy 0.8282 0.8028
Recall 0.0694 0.7830
Precision 0.3333 0.3369
F1 0.1149 0.4700

Belief propogation has a rather high accuracy,
even higher than GraphSAGE-0. However, the la-
beled subset of the dataset is highly unbalanced,
where 90% of the data are normal. Therefore, be-
lief propagation can achieve high accuracy with
a high threshold for hateful. This is also re-
flected by the recall and precision. With differ-
ent thresholds, belief propagation always gets low
recall. It’s reasonable since we only have hun-
dreds of hateful labels captured in the large graph,
we definitely cannot get most hateful users from
this small portion. Meanwhile, incorporating the
node attributes, GraphSAGE-0 is able to achieve a
higher recall, but still remains a low precision.

5.2 Semi-supervised convolutions
For semi-supervised convolution models, we sam-
pled 25 neighbors of a labeled node for convo-
lution. For our GraphSAGE and GAT classifier,
we applied stratified 5-folds cross validation for
model training and evaluation, similar to (Ribeiro
et al., 2018). Again, we treated hateful users as
positive samples during precision and recall eval-
uation.

In Table 6, column ’GraphSAGE’ and ’Ribeiro
(new)’ both show performances of GraphSAGE
model but with different implementations, ours
versus (Ribeiro et al., 2018). Across all the met-
rics, GraphSAGE with 25 neighbor sampling per-
forms the best among all the models. It also im-
proves the precision to 0.4093 and still maintains a
high recall of 0.7923. The performance of GAT is
slightly worse because we only conducted experi-
ments using one head, and it’s probably not pow-
erful enough to learn many useful features. We
would further investigate with more heads in the
future.

We noticed that (Ribeiro et al., 2018) imple-
mented GraphSAGE classifier and reported 0.907
accuracy and 0.677 f1-score, which is much higher
than our results. After thoroughly checking their
original code, we discovered a severe bug in their
code. The paper authors ran k-folds on the same
GraphSAGE model without resetting the model
parameters at the beginning of each iteration.
Therefore, starting from the second fold, their
model has already seen part of the test set, and thus
gained performance improvement. We have noti-
fied the paper authors Ribeiro et al about this prob-
lem. They acknowledged the mistake and plan to
rerun the experiments as well as issue a correction
note on the paper result. Meanwhile we modified
their original code to use one GraphSAGE layer
and corrected the bug so that the model parame-
ters are reset for each training fold. After the cor-
rection, we find that our results are similar. More-
over, we extended their evaluation code to report
f1-score and precision as well. The results of our
models and model of Ribeiro et al are shown in
Table 6.

Table 6: Semi-supervised Classification Results

GraphSAGE GAT Ribeiro (new)
Accuracy 0.8489 0.8081 0.8477
Recall 0.7923 0.7555 0.8161
Precision 0.4093 0.3471 0.4036
F1 0.5377 0.4713 0.54

We retrieved the embeddings of the test nodes
after 200 epochs and visualized them using t-SNE
(Maaten and Hinton, 2008). Note that the dimen-
sion of the embeddings is 256, and t-SNE involves
some randomness when performing dimension re-
duction. We visualized several times, which are
displayed in Figure 4. The red points are nodes

https://github.com/vikasverma1077/GraphMix


(a) (b)

(c) (d)

Figure 4: Visualization of GraphSAGE Node Embeddings

whose true label are hateful users while the grey
ones are normal user nodes. We can see that
most hateful users seems to be clustered together
with similar learned embeddings, but they are also
mixed with normal users. This may explain why
we have a quite good recall but a low precision.
The key direction to further improve the detec-
tion of hateful users might be to distinguish hate-
ful users from those normal users that have similar
characteristics. On the other hand, since the defi-
nite border of hateful and not hateful is not clear,
there can be slightly less hateful ones and slightly
more hateful ones, we cannot determine that the
normal users clustered with hateful ones are not
hateful at all, which requires further investigation
and exploration.

5.3 Recent Semi-supervised methods

Two recent graph prediction models, LoNGAE
and GraphMix achieved state-of-the-art classifi-
cation performance on three benchmark citation
datasets, including Cora, Citeseer and Pubmed
(Sen et al., 2008). We also experimented them

with our Twitter retweet dataset for comparison
and analysis.

5.3.1 LoNGAE
We trained and evaluated LoNGAE model using
labeled data and differently sampled unlabeled
data. Specifically, we sampled different portions
of unlabeled 1-hop data for training. Our test re-
sults show that LoNGAE performed no better than
but still similar to GraphSAGE etc, with accu-
racy 0.8480, recall 0.6610, precision 0.4105 and
F1 0.5065. However, this performance is only
achieved with small portion (≈2% in training set)
of unlabeled data for training. If the amount of
unlabeled data for training goes large, for example
1000+, the performance of this model drastically
decreases (by 50+%). We believe there are several
possible reasons to explain this result: LoNGAE
makes use of local vectors in the adjacency ma-
trix, but fails to capture features of large subgraph
around the nodes to be predicted. Therefore, with
more random unlabeled data, this learning algo-
rithm fails to capture certain feature relationships
and handle some of the uncertainty during training



and thus result in worse performance with more
data. We also noticed that the datasets used for
evaluating node classification on LoNGAE, Cora,
Citeseer, Pubmed from (Sen et al., 2008), are all
smaller than ours. We believe it’s worth applying
some large graph datasets on this model for further
investigation.

5.3.2 GraphMix
The GraphMix result below in Table 7 reflects the
test result after training with the official imple-
mentation of GraphMix with 1500 epochs.

We experimented GraphMix using the official
code implementation with our updates for process-
ing the dataset. Similar to LoNGAE, we used
the 1-hop neighborhood of labeled data for explo-
ration. The results aren’t comparable with previ-
ous sections as the train/val/test split is different
for this exploration. The smaller test set may have
caused the higher statistics here.

The official codebase uses a two layer graph
convolution model to perform the classification
tasks and augments it with a fully connected net-
work. From Table 7, GCN with GraphMix had a
better accuracy and precision. However, we ob-
served unexpected behaviors during training. Af-
ter a longer training time, the loss of GNN became
very large and and the performance started to drop.
Therefore, we reported the test results of the model
with early stopping.

Table 7: GraphMix Classification Results

GCN GCN with GraphMix
Accuracy 0.873 0.884
Recall 0.733 0.633
Precision 0.449 0.475
F1 0.556 0.543

We noticed that by default, the official imple-
mentation randomly samples unlabeled data with
a size equal to labeled data. For example, if we
have 4000 labeled data for training, by default the
model would sample 4000 unlabeled data to train
FCN. It might be too hard to learn a good model
when such amount of input has pseudo labels.

We further looked into the experiments that
were performed in their paper. We reran their
three experiments on Cora, Citeseer and Pubmed
(Sen et al., 2008) with GraphMix as well as with
just GCN model. We observed that GCN alone
was able to achieve 100% training accuracy on all

training data within 300 epochs for these experi-
ments. This might indicate that we need a better
GNN baseline model in order to gain max ben-
efits from GraphMix. Moreover, GraphMix was
barely helpful to the improvement of the Pubmed
experiment as shown in Table 8. Among the three
datasets, Pubmed has the largest amount of nodes
but the experiments only used 60 nodes for train-
ing. Our dataset is much larger and our training
set has many more nodes, so a lot more hyperpa-
rameter tuning might be needed for stable train-
ing. While GraphMix did improve performance
on these three datasets, we believe that GraphMix
still needs more investigation of its effectiveness
on large datasets.

Table 8: Accuracy Comparison on three other Datasets

GCN GCN with GraphMix
Cora 0.823 0.831
Citeseer 0.713 0.744
Pubmed 0.801 0.806

6 Conclusion

We applied several models to perform node clas-
sification task on Twitter retweet graph, aiming
to classify hateful users. The main challenge is
that the dataset only has a small amount of la-
beled data (about 5% of the whole dataset). We
leveraged several semi-supervised learning meth-
ods based on graph structures, including Graph-
SAGE and Graph Attention, and some recently
proposed methods such as LoNGAE and Graph-
Mix. We can conclude that the graph structure
and information of neighbors are helpful to clas-
sification accuracy. Particularly, we corrected the
wrong results in (Ribeiro et al., 2018), which is
important as future researches that hope to use
their dataset would refer to their results. Among
all the models we have implemented and exper-
imented with, semi-supervised GraphSAGE per-
forms the best, while other learned models also
achieve better performance than baselines. Base-
line models belief propagation and GraphSAGE-
0 perform worse than others, indicating that this
is not an easy task that can be solved with sim-
ple algorithms. Methods like GraphMix and LoN-
GAE do deliver some appreciable results, but they
still need more explorations as they have only
been verified on small benchmarks and it’s hard
to tell how helpful they are to large social network



graphs, which in general have different character-
istics from citation graphs.

7 Future Work

From what we observed, hateful users are simi-
lar to normal users in many ways, which might
be the reason why it’s hard to gain high accuracy,
good precision and recall at the same time. From
what Figure 4 shows, graph convolution methods
are able to cluster similar hateful users and normal
users.

Therefore, we think one way to improve the
classification would be to identify the nodes that
have similar embeddings to the labeled hateful
users, which may require further structural and
user attribute features. These nodes will either
be hateful users or normal users that are simi-
lar to hateful users in many aspects. Identifying
these nodes and using these nodes only for semi-
supervised training may force the model to better
distinguish hateful users from normal users that
have similar characteristics. Currently, there are
a large number of normal users that might not be
similar to hateful users at all and their presence
in the training data might negatively affect further
improvement of the classifier performance as these
nodes are easy to classify.

Another direction for our future work is to hori-
zontally compare the performance of all the mod-
els we currently have. We can visualize the em-
beddings of all the available models and supple-
ment with user IDs and edge information. If some
users are hard to be classified correctly across all
models, then we can conclude that they are indeed
hard to recognize and thus require more investiga-
tion from other aspects. Otherwise if some users
are hard to be classified in some models but easy
in others, we expect to find ways to combine the
advantages of different models and come up with
potentially stronger ones.

Moreover, there is still a lot to explore in semi-
supervised learning, especially in use of the large
amount of unlabeled data. Many papers present
semi-supervised methods experimented on bench-
mark datasets. However, the effectiveness of these
methods on larger datasets still needs more veri-
fication. For example, GraphMix evaluated their
methods on citation dataset, but lacked evaluation
on social network graphs and training data with
larger size.

In sum, hateful user detection on large social

media networks with graph structures still has
much to explore. There is still a lot of space for
further investigation and improvement. We hope
our work contributes to this area and we are ex-
cited to see new works coming up with new break-
throughs.
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Our codebase is available at github.cs224w.
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