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1 Introduction

With the digitization of purchasing platforms, collecting and attempting to harness customer purchasing
history has become increasingly viable in the past decade. Consumers would like to have personally relevant
products at their fingertips, and e-commerce platforms would like to facilitate the purchase of their inventory.
With so many products available and lots of products that are difficult to search and discover, e-commerce
is increasingly targeting personally recommending products to consumers by hypertargeting based on past
purchase history and general consumer data. The recommendation of goods can be reformulated as a link
prediction problem on the bipartite E-commerce networks formed by customers purchasing products [1].

Classical link prediction entails predicting whether a link is likely to form between a particular customer
and a particular product. The link prediction problem is not as well defined for questions regarding the
most likely future customer-product pairs in the whole network. As an example, for the task of finding the
most likely links out of a set of candidate nodes in status quo link prediction, solving this problem would
involve calculating the likelihood of a link between every customer-item pair, which is intractable, or at
least prohibitively expensive for networks in the wild. One could narrow the set of candidate nodes to those
with the most similar embeddings but doing so would limit the expressiveness of the model and preclude
unexpected recommendations which would prohibit diverse and interesting purchase recommendations. In
this work, we perform global link prediction where we predict the most likely set of links that will occur.
Specifically, we find the most likely set of purchases between any customer and any product that would occur
in the near future.

Our e-commerce dataset is a multigraph with each product purchase belonging to a sequence of graphs.
We are tackling global link prediction on a sparse, bipartite multigraph of an e-commerce dataset. In
contrast to link prediction approaches based on network structure and heuristics for node similarity, we will
utilize Graph Neural Networks (GNN) to find expressive embeddings for link prediction [2]. We adapt the
Transformer architecture [3] orignally for sequence transduction in language modeling and translation and use
random and spectral embeddings. Our method, Temporal Graph Transformer (TGT), generates a product
embedding for each customer which can be utilized to find likely items for each customer. We compare our
approach with a random walk baseline [4] and similarity based link prediction approaches; our open-source
codebase is located at https://github.com/SriramS32/Ecommerce-Graph-Analysis.

2 Related Work

The traditional link prediction setup on an e-commerce network G(V,E), focuses on a snapshot of the network
at time t and predicts likely edges between nodes at time t′. Our global link prediction on the e-commerce
multigraph focuses on snapshots of the network and predicts the likely set of edges that will occur at the
next snapshot. Link prediction approaches can be divided into the following three categories: approaches
that utilize structural features in the network, approaches that utilize node content and attribute similarity,
and methods that learn an embedding representation for nodes.

Link Prediction with Network Structure Features: There are several approaches towards link
prediction based on the structural features of networks including local-community-paradigm, weak ties, and
hierarchical organization [5]. Most of these approaches exploit a few structural features in networks and
assume that this structural feature is pervasive across the network. Even within many real networks, the
structural features among various parts of the network are quite different.

Link Prediction with Node Attribute Features: Initial approaches to link prediction involved
heuristic methods, which compute similarity scores between nodes [6]. There are also similarity-based indices
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that suggest which are usually split into local, global, and quasi-local approaches [6]. Local approaches such
as Mutual information scoring and the Resource allocation index use local structural information to compute
similarity scores, and highly similar nodes are likely to be connected. Global approaches such as the Katz
index use whole network topology to score potential links. Heuristic methods often have strong assumptions
that don’t generalize across domains, such as assuming that two nodes are more likely to connect if they
have similar neighbors, which may be true for social networks but not for protein-protein interactions. Also,
these approaches may not generalize well to real-world networks, which often contain much richer information
within nodes and along edges/arcs.

Link Prediction by Deep Networks: The arrival of GNNs kickstarted a flurry of interest in lever-
aging deep networks to perform graph-related tasks. Since then, many variations of GNN have proliferated
[3][7][8][9], but most of them suffer from an inability to incorporate temporal data and their focus on local fea-
tures. Applying GNNs to link prediction, there is past work on a GNN based method for learning heuristics
from local subgraphs for link prediction which outperforms heuristic methods, latent feature methods, and
the previous state-of-the-art method, the Weisfeiler-Lehman Neural Machine (WLNM), on various datasets
[2]. The networks studied also don’t incorporate temporal data, as the e-commerce dataset does, so it is
unclear whether vanilla GNNs would perform well on such temporal data. This work provides interesting mo-
tivation to use GNNs for generating useful features from subgraphs. However, this approach directly applied
to the problem of global link prediction for our e-commerce network may have issues capturing long-range
global properties.

3 Dataset

Figure 1: An example of the bipartite graph used to represent the retail data, with Customers and Products
as nodes, and Transactions as edges (only some edge features are shown here). Node and edge features are
also included in this figure. Note that quantities ordered tend to be in the dozens, indicating that most
customers of this retail store are resellers.

We are using the Online Retail II [10] dataset donated by Chen et al. to the University of California,
Irvine, which contains 1,067,371 rows of transactions from a UK-based online retail store, all dated between
2009-12-01 to 2011-12-09. Each row maps the invoice number to an item identifier, an item description,
quantity of that item purchased, an invoice date, the price per unit of that item, a customer identifier, and
the customer’s country – see Table 1 for details. There are 25,900 unique invoices, 4,373 unique customers,
4070 unique stock codes, and 38 unique countries represented in the data, for a total of 8,443 nodes and
1,067,371 edges that we can use to construct our graph.

We choose to leverage the temporal nature of the data by binning purchases on a weekly basis, for a
total of 104 week-long frames in the dataset – the choice of the week helps to eliminate some of the effects
of periodic trends, such as the bulk of orders being made on certain days of the week and not others. Note,
however, that we will still experience the effects of seasonality when representing the data in this week, which
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Variable name Data type Role in our graph Description
Invoice Unique int Unique edge key Unique 6-digit ID assigned to each invoice

StockCode Unique int Unique node key Unique 5-digit ID assigned to each item
Description Str Node feature (stock) A descriptive name of the StockCode
Quantity Int Edge feature Number of items purchased in the transaction

Price Float Edge feature Price of item at time of transaction
CustomerID Unique int Unique node key (cust.) Unique 5-digit ID assigned to each customer

Country Str Node feature (cust.) Country that the delivery is addressed to
InvoiceDate Datetime Edge feature Time of transaction

Table 1: The dataset collected by Chen et al. [10], along with a description of how we use each field in our
graph representation.

is especially apparent in the weeks leading up and shortly following the winter shopping season. 1

3.1 Data Preparation

Figure 2: Before data cleaning Figure 3: After data cleaning

Figure 4: After data cleaning, the t-SNE visualization on spectral embeddings of the bipartite graph shows
greater separation into two discrete clusters [11]. This motivated our usage of spectral embeddings in the
Temporal Graph Transformer in subsection 5.2.

While much of the data is presented in an easily-ingestible format, we interpreted certain transactions
as adding noise rather than representing the signal we wish to find, which is purely customer transactions.
Therefore, we perform some processing to clean up the dataset before building our graph representation.

1. Remove all transactions without valid StockCodes or CustomerIDs. These transactions represent some
logistical/meta transactions, such as fees assessed for selling on Amazon.

2. Remove all transactions with the following codes: [’M’, ’POST’, ’D’, ’DOT’, ’CRUK’, ’C2’, ’BANK
CHARGES’, ’ADJUST’, ’ADJUST2’, ’TEST001’]. These codes represent manual adjustments made
to customer’s transactions, as well as fees assessed for mailing items.

1A representation of this seasonality effect can be seen here: https://github.com/SriramS32/Ecommerce-Graph-Analysis/

blob/master/graph_visualization.mp4; note how the density of edges darkens in the weeks prior to mid-December, and sharply
tapers off at the end of the year, which leads an anticipated drop in consumer demand by two weeks. Since the majority of
customers for this storefront are wholesalers, it is reasonable to expect their purchasing schedule to slightly lead retail trends.
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3. Remove all transactions in which the Invoice code starts with ’C’, indicating that the transaction is a
cancellation. While we hope our model will become robust to the point of understanding cancellations’
effects on future sales, for now we will leave them out of the dataset.

After data cleaning, we reduce the number of transactions in the dataset from 1067371 to 802714 trans-
actions that capture only customer purchases from the storefront. A t-SNE analysis of spectral embeddings
produced by the dataset before and after data cleaning (Figure 4) reveals additional structure and a partition
between two groups of nodes after our data preparation steps.

4 Task Definition

4.1 Global Link Prediction

In the following approaches, we treat our data as a sequence of bipartite graphs Gi = (C,P,Ei), where C
and P represent the two parts of the graph and Ei is the edge set for the ith graph Gi in the sequence. The
intuition behind the sequences is that each Gi captures the customer-product transactions for the ith week.
Note that the edges are weighted by the number of distinct purchases: for example, if customer c purchases
product p on 3 occasions within week i, the edge (c, p) will have weight 3 in Ei.

With this setting, we define the Global Link Prediction task: given a sequence of these graphs G1, ..., GS ,
we want to predict the edges that will appear in the next graph in the sequence GS+1. To that end, we
output a stochastic adjacency matrix ÂS+1, with the goal that if (i, j) ∈ ES+1, then Âij is close to 1, and if

(i, j) /∈ ES+1, then Âij is close to 0.
Given that our dataset consists of a sequence of T = 104 weeks of purchase history, we take the first

0.8T ≈ 83 weeks of the data as a training set, and treat the last 21 weeks of data as our test set. Our task
is, given a sequence S of weekly frames of known purchase history, to predict the links that will occur in the
next time step S + 1. We do this by outputting a stochastic bipartite adjacency matrix AS+1 ∈ [0, 1]C×P ,
which gives probabilities for links in GS+1.

4.2 Evaluation Metrics

We will evaluate our performance on this task by comparing the hit rate of our resulting stochastic adjacency
matrix to the actual adjacency matrix at time S + 1.

In regular link prediction settings, performance is measured by accuracy of the top K predictions made,
and by AUC [6][2]. However, these metrics are not suitable for our particular application due to the sparse,
time-series nature of our data: most customers do not purchase anything at a given point in the sequence,
so looking at the top K most probable purchases will mostly give an accuracy of 0% and may not accurately
represent the performance of our network. For AUC to work, we need some notion of a false positive: however,
a false positive is really only well-defined if we have some sort of threshold on our adjacency matrix for which
links are our predictions.

Thus we propose a new metric to measure the performance of our methods: Expected Hit Rate (EHR).
For each customer that bought an item at time S + 1, we calculate at the expected value of the number
of purchases of each item that was actually purchased. For a stochastic adjacency matrix Â and the real
adjacency matrix A, this amounts to calculating E = Â ◦ A, where ◦ is the Hadamard product. Then for
each customer, we look at the expected hit rate of the expected number of purchases, e.g. for customer i
the hit rate is then (E1)i, where 1 is the all-ones matrix. The accuracy of the prediction is then taking the
average expected hit rate over only the customers that have purchased items. To summarize, the EHR of a
stochastic adjacency matrix Â is given by:

b← 1{A1 > 0}
E ← (Â ◦A)

EHR(Â, A) = (E1 ◦ b)ᵀ1/(bᵀ1)

5 Approaches

Due to the bipartite nature of the graph as well as the relative sparsity of edges at each timestep, structural
link prediction techniques based on local neighborhoods (e.g. Resource Allocation Index, Jaccard Index)
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will not yield favorable results. To that end, we formulate two novel approaches to this setting: a bipartite
random walk and a learning-based approach. We compare our approaches to a baseline of uniform random
guessing, where the decision of whether a customer buys a product is a uniform random guess.

5.1 Bipartite Random Walk

Let c = |C|, p = |P |. Our motivation for this method is to leverage the bipartite nature of our graph while
relying on the relative success of random walk-based methods in link prediction [6]. We present our algorithm
for bipartite random walks:

Algorithm 1: construct transition

input : Bipartite graph G = (C,P )
for u, v ∈ P do

Tuv ←


1 u = v
|ΓG(u)∩ΓG(v)|
|ΓG(v)| |ΓG(u) ∩ ΓG(v)| > 0

1
P |ΓG(u) ∩ ΓG(v)| = 0

end
output: p× p matrix T

Algorithm 2: Bipartite random walk

input : Initialization sequence G1, ..., Gl

Training sequence Gl+1, ..., Gk, k > l
c← |C|;
p← |P |;
A← adjacency matrix of transactions in G1, ..., Gl;
for i← l + 1 to k do

T ← construct transition(Gi);
A← normalize(AT );

end
output: c× p matrix A

The intuition here is that the transition matrices T describe how one might “walk” from one product to
another, given the same customer bought two items. If two items do not share a common customer, there
is a small uniform probability that a customer might still purchase the other item. The final output of the
algorithm should be a c × p matrix A, where each row of A describes the probability distribution of the
likelihood of a customer buying a product.

5.2 Temporal Graph Transformer

Inspired by the success of multi-head attention in modeling long-range dependencies for NLP tasks, we
propose a modification to the Transformer architecture [12], called the Temporal Graph Transformer (TGT).
The full algorithm is described in algorithm 3, with a visualization in Figure 5.

In algorithm 3, PositionalEncoding and TransformerEncoderLayer are the same as in the original Trans-
former architecture. Since we are only predicting for one timestep in the future at a time, we use a simple
linear layer instead of the full Transformer Decoder.

5.2.1 Training

Since we target an embedding, we train TGT by performing gradient descent on the Mean Squared Error
between the output of the model and a desired target embedding. Given the target adjacency matrix AS+1

and the embedding matrix Memb, the target embedding is given by AS+1M . Our input and target adjacency
matrices are represented using sparse tensors in COO format to save memory, and all our models are trained
on an NVIDA V100 GPU with 16 GB of RAM.
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Figure 5: Temporal Graph Transformer Architecture, showing the inputs on the upper left, and outputs on
the bottom left.

Algorithm 3: Temporal Graph Transformer

input : Sequence of adjacency matrices 〈A1, ..., AS〉, network hyperparameters H
E = p× d embedding matrix
for i← 1 to S do

Ei ← AiE + PositionalEncoding(i)
end
o2, ..., oS+1 ← TransformerEncoderLayers( 〈E1, ..., ES〉, H)
〈Ê2, ..., ÊS+1〉 ← LinearLayer(〈o2, ..., oS+1〉)
output: Sequence of approximated embeddings 〈Ê2, ..., ÊS+1〉
(Each Êi is a c× d embedding, one for each customer node)

5.2.2 Prediction

The model outputs a sequence of embeddings Ê2, ..., ÊS+1 ∈ RC×D, where C is the number of potential
customers and D is the size of the embedding dimension. To convert these embeddings to stochastic adjacency
matrices, we calculate Âi = ÊiM

†
emb, where M†emb is the pseudo-inverse of the embedding matrix.

5.2.3 TGT and Transformer

Below, we compare the meaningful differences between the original Transformer architecture and TGT.

• Input

– Transformer : the input is a sequence of some fixed length k, where each item in the sequence is
the one-hot encoding of a word in the dictionary. For a dictionary of size D, the input would have
dimension k ×D.

– TGT : the input will similarly be a subsequence of a fixed length k, each item in the sequence
being an adjacency matrix for the ith graph in the full sequence: Ai, Ai+1, ..., Ai+k−1. For one
sequence, the input would be a matrix of size (k × c× p).

• Embedding matrix

– Transformer : the first layer of the network is essentially a table lookup, using an embedding
matrix to generate an appropriate embedding for each item in the sequence.
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– TGT : instead of an embedding for each word in the dictionary, we would like to generate an
embedding for each product in P . The output of this embedding layer would be a (k × c × d)
matrix, where d is the embedding dimension. The intuition here is that for each customer at each
point in the sequence, we generate a product embedding : the mean embedding of the products
they purchased.

• Output

– Transformer : a sequence of length k representing the input sequence shifted forward by one time
step: the last item in the sequence, instead of a one-hot encoding, is a probability distribution
over the predicted next word in the sequence. Then, the dimension of the output is k × D, the
same as the input.

– TGT : the last item in the sequence is a prediction over the product embedding for each customer
of the next graph, so our output dimension here is not the same as our input: it would be k×c×d.
The motivation here is that we can then use this embedding, instead of the one at the previous
time steps, to predict the next likely links.

• Training:

– Transformer : use some variant of adaptive, momentum-based gradient descent, with the loss being
the KL-divergence or cross-entropy against the actual one-hot encoding of the next word.

– TGT : since our output is a product embedding, we can calculate our loss as the mean squared
error against the embeddings of the customers at the next time step.

Of central importance here is our choice of embedding. We utilize random and spectral embeddings. To
get spectral embeddings, we use spectral clustering, TISNE, or similar analytical methods to generate an
embedding for each item in P . These are easy to compute, but they do not take advantage of the features
(e.g. price, description) of each product, and it is not well-defined how to compute these embeddings for a
multi-graph or temporal graph.

Above in Figure 5, these steps are visualized in a pipeline. After embedding the adjacency matrix from
one week of products purchased by customers and passing the embedding through the layers of positional
encoding, the transformer encoder, and linear decoder, TGT outputs the predicted embedding for the next
week of purchases. We apply losses to match the predicted embedding at the next time step with the ground
truth embedding of the next week. Finally, to get the predictions of purchases from the network, we apply
the psuedo-inverse of the embedding on the embedding predictions.

6 Results

We train our random walk approach and temporal graph transformer (TGT) models with spectral and
random embeddings and compare their performance to a uniform random baseline. In the uniform random
baseline, the predicted adjacency matrix Â has all entries equal to 1

P , that is it predicts each customer has
a uniform probability of purchasing each item.

As shown by our results in Table 2, our uniform random baseline achieves an EHR of 0.0003. Our random
walk approach outperforms the random guessing baseline with a precision score of 0.0188. Our learned models
achieve great performance during training but do not generalize well on the test set. TGT on the test set
ends up performing similarly to a random uniform guess, which we will further explore in the section below.

Other similarity-based structural link prediction methods such as Resource Allocation Index, Jaccard
Index, and Preferential Attachment all struggle with this link prediction task, potentially due to the sparse,
bipartite nature of the network. The links that we care about predicting are those from customers to products.
However, the bipartite nature of the graph means that if we have a consumer node u and a product node v,
|Γ(u)∩ Γ(v)| = 0. Thus, most similarity-based structural link prediction methods (e.g. Resource Allocation,
Jaccard Index) will fail to provide any useful results, as the score will always be 0. Additionally, the sparse
nature of the transactions mean that there could be customers that appear in the test set such that they do
not appear at all in the training set. Running the Preferential Attachment Index currently gives an EHR of
0% if we use an 80-20 train-test split.
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Table 2: Precision for global link prediction, comparing our method variants against baseline.

Model Loss (train) EHR (test)
Random Uniform Guess - 0.000216
Bipartite Random Walk - 0.0188

TGT w/ random embeddings 1689 0.0003
TGT w/ spectral embeddings 0.03 0.0003

Figure 6: Training loss curves for the Temporal
Graph Transformer using Random Embeddings.
The model does not converge with random em-
beddings as the losses flatline for across various
hyperparameters.

Figure 7: Training loss curves for the Temporal
Graph Transformer using Spectral Embeddings.
The model appears to converge as the losses go to
0, and the two layer encoder has a slightly lower
loss than the single layer encoder.

6.1 Embedding

We found that with our resources, we found that we could only fit a TGT using an embedding dimension of
1 into memory. We suspect that the poor performance of the TGT models we trained is due to the limitation
on the size of our embedding dimension. Although we are able to train our network to accurately recreate
the product-space embeddings of each graph in the time series (see Figure 7), the resulting adjacency matrix
reconstructions are no better than a random guess. We suspect that, with higher embedding dimensions, we
could more faithfully reconstruct the adjacency matrices in our training set.

6.2 Discussion of Generalization

Along with the embedding dimension, other network hyperparameters were constrained by our choice of
dataset: due to the entire dataset consisting of T = 104 weeks, based on an 80-20 train-test split the test set
sequence is only 20 elements long, severely limiting our batch size and model sequence length (batch size ×
model sequence length = total sequence length).

Memory also constrained the size of the network: at most, we could only use N = 2 layers of Transformer
Encoder networks, and 2 attention heads for the Multi-Head Attention layers. This limits the expressivity
of our networks, and we suspect that with deeper networks we could achieve higher performance.

We have several hypotheses for the poor generalization ability of our learned models on the test set. All
our models converge within 40 epochs of training. Their loss calculation is based on the difference between
the predicted embeddings of the future weeks of purchases and the ground truth embeddings. Our models
are able to converge to low losses indicating that they can predict embeddings that match the ground truth.
However, they don’t generalize well to the test set and perform as well as a random guessing baseline. This
is potentially due to the difference between the test and training sets used in our specific smaller e-commerce
dataset. We cannot shuffle the data as we must preserve the sequence order for our task. In the future, we
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can investigate different precision metrics and potentially other datasets with more suitable dataset splits.

7 Conclusion

In this report we have introduced the Global Link Prediction task and identify important baseline metrics
for prediction methods. We study two structural methods, a random-walk approach and a learning-based
approach, and demonstrate moderate success with the random-walk approach while discovering difficulties
in the learning-based approach.

A significant challenge in our learning-based approach was getting our network to fit into memory, given
our limited compute resources. Future work can investigate improving the expressivity of our network
(e.g. increased number of layers, number of attention heads, embedding dimension) within these memory-
constrained settings.

The higher performance of our Bipartite Random Walk method over the uniform random baseline suggests
that there is a relationship to be learned from framing our dataset as a time-series: for a learning-based
approach, the challenge is then to build a model that is capable of learning that relationship. The failure
of traditional link prediction methods on this task serves as further motivation for investigating new link
prediction methods that can take advantage of this time-series information.

Since the current work does not make use of the node and edge features present in the dataset (as well
as the presence of multiedges that occur within the same week timeframe), one future avenue of study is
incorporating those features into TGT. As it relates to our dataset, node and edge features that encode
information about the price of an item, quantities purchased, and the originating country of the order could
prove helpful in predicting future purchases, thus motivating a modification to our architecture that would
allow for these features.

Additionally, the period of the temporal frames can be introduced as a hyperparameter, which will affect
the types of temporal trends that would be captured by our adjacency frame inputs as well as change the
number of frames that we can input into our model; for example, if we binned each temporal frame on a
daily basis, we would have 7 times the number of input frames (which are currently binned on a weekly
basis), but each frame would be sensitive to trends occurring on a weekly basis; for example, sales might be
predominantly made on Fridays as wholesalers tally up demand after a week’s worth of sales, and use it as a
basis for their next restocking order. On the other hand, if we binned on a monthly basis, we would reduce
our inputs by a factor of 4.5, but each month’s sales data would be less sensitive to weekly trends (this is
further discussed in section 3).

Another possible hyperparameter is the choice to accumulate edges over each frame of the input adjacency
matrices, in other words, incrementing each cell by 1 as each frame is loaded in, such that each adjacency input
is the sum of all previous weeks’ raw adjacency matrices. By using this representation, we would effectively
give the model repeated information about previous weeks with each new week’s input, thus ensuring that
previous trends are not forgotten with the introduction of new data.

To summarize: we provide an initial formulation of the Global Link Prediction problem as applied to
predicting e-commerce purchases, and propose two novel link prediction methods, as well as a metric for
measuring performance of methods on this task. Our results point motivate the effectiveness of formulating
link prediction problems in this manner, and point to a wide variety of future directions in which to take
this work.
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