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1 Introduction

How to manage a large infrastructure network subject to an uncertain hazard such that it meets
some desired system performance target is a question under active research in the civil engineer-
ing community. For example, the California Department of Transportation (CalTrans) owns and
manages B = 1743 highway bridges in the Bay Area. These bridges constitute an integral part of
the overall road network and are subject to the uncertian regional seismic hazard. A key part of
managing this portfolio of bridges is identifying which among them to retrofit. Retrofitting has a
non-trivial cost – meaning that retrofitting all the highway bridges in the Bay Area is not feasible
– but also the potential for significant benefit, since it decreases a bridge’s fragility, i.e. reduces
the likelihood that the bridge will sustain damage during an earthquake. Defining an appropriate
system performance target is also a non-trivial question. A manager’s goal might be to simply re-
duce the likelihood of bridge damage across the road network, or it might be to ensure that certain
measures of traffic congestion – such as the total travel time of all trips made on the road network
– do not exceed some (predefined) acceptable levels.

An open question within the topic of selecting bridges to retrofit in a large road network is whether
effective corridors exist. An effective corridor is (loosely) defined as a set of bridges that are
geographically close to each other and that when retrofitted together have a disproportionately
beneficial effect on the expected performance of the road network under seismic hazard. For a road
network of a realistic size, answering this question using brute-force techniques (e.g., computing the
expected performance of the road network with different combinations of retrofits under a given
seismic hazard) is not feasible due to combinatorial explosion.

Another rationale for retrofitting bridges might be to avoid particularly bad outcomes. One such
(extremely bad) outcome would be for most of the highway bridges in a given region to be damaged
by an earthquake. Intuitively, if a few bridges in the given region are damaged, drivers will be able
to identify alternate routes to get from their origins to their destinations. However, if many bridges
within the region are damaged, finding such alternate routes will become less feasible. While the
correlation of ground motion (shaking) intensities at nearby sites has been well established, with
various models proposed for capturing the relationship between inter-site distance and the ground-
motion intensity correlation coefficient ρ, the correlation of bridges’ damage states in the Bay Area
has not been explored.

This work constitutes a preliminary investigation into whether such corridors exist using commu-
nity detection and clustering techniques on a graph in which each bridge in the Bay Area bridge
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inventory (described in Section 3) is represented as a node and each (weighted) edge is the difference
between the actual and expected correlation of its endpoints’ damage states.

In this work, we investigate the following questions:

1. Are there geographically organized clusters of bridges whose damage states are highly corre-
lated in the San Francisco Bay Area?

2. How do clusters of bridges whose damage states are highly correlated (as identified in Question
1) compare to clusters of bridges at whose sites ground motions are highly correlated? That
is, are these two sets of clusters the same?

The results of these two investigations have implications for corridor identification, post-earthquake
recovery planning, and pre-earthquake retrofit allocation.

This report is organized as follows: Section 2 reviews methods for retrofit selection. Section 3
provides detailed information about the datasets and models used in this work. Section 4 details
the features and construction of the bridge damage graph central to this project. Section 5 shows
the results associated with the two questions above. Finally, Section ?? provides citations for
papers and other resources referenced in this proposal.

2 Related work

2.1 Selecting bridges to retrofit

Deciding which bridges to retrofit among a set of 1743 is a difficult problem. For example, if Cal-
Trans has a retrofit budget of 5 bridges per year, the number of combinations of bridges they can
choose can be expressed as

(
1743
5

)
– this is computationally intractable. Approaches to this prob-

lem in the civil engineering, operations research, and related bodies of literature can be broadly
classified in two categories: heuristic- and optimization-based approaches. Heuristic approaches
include determining bridges’ retrofit priority based on features like age, location, fragility, network
centrality, or some combination thereof [4]. The result is often a list of bridges in descending or-
der of retrofit priority. Optimization-based approaches typically define an objective function, such
as the indirect cost of the road network performance, and select bridges to retrofit such that the
objective is minimized. While optimization-based approaches offer certain optimality guarantees,
they do not tend to scale as well to large systems as do heuristic approaches [5].

Rokneddin and coauthors propose a node importance ranking criterion called Bridge Rank (BR),
adapted from Google’s original Page Rank [3]. Bridge Rank is computed per Equation 1, where A is
the adjacency matrix of the road network of interest, D is the diagonal matrix of node out-degrees,
and β is the diagonal matrix of bridge vulnerabilities.

BR = β(I− αAD−1)−11 (1)

Bridge Rank considers the criticality of nodes as well as that of neighboring nodes to identify
clusters of critical nodes in a network. Furthermore, they assert that these clusters of nodes sig-
nificantly affect the road network’s connectivity as well as the travel time of trips made on the
network. Rokneddin and coauthors demonstrate the use of BridgeRank on a road network in South
Carolina that includes B = 515 bridges [3].
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The proposed Bridge Rank criterion offers a number of advantages compared to other heuristic
methods of selecting bridges to retrofit. First, the authors demonstrate that it can be applied to
large networks of bridges. Unlike simple ranking methods that take into account only individual
bridge characteristics and not network topology, Bridge Rank takes into account both bridge vul-
nerability and the role bridges play in the road network. In fact, the authors note that the way
they formulated Bridge Rank gives equal importance to a node’s importance in a network (based
on its degree) and its vulnerability as a bridge. Bridge Rank is also less computationally complex
than using network reliability methods that require sampling bridge fragility parameters and using
traffic simulators to compute the road network performance. However, the authors demonstrate
BR for a single scenario event rather than a suite of events, a minimal requirement for a proba-
bilistic seismic risk analysis. Considering a suite of events is important because the likelihood of a
particular event occurring is minimal – making policy or planning decisions based on the results of
a scenario analysis is therefore very risky. Here, we use a fully hazard-consistent set of scenarios
to measure the association between bridge damage states. None of the methods described in this
section consider groups of bridges, rather than individual bridges, for retrofit.

3 Datasets and models

The data used in this work are open-source and available as part of larger zip file at the following
web address: https://purl.stanford.edu/qr331kt5485. These data were collected by Mahalia Miller
as part of her PhD thesis.

3.1 Datasets

• Bay Area bridge inventory: an inventory of the B = 1743 highway bridges in the Bay Area
that are owned and managed by the California Department of Transportation (CalTrans). Of
the 185 features in the inventory, the most salient to the current work include each bridge’s
geographic coordinates and fragility function parameters. The inventory is available as a csv

and was originally collected by Miller.

• Portfolio of ground motion maps: a set of ground motion maps, one for each of the S =
1992 scenarios in the Uniform California Earthquake Rupture Forecasts, Version 2 (UCERF2).
Each map includes a (simulated) spectral acceleration (T = 1s) reading at each of the B =
1743 bridges in the Bay Area road network. All ground motion maps in this portfolio account
for the spatial correlation of ground motions.

3.2 Models

• Ground motion intensity correlation models: Park and coauthors provide an overview
and comparison of six models of the correlation (ρ) between the ground motion intensity at
two sites as a function of h, the distance between them [1]. For this work, we use Cases 4

and 5 from [1], as shown in Figure 1. Case 4 is described by the equation ρ(h) = e
−h
6 , while

Case 5 is described by the equation ρ(h) = 1− [1− e−
√
0.3h]2, where h is in kilometers. The

correlation coefficient ρ thus takes on values in the interval [0, 1].

• Bridge fragility functions: The probability that a bridge experiences at least some level
of damage given a particular intensity of ground motion (i.e., shaking) is quantified by the
bridge’s fragility function. By convention, a fragility function is modeled as a lognormal

3



Figure 1: Figure 5 from [1] shows six ground motion correlation models for ρ as a function of inter-site
distance h.

distribution with median µ and a standard deviation β = 0.6. The dataset to which we
have access contains the median value that defines the fragility functions we use in this work.
Each bridge in our dataset has three fragility functions associated with three damage levels
of interest – moderate, extensive, and complete. We will use the extensive damage level in
this work.

4 Graph construction

In this section, we describe the features and construction of the graph G on which we will perform
community detection.

4.1 Bridge damage graph

In the bridge damage graph G, each node is a bridge in the Bay Area bridge inventory (described
in Section 3). We assign edge weights according Equation 2. Therefore, each weighted edge
corresponds to the difference between the actual and expected association between its endpoints’
damage states. Since we expect bridges’ damage states to be positively correlated (given all bridges
are in the same seismic region), the smallest weight an edge can have is 0; thus, edges are not
signed. The bridge damage graph G |V | = 1743 nodes and |E| = 1518153 edges; each pair of nodes
is connected by a single edge, so G is not complete.

wij = φij − φ̂ij (2)

We quantify the expected association φ̂ij between the damage states of a pair of bridges bi, bj ∈ B
as a function of the distance between them (h), as shown in Figure 1 – in other words, we let
φ̂ij = ρ̂. As previously described, we used two models of ground motion correlation from Park
and coauthors [1]. This model of expected association has some drawbacks – it does not take into
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Figure 2: A bridge’s fragility function relates the intensity of the ground motion the bridge experiences with
the probability that the bridges experiences at least some level of damage, and is modeled as a lognormal
distribution defined by a median parameter (fb in this figure) and a dispersion β = 0.6. Retrofitting a bridge
shifts its fragility function to the right.

account bridge’s features or fragility (both of which are integral in determining the probability that
a bridge is damaged), but rather considers only the correlation between the ground shaking they
experience. However, this ground motion correlation model is convenient and also lets us test how
important considering fragility (rather than just inter-site distance) is when identifying clusters of
bridges whose damage states are highly correlated.

We quantify the actual association φij between the damage states di and dj of a pair of bridges
bi, bj ∈ B using their phi coefficient, φij . A bridge’s damage state is a binary variable – that is,
the bridge in question is either at least extensively damaged or not. Therefore, we use the phi
coefficient φij to measure the strength of the association between the damage states of a pair of
bridges bi, bj ∈ B. The phi coefficient is a special case of the Pearson correlation coefficient. Like
the correlation coefficient, more commonly used for continuous variables, the phi coefficient takes
values in the range [−1, 1], with φij = −1 indicating perfect disagreement between the values of di
and dj and φij = 1 indicating perfect agreement between the values of di and dj .

We can compute φij by first constructing for the pair of bridges bi, bj ∈ B the damage matrix dij

in Equation 3. In Equation 3, d00 is the number of times neither bridge is damaged, d11 is the
number of times both bridges are damaged, and the off-diagonal terms are the number of times
only one of the two bridges is damaged. These terms are counts over a number of damage maps.

We then compute φij per Equation 4, in which d
(ij)
:i indicates the sum of the elements in the i-th

column of dij and d
(ij)
i: indicates the sum of the elements in the i-th row of dij . The procedure for

constructing the bridge damage graph is in Algorithm 1.

dij =

[
d
(ij)
00 d

(ij)
01

d
(ij)
10 d

(ij)
11

]
(3)
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φij =
d
(ij)
11 d

(ij)
00 − d

(ij)
01 d

(ij)
10√

d
(ij)
1: d

(ij)
:1 d

(ij)
0: d

(ij)
:0

(4)

Algorithm 1 Constructing the bridge damage graph

procedure ConstructG(B,S, d) . The sets of bridges, B, ground-motion maps, S, and the
number of damage maps per ground-motion map

for s ∈ S do . For each ground-motion map
sample d damage maps . Each a vector of size (B, 1)
concatenate d damage maps into an array D of size (|S| × d,B)

for bi in range(0,|B|) do
for bj in range(0,|B|) do

Initialize dij with all entries 0 . The damage matrix for bridges bi, bj
for k in range(0,|S| × d) do

if Dki = 1 and Dkj = 1 then

dij
11+ = 1

else if Dki = 1 and Dkj = 0 then

dij
10+ = 1

else if Dki = 0 and Dkj = 0 then

dij
00+ = 1

else if Dki = 0 and Dkj = 1 then

dij
01+ = 1

Compute φij from dij . The actual association

Compute φ̂ij . The expected association

wij = φij − φ̂ij . The signed edge weight between bi, bj

return wij∀(bi, bj) ∈ B . All edge weights

4.2 Community detection

We identify clusters/communities within the bridge damage graph G using the Louvain algorithm
as developed by Blondel and coauthors [2]. Advantages of using the Louvain method include that
it does not require us to define the number of communities we want to identify and that it is
computationally inexpensive for the graphs in which we are interested.

5 Results and Discussion

We identify communities of bridges according to three versions of the bridge damage graph already
described – each version uses a different criteria to define the edge weights. First, we define edge
weights as equal to the ground motion correlation coefficient ρ computed using the two different
models (Case 4 and Case 5) already described. The resulting communities of bridges are shown in
Figures 3 and 4. Then, we define the edge weights as equal to the phi coefficient that quantifies the
association between two bridges’ damage states. The resulting communities of bridges are shown
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Figure 3: Seven communities of bridges identified
using the Louvain algorithm on a graph in which
nodes are bridges and edges are ground motion
correlation coefficients ρ for pairs of bridges as
defined by Case 4 of Park and coauthors [1].

Figure 4: Five communities of bridges identified
using the Louvain algorithm on a graph in which
nodes are bridges and edges are ground motion
correlation coefficients ρ for pairs of bridges as
defined by Case 5 of Park and coauthors [1].

in Figure 5. Finally, we define the edge weights as per Equation 2, i.e. as the difference between
the actual (simulated) association between the bridges’ damage states and the expected association
between the bridges’ damage states (as quantified by the ground motion correlation models, Case
4 and Case 5). The resulting communities of bridges are shown in Figures 6 and 7.

5.1 Q1: Are the detected communities geographically organized?

Figures 5 demonstrates that there are clusters of bridges whose damage states are highly correlated
in the San Francisco Bay Area and that these clusters are geographically organized (that is, their
constituent nodes are not scattered across the map). We can also see from Figure 5 that the four
communities of bridges whose damage states are highly correlated fall neatly along the four prin-
cipal faults in the San Francisco Bay Area: from West to East, these are the San Gregorio Fault
(along the coast), the San Andreas Fault, the Hayward Fault (along the eastern coast of the Bay),
and the Concord and Greenville fault system. This result is not altogether surprising – it makes
sense that bridges on or near the same fault should have highly correlated damage states. It is
somewhat surprising that the detected communities line up so neatly with the regional faults, how-
ever – this suggests that similarities in location are much more important when identifying clusters
of bridges with highly correlated damage states than similarities in fragility (or in the features that
define fragility, like age and structural system).

Figures 6 and 7 also demonstrate that bridges whose damage states are more closely associated than
expected (according to the ground motion correlation coefficient models) are also geographically
organized. The communities identified in these figures are not as strongly tied to the local fault
systems as those shown in Figure 5. In Figure 6, for example, we see communities of bridges on
the peninsula, in the South Bay, and extending from the East Bay to the northern Bay Area rather
than neatly along particular faults as in Figure 5.

The detected communities are too large to directly inform retrofit policy – if there were communities
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Figure 5: Four communities of bridges identified using the Louvain algorithm on a graph in which the nodes
are bridges and edge weights are the phi coefficients φij of the endpoints.

Figure 6: Four communities of bridges identified
using the Louvain algorithm on a graph in which
nodes are bridges and edge weights are given by
Equation 2 using Case 4 of Park and coauthors
as the expected association for pairs of bridges
[1].

Figure 7: Five communities of bridges identified
using the Louvain algorithm on a graph in which
nodes are bridges and edge weights are given by
Equation 2 using Case 5 of Park and coauthors
as the expected association for pairs of bridges
[1].
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that contained up to 10 bridges, for example, it would be feasible to explore the effect of retrofitting
particular communities on the road network’s expected performance given a set of earthquake sce-
narios. However, the communities detected in this work are so large that retrofitting all of their
constituent nodes would be wildly unfeasible in terms of a managing agency’s budget.

However, identifying these communities of bridges with highly correlated damage states can be
useful for scenario-based recovery planning purposes. For example, we can say based on Figure 5
that if an earthquake of a sufficiently large magnitude happens on a particular fault, the bridges
nearest that fault are likely to be damaged en masse. We can then simulate such damage maps
and predict the conditions of the road network – in terms of delays, unreachable destinations, and
rerouting – that might ensue. If particular towns or communities are unreachable immediately after
an event because of damage to bridges, then identifying those towns could also help inform bridge
retrofit strategies. For example, if certain bridges are critical to a particular community’s access to
the rest of the Bay Area, those bridges might be prioritized for retrofit.

5.2 Q2: How do the communities of bridges detected based on different char-
acteristics compare?

The communities of bridges detected on the basis of similar damage rates (as shown in Figures 5,
6, and 7) are evidently different to the communities of bridges detected using only ground motion
correlation models, as shown in Figures 3 and 4. This result matches our intuition that it is not only
similarity in the ground motion intensities that two bridges experience that determines whether
bridges will be damaged at the same time. This result indicates that simulating bridge damage is
not avoidable when attempting to identify clusters of bridges with highly correlated damage states
– that is, ground motion correlations should not be used as a proxy for damage state correlations,
though ground motion correlations are much less expensive to compute.

6 Conclusions

We have shown that there are clusters of bridges in the Bay Area whose damage states are highly
correlated, that these clusters are geographically organized, and that these clusters fall neatly along
the surface traces of four major regional faults. We have also shown that bridges whose damage
states are more closely associated than expected are clustered in geographically organized commu-
nities. Finally, we have shown that communities of bridges in the Bay Area with similar ground
motion correlations are not the same as communities of bridges with similarly correlated damage
states – therefore, ground motion correlations should not be used as a proxy for bridge damage
state correlations.

The results of this work may be useful for scenario-based recovery planning. However, further work
needs to be done to make this method useful for retrofit selection/prioritization – the communities
identified by the Louvain method in this work are too large to be reasonable candidates for groups
of retrofits. There are other community detection and clustering methods that take as input a
desired number of communities – these may be better suited to creating tractable sets of bridge
retrofits.
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