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Abstract

This paper presents a comparison of various objective functions for community detection on the YouTube network and explores
the characteristics of communities they can identify. We use both Clauset-Newman-Moore and Louvain clustering algorithms, as
well as train a classifier for node embeddings to then feed to vector based clustering algorithms K-Means and DBSCAN. We then
apply qualitative evaluation and 16 quantitative quality metrics, including coverage, modularity, and runtime to evaluate the clus-
terings from each algorithm. We found that in almost all cases the Louvain and CNM algorithm outperform the other algorithms
for creating good clusters on the YouTube Network. We also analyzed the advantages and shortcomings of these algorithms using
our metrics and qualitative analysis.
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I. Introduction

YouTube is a rich site for researchers interested in evaluating
network analysis but not necessarily for social ties; given its so-
cial network structure and strong clustering among the videos.
It contains new opportunities to explore–especially as the recent
years of ubiquitous high-speed Internet access have witnessed
drastic increases in the prevalence and popularity of video-on-
demand services (e.g., YouTube, Bing Video, Vimeo, Tudou)–
and its huge repository of media content. Consider the stagger-
ing amount of videos uploaded and watched per day on YouTube
and the unique viewers it attracts each month: 300 hours of
video are uploaded to YouTube every minute with almost 5 bil-
lion videos being watched on YouTube every single day. More-
over, there are 800 million unique visitors attracted to the plat-
form each month.

Considering the application-specific nature of clustering prob-
lems, there seems to be no answer that would satisfy the ques-
tion of which classifying algorithm works best on such large-
scale data, and then, which quality metrics should be consid-
ered to evaluate that algorithm. Often the only sensible way to
evaluate the quality of a clustering is to see how well it performs
for a given application. In our paper we perform a comparative
evaluation of community detection methods onto the YouTube
video dataset to study the features and properties of its commu-
nities. This paper explores certain clustering algorithms with
a range of quality metrics on a given dataset that is both rich,
complex, and holds real-world promise for further exploration –
for example, more advanced analysis, modelling and prediction
of the function, usage and evolution of the YouTube network –
of the dataset and other datasets of its kind (such as more recent
YouTube daatsets of similar structure).

This paper contains three critical parts: First, we apply various
clustering algorithms onto the YouTube graph-structured data
to detect and identity communities. Next, we apply a embed-
ding based model because of its effectiveness in encoding inher-
ent community structures via underlying community member-
ships. Lastly, we perform a comparison of the quality of clus-
ters formed by each clustering algorithms with both qualitative
and quantitative criteria, including modularity, coverage, and
conductance. The remainder of this work is as follows: Section
II contains an overview of related work. Section III presents
an overview of the YouTube data upon which we performed
our analysis. Section IV details our methodology and includes
relevant details on applied algorithms. Section V contains our
results and findings. Section VI consists of the discussion of
our results. Section VII details our challenges. Section VIII
concludes this paper with conclusions and remarks on future
work.

II. Related Work

Considerable work has been devoted to the area of community
detection, as well as to the methods for assessing and evaluat-
ing the quality of the identified communities. Existing disjoint
community detection algorithms (where identified communities
have no overlap) include not only the ones we have applied but
far more others, including: Infomap [2], which is based on ran-
dom walks on networks; multilevel [3], a heuristic based al-
gorithm based on modularity optimization; Newman’s Leading
Eigenvector [4], which maximizes modularity by using a matrix
known as the modularity matrix, Fast Greedy [5], which uses a
greedy approach to optimize modularity, and Label propagation
[7], which assigns a unique label to each node in the graph and

https://github.com/kngoledge/CS224W-PRJ


then organizes the nodes in a random sequential order for the
algorithm to diffuse the labels through the network.

One comprehensive survey of recent advances [8] discusses a
wide range of existing algorithms including traditional meth-
ods, modularity based methods, spectral algorithms, dynamic
algorithms, and more.

Our work is different from existing comparative research in that
we use an embedding based model on a specific dataset from the
YouTube platform to compare the structural metrics for com-
munity detection algorithms. Our work is the first to investi-
gate the previously overlooked but rich platform for network
analysis for comparative research on community detection al-
gorithms. With so many vector-based clustering algorithms,
being able to perform these cluster detection algorithms to find
communities in networks would be significant.

III. Data

III.I. Data Collection
The YouTube tab-separated files for July 27, 2008 which con-
sisted of a total of 60205 videos (nodes) was downloaded for
academic purposes from a public dataset1 [9] that was devel-
oped using the YouTube API.

The data includes the following information, respectively:

1. Video ID: an 11-digit string, which is unique
2. Uploader: a string of the username of the YouTube user

who uploaded the video.
3. Age: Date Added of video. The dataset records the age

of each video in the crawl. YouTube was established on
February 15th, 2005. The age of the video is thus the dif-
ference from YouTube’s establishment date and the day
of the crawl.

4. Category: Video Category. The user can select from one
of 17 categories when uploading the video.

5. Length: Video length. an integer number of the video
length. Although one of the most distinguished differ-
ence from traditional media content servers is the video
length, for this milestone this information was not used.

6. Views: Video views. an integer number of the views
7. Rates: Video rates. a float number of the video rate
8. Ratings: An integer number of the ratings
9. Comments: An integer number of the comments

10. Related IDs: Up to 20 strings of the related video IDs

III.II. Data Processing
For data not readily in the graph, several transformations into
graph representations are possible, but to make our results re-
producible, we apply open access python package NetworkX
and libraries Pandas and NumPy to transform the YouTube data.
We import the YouTube data file as a DataFrame and iterate
through each row, examining the video node and related video

1https://netsg.cs.sfu.ca/YouTubedata/

columns to create pairwise combinations of (u, v) and update
an unweighted edgelist. Essentially, if a video is related to one
another, there is an edge between the video. We then read the
edgelist with 1204100 edges into a network object as an undi-
rected graph.

We also create a DataFrame containing all unique node IDs.
Clustering classifications are appended as a uniquely named
column to align with the node the classification is for. This
DataFrame is used for efficient analysis and application of our
quality metrics.

III.III. Data Exploration

To understand the structure of the data, we have produced plots
of the degree distribution of the YouTube graph data.

Figure 1: x-axis is the degree of a node, y-axis is the proportion of the nodes,
and a node with larger degree has lower proportion. The Social Network is
compared to the degree distributions of Erdos-Renyi and Small-World graph.

It is clear that node degrees in all networks follow power law
distribution. However, since our dataset was so large, it was
difficult to visualize our clusters. By thresholding and remov-
ing certain edges, we were able to create a visualization of how
different categories interacted, but were unable to come up with
how communities/what communities looked like. To gain a bet-
ter insight into the categorical distribution of our data, we create
and visualize a graph where the nodes are video categories and
the edges are weighted with the number of edges that are shared
between those 2 categories.

Intuitively, related categories have heavily weighted edges be-
tween each other, such as the categories of music and entertain-
ment since they are related. This indicates that categories cap-
ture some sense of relational power, where similar categories
tend to be more related to each other, and we assume that videos
within the same category also have clustering-like properties.
Therefore, we use categories as our ground truth and baseline.
We compare our clustering efficacy against category label clus-
ters.
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Figure 2: Visualization of Categories with weighted edges (the weights indicate
number of recommendations between videos/nodes).

IV. Method

IV.I. Overview

Graph partitioning or graph clustering refers to a general class
of problems that deals with the following task: given a graph
G(V, E), group the vertices of a graph into groups or clusters
or communities. Typically, the goal of graph partitioning is to
group nodes in such a manner that nodes within a cluster are
more similar to each other than to nodes in different clusters,
e.g., more and/or better edges within clusters and relatively few
edges between clusters.

Here, we define a graph G(V, E) to be an undirected, unweighted
graph that can contain self-loops. Although our dataset con-
tains directed edges corresponding to one video recommending
another video, for simplicity we relax directed edges to undi-
rected edges) We use n = |V | to denote the number of nodes,
and m = |E| to denote the number of edges.

We have indicated that categories hold valuable information re-
garding clusters and interactions within the Youtube video net-
work. Therefore, our baseline is simply the category as the clus-
tering label.

We propose two routes for forming clusters:

1. We will use graphical methods to cluster communities
based on network structure and edge relationships. Such
methods include Clauset-Newman-Moore and Louvain.

2. We partition the YouTube graph G: Given the single fixed
graph G, we generate node embeddings with Graph At-
tention Networks (GAT), Graph Convolutional Networks
(GCN), and GraphSage [1]. We feed these node embed-
dings downstream to vector based clustering algorithms
such as K-Means and DBSCAN.

IV.II. Graphical Methods

The Louvain Algorithm alternates between greedily adding neigh-
boring nodes to communities and then combining communities
into a single node. The algorithm is defined as follows:

Initialize all nodes to be in its own community, for a total of
n communities. Also, initialize all edge weights to 1. Then,
repeat the following 2 steps:

1. Modularity Optimization Repeat the following process
until there is no longer an increase in modularity:
For each node i, and then for each neighbor of node i
node j, calculate the maximum increase in modularity
for changing community ci to the community of neigh-
bor c j across all neighbors j. If this increase is positive,
change ci to c j for the community change that increased
the modularity the most. Otherwise, continue examine
the next node.

2. Community Aggregation For each community c ∈ C,
contract the community into a single node and connect
each new node with edges with weights equivalent to the
sum of weights of all edges shared between those 2 com-
munities. (This includes self-edges as well)

The Clauset-Newman-Moore (CNM) algorithm is a greedy al-
gorithm that is very similar to the Louvain Algorithm. The ini-
tialization is the same. Then, instead of moving a single node
from one community to another, we combine the pair of com-
munities that maximize the increase in modularity. Also, we
do not perform the community aggregation step, and continu-
ally combine pairs of communities that maximize the increase
in modularity until we can no longer combine communities.

IV.III. Node Embeddings

We use GNN to produce node embeddings. Specifically, we
use GAT, GCN, and GraphSage to predict the Category of the
video, setting the initial feature vectors to all 1’s, neural net-
work layer depth of 2 where the hidden layers each have 32 hid-
den units, batch size 32, 0.5 dropout, adam optimizer, weight
decay of 0.005, and learning rate 0.1. From this setting, we
were able to achieve 30% accuracy for all 3 models as in Figure
3.

Figure 3: Validation Accuracy of GCN, GraphSage, and GAT trained over 500
epochs. Initial feature vectors were set to 1.

Even with hyperparameter tuning, our GNNs struggled to learn,
only reaching a peak test accuracy of around 30%. We de-
cided to add node features as the initial feature vector for nodes.
Specifically, the initial feature vector for a node would be a 6
dimensional vector including the Age, Length, Views, Rates,
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Ratings, and Comments. We also preprocessed the data by re-
placing missing information with the mean initial feature vec-
tor, and normalized all our feature vectors to be centered at 0
and have standard deviation 1 by subtracting the mean and di-
viding by the standard deviation. We used the same hyperpa-
rameters as in the previous setting. From this setting, we were
able to achieve approximately 34% accuracy from GCN, 36%
accuracy from GAT, and almost 38% accuracy for GraphSage,
as shown in Figure 4.

Figure 4: Validation Accuracy of GCN, GraphSage, and GAT trained over 500
epochs. Initial feature vectors were set to a 6-tuple of Age, Length, Views,
Rates, Ratings, and Comments.

Since GNNs transform our nodes in the YouTube graph from
their initial feature vector to a vector in an embedding space
(whose dimension is R|H| where |H| is the number of hidden
dimension layers) and then perform our category classification
task after transforming our nodes to the embedding spaces, we
can ignore the results of our node category predictions and ex-
tract the embedding. Since our final hidden layer had a size of
32, our embedding was an element ofR60205×32 (60205 YouTube
nodes, each with represented as a 32 dimensional vector in the
embedding space). We use these extracted embeddings to per-
form clustering algorithms on vector representations of nodes,
rather than the few clustering algorithms we can perform given
the graph G, such as CNM and Louvain. Next, we describe the
clustering algorithms we performed on our embedding.

K-Means
We have a 60205 × 32 embedding. With such a large embed-
ding and limitations of a local computer, we were limited in
the feasible algorithms to cluster the vector representations of
our nodes. In fact, we previously attempted affinity propagation
and spectral clustering, but failed due to hardware constraints.
Therefore, we used clustering algorithms that had fast perfor-
mance despite hardware limitations.

K-Means is a standard iterative clustering algorithm that parti-
tions a given set of data into k clusters, given a choice of k. Ar-
guably, the best advantage of K-Means is its fast and scalable
performance. In the algorithm, cluster centroids determine the
center of clusters, and each data point is assigned to its closest
cluster centroid based on L2 distance.

K-Means minimizes the objective function:

J(k, c) =

k∑
j=1

n∑
i=1

δ(ci, j)||xi − µ j||
2

Where k is the number of clusters, xi is the vector representation
of the ith node, c ∈ {1, 2, . . . , k}n is the vector of all cluster labels
of all nodes, ci is the label of the ith node, δ(a, b) = 1 if a = b
and δ(a, b) = 0 if a , b, and µ j is the centroid of the jth cluster.
In order to minimize this objective, we first initialize k random
points as the initial centroids of the k clusters. Then, we repeat
the following two steps:

1. Optimize Assignments For each node, we calculate the
closest cluster centroid to that node, and set the cluster
assignment of that node to the cluster of the closest clus-
ter centroid. Specifically, we calculate:

ci = argmin j∈{1,2,...,k}||xi − µ j||

2. Optimize Centroids For each cluster, we calculate the
best centroid that minimizes the distance among all points
in that cluster. The centroid becomes the mean of all vec-
tor representations of points in that cluster. Specifically,
we calculate:

µ j =

∑n
i=1 δ(ci, j)xi∑n

i=1 δ(ci, j)

We continue this process until the assignments no longer change
and we reach convergence (and we are guaranteed to reach con-
vergence).

We must determine the appropriate value of k to cluster with K-
Means, since k is a hyperparameter we must choose and tune. It
is common to plot the loss function J against the value of k and
identify the ”elbow” point, where the loss begins to decrease at
a lower rate. (Note that the loss should always be decreasing as
you increase k, since you have more freedom to assign clusters
to centroids and therefore decrease the distance of points from
centroids, until we have the same number of clusters at points
and J = 0.) We first plot the loss for different k for our embed-
dings where we did not use initial feature vectors as shown in
Figure 5.

From Figure 5, we see that our embedding is poor and unable
to produce clear clusters for values of k. We also see a sudden
change in loss around k = 17, which we attribute to overfitting
of the embedding to some category characteristics. We repeat
this loss plot with our improved embedding where we included
an initial feature vector prior to training, as shown in Figure 6.

From our elbow plot, we found that the best k to choose was
approximately k = 6. Although our embedding was produced
from a classification task with 17 class labels for categories, our
embedding seemed to capture a broader sense of categories. We
evaluate these clusters in our results section.
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Figure 5: Loss function (sum of squared distances from centroids) vs. k for
embeddings created without feature vector initialization. This elbow plot does
not have a clear elbow pattern, with a sudden error at around k=17.

Figure 6: Loss function (sum of squared distances from centroids) vs. k for
embeddings created with feature vector initialization. This elbow plot has a
stronger shape, good choice of k at k = 6.

DBSCAN
DBSCAN stands for Density-Based Spatial Clustering of Ap-
plications with Noise. DBSCAN assumes clusters are deter-
mined by the density of points in the region. Unlike K-Means,
DBSCAN clusters the data without partitioning all points, so
it labels points to clusters but also labels remaining points as
background noise. So, DBSCAN marks outlier points while
combining densely close points together. Since we want to
measure the efficacy of partitions of our Youtube video net-
work, we must assign all nodes to clusters. So, we decided
to combine all extraneous points into its own community. We
chose the hyperparameter ε = 0.5, which determined how close
points should have been to be considered a cluster. After tun-
ing ε, we were only able to form one mega cluster along with
many outlier points. We ran DBSCAN across all Graph Neural
Network Embeddings.

V. Results

We apply various quality metrics to characterize how community-
like the connectivity structure of a given set of nodes is. There
are many possible ways to mathematically formalize the intu-
ition of communities – that is, sets of nodes with many con-
nections between the members and few connections from the
members to the rest of the network. We apply some of the most
commonly used scoring functions, particularly ones that had
already been grouped in three broad classes (inner connectiv-
ity/outer connectivity/combined inner and outer category) [13],
although exact maximization of these functions is typically NP-
hard.

V.I. Quality Metrics

Consider a cut that divides G(E,V) into k non-overlapping clus-
ters C = C1,C2, ...,Ck. Given a cluster Ci, we consider a func-
tion f (Ci) that characterizes the community-likeliness of the
connectivity of nodes in Ci. Let nCi be the number of nodes
in set Ci; mCi = |{(u, v) ∈ Ci : u ∈ Ci, v ∈ Ci}| represent the
number of edges in Ci; cCi = |{(u, v) ∈ Ci : u ∈ Ci, v < Ci}| rep-
resent the number of edges on the boundary of Ci, also known
as the size of the cut; and d(u) be the degree of the node u.

Scoring functions based on internal connectivity
V.I.0.1. Internal Density: a measure for the internal edge den-
sity of Ci [10].

f (Ci)=
mCi

nCi (nCi−1)/2

V.I.0.2. Average Degree: average internal degree of the mem-
bers of Ci [10].

f (Ci)=
2mCi

nCi

V.I.0.3. Triangle Participation Ratio: number of nodes in Ci

that form a triad, divided by the total number of nodes in Ci

[14].

f (Ci)=
|{u:u∈Ci,{(v,w):v,w∈Ci,(u,v)∈Ci,(u,w)∈Ci,(v,w)∈Ci},∅}|

nCi

Table 1: The performance of various clustering algorithms in terms of internal
connectivity quality metrics. Internal density, average degree, and TPR scores
are calculated as averages from all clusters formed by the clustering algorithm.

Algorithm Avg. Internal Density Avg. Average Degree Avg. TPR

Category 0.01021 5.57860 3.08973
Louvain 0.05729 5.77052 4.04343

CNM 0.12633 5.90177 4.51031
K-Means (GAT) 0.01518 5.98706 4.10263
K-Means (GCN) 0.01518 4.78581 2.29908

K-Means (GraphSage) 0.00247 6.11068 3.14531
DBSCAN (GAT) 117.902 3.86250 0.22787
DBSCAN (GCN) 31.1799 2.65917 0.18229

DBSCAN (GraphSage) 667.647 6.17810 0.04029
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Scoring functions based on external connectivity
V.I.0.4. Expansion: measures the number of edges per node
that point outside Ci [10].

f (Ci)=
cCi

nCi

V.I.0.5. Cut Ratio: the fraction of existing edges (out of all
possible edges) leaving Ci [16].

f (Ci)=
cCi

nCi (n−nCi )

Table 2: The performance of various clustering algorithms in terms of external
connectivity quality metrics. Expansion and cut ratio scores are aggregated sum
values for each Ci

Algorithm Agg. Expansion Agg. Cut Ratio

Category 0.00034 0.00034
Louvain 0.00011 0.00011

CNM 0.00015 0.00015
K-Means (GAT) 0.00025 0.00044
K-Means (GCN) 0.00036 0.00044

K-Means (GraphSage) 0.00026 0.00044
DBSCAN (GAT) 93.8112 0.00115
DBSCAN (GCN) 68.4964 0.02399

DBSCAN (GraphSage) 1388.69 0.00378

Scoring functions that combine internal and external connec-
tivity
V.I.0.6. Conductance: the fraction of total edge volume that
points outside Ci [11].

f (Ci)=
cCi

2mCi+cCi

V.I.0.7. Normalized Cut: the normalized fraction of existing
edges (out of all possible edges) leaving Ci [11].

f (Ci)=
cCi

2mCi+cCi

+
cCi

2(m−mCi )+cCi

V.I.0.8. Maximum-ODF (Out Degree Fraction): the maximum
fraction of edges of a node in Ci that point outside Ci [12].

f (Ci)=maxu∈Ci

|{(u,v)∈Ci:v<Ci}|

d(u)

V.I.0.9. Average-ODF: the average fraction of edges of a node
in Ci that point outside Ci [12].

f (Ci)=
1

nCi

∑
u∈Ci

|{(u,v)∈Ci:v<Ci}|

d(u)

V.I.0.10. Flake-ODF: fraction of nodes in Ci that have fewer
edges pointing inside than to the outside of the cluster [12].

f (Ci)=
|{u:u∈Ci,|{(u,v)∈Ci:v∈Ci}|d(u)/2}|

nCi

V.I.0.11. Separability: measures the ratio between the internal
and the external number of edges of Ci [11].

f (Ci)=
mCi

cCi

Table 3: The performance of various clustering algorithms in terms of com-
bined internal and external connectivity quality metrics. Reported Conduc-
tance, Normalized Cut, and Separability scores are aggregated sum values for
each Ci.

Algorithm Agg. Conductance Agg. Normalized Cut Agg. Separability

Category 4.00419 4.45960 25.3895
Louvain 1.22119 1.22609 35992.9

CNM 1.67547 1.67993 38819.6
K-Means (GAT) 1.48387 2.17731 9.48543
K-Means (GCN) 1.76201 2.60176 7.42282

K-Means (GraphSage) 1.68835 2.43762 7.79432
DBSCAN (GAT) 8.35467 9.21470 35.6026
DBSCAN (GCN) 9.04907 10.0730 35.9614

DBSCAN (GraphSage) 75.0371 75.7742 230.606

Table 4: The performance of various clustering algorithms in terms of com-
bined internal and external connectivity quality metrics. Reported Max-ODF,
Average-ODF, and Flake-ODF scores are aggregated sum values for each Ci

Algorithm Agg. Max-ODF Agg. Avg-ODF Agg. Flake-ODF

Category 19599.0 9571.19 4.16766
Louvain 1490.50 651.322 228.346

CNM 1408.14 629.523 267.215
K-Means (GAT) 50149.0 23641.3 0.32048
K-Means (GCN) 12866.0 5796.58 0.02194

K-Means (GraphSage) 7921.00 3165.07 0.07617
DBSCAN (GAT) 10252.5 5668.40 0.00114
DBSCAN (GCN) 351.000 220.723 0.02398

DBSCAN (GraphSage) 8642.65 3681.47 0.00378

Scoring function based on a network model
V.I.0.12. Modularity: compares the density of edges within a
community to the density of edges between communities.

f (C)=
1

2m

∑
1≤i, j≤n

([Ai j−
did j

2m
]δ(ci,c j))

where A∈{0,1}n×n is the adjacency matrix that satisfies Ai j=1 if
there is an edge between nodes i and j and Ai j=0 otherwise. di

is the degree of node i. Also, δ(a,b) is the indicator functions
where δ(a,b)=1 if a=b and δ(a,b)=0 if a,b.

V.I.0.13. Transitivity, or Global clustering coefficient: proba-
bility that two related videos of a single video are also related
[6, 15].

f (Ci)=
3·number of triangles

number of triads

Community Size Distribution
Communities in different classes exhibit diverse structural qual-
ities [6]. Figure 7 contains values for the community size distri-
bution, which we will evaluate in the discussion on whether cer-
tain community detection algorithms tend to output extremely
large communities and compare the various algorithms taking
the size of identified communities into consideration.
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Table 5: The performance of various clustering algorithms in terms of network model quality metrics.Modularity, Local Clustering Coefficient, and Transitivity
scores are averaged values for each Ci. Uploader Constancy is reported as a decimal percentage.

Algorithm Modularity Avg. Clustering Co. Avg. Transitivity Coverage Runtime Uploader Constancy

Category 0.0648 0.0820 0.22264 1.3828 0 0.90180
Louvain 0.0524 0.0638 0.34298 1.0048 91.8746 0.96078
CNM 0.0444 0.0530 0.37593 1.0044 4.1902 0.96296
K-Means (GAT) 0.2297 0.0434 0.06149 1.9365 6.8525 0.70402
K-Means (GCN) 0.1041 0.0434 0.05945 1.9402 5.6005 0.70650
K-Means (GraphSage) 0.1922 0.0434 0.05918 1.9387 4.4449 0.68585
DBSCAN (GAT) 0.0152 0.0197 0.01974 1.0945 243.0066 0.94196
DBSCAN (GCN) 0.0121 0.0148 0.01476 1.1117 298.1108 0.93082
DBSCAN (GraphSage) 0.0314 0.0030 0.00304 1.1961 86.9617 0.88749

Table 6: Community Size Distribution in YouTube Network

Size Range 1-3 4-50 51-150 151-500 501+

Category 0 0 1 2 14
Louvain 25 15 68 115 28
CNM 25 71 70 94 30
K-Means (GAT) 0 0 1 0 5
K-Means (GCN) 0 0 0 1 5
K-Means (GraphSage) 0 0 0 0 6
DBSCAN (GAT) 15 9 0 0 2
DBSCAN (GCN) 1 25 0 0 2
DBSCAN (GraphSage) 20 204 0 0 2

V.II. Misclassifications based on Equivalent-Uploader-Equivalent-
Cluster assumption

The Equivalent-Uploader-Equivalent-Cluster assumption is that
videos uploaded by the same uploader belong to the same clus-
ter. Uploaders tend to produce the same type of content, such
that if an individual had different kinds of content that he or she
would like to upload to Youtube, he or she would likely have
separate channels and upload under different names. (This is
so that subscribers to channels know what kind of content they
would be notified of, and are less likely to receive content that
the subscriber would consider irrelevant) We can formulate this
assumption into a ”misclassification” measurement.

Let x( j) be the number of unique clusters that contain videos
with uploader j. Let v( j) be the total number of videos from
uploader j in our network. The total number of correct clas-
sifications over the total number of possible misclassifications
is v( j)−x( j)

v( j)−1 . Let |U | be the total number of uploaders. Then, we
define the metric uploader constancy as:

uploader constancy=

∑|U |
j=1v( j)−x( j)∑|U |

j=1v( j)−1

Uploader constancy values are reported in Table 5.

V.III. Qualitative Validation
We randomly sample five clusters from each algorithm and ex-
amine the videos in their clusters to find commonalities that are

intuitively pleasant even to users that are neither mathemati-
cians nor computer scientist – and that should the measure be
easily explained in lay person’s terms, the user could analyze or
at least understand whether the videos considered to be similar
were actually grouped as similar.

Videos within cluster 7 from CNM were all relatively same age
(approximately 750 days) and included videos that were a com-
bination of monologue and sketches that focus on the humorous
aspects of everyday life. Video titles included, “Apparently, I
need to get laid....”, “STORYTIME: I GOT MY NAILS DID”,
“File under: Gay Boy Problems” and ”There’s a monkey on my
face.”

Cluster 59 from CNM clustered four original videos (“shorts”
or “parodies”) produced by entertainment bloggers about anime
games (Pokemon, Minecraft, YuGiOh). Like the cluster above,
all the videos were around the same age around 1157 days.

Cluster 248 from Louvain contains home videos of professional
wrestling matches from WWE, WWF, and WLW. Titles include
“WLW World League Wrestling #102 Highlights.” Age, view,
and ratings vary.

Cluster 116 from Louvain contains home music videos from
Spanish speakers with an interest in guitar. The videos were
approximately around the same age at a range of 917 to 1258
days.

As we can see, the randomly selected samples made intuitive
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sense in that similar videos were actually grouped as similar.

For K-Means for all Graph Neural Network embeddings, we
see 6 large clusters, which is as expected for K-Means which
is suceptible to outliars. Amost all K-Means clusters had over
500 nodes, indicating that KMeans capture a broad sense of 6
communities, and specifically 6 communities because k=6.

For DBSCAN, we see 2 large communities and many smaller
communities. The 2 largest communities consisted of a mega
community that contained the majority of nodes, and many ex-
traneous nodes put together into the ”extra nodes” cluster. DB-
SCAN seems not to do well for clustering in networks that fol-
low power law distribution, since there are large clusters of net-
works and smaller tendrils around these larger clusters as well.

VI. Discussion

All three DBSCAN algorithms report significantly high values
for internal density, which is understandable considering that
DBSCAN ia a density-based spatial clustering; however, DB-
SCAN is inconsistent across all internal connectivity metrics
outside of internal density, since DBSCAN (GAT) reports less-
than average (compared to the other algorithms) scores for av-
erage degree, while DBSCAN (GraphSage) reports the highest
score for Average Degree. All DBSCAN algorithms reported
low scores for TPR. According to our internal connectivity met-
rics, the best performers in terms of maximizing internal struc-
ture within the community are Louvain and CNM due to its con-
sistent scoring. Louvain and CNM produce the highest scores
for inner density, average degree, and TPR, meaning that like
the DBSCAN algorithms, they tended to extract a significant
amount of small cliques, as we have found that smaller com-
munity size typically indicates higher internal density value.
This is not surprising as smaller community sizes tend to form
cliques.

The worst performers in terms of detecting core connectivity
are inconsistent: for inner density, all three K-Means algorithms
produce lower scores for inner density than our bseline, yet pro-
duce higher density scores than the baseline for density. Al-
though density is built on the intuition that good communities
are well connected, high scores in internal density likely causes
a strong bias toward clusterings with less clusters. TPR, be-
cause it is robust under random and expand perturbations, is
often considered as a good measure for cohesion, density, cohe-
siveness, and clustering within the goodness scales when look-
ing for ground-truth communities. Louvain and CNM achieves
significantly higher TPR than others, with close to an average
of 4.04343 and 4.51031 TPR score, respectively. We can also
see that all other algorithms show less satisfactory performance
on the YouTube network in terms of TPR and only K-Means
(GraphSage) succeeds in improving over the baseline Category
algorithm only slightly.

Per the external connectivity metrics, the best performers were
also Louvain and CNM. Ideally lower expansion scores are bet-
ter because this indicates that there are few edges pointing from

inside a cluster to outside and therefore less connections from
one cluster to another cluster. Similarly. a lower cut ratio is
a better indicator that there are few existing edges leaving the
cluster. From Table 2 we see that that Louvain and CNM out-
perform all other algorithms for both lowest aggregated expan-
sion and lowest aggregated cut ratio scores, while DBSCAN
performs the worst. This may be because density clustering al-
gorithms use the concept of reachability i.e. how many neigh-
bors has a point within a radius, and the DBSCAN algorithm
has produced a varying number of clusters with some cut-off of
reachablility such that internal connectivity is maximized but
external connectivity is less than satisfactory.

The combined internal and external connectivity metrics con-
tain four criteria (i.e., Conductance, Expansion, Cut Ratio, Nor-
malized Cut) that consider the “cut” (cCi ) in the graph. All
these objectives attempt to capture a group of nodes with bet-
ter internal connectivity than external connectivity, and thus
they all can be potentially used in community detection. The
best performers in this category alternated depending on indi-
vidual criteria, but Louvain and CNM were consistent in good
clustering performance. Conductance is used commonly as a
metric for cluster quality, since conductance captures the idea
of “surface area-to-volume” for graph networks and thus it is
widely applied to quantify a network community as a set of
nodes that has better internal- than external-connectivity [19,
20, 21]. Lower conductance score indicates better community.
We see that CNM and K-Means (GAT) produce the lowest con-
ductance scores whereas the DBSCAN algorithms produce the
least satisfactory conductance scores. We also see that for nor-
malized cut, the lowest scores are produced by CNM and Lou-
vain and that in general K-Means algorithms produce higher
Normalized Cuts and DBSCAN produce the highest Normal-
ized Cuts (higher than the baseline). For separability scores, we
see that Louvain and CNM produce remarkably high separabil-
ity scores, although all algorithms except for K-Means produce
better separability scores than the baseline.

The three criteria ended with “ODF” all consider the degree of
nodes in a community and are used as degree-based criteria.
We see in Table 4 that this criteria follows similar trend as in
Table 3, where Louvain and a K-Means algorithm are the best
performers for Max. ODF and Louvain and CNM produce the
lowest scores for Avg-ODF. Flake-ODF seems to prefer larger
clusters, while conductance, expansion, Normalized Cut, and
Average-ODF all give best scores to similar clusters.

The clustering coefficient is a measure of the degree to which
nodes in a graph tend to cluster together: whereas the global
version gives an overall indication of the clustering in the net-
work, the local gives an indication of the embeddedness of sin-
gle nodes; a higher average (local) clustering coefficient. Like-
wise higher transitivity value is better since it indicates that the
community is more tightly connected to one another and has
a higher probability that videos within the community are re-
lated to one another. We should maximize modularity while
control the community size at the same time. As for coverage,
it is desirable that a community detection algorithm can pro-
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duce communities that cover the whole network. Additionally
the uploader constancy should be as close to 1 as possible; at 1,
this means there there were no misclassified videos according
to the Equivalent-Uploader-Equivalent-Cluster assumption. We
see in Table 5 that modularity scores are only improved from
the baseline in the case of Louvain and CNM; likewise for the
average transitivity and the uploader constancy.

Overall all community scores do not have qualitatively sim-
ilar behaviors, and we see an inconsistent performance from
K-Means and DBSCAN, wherein the algorithms produce com-
munities that are, depending on the metric, more community-
like than the baseline, but, depending on other metrics, are less
community-like, and the only observably consistent algorithm
that produce consistently good performance as compared to the
baseline are CNM and Louvain.

Finally, we found that the runtime of K-Means and CNM were
the fastest. This may be deceptive, however, since generating
the embeddings took a considerable amount of time: 617.3706
seconds for GCN, 579.5531 seconds for Graphsage, and 802.4420
seconds for GAT. Therefore, CNM proved to require the least
amount of preprocessing and total runtime.

VII. Challenges

The lack of reliable ground-truth gold-standard communities
given the limitations in category labeling on the YouTube dataset
has made community detection very challenging. The origi-
nal dataset has a limitation of one category per YouTube video
which means we cannot leverage the multi-classified video data
sample in either training our classifier or our clustering algo-
rithms.

Furthermore one major drawback to using node embeddings in
our approach was the emphasis and dependency of categories
for ground-truth, since categorical frequencies exhibit highly
skewed distributions in the real-world datasets of this experi-
ment.

One final challenge was the lack of sufficient hardware and a
large dataset. Since we have only been running our algorithms
on a local com-puter, we were unable to perform certain clus-
tering algorithms such as Spectral Clustering, Affinity Propaga-
tion, and Agglomerative Clustering.

VIII. Conclusion and Future Work

From this project, we discovered a few important findings:

1. Our Graph Neural Networks was dependent on the ini-
tial feature vectors of nodes. Specifically, the age, rating,
number of views, and number of comments for a video
have some insight into the category of the video. This is
definitely not obvious, since there is no qualitative data in
these features that would suggest a qualitative prediction:
categories. Instead, quantitative results were able to shed
light on qualitative traits of videos: the category.

2. Originally, categories were loosely representative of com-
munities within the Youtube video network. Then, after
creating embeddings of these categories, we performed
at best with 38% accuracy, which resulted in even more
loss of categorical data. Indeed, instead of the original
conception that the Graph Neural Networks would learn
categorical representations of nodes on top of its struc-
ture within the graph, Graph Neural Networks lost ac-
curacy in the categorical representation of nodes without
retaining strong information on communities. We found
that clustering algorithms on our embeddings produced
results that were inferior to our baseline of just category
labelling.

3. On the other hand, the neighborhood structure of a node
is exceptional at detecting communities. For example,
despite forming a large number of clusters, Louvain and
CNM were able to perform well on our Uploader Con-
stancy measurement, which indicates that these clusters
have significant meaning. Although DBSCAN was also
able to achieve competitive Uploader Constancy, that was
due to grouping most nodes into 2 megaclusters, making
it likely for videos of an uploader to be in the same clus-
ter, namely the mega cluster.

Our future work includes exploring greedy approach and LDA
to begin to conduct further comparisons with other community
detection algorithms, as well as including other quality met-
rics for evaluating a single cluster such as distance measures
(e.g. the average or maximum distance within the included ver-
tices), which should be small for a good cluster) and perhaps
the distortion of the graph geodesics [17] which we came acorss
in our literature research. Another valuable direction is to ex-
pand upon the discussion of scalability and how the runtime and
memory consumption of the algorithm behave for YouTube’s
massive input graphs.
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