
CS231A Project Paper
“HDR panoramic image stitching techniques”

Audrey Ho

June 6, 2016

Abstract

This paper implements one method of creating HDR panoramas. Bracketed
images were taken of panoramic scenes. HDR images were formed from each
bracketed set using Debevec’s and Reinhard’s methods. Panoramas were then
stitched together from those HDR images by using SIFT feature detection for
feature matching and homography model calculation.

Introduction

Photography, particularly of world travels, is widely enjoyed by amateur hobby-
ists, professionals, and the consumer population. Common methods for creating
the vivid spreads we love include High Dynamic Range (HDR) and panoramic
shots. HDR photos are photos with a greater range of exposure or other meta-
data value, which allows our hardware to capture the wider range of details of
which our eyes are capable despite being limited by the sensor’s range. Panora-
mas are single photo of a 180+◦ view. Again, our natural eyesight provides a
much wider field of view than the average camera sensor, even when it’s aug-
mented by a lens (which often introduces distortion), so it’s desirable to be able
to stitch photos together to mimic our real-life experience. In addition, they
often also contain a wide dynamic range, with one part of the image cast in
shadow and another containing the light source. Both require the stitching to-
gether of at least two photos (more often 3+) to achieve the end result. Modern
photography is now as much about the artistry of the photograph’s composition
as it is about the post-processing techniques involved.

Literature Review

The algorithms for aligning and stitching together images have been well-studied
over the years and widely used throughout computer vision research.

HDR algorithms

One method for creating a final HDR image from a collection of images at dif-
ferent exposures is to first generate a radiance map, and then tone-map it to the
final output. By far the most common algorithm for radiance map generation
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is Paul Debevec’s method, which solves an optimization equation to recover the
film’s response (or the simulation of it in digital photography).[1] Other pub-
lished mathematical models that are used in current software include Mitsunaga
and Nayar’s algorithm, used by RASCAL, and Robertson’s method.[2][3]

Reinhard’s method for tone mapping involves taking an average of the ra-
diance map’s luminance values, scaling it, and then applying a simple operator
for image recovery. HDRShop is one example of software that uses this method
for tone mapping.[4] Photomatix and Lightroom both use different algorithms,
whose details are currently unknown.

Panorama mosaicing algorithms

Panorama stitching involves image aligning, transformation, and finally blend-
ing to form the final image. For image alignment between a pair of images, there
are direct, pixel-to-pixel matching algorithms or feature-based algorithms. Pre-
viously, feature-based methods performed more poorly due to the challenge of
variance in perspective, which the direct method avoided by making optimal use
of all pixel information available in alignment. However, feature-based meth-
ods have since become far more robust and view-invariant (i.e. invariant to
stretch and skew), and since the computation is much faster, they have become
preferable to direct methods.[5]

Feature-based methods involve first keypoint detection and matching, then
match pruning for high-accuracy alignment, and finally motion parameter esti-
mation. SIFT, steerable filters (a combination of derivative-of-Gaussian filters
that compute edge- and corner-like features), cross-correlation, and Harris are
all examples of feature detection schemes. This is followed by match pruning by
methods such as RANSAC and least-median of squares. According to Mikola-
jczyk & Schmid, SIFT is the best performing of all currently-popular methods
when calibrating for view-invariance.[6]

The final step in creating the panorama is composition. Common surfaces
for compositing are flat, cylindrical, or spherical. In this step, we must handle
discrepancies between successive images that result in visible seams (such as
when two images have different exposures), blurring, or ghosting (when an ob-
ject in one frame has moved in another). One common solution is to introduce
weighting schemes to blend neighboring images.[5] Other solutions have included
energy function minimization, and implementing a combination of hiding seams
at low frequencies and splicing at high frequencies.[7][8]

Finally, much of the recent work has increasingly investigated methods that
use less memory or computation time, so that stitching can occur on mobile
phones or other handheld devices.[9][10]

Technical Solution

There are two general methods to creating HDR panoramas: we can either first
create the LDR (single-exposure) panoramas and then blend HDR, or we can
first blend HDR images, then stitch together the panorama from those. We will
proceed with the latter process.
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Data generation

The first step of any pipeline is to generate the dataset. This involved taking
bracketed photos of high-contrast scenes around the Stanford University cam-
pus. Areas had to be carefully chosen for their high dynamic range as well as
points of interest. In other words, a panoramic photo of a plain, flat meadow of
yellowing grass is not particularly interesting, both from a consumer perspective
and for feature detection.

HDR image blending

I implemented Debevec’s and Reinhard’s method. For Debevec’s, the equation
being optimized is

O =

N∑
i=1

P∑
j=1

[
w(Zij)

(
g(Zij)− lnEi − ln ∆tj

)]2
+ λ

Zmax−1∑
z=Zmin+1

[w(z)g′′(z)]2

where Zij is a digital number that’s a nonlinear function (represented by g)
relating to exposure X = E∆t, E is the irradiance, ∆t is the exposure time,
w(z) is a weighting function that emphasizes smoothness by fitting terms toward
the middle of the final curve, and λ weights the smoothness term (the second
term in the summation). P is the number of photographs in the collection, and
N is the number of pixels per photograph.

Reinhard’s method of recovering the original image from the radiance map
is illustrated in the following equations:

Lbw =
1

N
exp

(∑
x,y

log(δ + Lw(x, y))

)

L(x, y) =
a

Lbw
Lw(x, y)

Ld(x, y) =
L(x, y)

1 + L(x, y)

where Lw is the “world” luminance obtained from the radiance map, and a
ranges between 0.09 and 0.72, depending on whether the image is normal-key,
low-key, or high-key.

Panorama mosaicking

For feature detection, I chose to use SIFT detectors with difference of Gaussians,
which is invariant to image scaling, rotation, and illumination.[11] The image
matrices were first converted to the XYZ color space; since an HDR scene has
a higher dynamic range, we can consider it as requiring more than the usual
12-bits per channel that RGB affords.[12] Matched feature were pruned using
RANSAC, simultaneously calculating the optimal homography model between
each pair of images. Finally, the panorama was assembled by pressing each
image through their respective transformation matrices and removing seams by
weighting and normalizing. Images were composited onto a flat surface.
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Results

Figure 1-3 contains the results from the HDR part of the pipeline, while Figure
4 contains some cropped samples of the final output from panorama stitching.

(a) Exp = +0 (b) Exp = +1

(c) Exp = -1 (d) HDR photo

Figure 1: Arcade
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(a) Exp = +0 (b) Exp = +1

(c) Exp = -1 (d) HDR photo

Figure 2: Meyer Green

(a) Exp = +0 (b) Exp = +1

(c) Exp = -1 (d) HDR photo

Figure 3: Rodin Sculpture
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(a) Meyer Green

(b) Interior of Memorial Church

(c) Main Quad

Figure 4: Final panoramas, cropped for aesthetics

As we can see, the use of a perspective surface for composition severely limits
the number of pictures we are able to use to create the panorama, due to the
distortion that occurs. The source photos for these panoramas were taken on
a tripod that swiveled left and right, which would make either a spherical or
cylindrical surface more ptimal for composition. To lessen distortion, we could
choose a more central image as the flat base from which we perform all the other
transformations. However, to avoid all distortion in a “panorama” when using
perspective transformation, one would need a “sliding” tripod that translates
instead of rotates. Figure 5 compares the panoramas created by perspective
(flat-surface) composition with those created by cylindrical-surface composition.
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(a) Meyer Green

(b) Main Quad

Figure 5: Panoramas on cylindrical compositing surface

For the images in the data set, Harris feature detectors worked nearly as well
as SIFT feature detectors. On average, about 4-8% of the features matched
would be considered false negatives or false positives by the SIFT standard.
Fortunately, there were enough features that this did not generally affect the
quality of final panoramas.

Figure 6: Sample feature matches

Finally, the ability to customize the final output was also explored. However,
due to the mathematical rigor of the algorithms implemented, there are only
small windows of customization available to a user, such as being able to set the
scaling a value during the tone mapping stage.

Please find all relevant code here.

Further Work

There is a lot of exciting further exploration for this project. We could include
image alignment when blending HDR images, in case someone had a shaky hand
or moved while taking bracketed photos. We could create a different artistic look
by compositing onto a 3D surface.[5]

We could also add automation so that panoramas can be stitched together
from a library of available photos, which would remove pre-processing time.[11]
The method as described thus far requires a lot of pre-processing: namely, only
creating one panorama at a time from a set of photos that all belong in the
panorama, and making sure that adjacent inputs are processed in order. In
order to increase automation, methods such as bundle adjustment — which
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matches features between all images, removing the need to process images in a
particular order — and probabilistic models for panorama recognition — iden-
tifying which images from a large collection actually come together to form a
particular panorama. Along with improving computational overhead, this is
also currently an active area of research.
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