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Abstract 

 
    Among the contemporary VR problems, creating an 
immersive and realistic environment is one of the most 
challenging tasks. In this respect, having the ability to 
touch and interact with the VR environment is extremely 
important. Through this project, we created an egocentric 
hand tracking system that could be embedded inside a VR 
head mounted display. The pipeline involves reading 
RGB-D images from an Intel RealSense, piping the RGB 
components to YOLO, a real-time CNN model, for 
bounding boxes, retrieving the corresponding depths at 
these bounding boxes, and displaying the resulting 
rendered hands in VR. For the hand detection portion of 
the pipeline, we trained a fingertip detection model and a 
depth regression model; however, these models performed 
poorly due to small bounding boxes, occlusions, and lack 
of data. Instead, we trained three YOLO hand detection 
models with the best model achieving a test mAP of 
64.6%, which is on par with many of the YOLO results on 
the VOC 2012 dataset. With more training, we should be 
able to achieve better accuracies with the other dropout 
and jitter models. 

1. Introduction 
 

Among the contemporary VR problems, creating an 
immersive environment is one of the most important. 
Having the ability to touch and interact with the VR 
environment is a core part of this immersion. On one side 
of the spectrum, many individuals and companies have 
created large solutions, including Birdly, an interactive 
simulator that allowed people to fly through the city of 
San Francisco, and the Void, which involves a large 
physical environment and a means of human interaction 
through body suits and sensors. However, these solutions 
are not scalable and require large real estate. Glasses-
bound VR headsets, such as the Oculus and HTC Vive, are 
a much more scalable solution; however, this solution still 
requires some real estate and the use of a controller is not 
always natural for humans. It would be much more 
intuitive to physically grab a virtual object rather than use 

a joystick to move a virtual hand. Kinect and the Intel 
Realsense offer such experiences but the camera is 
separate from the HMD and is usually facing the user.  
    Egocentric hand tracking has a number of challenges 
when compared to front-facing hand tracking. Tracking is 
less reliable since the egocentric viewpoint causes hands 
to frequently move outside of the camera view frustum. 
Fingers are also often occluded by the hand, as well as any 
objects being manipulated. Lighting environments skin 
colors, rotations, and skew from camera setups also make 
this particular problem challenging. 

Through this project, we explore different hand 
detection models and augmentations. The hand detection 
portion of this pipeline takes RGB images as input and 
outputs bounding boxes. Our encompassing egocentric VR 
hand tracker pipeline takes in RGB-D images and outputs 
the rendered 3D hands in Unity, which are used to interact 
with a virtual environment. 
 
2. Related Work 
 
    Object detection has been a popular problem in the past 
few decades. HOG-based SVMs [1] and deformable parts 
models (DPMs) [2] used to be the state of the art. In 
particular, HOG-based DPMs achieved 33.7% mAP on the 
VOC 2007 dataset [3]. In the space of egocentric hand 
detection specifically, Rogez et. al. introduced a state-of-
the-art hierarchy of HOG-based SVM classifiers for hand 
detection and hand pose detection in 2014 [4].  

In 2013, convolutional neural networks (CNNs) started 
to become the standard for object detection. Some specific 
examples of these CNNs include OverFeat [5], which uses 
a scalable sliding window and a greedy merge procedure 
to produce bounding boxes, and R-CNN [6], which 
involves a region proposal step and a regression step 
within each region proposal. Despite the increased 
accuracy, R-CNNs proved to be particularly slow to train 
and test. Specifically, R-CNNs take about 47 seconds for a 
single pass of object detection. Fast R-CNNs [7] and 
Faster R-CNNs [8] mitigate the latency introduced in the 
initial region proposal selective search process [9] by 
introducing a CNN. In the end, Faster R-CNN is able to 
achieve 73.2% mAP with 142 ms latency on the VOC 
2007 and 2012 dataset. In the space of hand detection 
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specifically, Bambach et. al. were able to achieve 80.7% 
mAP using an efficient region proposal generation and 
CaffeNet, a modification of AlexNet, to classify each 
region [11]. 
    YOLO [10] treats the object detection problem 
differently. Instead of having a two-step process, YOLO 
regresses on the entire image in a single forward pass. 
This approach allows YOLO to achieve a latency of 22 
ms; however, the accuracy reduces to 63.4% mAP. Due to 
the nature of this approach, YOLO is also able to capture 
global information from the image instead of limited 
localized information, which is the case for region 
proposal methods.  
 
3. Technical Approach 
 
    There are multiple methods for hand detection; 
however, we decided to use YOLO as our framework 
because it offers realtime latency while achieving high 
accuracy. In an attempt to better understand the space of 
hand detection, we trained multiple models on joints, 
depths, and hands. 
 
3.1 Dataset 
 
    To train our CNN, we need to gather a dataset of 
egocentric hands. We looked into several hand datasets, 
but many of them were comprised of front facing hand 
positions. We ended up combining the EgoHands dataset 
[11] and the General-HANDS dataset [12]. 

The EgoHands dataset is normally used for complex 
egocentric interactions with another human; as a result, 
many of the images had four pairs of hands. This bias is 
not desired as the model might expect an extra pair of 
hands in order to predict a correct egocentric hand. Still, 
despite this setback, our hand detection model is able to 
learn the context of hands in a general setting. In total, 
EgoHands has 3,752 images containing the x and y 
coordinate bounding boxes of hands. 

The General-HANDS dataset has 26 different classes 
for joints. Although this dataset is normally used for joint 
detection, we also transformed the dataset into a hands 
detection dataset by taking the joints with the minimum 
and maximum x and y positions. We also took the average 
depth of each joint as the label for the overall hand depth. 
In total, the General-HANDS dataset has 287 images 
containing the x and y joint pixel locations and their 
corresponding z depth in millimeters. Our transformed 
dataset has 287 images containing the x and y bounding 
boxes of hands, as well as their average joint depth. 

In the end, we have 2,829 training images, 403 
validation images, and 807 test images for general hand 
detection. Because we only had joint and depth 
information from the General-HANDS dataset, we were 
only able to construct a dataset of 202 training images, 28 

validation images, and 57 test images containing joint and 
depth labels. Figure 1 shows examples from the EgoHands 
and General-HANDS dataset respectively. 
 

      
Figure 1: Sample images from the EgoHands and General-
HANDS datasets respectively. 
 
3.2 Original YOLO Architecture 
 
    Instead of the two-step process proposed by R-CNN, 
YOLO directly regresses on the entire image. Specifically, 
the key idea of YOLO involves dividing each image into S 
× S cells and directly regressing on each cell to find B 
bounding boxes and a score for each of the C classes. For 
each of the B bounding boxes there are K values that 
YOLO regresses on. For the general case, these K values 
are the center x, center y, width, height, and bounding box 
confidence score. For each cell, there will only be one set 
of class scores C for all bounding boxes within the cell. 
Therefore, the output of the YOLO network will be a 
vector of S × S × (K × B + C) regressed numbers for each 
image. Overall, the architecture consists of 24 
convolutional layers, 2 fully connected layers, and a final 
output layer. Figure 2 shows the original YOLO 
architecture. 
 

 
Figure 2: Original YOLO architecture. 
 
3.3 Loss Function 
 
    Because YOLO directly regresses on the entire image, 
its loss function captures both the bounding box locations, 
as well as the classification of the objects. The loss 
function is specified in Figure 3. 
    The loss function is split into five parts: 
 

(1)  Loss according to the bounding box x and y 
centers 

(2)  Loss according to the square root of the width and 
height of the bounding boxes 

(3)  Penalization of predicted objects 
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(4)  Penalization of unpredicted objects 
(5)  Penalization in the difference of class probabilities 

 
    One interesting observation is that we use the square 
root of the width and height for the loss function to take 
care of differences in bounding box sizes. For example, 
errors for smaller bounding boxes incur a higher penalty 
than those for bigger bounding boxes. λcoord is a scaling 
factor on the bounding box coordinates to ensure bounding 
box penalties and class probability penalties contribute 
equally to the loss. λnoobj is a scaling factor to penalize 
object identification when there is no object. The default 
YOLO configuration assigns λcoord to be 5 and λcoord to be 
0.5. 
 

 
Figure 3: Original YOLO loss function. 
 
3.3 Joint Detection YOLO Architecture 
 
     To fit YOLO to the joint detection problem, we need 
to make a few changes. We added a downsampling layer 
before the two fully connected layers so that our YOLO 
architecture could fit inside our GPU memory. This 
change reduces our total number of parameters by 84%. 
Because the original YOLO was pre-trained on ImageNet, 
we had to replace the last fully connected layer with a 
joint detection layer. In particular, because there are 26 
different types of joints in the General-HANDS dataset, 
we set C = 26. We created two models to compare 
performances on joint detection based on the S parameter. 
The original model sets S = 7, splitting each input image 
into a 7 x 7 grid, and B = 2, regressing on 2 bounding box 
coordinates and confidence scores within each cell. In 
total, each image in this pipeline outputs S x S x (B x K + 
C) = 1764 outputs. The other model sets S = 25, resulting 
in a final output of 22,500 regressed values. The original 
model architecture is presented in Figure 4. 
 

 
Figure 4: Joint detection YOLO architecture. 
 
3.4 Hand Detection YOLO Architecture 
 

Similar to the joint detection architecture, we added a 
downsampling layer before the two fully connected layers 
to fit the model into our GPU. Because we are only 
interested in hands, we only have one class, resulting in C 
= 1. Because we do not depend on joint or depth labels, 
we were able to use the combined egocentric hands dataset 
for this problem. In the end, our original hand detection 
model set S = 7, B = 2, and C = 1, resulting in 539 
regressed values. This model architecture is presented in 
Figure 5. 

Although we initially trained a single hand detection 
model, we quickly realized that this model started to 
overfit, so we added dropout in subsequent models. We 
also added random crop jittering, which augments our 
dataset by a factor of 2, as well as changing the S 
parameter in hopes of training a better hand detection 
model. In total, we have three models: S=7, S=7 with 
Dropout=0.5 and Jitter=0.2, and S=11 with Dropout=0.5 
and Jitter=0.2. The evaluations of these models are 
discussed in Section 4. 

 

 
Figure 5: Hand detection YOLO architecture. 
 
3.5 Depth Regression YOLO Architecture 
 

As an attempt to only use RGB images, we also want 
YOLO to regress on depth. This involves changing the 
loss layer to include a loss component for the depth. In 
particular, the loss component in (1) in Figure 3 has to 
contain a squared loss for the z component. The depth is 
normalized to the maximum depth value in the dataset. 
The modified loss function is shown in Figure 6. Due to 
this additional regressed value, each bounding box will 
also generate 6 values instead of 5: center x, center y, 



 

 4 

width, height, bounding box confidence score, the depth in 
millimeters, and the depth leniency factor. Each cell 
output would have B x 6 + C values, resulting in S x S x 
(B x 6 + C) values for each image. To simplify this model, 
we only looked at the depth for the original hand detection 
model. As a result, with S = 7, B = 2, K = 6, and C = 1, 
our depth regression model outputs 637 values. 
 

 
Figure 6: Modified loss function for the depth regression model. 
 
3.6 Training Configuration  
 
    We found that GPU training is significantly faster than 
CPU training. As a result, we utilized the Stanford Rye 
cluster, which has 6 NVIDIA Tesla C2070 GPUs. 
Although each of these GPUs have 6 GB memory, they 
are shared among Stanford students. We trained our model 
in batches of 64 images. In general, we would need to 
train YOLO for a while to understand whether or not the 
learning rate is unstable or too slow. Because of the time 
constraint and limited computational resources, we 
decided to set the learning rate to be the same across all 
models. We compared a few learning rates and 
immediately stopped those that were unstable. Figure 7 
demonstrates the differences in the training loss across 
learning rates of 1e-3 and 1e-4. We find that the 1e-3 
learning rate is more efficient while maintaining numerical 
stability. 
 

 
Figure 7: Learning rate comparison on the training loss. 
 
4. Evaluation 
 

After training our models, we evaluated the accuracies 
of the bounding boxes using mAP. We found that the joint 
detection model performed poorly due to small bounding 
boxes, occlusions, and lack of data. Similarly, we found 
that regressing on depth data is also difficult due to 
occlusions and lack of data. In the end, we limited the 
problem to hand detection. We compared three different 
models and their performances based on several 
hyperparameter configurations. 
 
4.2 Hand Detection Metrics 
 

To evaluate our models, we use interpolated mean 
average precision mAP from VOC 2007. This metric has 
become a standard for the VOC dataset. In general, this 
metric models the shape of the precision and recall curve 
as a step function. For every recall level between 0 and 1, 
we interpolate the precision by finding the maximum 
precision across all recall levels larger than the current 
recall level. We then find the average of all of these 
precisions to find average precision (AP). The equations 
for AP is defined in Figure 8. 
    A caveat is that this metric is slightly different from 
other mAP metrics, in which they do not interpolate the 
precisions at recall levels. Because we are using YOLO 
and want to compare our mAP with the YOLO mAP 
results on VOC 2012, we will use the metric defined in 
VOC 2007. 
    In order to determine true and false positive bounding 
boxes, we find their intersection over union (IOU) with the 
ground truth bounding boxes. In particular, IOU is defined 
as the intersection of the predicted bounding box and the 
ground truth bounding box divided by their union. We 
consider predicted bounding boxes to be correct if they 
have IOU > 0.5, which is a standard among object 
detection papers. The equation for IOU is defined in  
Figure 8. 
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Figure 8: Equations for average precision (AP) and intersection 
over union (IOU). 
 
4.1 Joint Detection Model 
 
  We initially tried to overfit a joint image using only 
fingertip labels to see if this problem is feasible. 
Traditionally, YOLO performs poorly on localization for 
small objects. This fact became apparent when we tried an 
initial model with S = 7, in which YOLO performed 
extremely poorly was unable to localize any bounding 
box. As a result, we attempted to fix this problem by 
increasing S to 20 to increase the granularity of bounding 
boxes. We found that we were able to retrieve most of the 
bounding boxes; however, we were not able to localize 
one of the fingertips. 

After analyzing this image using Matlab, we soon found 
an interesting observation. In general, YOLO is only able 
to produce bounding boxes for one class per cell. As a 
result, because there were two ground truth bounding 
boxes for different classes in a specific cell, the overfitted 
model was unable to detect both fingertips. The visualized 
analysis of the image can be seen in Figure 9. This would 
potentially be an extremely difficult problem on the full 
training set. We hypothesize that adding more granular 
cells would help with these scenarios. After setting S = 30, 
we find that YOLO is able to fully overfit the one training 
example. 

On the full training set, we trained two YOLO models 
to compare their performances: S = 7 and S = 25. We soon 
realized that this problem is infeasible. After training for 
1109 epochs, both models performed extremely poorly, 
with the S = 7 model achieving an mAP of 0.39% and the 
S = 25 model achieving an mAP of 1.8%. Figure 10 and 
Figure 11 show the progression of these results. Although 
we verified that a more granular grid does help in the joint 
detection problem, we found that this problem is too 
difficult for the current architecture. Some possible 
reasons include small bounding boxes, a large number of 
occlusions, and a lack of data. As a result, we decided to 
not use joints for our hand detection portion of the 
egocentric VR hand tracking pipeline. The hand detection 
models in the pipeline are described in depth in Section 
4.3.  
 

 
Figure 9: Visualization of why YOLO is unable to localize all of 
the fingertips with S = 20. 

 

 
Figure 10: Test mAP of YOLO joint detection model with S = 7. 
 

 
Figure 11: Test mAP of YOLO joint detection model with S = 
25. 
 
4.3 Hand Detection Models 
 

We trained a total of three YOLO models for hand 
detection. The test mAP results are shown in Figure 12. 

For our first model, we set S=7, B=2, and C=1. As a 
result, each image produces 539 regression outputs. After 
training for about 200 epochs, the training mAP for this 
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model is 73.3% mAP and the test mAP is 64.6% mAP. 
This accuracy is on par with the results of YOLO on the 
VOC 2012 dataset. From this model, we notice that there 
is an 8.7% gap between the training and test accuracies, 
indicating this model overfits to the training data. Specific 
details of the training over time are captured in Figure 13. 
    To alleviate this problem, we looked into adding 
dropout and jittering to the model. Dropout is a form of 
regularization by randomly dropping neurons during 
training, which hopefully allows each individual neuron to 
be less sensitive to the other neurons. In turn, this reduces 
overfitting for neural networks. We decided to choose a 
dropout of 0.5, randomly dropping half the neurons during 
training. Jittering randomly crops input images using x 
and y translations, which augments our dataset by a factor 
of two. We chose a jittering parameter of 0.2, which 
translates the image vertically and horizontally by 20%. 
   With these changes, we introduce two more models. The 
first model maintains the original S=7 parameter with the 
specified dropout and jittering parameters. The second 
model changes S to be 11 in hopes of capturing more 
granular bounding boxes since YOLO is only able to 
capture one class per cell within the S x S grid. 
    After 204 epochs, we find that the first model has a 
training mAP of 52.1% and a test mAP of 50.0%. The 
second model has a training mAP of 39% and a test mAP 
of 37.3%. Specific details of the mAP for these two 
models are in Figure 14 and Figure 15. 
    We see that gap between the training mAP and test 
mAP is small relative to the original model, which means 
that the model is not overfitting to the training data 
anymore. Although the original model outperforms these 
two models after 204 epochs, we believe the dropout and 
jitter models should outperform the first model with more 
training. Specifically, the original model loss plateaus 
after 200 epochs, but the dropout and jitter models are still 
improving. Because dropout causes neurons to be exposed 
to less data, more training is required to reach the same 
levels of accuracy. We also notice that the S=7 model 
performs significantly better than the S=11 model. One 
possibility is that the S=7 grid is sufficient enough to 
capture the hand bounding boxes. With the S=11 model, 
we find that each image produces 1331 outputs, which is 
double that of the S=7 model. As a result, we are able to 
capture more granular bounding boxes; however, this 
granularity comes at the expense of producing potentially 
erroneous bounding boxes. 
 

 
Figure 12: Test mAP for all the YOLO hand detection model 
types. 
  

 
Figure 13: Training and test mAP for the YOLO hand detection 
model with S = 7. 
 

 
Figure 14: Training and test mAP for the YOLO hand detection 
model with S=7, Dropout=0.5, and Jitter =0.2. 
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Figure 15: Training and test mAP for the YOLO hand detection 
model with S=11, Dropout=0.5, and Jitter =0.2. 
 
4.4 Depth Regression Model 
 
 In order to evaluate the depth regression accuracy, we 
decided to look at passing in a dataset that contained x and 
z coordinates first. Specifically, the x coordinate stays 
unchanged from the dataset, but the original y coordinate 
of the bounding box is now a z coordinate that represents 
the depth value in millimeters. This essentially would be 
the same as adding in an extra loss component, but it is 
much faster to implement since modifying the loss 
component is nontrivial in the current YOLO architecture. 
To simplify our model, we also only look at the hand 
detection model. Keep in mind that the dataset is limited 
due to the nature of our original datasets. Specifically, we 
could only use the General-HANDS dataset for this 
purpose, resulting in 287 total images. 
 After training for 792 epochs, we find that we are only 
able to capture the depth with an accuracy of 17.7%. This 
accuracy is generated by finding whether or not the 
ground truth depth value is within a margin of the 
predicted depth value. In our case, we chose a leniency 
margin of 15 millimeters. The progression of the accuracy 
is shown in Figure 16. 
 We find that regressing on depth is a difficult problem 
for YOLO. This is most likely due to the small bounding 
boxes and increased numbers of occlusions. One way to 
potentially combat this problem is to generate many more 
training examples. Right now, we are limited by 287 total 
images, which is not enough to train a reasonable model. 
If we had more data, this method might be a viable method 
for hand tracking without the use of depth images. 
Because of the low accuracy in this method for predicting 
depth, we decide to use the depth camera to retrieve depth 
in our end-to-end pipeline. 
 

 
Figure 16: Depth regression YOLO model accuracy. 
 
5 End-to-end Experimental Setup 
 
 After generating models for hand detection, we decided 
to hook the hand detection component to a pipeline for 
egocentric VR hand tracking. In general, the pipeline 
consists of reading RGB-D images from the Intel 
Realsense, piping the RGB component to YOLO, 
combining the x and y coordinates from YOLO with the z 
coordinate from the depth image, and extrapolating the 
results in the virtual environment. We also created a VR 
game to showcase the flexibility and capability of the hand 
detection model. 
 
5.1 Hardware 
 
 In order to construct a real-time pipeline, we created our 
own makeshift head mounted display. Using a 
ViewMaster VR Starter Pack and an LCD display, we 
were able to build a HMD housing unit. We then attached 
an IMU and an Arduino to the HMD to track 
accelerometer and gyroscope motions. Figure 17 shows 
the HMD parts. Because we want to capture RGB-D 
images, we mounted an Intel Realsense camera to the top 
of the HMD. A picture of our final hardware setup is 
shown in Figure 18. 
 

   
Figure 17: HMD housing unit with the LCD display and the IMU 
and Arduino respectively. 
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Figure 18: Hardware setup for the egocentric VR hand tracking 
pipeline.  
 
5.2 End-to-end Pipeline 
 

Figure 19 shows our pipeline for egocentric hand 
tracking. In general, the Intel RealSense provides RGB-D 
images. The RGB component goes into a CNN to detect 
bounding boxes and the x, y positions of the left and right 
hands. After we retrieve the z position from the depth 
images corresponding to the bounding boxes, we send 
them to a socket server in Unity, which accepts the 
incoming x, y, z hand positions to be rendered. Unity 
updates the left and right hand positions based on the 
outputted x, y, z values and detects object collisions in a 
VR game. In the VR game, the user uses his or her hands 
to block the incoming fruits. On a collision between a 
virtual hand and a virtual fruit, the virtual fruit is split in 
half and sent flying in the other direction. A counter keeps 
track of the number of fruits that were blocked during a 
game session. Figure 20 shows an example of the virtual 
environment. 
 

 
Figure 19: Pipeline for egocentric VR hand tracking. 
 
 

 
Figure 20: Rendering of the virtual environment. 
 
5.3 Results 
 

We were successfully able to construct and use the 
entire pipeline. Unfortunately, we were unable to have a 
real-time configuration because we were unable to port 
YOLO over to Windows. Instead, we performed a three 
step process: 

 
    (1) Save the RGB-D images from the Intel RealSense in 
Windows. 
    (2) Pipe the RGB component to YOLO in CPU mode 
on our Macbook Pro Retina laptop to retrieve the 
bounding boxes. 
    (3) Replay the bounding boxes with the provided depth 
images to Unity on Windows. 
 

As a means to showcase our pipeline, we created a 
demo video that shows x-axis translations, z-axis 
translations, and a combination of translations in our VR 
game. The main screen is the virtual environment and the 
upper right part of the screen contains the outputted 
bounding boxes from YOLO. The demo video is located at 
https://youtu.be/w3eN461QXks. Figure 21 shows an 
example frame within the demo video. 
    Overall, the system works well and is able to track the 
hands for most frames. There were a few frames with two 
hands and our pipeline is able to recognize both hands 
within the virtual environment. Sometimes, YOLO would 
produce some false positives. For example, YOLO would 
occasionally output a bounding box for a shadow from the 
nearby printer. This incorrect bounding box is most likely 
due to the color of the printer and shape of the shadow. 
Naturally, there is more that can be done to improve 
YOLO and, with more training, the dropout and jitter 
models should outperform the original model. 
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Figure 21: Demo video showcasing the predicted hand bounding 
boxes from YOLO and the corresponding VR hands in the 
virtual environment. 
 
6 Conclusion and Future Work 
 
    In the end, we were able to provide an end-to-end 
system to detect and track hands in virtual reality. 
However, because we were unable to run YOLO on 
Windows, we could not determine the actual latency of the 
system with the CNN model. Because YOLO computes a 
forward pass in about 20 ms, we suspect that the real-time 
version of this system would have low latency, possibly in 
the hundreds of milliseconds. 
    In general, we had many issues in setting up this 
pipeline. One of the issues is that deep neural networks 
require a large amount of GPU memory. In particular, 
YOLO requires 2 GB of GPU memory while Faster R-
CNN requires 4 GB. Most of these networks also only run 
on Linux but our pipeline only ran on Windows. After 
spending countless hours trying to port YOLO over to 
Windows, as well as trying to set up other models, such as 
Faster R-CNN, on Windows, we were unable to produce a 
real-time pipeline. Another requirement was that we 
needed to use CUDA for our model, which was 
unavailable for AMD GPUs. One possible way to get 
around all of these issues is to use a Linux computer with 
a large NVIDIA GPU; unfortunately, we did not have the 
resources to attain such a computer. 
    For hand detection, YOLO does a decent job in 
predicted hand bounding boxes, achieving a test mAP of 
64.6% after 200 epochs. There are a few cases in which 
YOLO has trouble with false positives. Many of these 
involve objects that have the same color and shape as 
hands. With more training, the other two models should be 
able to outperform this model, providing a better hand 
detection system. 
    One possible method to drastically improve the hand 
detection system is to use temporal information. 
Specifically, the current hand position frame is dependent 
on the previous hand position frame. As a result, we could 
use features extracted from YOLO and pass these features 
to a Long Short-Term Memory (LSTM) network [13]. The 

LSTM would then predict the bounding boxes 
corresponding to the next frame. 

Another way to improve the model is to do further error 
analysis using saliency maps. If we are able to identify 
which images or portions of images cause the model 
difficulty, we could potentially modify the architecture or 
introduce more data to capture these cases. 
    If we did not want to rely on depth images and only 
wanted to use pure RGB images for this pipeline, we 
could use the size of the bounding boxes as a proxy for 
depth. This method would have issues as hands move in 
and out of the frustum though. In particular, as users move 
their hands into view, the hand bounding boxes become 
bigger until the whole hand is in view. Another way to use 
only RGB images is to have YOLO regress on depth; 
however, we have shown that this method is inaccurate 
with the current model. Incorporating temporal elements 
could help as previous depth locations are most likely 
correlated with current depth locations. 
    The source code for the entire project can be found at 
https://www.dropbox.com/s/z48zd58h9hsaab7/cs231a_cod
e_submission.zip?dl=0. 

7 Acknowledgments 
 

We want to thank Hershed Tilak for helping with the 
VR portion of the pipeline and Professor Gordon 
Wetzstein and Robert Konrad for the computer resources 
needed to run this pipeline. We also want to thank 
Professor Silvio Savarese for suggestions on the project 
and introductions to researchers in the hand detection 
space. 

8 References 
 
[1] Dalal, N., Triggs, B., 2005. Histograms of oriented 

gradients for human detection. In: Proc. CVPR 2005, vol. 1, 
pp. 886-893. <http://ieeexplore.ieee.org/xpls/abs_all.jsp? 
arnumber=1%467360>. 

[2] P. Felzenszwalb, R. Girshick, D. McAllester, D. Ramanan 
Object Detection with Discriminatively Trained Part Based 
Models. IEEE Transactions on Pattern Analysis and 
Machine Intelligence, Vol. 32, No. 9, September 2010. 

[3] Girshick, R. B. and Felzenszwalb, P. F. and McAllester, D.: 
Discriminatively Trained Deformable Part Models, Release 
5. 

[4] G. Rogez, M. Khademi, J. Supancic, J. Montiel, and D. 
Ramanan. 3d hand pose detection in egocentric rgbd 
images. In ECCV Workshop on Consuper Depth Camera 
for Vision (CDC4V), pages 1–11, 2014. 

[5] Sermanet, Pierre, et al. ”Overfeat: Integrated recognition, 
localization and detection using convolutional networks.” 
arXiv preprint arXiv:1312.6229 (2013). 

[6] Girshick, R. B., Donahue, J., Darrell, T., and Malik, J. Rich 
feature hierarchies for accurate object detection and 



 

 10 

semantic segmentation. CoRR, abs/1311.2524v5, 2014. 
Published in Proc. CVPR, 2014. 

[7] R. Girshick, “Fast R-CNN,” in IEEE International 
Conference on Computer Vision (ICCV), 2015. 

[8] S. Ren, K. He, R. Girshick, and J. Sun. Faster r-cnn: 
Towards real-time object detection with region proposal 
networks. arXiv preprint arXiv:1506.01497, 2015. 

[9] Segmentation as Selective Search for Object Recognition. 
Koen E. A. van de Sande. Jasper R. R. Uijlings. Theo 
Gevers. Arnold W. M. Smeulders. 

[10] J. Redmon, S. Divvala, R. Girshick, and A. Farhadi. You 
only look once: Unified, real-time object detection. arXiv 
preprint arXiv: 1506.02640, 2015. 

[11] S. Bambach, S. Lee, D. J. Crandall, and C. Yu. Lending a 
hand: Detecting hands and recognizing activities in complex 
egocentric interactions. In ICCV, 2015. 

[12] J. Supancic, G. Rogez, Y. Yang, J. Shotton, D. 
Ramanan. "Depth-based hand pose estimation: methods, 
data, and challenges " arXiv preprint 
arXiv:1504.06378 2015. 

[13] S. Hochreiter and J. Schmidhuber, “Long Short-Term 
Memory,” Neural Computation, vol. 9, no. 8, pp. 1735– 
1780, 1997. 

 


