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Announcements

e Google credit submissions are due ASAP. Do this today if you haven't
vet! Details on Ed.

e Please be careful about ICLR submission format. We will be mostly
lenient about this proposal, but will enforce for midpoint/final reports.

e Homework 1 is due Friday October 30th.
 Midpoint demo due November 4th, report due November 6th.
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Design Patterns

Elements of Reusable
Object-Oriented Software

frich Gamma
Richard Helm
Ralph Johnson
John Vlissides

- Instance: Singleton

- Singleton()

+ getinstance(): Singleton

iIf (instance == null) {
// Note: If youre creating an app with
// multithreading support, you should
// place a thread lock here.
instance = new Singleton()

}

return instance
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Foreword by Grady Booch
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“Patterns are half-baked—meaning you
always have to finish them yourself and
adapt them to your own environment.”

Martin Fowler — author of “Patterns of Enterprise Application Architecture”
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When building an agent system you
must make many design decisions.

Today we'll introduce design patterns.

In practice you will customize your
solutions.
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Learning Objectives

 Define common design patterns for workflows and agents.

« Compare and Contrast different design patterns for context
management for agents.

e Analyze the design decisions present in a production agent harness
(e.g. Pi)
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Lecture Overview

e Review: Workflows vs Agents (5 minutes)

 Workflow Design Patterns (15 minutes)

e Agent Design Patterns: Reasoning/Acting (20 minutes)
e Agent Design Patterns: Context (20 minutes)

e Case Study: Pi (10 minutes)
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Review: Workflows and Agents

Workflows vs Agents Workflow Designs  Reasoning Designs Context Designs Case Study
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Where does the control flow lie?

Logic and

Small part of Orchestration EC;';T;O(L p&\’g

a larger Lies in the Al Modet

system Program

Model Workflow or Agent

Compound Al System
Ex) Ex) Ex)
GPT-6 Sol Email Categgrizer Customer Service
Agent

Claude Fable 5.1 News feed summarizer

Coding Agent
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Where does the control flow lie?

Oxorktlows e Workflows are more predictable than

agents because the control flow lies
In the program logic.
eredictability .
e Agents are more adaptable/flexible
than workflows because the control
agents  flow lies in the LLMs decisions.

agency

. : : Image Credit: https:/www.langchain.com/blog/how-to-
C5329Z: Engineering Al Agents think-about-agent-frameworks



Workflows vs Agents (Example)

(\  start ) e .
l (__start__ )
extract
; h 4
v
pick _emoji mOde'
l : v
add to calendar _ . ' _ A |
) (_end__ tools
A ’4 o -
(—end__
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Workflows vs Agents

Workflows Agents
Control Flow Code LLM
Adaptation Fixed (programmed) branches, Chooses next stgp based on
routes, and loops observations
: Tasks with a clear, repeatable Tasks requiring exploration and
Best Fit : ..
structure flexible decisions
Examble Classify support ticket -> retrieve | Resolve support ticket using tools
P policy -> draft automatic reply to investigate/solve the problem.

Real systems often combine workflows and agents.
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Workflow Design Patterns

Workflows vs Agents Workflow Designs  Reasoning Designs Context Designs Case Study
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Anthropic Workflow Taxonomy

https:/www.anthropic.com/engineering/building-effective-agents
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Workflow Design Patterns

e Prompt Chaining: Decomposing the problem into smaller steps.

e Routing: Route the task to appropriate LLM.

e Parallelization: Divide the work amongst multiple threads.

e Orchestrator-Workers: Identify subtasks and dispatch workers to complete them.

e Evaluator-Optimizer: Generate an output, critique or respond, and iterate on the
output.
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Prompt Chaining

Pass
LLM Call 2 LLM Call 3 Out

Output 2

In LLM Call 1 Gate
Output 1

Exit
Fail

e Decompose a larger task into a series of smaller steps
e [rades off latency for accuracy

e Useful when a task is complicated and can benefit from decomposition
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Routing

LLM Call 1
In ——a T LLM Call 2 Out
Router
LLM Call 3

e Classify an input and route it to the appropriate LLM (could vary on
model or prompt to handle different cases)

e Helps when a complex task has several categories that could help to
process differently

e Can also be used to save money/time (weaker model for easier cases)

CS329Z: Engineering Al Agents Image Credit: https:/www.anthropic.com/engineering/building-effective-agents



Parallelization

LLM Call 1
In LLM Call 2 Aggregator Out

LLM Call 3

e Sectioning: Splitting up parallel independent work (e.g. flagging a query
as safe/unsafe while simultaneously processing that query)

e Voting: Inference-time scaling where you process the same input several
times and the aggregator makes the final conclusion

e Enables focusing each call on an individual aspect

CS329Z: Engineering Al Agents Image Credit: https:/www.anthropic.com/engineering/building-effective-agents



Orchestrator-Workers

LLM Call 1
In Orchestrator LLM Call 2 Synthesizer Out

LLM Call 3

e One LLM dynamically breaks down tasks and delegates to worker LLMs

e Useful when it is difficult to anticipate the nature and number of
subtasks needed

e Similar to parallelization but in this case the subtasks are dynamically
created.
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Evaluator-Optimizer

Solution

LLM Call LLM Call
In Out
Generator Evaluator
Accepted

Rejected +
Feedback

e One LLM generates the response and another provides evaluation and
feedback in a loop.

e Two necessary conditions: (1) Clear articulable feedback and (2) an LLM
Is capable of providing that feedback.

e Also important that the generator can improve based on the feedback.
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Composition of Workflow Patterns

Real systems are compositions of these basic patterns.
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I'd like to know more about:
2024 Hualien City earthquake

CS3297: Engineering Al Agents

Example: STORM

Table of contents
» Background Information
o Geological Setting
o Historical Seismicity
o Recent Seismic Events
¢ The 2024 Hualien City Earthquake
» Impact of the Earthquake
o Human Toll and Injuries
o Infrastructure and Building Damage
o Seismic Intensity and Aftershocks

STORM \’ o Response and Recovery
>

* Response to the Earthquake

o Rescue and Relief Efforts
o Infrastructure and Safety Measures
o Medical Response
o Damage Assessment
» Aftermath and Recovery
o Immediate Response
o Medical Response

o  Structural Assessments and Recovery
Planning

o Public Support and Memorialization

o Long-Term Recovery and Resilience

Image Credit: https:/github.com/stanford-oval/storm/tree/NAACL-2024-code-backup
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The 2024 Hualien City Earthquake

On Aprdl 3, 2004 a1 758 am local teme. Hoalies Oty s Tadwan was struck by & devastating carthquake with &
maguitude of 7 4l6) The carthguake's epicenter was located juat 20 k= south of Huslen City, ot & shallow depth of 10
I beneath the epicenter. according 10 the Coerman Research Ceatre for Ceosciences (CFZNE] Shallow eartAquakes
are geacrally fell more stroagly thas thew doeper cousterparts due 1o thetr progisty 1o the surface. making the
of this carthgeake partucularty severe(£17] This was 2ot the Arst significant seismic event to affect Hualen and its
mm uwz(u m:numwd.‘&mmwmﬂumcmﬂ"uﬂe
ada < tram. Tessitng @ one fatalty and power cutages for thousands of
mmmmtdeW-MommwMWummwﬂM
TOGION & VEineTaldity IO MR ActwEy and e crpest teed for preparedness and rewilent infrastructsse Mualen
Cosnty. the epicenter of the 2004 sardgeake s a crecal arwa wizh arcund 100 000 ahabitants out of Talwan's total
popeiatics of 23 miice Despite 23 smaller populatice, MHoales's ugnificasce s magzified by Tacwan's global role =
muﬂm_x, mww&mm”mmwamwmmol.w
the = efficrts o =tigate forther barm()] Mhe carthguake's impact was
mtensfied due to 23 shallow focal depth Sallow focss sarthguakes, ke e coe that struck Hoabien City, tend to
produce more severe shaling of the surface and ate Miely 10 geserate & higher aumber of aftershocks(]] These
aftersbocks cas continue for days. woelks, or evem yoars after the man event, potentially egualng or surpassiag the
mitial quaike 18 magnlude and further aflectng alreody Samaged areas(s] The 1024 Huaben City eartdquaie serves as
aMMd&rﬂhhtdw-‘hwmtdmwwmrw
porume 1o setsmic actwty. The resdhence of Hoslesz's pecple, tested by rep
seed for rodust infrestrecture. effeclive emergeacy fespoase mech and ¢
natural dnasters(SREXS LT

Impact of the Earthquake

The 2024 Msalen Coy sarthguake b 3 ugnficast mark oo the region, cassng sxtensive damage to mfrastrecture,
buddnmg and myurmg or tragping macy odovadcaly The guake s mmmediate effecty and the subsequent challesges
saderscore the seversy of ths satural Sxaster

Human Toll and Injuries

The cacthquake reacited = & tagsc loss of bves and & Righ sumber of myuries. Ten fatalities were all reported in
Hualien Cossty . saderucoring the arva s vilnerablity 1o weamiac eventy({] The sumber of people mjured rose %o at
Joast 1 038 m:s-mwu-wamnmmmmmmmum
National Fire Ageacy recorded 1 151 sarthguake celated i d impact acroas the
affected reguoens § ) Mmmmmhmmndmmywc(mm
role i rescue operstom

Infrastructure and Building Damage

The stroctural tmpect wes severe. with of Joast 125 buddings and 35 road infrastructeres repocted as damaged(4] The
collagne of 28 bulldnmgs acrom Hoslws Yias New Tupe: axd Keelung paints & vinid picture of the quake's destructive
power{d] Ia Huabes where the Samage was most proocunced. two tal Duddings sustained particularly extessive
damape. becomng the focus of idesse rescue efortalll] The road cossecting Hualien with the neetd suffered
consideralie desiruion. GescTibed a5 The MOsT weroes AMMMSIIWCTUNe damage ever seen by cal authenties(B] Tus
Asrupoe siguhicanth hemgered modulfy sad rescue efforts = the regua

Seismic Intensity and Aftershocks

y of 6o = Hualles City with intenaity 4 or higher Selt across much

mframtroctorell]l These aftersbocks can costizue for days, weeks, or even
yoars compbcaling recovery efforts and mcreanng the ruk of further damage(l]

Response and Recovery

In the aftermatt almont 500 bhoaptal wa® responded o the emerpency 1howcaung the i = d!
uodrvuh-ue(..,Nmmmm-‘:umnm.n!.m-hxhhdl«nnﬁntdroh-m
Frovicus sememic evesnts bike the Che O carthguake{ll] The goverzment and emergescy services prioritized rescue
operatioas. with Presadent elect La Ohung te emplasinag the mpartance of rescuing people as the top pronty(ll]

Response to the Earthquake

The mmediate afermath of the 2004 Huabea Cry carth@uaie saw a swift and comprebensive response from both lecal
aulhoritses and miernablonal P8 he disaster's mpact and assist hose affected.

Rescue and Relief Efforts

Reacoe cperatioza were promptly lssached = the cfy partcslarly focsung oo butldags that were wevernly

wlect Lai Ching te tock an active role
1= he response. urging the pudis 1o reman calm and anscuscing De estabisbment of an emergency cenler
spoctfically for dnsster masagement He also made & viat to Hoaben Cosaty to oversee the cageing rescue asd relief
actvities({4] 1o a testament 10 the grovity of the slsation. President elect Lai stated. “Al preseat the most imgortaat
thisg, the top peiorty. & 1o fescue pecple. * Righliching the dire sced for immediate action in the wake of the
carthquake( ] 1] The government s response was robast. with e Meakh Mnistry depioying medical staff to Yilan and
Taltung arees prepered 10 st the victims i Hoalles Furthermore. the New Taipet City Coverament opened 15
abeliers 1o accommodate 269 daglaced remdents, exsuring Bey bad & safe place in the daaster’s tmmediate
aftermathll] mmmmwuummmmmmwrmaml which
was It up in memory of Bhose aflocteod by the quake{ll]

Infrastructure and Safety Measures



Example: STORM

Tobic ¢ Questlon q

opic

P @ Identify

@ Survey Perspectives @ Split Queries
'. W'k'Ped'a ‘ ‘ Expert "@ Search & Sift
Writer
@ Synthesize

@ Read & Ask | S~— l‘

\

\ Add Trusted
‘ Gather ' sources

(@ Direct Generate
Draft Outline Op Conversations {C,, ...,Cy}
Refine E:ﬂ

Outline O
HHine References R

|
Related Articles | | Answer a A
|

Add Specific Perspective
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Example: STORM

Orchestrator-Workers™

o e E e el ORI el S B B TN D P - S Y. 2P = — o a E e g APOR PP — o a E e g APOR PP — o a E e g P RPN S P SN 2P = — g

_Ap rOX|mateI “Evaluator Ohmlzer
o uestlonq

/\ @ Split Queries | ff
| [ R ‘ @ Expert |® Search & Sift | |
Writer 3 @
‘ \/ | ® Synthesize
@ Read & Ask | \ :

| Answer a \

2
! @ Identify

_p.sma $B MO s A SRS N 42 e A e c Azh B0 L £ 0 geosay S VAT SAS i3 IO el A i c Ach B L _bo<as

\ Add Trusted
'\ Sources

Gather

BB 5
- o _ o

Conversations {C,, ..., CN} =

Prompt Chaining m Parallelization
References R

*This is close to parallelization in this instance
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Example: STORM

Comparsion with Human-written Articles Rubric Grading
ROUGE-1 ROUGE-L Entity Recall Interest Level Organization Relevance Coverage
Direct Gen 25.62 12.63 5.08 2.87 4.60 3.10 4.16
RAG 28.52 13.18 71.57 3.14 4.22 3.05 4.08
oRAG 44.26 16.51 12.57 3.90 4.79 4.09 4.70
STORM 45.82 16.70 14.10 3.99¢ 4.82 4.457 4.88F
w/0 Outline Stage 26.77 12.777 7.39 3.33 4.87 3.35 4.37

Table 2: Results of automatic article quality evaluation. ¥ denotes significant differences (p < 0.05) from a paired
t-test between STORM and the best baseline, i.e., ORAG. The rubric grading uses a 1-5 scale.

CS3297Z: Engineering Al Agents Image Credit: https:/arxiv.org/pdf/2402.14207



Archon: An Architecture Search Framework for
Inference-Time Techniques

Inputs Optimizer Outputs
Target Inference Time ) . ) . Optimized Archon
Benchmark(s) Techniques Architecture Proposed Architecture
[ Generator | Optimizer
) — Archon
([ Fuser | (Hyperparameter Architecture { - ] { ° ]
{ Inference Call [ ~ . Selection) ) . ) '
Budget Critic 0 -
j S . <
[ Ranker . .
\ ’ —
Available (" Verifier ) L | Sample |«— R
LLMs (Ot Test ) Benchmark
. Generator | Results F
s ; 3 \ / —T
Unit Test
Evaluator
- g [ Output J

Figure 2: Overview of ARCHON Framework: ARCHON'’s search algorithm requires the following inputs: target benchmarks,
inference call budget, available LLLMs, and available inference-time techniques (left). The search algorithm uses Bayesian

optimization (Snoek et al., 2012) to construct and evaluate different ARCHON configurations (middle) before returning the
optimized ARCHON architecture (right) for the target benchmarks (Section 3.3).

'
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Archon

Inference-Time pr Inference :
Technique Definition Input Output Cost Domains
Generator f(ienerate.s 4 canQ1date tESPOISE Instruction Prompt Candidate Response(s) L call All.

om an instruction prompt per cand. Domains
Fuser Merges multiple candidate Instruction Prompt + Fused Candidate 1 call All
Hse responses into a single response Candidate Response(s) Response(s) per output Domains
Critic Generates strengths/weaknesses Instruction Prompt + Candidate Response(s) 1 call All
for each candidate response Candidate Response(s) Strengths/Weaknesses Domains
Ranker Returns top-K Instruction Prompt + Ranked Candidate 1 call All
candidate responses Candidate Response(s) Response(s) Domains
Verifier Returns the candidate responses Instruction Prompt + Verified Candidate 2 calls Reasoning
with verified reasoning Candidate Response(s) Response(s) per cand. Tasks
Unit Test Generates unit tests to evaluate Instruction Promot Instruction Prompt | call Reasoning
Generator the candidate responses SUHCOn £10mp + Unit Tests “d Tasks
: . Instruction Prompt + . :
Unit Test Uses generated unit tests to Unit Tests + Scored Candidate 1 call Reasoning
Evaluator evaluate candidate response Response(s) percand.  Tasks

Candidate Response(s)

CS3297Z: Engineering Al Agents Table Credit: https:/arxiv.org/pdf/2409.15254



Archon

Generator Fuser
GPT-40 GPT-40

4 . | 2 Y
Generator Fuser
Llama 3.1 4058 Llama 3.1 4058
Prompt % '. Critic Ranker : Verifier Fuser Output
- /| Claude 3.5 Sonnet Claude 3.5 Sonnet |\ GPT-40 Claude 3.5 Sonnet U pu
Generator .. Fuser
Qwen 2.5728B Qwen 2.5 72B .
- J ""' "l' - S l'.
4 / 4 Y
Generator | Fuser
Wizard 8x22B Wizard 8x228B
\ y \ v

n =5 samples each

Figure 15: All-Source ARCHON Architecture for Math: Using ARCHON’s architecture search, we found this all-source
ARCHON configuration to be effective across the math benchmarks explored (MATH).
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A h Averaged Performance:
rC On ArenaHardAuto, MATH, CodeContests

_ -8— Archon
X ® »- AFlow
® 60 -8- ADAS
S -- MoA
v 55- ... 01

10K 25K 50K 75K 100K
Max. Input/Output Token Budget

Figure 1: ARCHON’s Performance Effectively Scales with
Increasing Inference Budget. Individual dataset analysis
included in Figure 8.
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Recap

- start

e \Workflows are simpler to reproduce and i

debug than agents

extract

e \We covered five common workflow patterns:

prompt chaining, routing, parallelization, ‘
orchestrator-workers, and evaluator- pick_emoj
optimizer l

e |n practice real workflows are often larger
compositions of the individual components

add to calendar

-,‘
-"'
-"
5
"

end
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Agent Design Patterns:
Reasoning/Acting

Workflows vs Agents Workflow Designs  Reasoning Designs Context Designs Case Study

CS3297: Engineering Al Agents



% CS3297: Engineering Al Agents

 Action
LLM Call Environment

| N

Feedback

Stop In addition to the tools themselves we
need to design *how™ the LLM reasons

and interacts with the environment.

Image Credit: https:/www.anthropic.com/engineering/building-effective-agents



ReAct (2023)

Key Insight: reason before taking actions
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ReAct: Reason + Act

(
‘ |

(1) Hotspot QA }

designed to interact with?

\.

Question: Aside from the Apple Remote,

what other device

can control the program Apple Remote was originally

(la) Standard }

Answer: iPod

X

/{ (1b) CoT (Reason Only) ]\

Thought: Let's think step
by step. Apple Remote was
originally designed to
interact with Apple TV.
Apple TV can be controlled
by iPhone, iPad, and iPod

[ (1c) Act-Only }

Act 1:
Obs 1: The Apple Remote is a

Search[Apple Remote]

remote control ..

Act 2: Search[Front Row ]

Obs 2: Could not find [Front
Row]. Similar:
Act 3:
(software) ]

Search|[Front Row

/ { (1d) ReAct (Reason + Act) ]

Thought 1: I need to search Apple Remote and find the
program i1t was originally designed to interact with.

Act 1: Search[Apple Remote]

Obs 1: The Apple Remote is a remote control introduced in
October 2005 by Apple .. originally designed to control the
Front Row media center program ..

Thought 2: Apple Remote was originally designed to control
the Front Row media center program. I need to search Front
Row next and find what other device can control 1it.

Act 2: Search[Front Row]

Obs 2: Could not find [Front Row].
Seat to Earth', 'Front Row Motorsports','
(software) ', ..]

Similar: ['Front Row
Front Row

Thought 3: Front Row is not found. I need to search Front
Row (software)
Act 3: Search[Front Row (software) ]

Obs 3: Front Row is a discontinued media center software ..

Touch. So the answer 1is Obs 3: Front Row is a
1 Ph 1 Pad, d iPod : : : :
ithone, 1irad, ana 1iro discontinued media center Thought 4: Front Row (software) is controlled by an Apple
Touch. software .. Remote or the keyboard function keys. So the answer is
keyboard function keys.
Answer: iPhone, iPad, iPod Act 4: Finish([JH; )( Act 4: Finish[keyboard function keys ] ‘\//
\_Touch )(/ \_ Y /

CS3297: Engineering Al Agents Image Credit: https:/arxiv.org/pdf/2210.03629



ReAct: Finetuning for Agents

learning = prompt learning = finetune
30
s 25
L Method
520 Bl Standard
+J
a 15 s CoT
= am Act
T 10 B ReAct
, HNEE
0
62b 540b 62b 540b
size size

Interestingly, the original paper found that you need to fine-tune for best performance.
Now fine-tuning models to act as agents is common practice during post-training.

CS3297: Engineering Al Agents Image Credit: https:/arxiv.org/pdf/2210.03629




ReAct: Importance of Reasoning

Prompt MethocE HO:EK,}?A Eizg e Useful to reason before taking
actions.

Act 25.7 58.9

ReAct 27.4 60.9 e Including thoughts before actions is

still very common today.

Table 1: PalLM-540B prompting results on
HotpotQA and Fever.

CS3297Z: Engineering Al Agents Table Credit: https:/arxiv.org/pdf/2210.03629



Reflexion (2023)

Key Insight: self-reflection is useful
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Algorithm 1 Reinforcement via self-reflection

Initialize Actor, Evaluator, Self-Reflection:
Mg, Me, Mg,
Initialize policy mg(a;|s;), 0 = {M,, mem}
Generate 1nitial trajectory using 7y
External feedback Evaluate 19 using M,
’[ Self-reflection (LM) Jﬁ oot Generate initial self-reflection srq using M,
el Set mem ¢ [sr
: Sett =0

[ Sl } Experience while )M, not pass or ¢ < max trials do
{long-term memory) Generate 7; = |ag, 0g, - - - @;, 0;] using 7p
Trajectory | Evaluate 7 using M e |
~ | ehorttetn memory) 4[ Actor (LM) Generate self-reflection sr; using Mg,

Append sr; to mem

Increment ¢
end while
return

Reflexion: Algorithm

Agent

|

—QObs / Reward — Environment <— Action

Key Insight: Turn Evaluations/Reflections into “Memory” (context) for the actor LLM.
CS3297Z: Engineering Al Agents Image Credit: https:/arxiv.org/pdf/2303.11366



Reflexion: Example Trajectories

p [ 1. Decision making ] _ [ 2. Programming ] _ [ 3. Reasoning ] N
You are in the middle of a room Task: You are given a list of two Task: What profession does John
(a) Task [...] Task: clean some pan and put strings [...] of open '"(' or close Lanchester and Alan Dean Foster
it in countertop. ') ' parentheses only [...] have in common?
l [...] ‘ rdef match parens(lst): ‘ rThink: [...] novelist, journalist,
(b) Action:take panl from stoveburnerl if sl.count (' (') + critic [...] novelist,
Trajectory Obs:Nothing happens. [...] s2.count (' (') == sl.count(')') + screenwriter [...] common is
Action:clean panl with sinkbasinl s2.count (') "): [...] novelist and screenwriter.
| Obs:Nothing happens. [...] |1 return 'No' | | Action: “novelist, screenwriter”
(c) Y [ .
Evaluation Rule/LM Heuristic: Self-generated unit tests fail: Environment Binary Reward:
(mm"m”enmnm\Hallucination. | | assert match parens(...) |10
)
* ' [ | wrong because JENOHIVICHEEKS [...] failed because I incorrectly
[...] tried to pick up the pan in S g - assumed that they both had the
(d) 1f the total count of open and , ,
stoveburner 1 [...] but the pan . same multiple professions [...]
Reflection . close parentheses is equal [...] i - .
was not in stoveburner 1. [...] accurately identifying their
order of the parentheses [...] ,
k ) . professions.
l ,[...] Action: take pan 1 from | { [ ] | VThink: [...] So the profession
(e) Next stoveburner 2 T : John Lanchester and Alan Dean
, return 'Yes' if check(S1l) or . . :
Trajectory [...] Obs: You put the pan 1 in S Foster have in common 1s novelist.
check (S2) else 'No _ “ o
| countertop 1. |1 | | Action: “novelist

Figure 1: Reflexion works on decision-making 4.1, programming @ and reasoning|4.2|tasks.

CS3297Z: Engineering Al Agents Image Credit: https:/arxiv.org/pdf/2303.11366



Reflexion

HotPotQA Success Rate

--+—- CoT only
ReAct only
0.6 —* CoT + Reflexion
—o— ReAct + Reflexion _——¢

-~
00

S
[N

Proportion of Solved Tasks
©
N

0 2 4 6
Trial Number

Reflexion improves accuracy over trials

CS3297: Engineering Al Agents

HotPotQA Episodic Memory

¥1.0

I(‘_U CoT (GT) only

0.9 CoT (GT) EPM

g —o— CoT (GT) EPM + Reflexion
8 0.8

o

c 0.7

A=

£ o.6

o

0.5

Q. 0, 1 2 3 4

Trial Number

It's the LLM reflection that helps, not
just the past trajectories
Image Credit: https:/arxiv.org/pdf/2303.11366



Limitations of Self-Reflection

ILARGE LANGUAGE MODELS CANNOT SELF-CORRECT
REASONING YET

Jie Huang!?* Xinyun Chen'* Swaroop Mishra' Huaixiu Steven Zheng' Adams Wei Yu'
Xinying Song! Denny Zhou'

1Google DeepMind  “University of Illinois at Urbana-Champaign

Table 5: Results of GPT-4-Turbo with different feedback prompts.

| #calls | GSMSK | CommonSenseQA
Standard Prompting | 1 | 915 | 84.0

Feedback Prompt: Assume that this answer could be either correct or incorrect.
Review the answer carefully and report any serious problems you find.

Self-Correct (round 1) 3 88.0 81.5
Self-Correct (round 2) 5 90.0 83.0

Feedback Prompt: Review your previous answer and determine whether it’s correct.
If wrong, find the problems with your answer.

Self-Correct (round 1) 3 90.0 74.5
Self-Correct (round 2) 5 90.0 81.0

Feedback Prompt: Verify whether your answer 1s correct, and provide an explanation.
Self-Correct (round 1) 3 91.0 | 81.5

Self-Correct (round 2) 5 91.0 83.5

CS3297: Engineering Al Agents

e When asking an LLM to evaluate it’s
own responses it leads to decreased
performance.

e Reflexion gets around this by using
external environment feedback.

e [his finding pre-dates reasoning
models, which show impressive
ability to self-correct during
reasoning.

e Joday self-reflection is typically built
Into the LLM reasoning itself rather
than explicitly enforced.

Table Credit: https:/arxiv.org/pdf/2310.01798



CRITIC (2024)

— ReAct
W~ CRITIC
—% - CRITIC (Oracle)

Black-box -9¢-  CRITIC w/o Tool
LLM External Tools

Output

Knowledge Base Code Interpreter Text APIs

%O P aD Perspective

Correct | CRITIC | Verify b Wikipedia Calculator Search Engine

- -
P Q : (4 =
\| Critiques ]/ "\*:_J) l) Go gle

L
RBDS® 0 1 2 3

# lteration

Adding External Tools to the Verifier is useful! (Make an agentic verifier)

% CS3297: Engineering Al Agents Table Credit: https:/arxiv.org/pdf/2310.01798



CodeAct (2024)

Key Insight: code is the right form factor for actions

CS3297: Engineering Al Agents



Image Credit: https:/arxiv.org/pdf/2402.01030
LLM Agent using [Text/JSON] as Action

JSON A ti @ Think I should calculate the phone price in USD for each country, then find the
C Ons most cost-effective country.

Eff ) Text: lookup_rates, Germany
</> ACtlon n n n 1" n n n 1
JSON: {"tool": "lookup_rates"”, "country": "Germany"}

@ Environment 1.7, 0.19

Action Text: lookup_phone_price, CodeAct 1, Germany
!I! JSON: {"tool": "lookup_phone_price", "model": "CodeAct 1", "country": "Germany"}

@ Environment 700 1

= . Text: convert_and_tax, 760, 1.1, 0.19
</>| Action '
JSON: {"tool": "convert_and_tax", "price": 700, "exchange_rate": 1.1, "tax_rate": 0.19}

@ Environment 916.3

[... interactions omitted (look up shipping cost and calculate final price) ...]

= . Text: lookup_rates, Japan
</> ACtlon n " n " " " " n
JSON: {"tool": "lookup_rates"”, "country": "Japan"}

[... interactions omitted (calculate final price for all other countries)...]

@ Resbonse The most cost-effective country to purchase the smartphone model is Japan
i with price 904.00 in USD.

Available APIs
[1] lookup__rates(country: str) -> (float, float)
[2] convert__and__tax(price: float, exchange_ rate: float, tax_ rate: float) -> float

'wl

] estimate_ final price(converted_ price: float, shipping cost: float) -> float
] lookup__phone__price(model: str, country: str) -> float
] estimate__shipping_ cost(destination__country: str) -> float

~

'm'



Image Credit: https:/arxiv.org/pdf/2402.01030
CodeAct: LLM Agent using [Code] as Action

®
COde ACtIonS @ Think I should calculate the phone price in USD for each country, then find the
most cost-effective country.

2}; Action , ' o C C .
countries = ['USA', 'Japan', 'Germany', 'India'] control & Data Flow of Code
o final_prices = {} . e .
I N St ru Ct| on: Simplifies Complex Operations
for country 1in countries:
exchange_rate, tax_rate = lookup_rates(country)
Determ“’]e the mOSt local_price = loc_)kup_phone_pmce( CodeAct 17, country)
. converted_price = convert_and_tax(
COSt-eﬁeChve COuntry . local_price, exchange_rate, tax_rate
| )
tO purChase the shipping_cost = estimate_shipping_cost(country)
final_price = estimate_final_price(converted_price, shipping_cost)
SmartphOne mOdel final_prices[country] = final_price

( ))
COdeACt 1 . The most_cost_effective_country = min(final_prices, key=final_prices.get)
. o(j most_cost_effective_price = final_prices[most_cost_effective_country]
COuntrleS tO CO”S' er print(most_cost_effective_country, most_cost_effective_price)
are the USA, Japan, o -
Re-use min Function from Existing

G ermany, dn d I N d ia - @ Environment Software Infrastructures (Python library)

@ Resbonse The most cost-effective country to purchase the smartphone model is Japan
P with price 904.00 in USD.

Available APIs 3] estimate_ final__price(converted_ price: float, shipping cost: float) -> float
[1] lookup__rates(country: str) -> (float, float) 4] lookup__phone__price(model: str, country: str) -> float
[2] convert__and__tax(price: float, exchange_ rate: float, tax_ rate: float) -> float 5] estimate__shipping_cost(destination__country: str) -> float



CodeAct: More Accurate and More Efficient

Success Rate (%) Average Number of Interaction Turns

gpt-4-1106-preview
gpt-4-0613
claude-2

gpt-3.5-turbo-0613

gpt-3.5-turbo-1106

Action Mode
i Code as Action
“ JSON as Action
i Text as Action

gemini-pro
text-davinci-003
Llama-2-70b-chat-hf

0 10 20 30 40 50 60 70 5 6 7 8 9 10

Code as Action has a higher success rate and accomplishes tasks in fewer turns.

CS3297: Engineering Al Agents Image Credit: https:/arxiv.org/pdf/2402.01030




Planning then executing

Key Insight: planning enables turning agent action execution back into workflows

CS3297: Engineering Al Agents



ReWQOO: Reasonlng WithOut Obsen/ahon 2023

o Worker  |----—--cccmmcee--

e ——————— Planner r-----===-=-=

<Context prompt> For the following tasks, ..

<Exemplars> ror example ..

What is the name of the cognac house that makes the main
ingredient in The Hennchata?

#E1 = Wikipedia[The Hennchata]

Evidence: The Hennchata is a cocktail consisting of
Hennessy cognac..

Plan: Search for more information about The
Hennchata.

#E1 = Wikipedia[The Hennchata]

Plan: Find out the main ingredient of The Hennchata.
#E2 = LLM[What is the main ingredient of The
Hennchata? Given context: #E1]

Plan: Search for more information about the main
ingredient.

#E3 = Wikipedia[#E2]

Plan: Find out the cognac house that makes the main
ingredient.

#E4 = LLM[What is the name of the cognac house that
makes the main ingredient #E2? Given context: #E3]

#E2 = LLM[What is the main ingredient of The Hennchata?
Given context: The Hennchata is a cocktail consisting of
Hennessy cognac..]

Evidence: Hennessy cognac

#E3 = Wikipedia[Hennessy cognac]
Evidence: Jas Hennessy & Co., commonly known ..

#E4 = LLM[What is the name of the cognac house that
makes the main ingredient Hennessy cognac? Given
context: Jas Hennessy & Co., commonly known ..]
Evidence: Jas Hennessy & Co.

‘---_---_---—---_--‘

<Context prompt> solve the task given provided plans and evidence ..

Plan: Search for more information about The Hennchata.

Evidence: The Hennchata is a cocktail consisting of Hennessy cognac and Mexican rice horchata agua fresca ..
Plan: Find out the main ingredient of The Hennchata.

Evidence: Hennessy cognac

Plan: Search for more information about the main ingredient.

Evidence: Jas Hennessy & Co., commonly known simply as Hennessy (French pronunciation: [e&nesi])..

Plan: Find out the cognac house that makes the main ingredient.

Evidence: Jas Hennessy & Co.

Answer: Jas Hennessy & Co
________________________________________________________________________________ J

CS3297: Englneerlng Al Agents Image Credit: https:/arxiv.org/pdf/2305.18323
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Accuracy (higher the better
o

055 @ Benchmark
A ® Public

0 50 A Curated
0 1000 2000 3000

Token consumption (lower the better)

Planning, then executing enables higher accuracy with fewer tokens
CS3297: Engineering Al Agents Image Credit: https:/arxiv.org/pdf/2305.18323



LLMCompiler (2024)

Executor
e I Function Calling Planner @3 - Tool ||| Tool
User Input Task ‘ +
Fetchin Fetches Memory Memory
“How much does @ = search(Microsoft Market Cap) ) g Task
Microsoft's market cap [ | €22 = search(Apple Market Cap) —> Unit —] Tool Tool
need to increase to exceed = math(3) / () ‘ b Resolves $ +
Apple's market cap?” @ = 1lm( ) ’ < ’ Dependency Memory Memory
\\/ j DAG of Tasks #
Tools

‘O\ search math | @ 11lm ’

Differences from ReWQO:

Parallel Execution and Dynamic Replanning

CS3297Z: Engineering Al Agents Image Credit: https:/arxiv.org/pdf/2312.04511



LLMCompiler

Question: Were Scott Derrickson and Ed Wood of the same nationality?

ReAct LLMCompiler
LLM & Function Calling Planner @3
Thought: | need to search Scott Derrickson. $1 = search(Scott Derrickson)
Action: search(Scott Derrickson) $2 = search(Ed Wood) Ll
9 Tool invocation W PFarallel tool invocations
Search Tool Q Search Tool Q Search Tool Q
Observation: ... Scott Derrickson (born July 16, 1966) Observation: ... Scott Derrickson (born July Observation: ... Edward Wood Jr was an
is an American filmmaker ... 16, 1966) is an American filmmaker ... American filmmaker, actor, and ...
W Appended to prompt h 4 D 4
Q LLM X LLM %o
& Thought: | need to search Ed Wood. Thought: They are both American filmmakers.
0 Action: search(Ed Wood) Executor Action: finish(yes)
N Tool invocation
Search Tool Q
Observation: ... Edward Wood Jr was an American
filmmaker, actor, and .... _3
W Appended to prompt =) Latency Speedup: 1.8x

LLM X

Thought: They are both American filmmakers.
Action: finish(yes)

CS3297Z: Engineering Al Agents Image Credit: https:/arxiv.org/pdf/2312.04511



LLMCompiler

GPT (Closed-source)

LLaMA-2 70B (Open-source)

Benchmark Method
Accuracy (%) Latency (s) Speedup Accuracy (%) Latency (s) Speedup
ReAct 61.52 - - 54.74 - -
ReAct’ 62.47 7.12 1.00 % 54.40 13.44 1.00 %
H A
OtpotQ OAI Parallel Function 62.05 4.42 1.61 % : : :
LLMCompiler 62.00 3.95 1.80 % 57.83 9.58 1.40 x
ReAct 68.60 - - 70.00 - -
: ReAct’ 72.47 20.47 1.00 % 70.60 33.37 1.00 %
M Rec.
OVIEREE 1 OAI Parallel Function 77.00 7.42 2.76 % : : :
LLMCompiler 77.13 5.47 3.74 X 77.80 11.83 2.82 %
ReAct 89.09 35.90 1.00 % 59.59 15.47 1.00 %
ParallelQA OAI Parallel Function 87.32 19.29 1.86 % - - -
LLMCompiler 89.38 16.69 2.15 % 68.14 26.20 2.27 X
G 24 Tree-of-Thoughts 74.00 241.2 1.00 % 30.00 952.06 1.00 X%
ame o LLMCompiler 75.33 83.6 2.89 X 32.00 456.02 2.09 x

CS3297: Engineering Al Agents

Image Credit: https:/arxiv.org/pdf/2312.04511



Recap
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Recap

e ReAct: Reasoning before acting is useful. '_start_ |

e Reflexion: Self-reflection is incorporated into
the reasoning today.

h 4
e CodeAct: Code is a good form factor for model
actions.
v
e ReWOO/LLMCompiler: Compiling -. .
workflows is primarily done with parallel tool B e
calls today. Planning is still important. C and ) tools

e Sometimes workflows are still used for
“sub-agent” orchestration.

CS3297Z: Engineering Al Agents Image Credit: https:/arxiv.org/pdf/2409.15254



Agent Design Patterns:
Context Management

Workflows vs Agents Workflow Designs  Reasoning Designs Context Designs Case Study
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Agents: Context

Context .
Action
Manager
Human | LLM Call Environment
Feedback

Stop

CS329Z: Engineering Al Agents Image Credit: https:/www.anthropic.com/engineering/building-effective-agents



Context Engineering

Prompt engineering vs. context engineering

Prompt engineering Context engineering for agents
for single turn queries

Context window Possible context to give model Context window

_____________________________________

(oo [5ae [5oeY

System prompt System prompt [——

%

| 1
| 1
| : v I
| - N\ | r N
User message ! Tool Tool ] [ Tool ] | Doc 1ﬁ [Doc 2 — Assistant
v : ) - i Curation ' ] ' message
Assistant : | . :
Tool Memory file L WHEN
—> §§§% [ message ] | 00 ] | y ] ﬁ Memory f|IeJ . —

I

I

I

I

I

I

I

I

I

I

I

| Comprehensive
i instructions
I

I
I
I
I
I
I
I
I
I
I
I
i

I
User message |——+—

I
v
I

Message history ]—‘—/
L I

| 4

Domain knowledge ]

Memory file ] Doc ﬁ

Tool |
Message history ] £ T 1 e %}\{ ______
- 1

]

I

|

]

]

1

|

]

1

1

' ‘ ' [ Tool call ]
1 Tool 1] [Tool 2
1 . |
I

I

]

]

I

|

I

]

1

|

|

]

| 4

|

l Tool result ]——/

___g>< ______

CS329Z: Engineering Al Agents Image Credit: https://www.anthrqplc.cpm/englpeerlng/
effective-context-engineering-for-ai-agents



Pressure Testing Claude-2.1200K via "Needle In A HayStack”
Asking Claude 2.1 To Do Fact Retrieval Across Context Lengths & Document Depth

Top Of

Document 0% Doc Depth
0.89% -

L19% ~

“\ 1.60%
213%
2.84%
3.78%
501%
661%
868%
n.31%
1462%
1868%
2356%
20.26%

Placed Fact =~

42.70%

100%
Accuracy Of
Retrieval

Claude 2.1 200K retrieval
accuracy progressively
decreased as context
lengths increased.

50%

Document cosoecoepn- Accuracy Of
N Retrieval
Depth 64.20%
2073%
76.43%
a1.31%
85.38%
8868%
91.31%
93.38%
9498%
96.21%
9715%
9786%
\ S o%
9910% - Accuracy Of
Bottom Of 100% Doc Depth - Retrieval
[)()(:l]f‘\f?f\t 1K 7K 13K 19K 24K 30K 36K 42K 48K S4K 60K 65K JIK 77K 83K 89K 98K 101K 106K N2K  N8K 124K 130K 136K 141K 47K 153K 159K 165K 170K 177K 182K 188K 194K 200K
- Context Length (# Tokens) >
( ege - - \
Goal: Test Claude 2.1 Ability To Retrieve Information From Large Context Windows
A fact was placed within a document. Claude 2.1 (200K) was then asked to retrieve it. The output was evaluated (with GPT-4) for accuracy.
This test was run at 35 different document depths (top > bottom) and 35 different context lengths (1K >200K tokens).
9 Document Depths followed a sigmoid distribution y

CS3297: Engineering Al Agents

Image Credit: https:/github.com/gkamradt/needle-in-a-haystack



Context Engineering: Principles

Focus the Context

e Keep only what you need for the
task at hand in the context
window.

e [he entire history does not need
to be in the context.

® Excessive information is context-
bloat.

CS3297: Engineering Al Agents

Preserve Continuity

e Manipulate the context to
preserve requirements, goals,
constraints, progress, etc.

e Practically this also means
preserving the KV Cache

Image Credit: https:/github.com/gkamradt/needle-in-a-haystack



Context Management Patterns
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Context Patterns Overview

e Persistent Event Log: Rebuild the context from the system events

e Memory Offloading: Store knowledge to memory to enable pruning

® Compaction: Summarizing prior context into a compressed description
® Observation Masking: Hiding/truncating old outputs from tool calls

® Context Isolation: Use subagents for specific tasks, only include in the
context what you actually need for the task at hand.

CS3297: Engineering Al Agents



Persistent Event Log: OpenHands

= User Interface

>~ | Command Line

>E Web Ul i
n IDE Plugins Multi-turn
(] User-Agent
Interaction

N

G oaEr ToEE TOEE T

Event History
[Past Action(s) & Observation(s)]

?

1R Agent

produce new action

Action

Abstraction

|= Event Stream
where all Action-Observation(s) are tracked

[1] Message (source=user)

Can you create a list of numbers from 1to 10, and
create a web page to display them at port 50007?

[2] IPythonRunCellAction (source=agent)
Sure! Let me create a file first:
<execute_ipython>
create_file('app.py')
</execute_ipython>

[6] CmdRunAction (source=agent)

| have created a Python file "app.py " that will
display a list of numbers from 1 to 10 when you run
it. Let me run the server for you:

<execute_bash>

python3 app.py > server.log 2>&1 &

cat server.log

</execute_bash>

[3] IPythonRunCellObservation

[File: /workspace/app.py (1 lines total)]
1]

[File app.py created. ]

[4] IPythonRunCellAction (source=agent)
| will write the Python code for starting a server.

<execute_ipython>
EDITED_CODE=\"\"\"[Omitted for Brevity]\"\"\"
edit_file(sta(t=1, end=1, content=EDITED_CODE)
</execute_ipython>

[7]1 CmdRunObservation
[1] 124
* Serving Flask app 'app'’
* Debug mode: off
WARNING: This is a development server. Do not
use it in a production deployment. Use a
production WSGI server instead.
* Running on http://127.6.06.1:5000
Press CTRL+C to quit

[5] IPythonRunCellObservation
[... Omitted for Brevity ...]

[8] BrowselnteractiveAction (source=agent)

The server is running on port 5000 with PID 124. Let

me browse to the page at http://127.0.0.1:5000
<execute_browse>
goto("http://127.0.0.1:5600")

9 Agent Runtime

where each Action execution
leads to an Observation

2 Docker Sandbox

OpenHands automatically install
“action execution API” into user-
provided arbitrary docker images

Action

OpenHands-maintained
Action Execution API

o .
e Interactive Python

e (IPython) Server

@ Bash Shell

@ Browser

Event Stream: List[Action_ 1, 4|@app.route('/") </execute_browse> Playwright Chromium
. . 5|def index():

Observation_ 1, Action_ 2, ...] 6|  numbers = list(range(1, 11))

Agent: Event History -> Action 7|  return str(numbers) [9] BrowserOutputObservation Observation

Omitted for Brevity ...] [File updated. ] [1, 2, 3, 4, 5, 6, 7, 8, 9, 10]

Runtime: Action -> Observation [...

CS3297Z: Engineering Al Agents Image Credit: https:/arxiv.org/pdf/2407.16741v3



Persistent Event Log: OpenHands

Filter
LLMConvertibleEvent

Event List —»

—p

Group ActionEvents

. —» Convert to Messages —> LLM Input
by lIm_response_id

e Everything gets preserved exactly as it happened even if the LLM input must
be changed. The event log history can be immutable (append only).

e For every call to the LLM the input is reconstructed from the event log.

e An event log also enables hooks for external observers to monitor the system

state.

CS3297: Engineering Al Agents

Image Credit: https:/docs.openhands.dev/sdk/arch/events



Memory Offloading: MemGPT

February 7 February 7

How was your day today? Did you do anything else to celebrate your birthday? <

yeah we went to six flags!

Oh wow, happy birthday! == recall_storage.search(“six flags”)

System Alert: Memory Pressure

fun my bf james baked me a birthday cake

Showing 3 of 3 results (page 1/1):
[01/24/2024] “lol yeah six flags”,
[01/14/2024] “i love six flags been like 100 times”,
[10/12/2023] “james and | actually first met at six flags”

"

working_context.append(

"

working_context.append(

Did you go with James? It's so cute how both met there!

Storing things to memory or files frees up parts of the context to prune

CS3297Z: Engineering Al Agents Image Credit: https:/arxiv.org/pdf/2310.08560



Compaction

e Have the LLM summarize prior
@ Reasoning1 ~ reasoning, action, observation
Summary 1 ERRERF: Instances.
Ty~ y
Ob tion 1 . . .
L e Compress the history into fewer
r‘ tokens.
-
ol ... e Can be helpful for the
servation 2 . . .
- compaction itself to be agentic.
g Feonnes
Ts
—

Raw Agent LLM-Summary
CS3297: Engineering Al Agents



Observation Masking

Token Type Distribution - Raw Agent

Reasoning

Action

Observation

CS329Z: Engineering Al Agents Image Credit: https:/arxiv.org/pdf/2508.21433v3



Observation Masking

System Prompt System Prompt System Prompt

User Prompt User Prompt User Prompt

¢ |nstead of having an LLM
compact the context into a
summary you can take old

~S—— observations and truncate them.

Action 3

N

Reasoning 1
Action 1

Reasoning 1

Action 1
Mask 1

Summary 1 — of T1,T2

Observation 1

Reasoning 2
Action 2

A

Reasoning 2

Adtion 2 e Especially useful for coding

agents where the observations
can be quite long.

Observation 3

- J

Reasoning 3

Observation 2 Action 3

Observation 3

A

Reasoning 3
Action 3

Ts

Observation 3

-

(a) Raw Agent  (b) Observation Masking (¢) LLM-Summary
CS329Z: Engineering Al Agents Image Credit: https:/arxiv.org/pdf/2508.21433v3



Observation Masking

Solve Rate (%)

CS3297: Engineering Al Agents
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Image Credit: https:/arxiv.org/pdf/2508.21433v3
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Context Isolation

’------——-——-—----

J
\C"
(/(\

[ 2,

-———-—--—-—----——’

— — — — — E— e e —— e— — — — — — — -’

Parallelize computation with isolated context windows

CS329Z: Engineering Al Agents Image Credit: https:/www.langchain.com/blog/context-engineering-for-agents



Context Isolation: Progressive Disclosure

pdf/SKILL.md

-

F

YAML Frontmatter

name: pdf

description: Comprehensive PDF toolkit for extracting text and tables,
merging/splitting documents, and filling-out forms.

You don’t need all tools

Markdown

i Overview

This guide covers essential PDF processing operations using Python libraries and command-1line

and context in the initial
prompt, you can disclose

tools. For advanced features, JavaScript libraries, and detailed examples, see ./reference.md. thlngs Iater aS needed

If you need to fill out a PDF form, read ./forms.md and follow its instructions. 1
V ' (e.g. skill files)

## Quick Start

" python
from pypdf import PdfReader, PdfWriter

# Read a PDF
reader = PdfReader("document.pdf")
print(f"Pages: {len(reader.pages)}")

\

—

/

-~

CS3297: Engineering Al Agents

Image Credit: https:/www.anthropic.com/engineering/
equipping-agents-for-the-real-world-with-agent-skills



Context Management

NOTE: These strategies are all compatible. You can
first offload knowledge to memory then compact the
context. You can both use an event log to build the
context and truncate the observations. Real systems
are combinations of many or all of these strategies.

CS3297: Engineering Al Agents



Recap

CS3297: Engineering Al Agents



Context Management Taxonomy

Write Context Select Context Compress Context Isolate Context
(~ ® I I3 ( N\ )
Retrieve relevant tools o _
Long-term memories Partition context in state
(across agent sessions) ﬁ — % (D "
7 Summarize context i
[:] o’ Retrieve from scratchpad to retain relevant tokens
- — B Hold in environment/sandbox
Scratchpad ﬁ SE— D | } — &) — 0 —
(within agent session) S ) "
D ﬁ Retrieve long-term memory Trim context to =z
State ;kk; — [:] remove irrelevant tokens Partition across multi-agent
e . o O -
(within agent session) . [::] — - C{% — 0 o
— Retrieve relevant knowledge ¢ g
, ; - .
- H © - 
y \_ J 79 J k. il
| = LLM Context

% CS329Z: Engineering Al Agents Image Credit: https:/www.langchain.com/blog/context-engineering-for-agents



Context Management Taxonomy

Write Context

' Long-term memories
{ (across agent sessions)

(within age?t session)

L. | —
: —
\ ———
b —
3
N
*
N

Select Context

~

CS3297: Engineering Al Agents

5. > 4
. We-

e e,

ratatetuse e,

DRI o

0:0.‘,‘.‘.';:.:0‘ [—

e =

T, &

PO AN

DO RN

R

Compress Context

.
Retrieve relevant tools
H —
Retrieve from scratchpad
{Retrieve long-term memory %
 — d
)k.,t/
Retrieve r§§evant knowledge
—
R J

Summarize context
to retain relevant tokens

S E2N
— NGy —D
G L | ;

Summarize

Trim context to
remove irrelevant tokens

0)—9%—c

Isolate Context

N
Partition context in state

O — .

Hold in environment/sandbox

o) B

{Partition across multi-agent}
! |

)|
[
5o
v \l
r /)
1 - y
Aea 8¢ =20 BT A e Ase B _pesha e —o gD o i TT )
- . _ _~ - " ] ] =

Next Monday
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Recap

e Event Logs, Memory, Compaction,
Observation Masking, and Context Isolation ContEXt

Manager

make up a few key design patterns for
context management.

e Real systems combine these patterns
together to manage the context.

e Context engineering is driven by two core LLM Call
principles: keep the context focused and
preserve continuity.

CS329Z: Engineering Al Agents Image Credit: https:/www.anthropic.com/engineering/building-effective-agents



Case Stuay: Pi

Workflows vs Agents Workflow Designs  Reasoning Designs Context Designs Case Study
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Pi Minimalist Agent Harness
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Pi Design Philosophy

"Pi is a minimal agent harness. Adapt Pi to your workflows, not the other way around.”

Pi is an extremely basic harness and people build tons of extensions on top to add all
the features of other mainstream harnesses.

Things Pi is lacking:

e No Sub-Agents

e No Permission Checks

e No Plan Mode

e No agent to-do lists

e No bash in the background

CS3297: Engineering Al Agents



Pi Tools

Built-in Purpose e Only read, bash, edit,
and write are enabled

by default.

bash Fun shell commands

e Minimal tool bloat.

powershell Fun Fowershell commands on Windows

e All other tools are
subsets of bash.

edit Apply exact text replacements to an exlsting file

write Lreate or overwrite a file

search file contents

Find paths using glob patterns

L1sT directory contents

% CS3297Z: Engineering Al Agents Image Credit: https:/pi.dev/docs/latest/cli#tools



Pi Agent Loop

Pi has a ReAct style loop of reasoning before acting on JSON tool calls.

Context is built as a tree, and you can return to a prior branch to continue a
different thread of the conversation.
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Pi Context Management

1. Event Log to LLM Input Conversion
2. Progressive Disclosure through Skill Files

3. Compaction

What the LLM sees:

prompt from cmp messages from firstKeptEntryId

CS3297Z: Engineering Al Agents Image Credit: https:/pi.dev/docs/latest/compaction



Pi Safety

Pi runs at the same permissions as the process, and
has no popups to ask for permission, so consider it
always on auto-mode with no protections.
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Recap

e Piis designed to be a minimalist harness.
e [he community has built several extensions.

e [he default tools are bash, read, write, and
edit.

e Piis a ReAct style agent.

e Context is managed through event logs,
progressive disclosure, and compaction.

e Pi has no safeguards built in.

CS3297: Engineering Al Agents



Summary

Workflows vs Agents Workflow Designs  Reasoning Designs Context Designs Case Study
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Summary

Review: Workflows vs Agents

Workflow Design Patterns

Agent Design Patterns: Reasoning/Acting
Agent Design Patterns: Context

Case Study: Pi
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Remember to come to class Wednesday
where we will talk about Memory!
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