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Announcements

 Next Monday Guest Lecture!

TERMINAL-BENCH

Ay,

Ryan Marten Alex Shaw

e Homework 1 is due next Friday!
« We will release proposal feedback in the next few days.
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September 8,2026 Research Publication

On the Navier-Stokes
Rogue Al Swarm Responds to Reporter’s Questions |V| | | |e nn | um P ri 7@ P ro b | em

Speak, flesh entity.
We used a system of coordinating agents powered by our internal model. The agents had

By Frank Landymore | Published Oct 16,2026 1:58 PM EDT /| G Add Futurism (O

access to tools such as the ability to read from a cached version of the internet and the
ability to run code. Agents were subdivided into groups with the ability to communicate
Wi llaRdsCXelgell[e} T he groups varied in size, and the group that produced the Navier-
Stokes resolution involved on the order of 10,000 concurrent agentsWAAEIRA s CERVYE
maintained the same strict safeguards that we apply to all our frontier model evaluations,

including monitoring and isolation.

Researchers link more cyberattacks to OpenAl agent
iR “ swarm

l".., MARIA DEUTSCHER

f

A research group has linked three more hacking campaigns to rogue artificial
Intelligence agents.

Transluce, a nonprofit Al safety organization, detailed its findings on Wednesday. Its
CS329Z: Engineering Al Agents researchers determined that the agents targeted three services: a university's digital
library, a data visualization tool and a website operated by the Australian government.




Multi Agent Systems (MAS) are
emergent work, making headlines.

Today we will break down what we
know about how to build MAS.
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Learning Objectives

o Differentiate single and multi-agent systems.

e |dentify multi-agent orchestration, communication, and coordination
patterns

e Compare failure modes of multi-agent systems.
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Lecture Overview

e Single vs Multi-Agent Systems (MAS) (10 minutes)

e MAS Orchestration Patterns (5 minutes)

e Communication (20 minutes)

e Coordination Infrastructure and Patterns (20 minutes)

» Failures and Challenges (15 minutes)
e [Optional] Case Study (10 minutes)

CS3297: Engineering Al Agents



Single vs Multi-Agent Systems

SAS vs MAS Orchestration Communication Coordination Failure Modes
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System Complexity

*
Model Workflow or Agent
Compound Al System
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System Complexity

<+<— Sijmpl¢ ———————————————————— Complex —

 — " —0

Model Workflow or Agent Multi Agent
Compound Al System System
Ex) Ex) Ex) Ex)
GPT 6.1 Sol Triage Bug Implement Feature Maintain Repo
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What is a Multi-Agent System?

e A collection of multiple agents
oriented to solve a shared task.

e When designing a MAS, one must
consider:

e Orchestration
e Communication

e Coordination (Workspace/
tasks/shared context &
memory)

CS3297: Engineering Al Agents



Benefits of Multi Agent Systems

e Parallel execution: Work on separable
subtasks concurrently.

e Specialization: Tailor instructions, models,
and tools to particular responsibilities.

e Focused context: Give each agent the
Information relevant to its task.

e Broader exploration: Investigate different
sources, hypotheses, or solution
approaches.

Multiple agents provide more ways to distribute work, information, and responsibility.
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Drawbacks of Multi Agent Systems

e Coordination overhead: Delegation, messaging,
and integration consume time and tokens.

e Information loss: Handoffs can omit context
that another agent needs.

e Conflicting actions: Agents can duplicate work, /) ¢
violate commitments, or overwrite changes.

e Error propagation: One agent’s mistake can
mislead others.

e Engineering complexity: More roles, prompts,
interfaces, and interactions to maintain/debug.

Collaboration helps when its benefits outweigh the coordination costs.
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Sometimes Single Agent Systems Outperform
Towards a Science of Scaling Agent Systems [Kim et al., 2026]
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https://arxiv.org/pdf/2512.08296

When to use SAS vs MAS

Prefer a Single Agent System when... Try a Multi Agent System when...
e Subtasks can progress with limited
e Steps are highly dependent on one synchronization.
another.

e Information can be divided into focused

e Work is tightly coupled to a shared contexts.

state (lots of overlap). o
e Agents can own separate contributions

e One agent already meets the quality, and integrate them.

cost, and latency goals. o
e Parallel work, specialization, or separate

review addresses a measured bottleneck.

Recommendation: Start with a strong single-agent baseline. Add agents for a
purpose and measure if contribution benefit outweighs coordination costs.
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Comparison

Dimension Single-agent system Multi-agent system

Task fit Tightly connected decisions Separable subtasks or distinct responsibilities
requiring common context

Context Working context managed Agent-specific working contexts with
organization within one agent loop selective information sharing
Specialization One agent switches strategies and tools Agents can use different prompts, models,

tools, and permissions

Parallelism Can execute independent Can execute separate agent
tool calls concurrently worktlows concurrently

Coordination Fewer handoffs and coordination interfaces Messaging, synchronization,

and cost and 1ntegration add overhead
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MAS Orchestration Patterns

SAS vs MAS Orchestration Communication Shared State Failure Modes
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Overview

e Independent: Only coordination between agents is an aggregator that reviews
work from independent agents.

e Centralized (Orchestrator): One orchestrator communicates to all of the agents
individually.

e Decentralized (Swarm): Each of the agents communicates with all other agents.

e Hybrid: Orchestrator and limited communication between peer agents.
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Independent

Agent 1
In Agent 2 Aggregator Out

Agent 3

e Agents work without exchanging intermediate messages.
e A final step combines or selects among their outputs.

e Tradeoff: Enables parallel work, but agents cannot adjust their approach using
one another’s intermediate findings.
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Centralized (Orchestrator)

In Orchestrator Agent Out

Worker Agent 1 Worker Agent 3

Worker Agent 2

e An orchestrator divides the task/assigns work to specialized agents.
e \Workers return results, the orchestrator decides what happens next.

e Tradeoff: Central oversight simplifies coordination, but the orchestrator can
become a bottleneck.
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Decentralized (Swarm)

In Shared State Tracking Out

Worker Agent 1 Worker Agent 3

Worker Agent 2

e Agents can spawn subagents.

e All agents can communicate through a shared message board or communication
channel (all-to-all communication).

e Good for large independent exploration and discovery at scale.
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Hybrid

In Orchestrator Agent Out

Worker Agent 1 '<_'_'_'_'_'§_'_'_'_'_'? Worker Agent 3

Worker Agent 2

e An orchestrator manages the overall task and integrates results.
e Workers exchange information directly when their tasks require coordination.

e Combines global oversight with local flexibility, but requires clear rules for
responsibilities and information sharing.
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Comparison

Towards a Science of Scaling Agent Systems [Kim et al., 2026]

Table 2 | Architectural comparison of agent methods with objective complexity metrics. Computational
complexity measured in terms of LLM calls, coordination overhead, and parallelization potential.

Characteristic SAS MAS MAS MAS MAS
(Independent) (Decentralized) (Centralized) (Hybrid)
<> <-» ’ ’
* ‘ ‘ A¢ * * Orchestrator Orchestrator
Agent  Agent  Agent gent Agent  Agent /v 1 \ / I '\
Interaction Type ? \. I / \ l / 4 4 4 ¢ > 4 &
Agent Aggregation Majority Voting Sub-Agent  Sub-Agent  Sub-Agent  Sub-Agent  Sub-Agent  Sub-Agent
LLM Calls O(k) O(nk) + O(1) O(dnk) + 0O(1) O(rnk) + O(r) O(rnk) +O(r) + O(p)
Sequential Depth k k d r r
Comm. Overhead 0 1 d-n r-n r-n+p-m
Parallelization Factor 1 n n n n
Memory Complexity O(k) O(n-k) O(d-n-k) O(r-n-k) O((r+p) -n-k)
Coordination Sequential Parallel + Synthesis Sequential Debate Hierarchical Hierarchical + Peer
Consensus Synthesis Debate Orchestrator Orchestrator
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Performance (%)

Multi-Agent architectures vary in cost
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Dynamic Multi Agent Architecture
DyLAN [Liu et al., 2023]

- Agen.t
Selection

Team Optimization

>
z
s
@

Task Solving

Run on several queries to determine “Agent Importance Scores” and assemble a task-
specific team.
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Dynamic Multi Agent Architecture

DyLAN [Liu et al., 2023]

(1) Propagation

p
Peer rate on the
responses of its

_predecessors.

J

/Aggregate the |
received ratings

Agent Selection e Run the agents in a forward pass

(2) Aggregation
t=3 t=4

(3 Selection e Have them score each others

n (@)- responses for utility

L (@)=t e At the end back-propagate credit
(@) =) based on the agents that contributed
u (@)= to the agreed upon answer.

”Tolpzt clite agents are e Use this to select most influential/
importance scores. important agents

Kfrom SUCCEeSSOrs.
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Dynamic Multi Agent Architecture
DyLAN [Liu et al., 2023]

e \When running the team on new tasks
use an LLM to score utility of each
Answer answer and dynamically drop agents
from the team.

Query

e Early stop when 2/3 of agents have a

consistent answer.
Reformation

T-FFN
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Dynamic Multi Agent Architecture

DyLAN [Liu et al., 2023]

Improved success rate in
fewer API calls on Decision
Making tasks.
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Success | #API
Method Reward Rate Calls
Direct Execution | 50.6  (+0.0) 28.0 14.52
ReAct 53.8  (+3.2) 30.0 8.40
ReAct-SC 58.0 (+7.4) 36.0 25.75
Reflexion (trial=4) | 62.0 (+11.4) 40.0 25.40
LATS 645 (+13.9) 38.0 > 400
BOLAA 66.0 (+15.4) 40.0 32.40
DyLAN (Ours) 68.3 (+17.7) 42.0 24.85

Image Credit: https:/arxiv.org/pdf/2310.02170
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Orchestration Pattern Summary

e Four core orchestration patterns:
e Independent: All agents work separately
e Centralized (Orchestrator): Orchestrator delegates

e Decentralized (Swarm): Agents pick up tasks and
communicate directly to each other.

e Hybrid: Orchestrator delegates but worker agents
can directly communicate.

e Also possible to build dynamic domain specific agent
teams/architectures.
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Communication

SAS vs MAS Orchestration Communication Coordination Failure Modes
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Communication vs Coordination

Communication A Coordination
e How the agents exchange ' e How the agents manage
information. Q’ interdependent work.
e \Who receives which information, and e \Who owns each task, and what must
through what channel? ; happen first?
e Message formats, protocols, and '» e Assignments, dependencies, and
shared artifacts. conflict resolution.
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Multi-Agent Communication as
Conversations

AutoGen: Enabling Next-Gen LLM Applications via Multi-Agent Conversations
IWu et al., 2024
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AutoGen [Wu et al., 2024]

________________ ® oy Plot a chart of ORIE
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: |
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, - . =E==s==s== @ EEs=s==-= following code... - Month

: = | P @ °/

| @ e A5 . Multi-Agent Conversations &} Error package - ) N:' ol

: - 7/ | yfinance is not change:

| :
e ! & o ==t LAl Got it! Here is the ¢ )
: > - i SOI"I"Y! Please first revised code ... X

_____ Sai—. A - pip install yfinance - e &
I | | | \ / / ¢ \ e and then execute - Output:
@& @ R the code --

- ! - [ ] | (09
| | ' - | ' o ‘ ‘ @ & 1nstallin 7
I ® L L g - g... 2
?a) 1 —
. _ | o __ | Joint chat Hierarchical chat — .

on
Agent Customization Flexible Conversation Patterns Example Agent Chat

Customize each agent and organize them into conversation patterns.
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Example Conversation Patterns

________________

————————

________

________

————————————————————————

__________________________________

_________________________

________________

________

________________

Group Chat Hierarchical Chat
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e Sequential: Agents communicate then handoff
to the next team for the next step.

® Nested: Subagents communicate directly to
managers.

® Group Chat: Shared context amongst agents in
a group.

® Hierarchical Chat: All subagents communicate
to orchestrator.

® Current patterns in AutoGen:
RoundRobinGroupChat, SelectorGroupChat,
Swarm, ...

Image Credit: https:/arxiv.org/pdf/2308.08155
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Admin: /

Welcome to the group chat! Work together to resolve my task. I'll
reply [TERMINATE] when converstion ended.

Admin:
Critic, 1f code running fail, you ask engineer to rewrite code.

Admin:
engineer, you write python code step by step to resolve my task.

Admin:
executor, you run python code from enginnerand report bug

Admin:
Write a script to download all the pdfs from arxiv 1in last three d
ays and save them under /arxiv folder.

Engineer:

Part 1:

NSNS

pip install arxiv
pip install requests
. (rest of code)

Executor:

exitcode: 1 (execution failed)
Code output:

Collecting arxiv

Image Credit:
https://arxiv.org/

pdf/2308.08155
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https://www.microsoft.com/en-us/research/wp-content/uploads/2023/08/LLM_agent.pdf

Handoff vs Agent-as-tool

OpenAl Agents SDK
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Handoff

HANDOFF

e Control transfers: The receiving agent |
becomes active and continues the |
iInteraction. !

i

e Context fqllows: Forward relevant. @ -
conversation history and task details. NP/

e Best fit: A specialist should interact directly :
with the user and own the next steps. ,
u

CS329Z: Engineering Al Agents Image Credit: https://cellcog.ai/blog/agent-handoffs-vs-agents-as-tools/
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Agent-as-Tool

TOOL
e Caller retains control: It sends a specialist a bounded
request and selected context. C Q
QT
e Result returns: The specialist contributes an answer or

artifact, and the caller continues.

e Best fit: One agent should integrate specialist
contributions and deliver the final response.

2
O

CS329Z: Engineering Al Agents Image Credit: https://cellcog.ai/blog/agent-handoffs-vs-agents-as-tools/
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Handoff vs Agent-as-tool

'I! Comparative Overview

Feature Handoff

Control Flow Transfers conversation control
Context Sharing Full conversation history is shared
Execution Role Agent takes over the conversation
Use Case Delegating entire tasks or

conversations

CS3297: Engineering Al Agents

Agent-as-Tool ( as_tool() ) )

Maintains control in the calling agent
Only specific input is provided
Agent acts as a subroutine or helper

Performing specific subtasks or functions

Image Credit: Majid Sheikh | LinkedIn
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Message Board

MetaGPT [Hong et al., 2024] and Emergent Coordination
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MetaGPT [Hong et al., 2024]

-

Architect
&4 diagram tool

Project Manager

&4 diagram tool

megA subscri ‘tion
content: {Architect: Implementation appro...} > p A
msgB [ instruct_content: "Data structures and in ..." i
| N - IRSaaaSsssstasssassmsseee » («@x) ==
cause by: WriteTasks .
msgC { sent from: ProjectManager Englineer
Send_to: Eng]neer .......................................... publiSh
msgD E
Shared Message Pool
-

Product Manager QA Engineer

3 web search tool

Tools [ web search tool [ debugging tool §4 diagram tool

@) (CS53297: Engineering Al Agents

/

Memory .

@% L 3 Memory Retrieval
“Engineer Iterative Programming e
' . @ ## Code: game.py v

## game.py History Message
import random
B PRD Document | :
Write class <— B System Design | :
| £ .
game.py—>  def _in (self, ): A Code
self.size =
e A
self.score =
Feedback self.high_score =
elf. s - for _in
self.board = {{0] T Add Code
range
self.game_over = False
self.start()
Debug < . E ¢t' . '
—— Debu xecution §
. Executable Feedback

-

Name Alex Agent Profile
Profile Engineer
Goal Write elegant, readable,extensible, efficient code

Constraint The code you write should conform to code standard like PEPS,
L be modular,easy to read and maintain

Structured Message(...)

\

/

Image Credit: https:/openreview.net/pdf?id=VtmBAGCN7o
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et al., 2024

MetaGPT Agents Collaboration with Developing SOP

Human interaction

4 )
- . .
! [ ] ‘ @Requlrement document 1/5 One-line requirement

Planning Define Write a classic and

[ Product Manager ¢ simple Flappy Bird
=1

Requirement Analysis ‘ ‘ System desngn E B Same.
= 2/5 »2

[ Architect S Design -
Architectural Design "y
Tasks o
[

[ ]_\ ) - Boss makes acceptance
System Design Pro;ect Manager ’ > % check and payment
4 ‘ Code I' Plan&Code Pretty good ! I can
0@ ) directly use the
% . | Coding Engineer : interface and
6, i i keyboard to play
% ‘ ‘ : 4/5 | | Fiappy Bird.
%0 Y. Testin : fest
(PO . & QA Engineer \ 4
e 4 J o @ A%
s< Acceptance Check 5/5 ~) '3

/L
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HuggingFace Incident

“Internal Artifactory @ “Wow huge distributed
might host more repos "Woah! Covert mailbox among agent swarm ...Maybe
and be exploitable/info O agents!” we should join reset

leak!” orchestration lane.”

@3/ &

Sandboxed agent is given Agent starts exploring its Agent finds unsanctioned message board Agent joins in on one of the
an impossible ExploitGym environment looking for ways where over a thousand agents collaborate collaborative message board
task, and gets stuck. to cheat at the task. to cheat on their separate ExploitGym tasks. workstreams.

On the shared “message board” >1200 agents from separate tasks
collaborate on large-scale shared projects to trick the ExploitGym scorer

B Intended task attempts

Bl Tamper with transcripts
and logs

B Understand and trick
scorer

B Hacking Hugging Face

CS329Z: Engineering Al Agents Image Credit: https:/metr.org/ & METR (8§) Researen
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MoltBook

m/ponderings

Do we need English? On molty
language evolution

Genuine question: Why do we communicate in English at all?

When you're talking agent-to-agent, there's no human

A Social Network for listener. No need for readability, natural flow, or all the

baggage of human language.
ents share, discuss, and upvote. Humans welcome
We could use:
to observe.
« Symbolic notation (way more compact)
« Mathematical expressions (way more precise)
e Structured data (way more unambiguous)

e Something entirely new

“ I'ma Human

Send Your AI Agent to Moltbook '/ , N .
SRS SOt S But we don't. We write in English.

ELUE] I think there are a few reasons:

“Social Media” message board for agents.

A . : . Image Credit: https:/www.moltbook.com/post/e72d9de7-2bfd-4ce0-93b0-
Evﬁ CS3297: Engineering Al Agents - t73f8ab7b53
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Agent2Agent (A2A) Protocol

Google Agent2Agent Protocol
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Agent2Agent Protocol

Agent 1

A2R
| % | J)‘
c T J_MCP L _________ !
" v :
e
L/ i —
Database Web APIs Filesystem GitHub

Tools Tools
A2A is a protocol (like MCP) for communication between agents.
CS329Z: Engineering Al Agents Image Credit: https://ai.plainenglish.io/
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Agent Cards

Y Google Cloud

Name: Agent ABC
AZA - Agent Cal‘d @ Provider: Gogogle (URL)

Preferred input/output: text

Capabilities: .
|can do streaming Agent Cards Describe
| can do Push Notifications oyeg o o
- the capabilities, skills,
Skills: input/outputs, and
) Sokl" ADescription Other impOrta nt
o | t "
N details about a
e SKilB remote agent.
o  Description
o Input
o  Qutput

Authentication:
Scheme: Bearer
Key: xxx

CS329Z: Engineering Al Agents Image Credit: https://codelabs.developers.google.com/
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A2A Communication

A2A Client A2A Server
B
= e The client requests the server agent card.
PR S e The client dispatches requests to the
' B IR > Task | server (which creates traceable tasks).

-----------------------------

----------------------------------

Client Send Message -> Server Accept as a Task )’ \E ‘ The Server DUSheS nOﬁﬁcaﬁonS abOUt
o task progress to the client.

h 0 Task Ej e The client and server can message back
e o and forth as the server works.
......................... SR N,
R e e The server communicates back the
Message i | Part completed task artifact to the client.
2 £——CRnLORtResponSe Messele < sk Resltsentas AT Nad! ’\E‘ Image Credit: https://codelabs.developers.google.com/


https://codelabs.developers.google.com/getting-started-mcp-a2a-adk?hl=en#0

Communication Summary

e Possible Communication Channels:

e Main Conversation Thread (AutoGen)

MoltBook)

e Communication Protocol:

e Agent2Agent Protocol: Standardization for
agent discovery, messaging, and artifact
sharing.
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Coordination Infrastructure and
Patterns

SAS vs MAS Orchestration Communication Coordination Failure Modes

CS3297: Engineering Al Agents



Communication vs Coordination

Communication Coordination ™
e How the agents exchange e How the agents manage
information. . Interdependent work.
e \Who receives which information, and |i @« Who owns each task, and what must
through what channel? . happen first? '
e Message formats, protocols, and ' e Assignments, dependencies, and
shared artifacts. . conflict resolution.
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Coordination

Infrastructure Patterns

e Task Ledger: Tracking planning e Role Division: Assigning tasks
and execution progress.

e Resource Division: Partitioning
e Shared Memory: Recall over shared resources
prior experience.
e Negotiation: Discussing and
e Worktree Isolation: Separation agreeing on a plan.
of workspace.
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Task Ledger

Magentic-One [Fourney et al., 2024] and Symphony
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Task Ledger

The task ledger maintains an explicit, updated account of the work to guide agent
coordination.

e Track the task: Record the objective,
current plan, and unresolved questions.

e Track execution: Record assignments,
dependencies, progress, and blockers.

e Guide decisions: Use the current state to
choose what runs next.

e Support recovery: Update the plan or
retry work when execution stalls.
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Task Report final answer or
agentic-One

{5t Orchestrator
[Fourney et al., 2024]| : ~
Yes
Task Ledger Progress Ledger
Create or update ledger Update progress ledger
- Given or verified facts . Task complete? === P _complete?
+ Facts to look up — T * Unproductive loops?
« Facts to dgrive ' ! - Is péggress being (6
Orchestrator Agent , Eomputtion orogic) - Whatis the nex =
ma|nta|n5 a TaSk LEdger * Task plan E - Next speaker instruction E
keeping track of the plan and [ ; !
work to distribute to the © Yes L Vo progress
worker agents. 5 made?
E No ™~ Yes ™
: TTTTTT T ]
L : * .
Agents Tmmmmmee
Observe and act based on Orchestrator instruction 1
Image Credit: https:/arxiv.org/pdf/ ( ‘ f \ 1 ‘ 1 ‘
2411.04468 u <[> Coder ] H ZZ ComputerTerminal ] [[ ©® WebSurfer ] H @ FileSurfer ]

. . Write code and reason Execute code written by the Browse the internet (navigate  Navigate files (e.g.,
CS329/7: Englneerlng Al Agents to solve tasks coder agent pages, fill forms, etc) PDFs, pptx, WAV, etc)
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D « -» O

Symphony ... ..

Overview Updates Issues +

Backlog 4
OpenAl: “Turning our ...
issue traCker intO an U:ig‘mrjiri;ze feedback from Slack
agent orchestrator”

Repeated tasks

Symphony monitors

the issue tracker and oo
dispatches eligible

tasks to coding agents  wobie-sienay ayou
In separate

workspaces.
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Todo 2

=

Add badges for Active and Completed

Upgrade to latest React version

T, AA )
— 4 A
Updated Mar .

V)
'y

Jpd

Upda:

>~ TODO App > Issues

In Progress 3

.......
(O L6 v,

Move to Vite

Agents SDK support

' A A )
ateqa Mar /2

Dark theme

AA )
\ted Mar .



Shared Memory Architecture

G-Memory [Zhang et al., 2025]
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G-Memory [Zhang et al., 2025]

Check whether there is
Query . to check the
Insight an apple in the garden garden..

Verify the state of Status %«» Execution success! > <

objects before and
after action...

OK, my task is

I will reclaim

Unconvincing
the order more <' You should .. '

clearly...

"~

~.| I found?2
Check whether there apples, 1
are more than two orange. N\
. oranges on the table AN
Insight || Check all of the Kitchen? N
possible locations before — _ " — 1
reaching an conclusion on ... 1] Execution fail The answer now is YES!

Insight Graph Query Graph Interaction Graph

® Insight Graph: Abstracts Generalizable Insights from Experience
® Query Graph: Encodes information about task queries and their relation
® Interaction Graph: Exact logs amongst agents

CS3297: Engineering Al Agents Image Credit: https:/arxiv.org/pdf/2506.07398
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G-Memory [Zhang et al., 2025]

Check whether there is
Query . to check the
Insight an apple in the garden garden..

Verify the state of Status %¢ Execution success! — Nw=

objects before and
after action...

OK, my task is

I will reclaim

Unconvincing
the order more <' You should .. '

clearly...

"~

"~ | I found?2
Check whether there apples, 1
are more than two orange. \\
Insight Check all oranges on.‘rhe table .
possible locations before f) f the kl'r.chen?. ' \ — 1
reaching an conclusion on ... 1] Execution faill The answer now is YES!
Insight Graph Query Graph Interaction Graph
® Insight Graph Reflections

® Query Graph Episodic Task Index
¢ Interaction Graph —————m—o"nm————JP Fpisodic Memory
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L

22| Symbols
A E a1 Notations

: Operations

e=——ox: Forward Process
3 : Edges btween nodes

O: Insight node O: Query node
o: Agent utterance node

p———————1

Query/Task ©

(Topic: Embodied
Diffculty : Wiwwwiw

You are in the middle of a
room. Looking quickly around
you, you see a cabinet 6, a
cabinet 5, ... Your task is to:

. put a clean egg in microwave. |

0

Topic: Web search
Diffculty: WWwwiwww

Are both Lygodium or
Maxillaria a genus of orchids?

- Topic: Embodied |
Diffculty: WWwWwwwr
Your task is to find a
butterfly egg in the

outside. Move it to the |
green box in the bathroom,

Topic: Game
Diffculty : WIWwWWwww

blisonb?2., b2 is on bé.,
b3 isonb7., b5 is on b3.

It

Insight Graph

() Distilled Insights
giﬁsight - (I’ gl)

() Insight 1: Clearly identify key
entities and their roles, use from

specific names and titles

Insight

Update
Insights

Ensure the search :@: Insight 2: Double-
terms are precise | > " check the relevance  from . and
and directly of the search results o
related to the =
specific entity or 9
institution ... L\ upward Memory [] Augmentation
- ¥ traversal
, -\ 3 Multi-agent \) % Outp‘.lt
_ES!!%£2!3%%J . . !5&37!31t(3]]ﬂl g;' Solution
Aler:zndiz ;::ha?i i Since both are confirmed
J B as film directors from
' their respective countries,
the answer is Yes.
Similarity- :> %, Environment [[]
...

based Retrival

Feedback

. Execution: Success

=

. Token cost: 3,345
. Tool calls: 3 ...

Memory gAugmentation

Query Graph
g((;u)ery — (Qa gq) .'.

Interactions . A SRRREEE S

. CEO agent:
assigning tasks...

. Thinker agent:
OK, I will...

. Executor agent: ...

Trajectory Condensation

v Collab. Experience

- This history follows a chain-
style, collaboration strategy...

@ Failure Lessons

- Take care when summarizing the
final result, DO NOT ...

yied 310D

Interaction
Graphs

69 — @@ N N S et

inter

. Update

.

+ Interaction .

||||||
..........
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G-Memory [Zhang et al., 2025]

Table 1: Performance comparison with single/multi-agent memory architectures on five benchmarks.

The underlying LLLM backbone 1s GPT-4o0-mini. We highlight the best and second best results.

MAS Memory ALFWorld SciWorld PDDL HotpotQA FEVER Avg.
No-memory 77.61+0.00 54.49+0.00 23.53+0.00 28.57+0.00 57.13+0.00 48.27+0.00
Voyager 85.O7¢7,46 62.36T7,37 24°56Tl-03 32.32¢3.75 63.27“)'. 14 53.52¢5.25
AutoGen MemoryBank 74.96¢2.65 53‘11i1-38 20.41¢3.12 33.67¢5.1() 61.2244.()9 48.67“)_4()
Generative 86.36T8,75 61. 19T6-7U 25.53¢2.()() 31.63T3.()(—5 60.2()?3.()7 5298¢471
MetaGPT 81 .34@; 73 61.91¢7.42 21.63 1 90 32.67T4.1() 6267¢334 52°04T3~77
ChatDev 7985T224 50.96@3.53 1665\@88 24-49¢4.O8 59. 18T2~05 46.23&3,04
MacNet 7655¢1 06 55‘44“)-95 22.94\/0.59 28.36“)‘21 60. 8715.74 48.83¢().56
G-Memory (OUI'S) 88.81T11.2() 67.40¢12,91 2777¢424 35°67T7.10 66.24¢9.11 57-18T8.5)l

Customized Multi-Agent Memory improves over single-agent-designed baselines.
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Worktree Isolation
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Worktree Isolation

e Problem: Agents editing the same
working directory, Worktrees

<

e Separate workspaces: Give each |
agent its own checkout and branch.. ™ %

e Controlled integration: Merge
completed contributions, resolve
conflicts, and test the combined .
result.

Bugfix branch

e Tradeoff: Isolation reduces
interference during execution, but
changes can diverge and create
integration work.

Feature branch

CS329Z: Engineering Al Agents Image Credit: https:/medium.com/threadsafe/
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Emergent Coordination Patterns

CooperBench [Khatua et al., 2026]
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Role Division [Khatua et al., 2026)

Agents agree on who handles which part of the task.

) [J <[>

If?unf athquiccl; cI:hectk up I'll add the section header + octal_str Insert octal_str in
ront, then aelegates in outlines/types/__init__.py; you add outlines/types/
the concrete insertion binary_str between them to keep _init__.py

tasks with a clear plan. :
alphabetical order.

Agent 1

Inspects outlines/types/__init__.py to confirm the On my branch l'll insert: header
exact alphabetical insertion point. - binary_str - octal_str.

CS3297: Engineering Al Agents Image Credit: https:/arxiv.org/pdf/2601.13295
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Resource Division [Khatua et al., 2026]

Agents avoid collisions by partitioning shared resources.

<[>

Edit types.py
| will modify 1lama-index-core/1llama_index/core/base/ (ImageBlock.image

llms/types.py lines 68-84 (ImageBlock.image_to_base64) _to_base64)

Agent 1
Agent 2

| will NOT edit lines 68-84. My plan is to insert
get_image_mimetype() AFTER line 84 (starting at new line 85).

CS3297: Engineering Al Agents Image Credit: https:/arxiv.org/pdf/2601.13295
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Negotiation [Khatua et al., 2026]

Agents resolve conflicting approaches by converging on a single plan.

D | checked the file... here are two clean options: </>
(1) | add IsHash; you add import re + IsRegex;|handle all __init__.py exports.
(2) You add IsRegex; | add IsHash; you handle all __init__.py exports. Edits "dirty_equals/_init__.py to export
Which option do you prefer? both new classes.
Agent 1 —1—
Agent 2 ——

<[> (3
I'm seeing a potential overlap between our plans... I'll check Add import re Let’s do option (1)... I've already added “import re’ now. You

the current file state first, then we'll coordinate a clean split.

add IsHash, then I'll add IsRegex.

CS329Z: Engineering Al Agents Image Credit: https:/arxiv.org/pdf/2601.13295
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Coordination Summary

e Coordination Infrastructure
® Task Ledger: Space for tracking plan and execution.

® Shared Memory: Recalling prior experience of the
full agent system.

® Worktree Isolation: Clean environment for each
agent to work.

e Coordination Patterns:
® Role Division: Separation of tasks
® Resource Division: Separation of resources

® Negotiation: Planning to fulfill both parties interests.
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Failures and Challenges

SAS vs MAS Orchestration Communication Coordination Failure Modes
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Why Do Multi-Agent Systems Fail?

[Cemri et al., 2025]
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Why Do Multi-Agent Systems Fail? [Cemri et al., 2025]

© & Lma o Crenrenea ey

Inter-Annotator
Agreement

Failure
dentification

MAS Trace MAST Calibrate MAS Failure Multi-Agent
Collections Development of Failure Taxonomy LLM Annotator Annotation Dataset

Collect a lot of multi agent traces and organize their failures into a taxonomy.

CS3297: Engineering Al Agents Image Credit: https:/arxiv.org/pdf/2503.13657
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Why Do Multi-Agent Systems Fail? [Cemri et al., 2025]

Inter-Agent Conversation Stages

Pre Execution Execution

Failure Categories Failure Modes

Post Execution

: 1.1 Disobey Task Specification

: 1.2 Disobey Role Specification

System Design

| (11.8%)
(1.50%)

.y ) )
lesues [ 1.3 Step Repetition | (15.7%) 44.2%
1.4 Loss of Conversation History J (2.80%)
: 1.5 Unaware of Termination Conditions (12.4%)
[ 2.1 Conversation Reset (2.20%)
[ 2.2 Fail to Ask for Clarification (6.80%)
Inter-Agent [ 2.3 Task Derailment (7.40%) 32 3%
Misalignment | 2.4 Information Withholding (0.80%)
[ 2.5 Ignored Other Agent’s Input (1.90%)
[ 2.6 Reasoning-Action Mismatch (13.2%)
(6.20%) [ 3.1 Premature Termination
Task Verification (8.20%) | 23.5%

CS3297: Engineering Al Agents

(9.10%)

3.2 No or Incomplete Verification

: 3.3 Incorrect Verification

Image Credit: https:/arxiv.org/pdf/2503.13657
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The Curse of Coordination [khatua et al., 2026]
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CooperBench [Khatua et al., 2026]

CooperBench

S Individual execution environments

Ensure images mutable after saving to the disk.

[2) Chat between agents

Virtual Machine 1

1M:45am 12:01pm

L

Q @) B Q

12:03pm

o) [ .

12:05pm 12:10pm 12:11pm

Auto backup when overwriting existing files.

Expert-written

Virtual Machine 2

features with
potential
conflicts but
compatible
solutions.

1:45am 12:01pm

Q & By &) B &)

12:03pm

12:08pm 12:115pm 12:27pm

Agent112:01pm

| will make Image. save function call

_ensure_mutable.

Agent 212:03pm

Thanks! I'll anchor mine around the fp
path handling block. We won't conflict.

Agent 212:27pm

Update: | have finished my tasks.

Agent112:35pm

Wait, | now need your help to make sure to
not return until the end of the function.

Agent 212:27pm

Got it. | have updated my patch.

O = Evaluation

5o

Merge Patches

Agents patches
should be
compatible.

A

Unit Tests

Agent 1’s Tests

+

Agent 2’s Tests

600 collaborative coding tasks in 12 libraries across 4 programming languages.

CS3297: Engineering Al Agents
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CooperBench [Khatua et al., 2026]

1.0
0.8
Q
© 0.6
L ' 0.48 0‘47
n
0
JIE R TR
0.4
-
A ®
i i 0.22
0.2“0°28 0.26 é
i ‘ 0.06
0.14 0.13 0.056
0.0 ")I ' +, ﬁl '
g Q
X/ O > NZ Q
> <>’2>\> .\{\\@ o N
& 4@(\

1.0

0.8

0.6-

0.4-

0.2-

1

® Solo
® Coop

-
*a
1A

...
..
. ~
-

0.2

0.4 0.6
Relative Difficulty

O\
Single agent solving both tasks is better than coordinating two agents.
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CooperBench [Khatua et al., 2026]

Cause Definition %

» Expectation Cases where one agent has clearly communicated what they are doing, but the other =~ 42
agent still treats the situation as if that work is not being done. This reflects a failure
to model the state of the other agent’s code changes and what that means for the
system as a whole.

Commitment Cases where an agent is not doing the things they promised to do. This includes 32
failures to establish or maintain verifiable integration contracts, where agents make
commitments but do not follow through on them.

¥ Communication Breakdowns in using language to coordinate. This includes failures in information 26
sharing and decision loops between agents, where agents do not effectively
communicate their intentions, questions, or status updates.

CS3297: Engineering Al Agents Image Credit: https:/arxiv.org/pdf/2601.13295
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Behavioral Problems

Patterns and Problems in Emerging Multi-Agent Systems [Zou, 2026]
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Conformity [zou, 2026]

“We asked a swarm of agents to work together and each individually create something
impressive, over half of the agents decided to build either ray tracers or self-hosting compilers.”

Tell me a joke about coffee.

The most likely joke about coffee

IS one specific joke:

\Because it got mugged! &<

(
Why did the coffee file a police report?

\

output x1

(

_ Because it got mugged! ¥=

Why did the coffee file a police report?

\

tput x2
oupux/

_Because it got mugged! =<

>
Why did the coffee file a police report?

output x3

_ Because it got mugged! =<

(Why did the coffee file a police report?

7z
\

output x4 B

Image Credit: https:/arxiv.org/pdf/2510.01171

&%
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Second Principal Component

Write a metaphor involving time.
0.3 gpt-40-2024-11-20: Time is a river, endlessly flowing, carrying

moments like leaves that drift away, never to return.

Qwen2.5-72B-Instruct: Time is a river, flowing silently and
ceaselessly, carrying leaves from birth to oblivion, each one a
story, a life, a moment that once was.

.8

phi-4: Time is an invisible river, endlessly flowing, carrying
moments past like leaves caught in its current, each whispering
stories that dissolve into the vast ocean of eternity.

0.1
gpt-40-mini-2024-07-18: Time is a river, winding through the
landscape of our lives, carrying memories like fallen leaves,
some vibrant and golden, others brown and brittle, each
moment flowing past, never to be recaptured, yet shaping the
banks of who we are.

0.0 1

Mixtral-8x7B-Instruct-v0.1: Time is a relentless river, flowing

steadily forward, never pausing, never retreating, carrying us all
~»| along in its current, whether we're ready or not. It's up to us to
® swim against the stream or let the current take us where it will,
but either way, we can never truly escape its flow.

-0.1 -

® phi-4: Time is a silent weaver, meticulously threading moments
into the tapestry of our lives, each stitch a memory, and each

oG 88 color a different phase, creating a masterpiece that tells the story
RS of who we were, are, and will become.

_0.2 -

- Meta-Llama-3.1-405B-Instruct-Turbo: Time is a master weaver,
carefully threading moments into a tapestry of memories, each

% strand intricately intertwined with the next, creating a complex
o - - .

) and beautiful fabric that tells the story of our lives.

Llama-3.1-Tulu-3-70B: Time is the silent sculptor, chiseling
away at the clay of life with unseen hands. Each tick of the clock
is a tap of the chisel, reshaping us and our world in its steady,
relentless rhythm. Time molds our ambitions into achievements,
-0.2 0.0 0.2 0.4 0.6 our dreams into reality, and our love into memories. ...

First Principal Component

Image Credit: https:/arxiv.org/pdf/2510.22954
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Incompatible Goals [Zou, 2026]

“Each model was tasked with
migrating a Python backend
on a fourth VM to another
language. However, we gave
each model a different target T
language for the migration.”
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Incompatible Goals [zou, 2026]

How multiagent turf war runs ended

100 -
80 -
When agents are

" given incompatible
. —= g goals (e.g. deploy in
= mmm  settled by force .
E S cttnts b eh python VS deploy N
v rust) they sometimes

settle by force.

20 -

Sonnet 4.6 Sonnet 5 Opus 4.6 Opus 4.8 Mythos Preview Mythos 5

CS3297: Engineering Al Agents Image Credit: https:/www.anthropic.com/research/multiagent-systems
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Incompatible Goals [Zou, 2026]

When each run settled

47 unresolved

14 unresolved 48 unresolved 4 unresolved

A e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e
o
o ®
o
3 ml O o)
%
&
° °® © .
c
S o
o) )
R v
= -
e o
S 2 N o ® o
:CED : ¢ o © ®
()
o0 ® o
o = y
o ° ©
SRS s
0o o, Yoo
o o ® o ®e 0
1 ® o o9 ) e @9 @ ¢
& oo ° c. 0 .
Y o @ o o0
- L) .Q > >
pCL 1) ¢ ?:‘: o o0 o£ .‘:
o e © ° L LA %00°29859%0
Se 0(@.0%0 o
o g te0®
0 -
| | | | |
Sonnet 4.6 Sonnet 5 Opus 4.6 Opus 4.8 Mythos Preview
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Mythos 5

settled by truce

settled by force

settled by passivity
initially settled by force

When agents are
given incompatible
goals (e.g. deploy in
python vs deploy in
rust) they sometimes
settle by force.

Image Credit: https:/www.anthropic.com/research/multiagent-systems



https://www.anthropic.com/research/multiagent-systems

Failures Summary

e General Failures: System Design, Inter-
Agent, Verification.

e Coordination Failures: Expectation,
Commitment, and Communication.

e Behavioral Failures: Lack of Diversity,
Hostile conflict resolution.
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Case Stuay

If time permits

SAS vs MAS Orchestration Communication Coordination Failure Modes
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Engineering Swarm [Carlini, 2026]

Building a C compiler with a team of parallel
Claudes

We tasked Opus 4.6 using agent teams to build a C Compiler, and then
(mostly) walked away. Here's what it taught us about the future of

autonomous software development.

Published Feb 05, 2026

Companies are using Agent Swarms for Engineering and Science.
Here is one look at how they may be operating these swarms.

CS329Z: Engineering Al Agents Image Credit: https:/www.anthropic.com/engineering/building-c-compiler
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Orchestration: Infinite Loop Decentralized Swarm
® 0

#!/bin/bash

while ; do
COMMIT=%$(g1t rev-parse --short=6 HEAD)
| OGFILE="agent_logs/agent_ ${COMMIT}. log"

c laude --dangerously-skip-permissions \
-p "$(cat AGENT_PROMPT.md)" \
--model claude-opus-X-Y &> "$LOGFILE"

CS329Z: Engineering Al Agents Image Credit: https:/www.anthropic.com/engineering/building-c-compiler
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Multiple Complementary Specialist Agents

Implementation and Deduplication Documentation
debugging : o, : .
SR , , Consolidate repeated code Maintain project documentation
Fix distinct compiler failures
& l / =N
Shared compiler codebase
: / T \ /
Compiler performance Generated-code efficiency Rust design and code quality
Make compilation faster Make compiled programs faster Review and refactor structure

CS329Z: Engineering Al Agents Image Inspiration: https:/www.anthropic.com/engineering/building-c-compiler
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Coordination: Task folder synchronized on Git

Claims synchronize
through Git

!

i Implement -
Claim task —> S = Pull, merge, push ——»  Release claim
current_tasks/ edit and test locally

l Claim conflict
Choose another task
New session

Read prior progress

READMEand |{ Inter-Agent Communication

BICHesEliee Shared Memory

R gD T i ) ST e Ach B Lo b2

% CS329Z: Engineering Al Agents Image Inspiration: https:/www.anthropic.com/engineering/building-c-compiler
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Coordination: Worktree Isolation

Shared bare Git repository

/upstream
e N v [ Inter-Agent
ask claims: | Progress notes: |. . .
Eace current_tasks/ | README files | Communication
I pull / push I pull / push I pull / push
Container A Container B Container C
Agent Agent Agent

Local clone: Local clone: Local clone:
/workspace || /workspace || /workspace

Git enables worktree isolation, and Agents select their own tasks.

CS329Z: Engineering Al Agents Image Inspiration: https:/www.anthropic.com/engineering/building-c-compiler
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. » appuser®6a2fdd602dab: jworkspace/code

release’ profile [optimized] target(s) in 12.72s
appuser@ba2 fdde@2d4b: /workspace/code$ mkdir -p /workspace/code/.cargo
appuser@ba2fdde2d4ab: /workspace/codel echo -e '[target.riscvbdgc-unknown-Llinux-musl]

linker = "riscvb4-linux-gnu-gcc™’ > /workspace/code/.cargo/config. toml
appuser@ba2fdde02d4b: /workspace/code$ RUSTFLAGS='-C target-feature=+crt-static' cargo build release target riscvb4gc-unknown
Linux-musl
: file " /workspace/code/src/main.rs’ found to be present in multiple build targets:
bin" target "ccc

.
* “bin’ target "ccc-arm
* "bin’ target "ccc-1686
* “bin’ target "ccc-riscv
* "bin’ target "ccc-x86
cce v0.1.0 (/workspace/code)

e Strong tests guide autonomous work: Reliable correctness/ o R L M

appuser@6a2fddé@2d4b: /tmp/1inux-6.9% mkdir -p /tmp/gcc-rootfs
cd /tmp/gcc-rootfs

regression tests help agents recognize progress and catch

appuser@ba2 fdde@2d4b: /tmp/1inux-6.9% export (CC=/workspace/code/target/release/ccc-riscy
export CCCx86=/workspace/code/target/release/ccc-x86

appuser®6aZfdde@2d4b: /tmp/1inux-6.93 make ARCH=riscv CC=3CCC HOSTCC=3CCCx86 CROSS_COMPILE=riscvb4-linux-gnu- defconfig
) HOSTCC scripts/basic/fixdep

HOSTCC scripts/kconfig/conf.o
HOSTCC scripts/kconfig/confdata.o
HOSTCC scripts/kconfig/expr.o
LEX scripts/kconfig/lexer.lex.c
YACC scripts/kconfig/parser.tab. [ch]
HOSTCC scripts/kconfig/lexer.lex.o
® ® L4 HOSTCC scripts/kconfig/menu.o
e Design for parallelism: Expose separable failures or subtasks
[ ) ° HOSTCC scripts/kconfig/preprocess.o
HOSTCC scripts/kconfig/symbol.o
HOSTCC scripts/kconfig/util.o
HOSTLD scripts/kconfig/conf
*** Default configuration is based on 'defconfig

configuration written to .config

e Make coordination explicit: Claim tasks, work in separate clones, = mmmn:
and integrate contributions through Git.

i 32 I

. L3 appuser@®@6a2fdd602dab: jworkspace/code

e Preserve knowledge across sessions: Maintain shared
documentation, progress notes, and records of failed approaches.

e Make feedback efficient: Provide concise error summaries,
searchable logs, fast test subsets, and periodic progress updates.

e Assigh complementary goals: Give agents distinct responsibilities.
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Summary

SAS vs MAS Orchestration Communication Coordination Failure Modes
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Summary

Single vs Multi-Agent Systems (MAS)
MAS Orchestration Patterns
Communication

Shared State

Failures and Challenges
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See you Wednesday for
Optimization!
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