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A b stra ct

Application-specific architectures can provide a significant performance increase over 

general purpose processors for computationally-intensive applications. One such 

application is the finite element method, a technique for generating the numerical 

solution to a partial differential equation at particular points of the problem domain. 

In this thesis we propose a design of an application-specific architecture for efficient 
execution of the computationally-intensive step of large, finite-element applications. 

We focus on efficient utilization of the floating-point units (FPUs), memory, and 
memory bandwidth.

The computationally-intensive step of this class of applications is the so

lution of linear equations, for which the system matrix is large, sparse, symmetric, 

and positive definite. These matrices are too large to store all the entries. For effi

cient use of memory it is necessary to devise compact formats which store only the 

nonzero entries. Further it is desirable that the linear solvers maintain the spar

sity throughout execution. For efficient use of the FPUs, it is necessary to perform 
computations on the compact format. However, significant overhead occurs when 

accessing the matrix in compact format. This overhead causes considerable perfor
mance loss on conventional architectures. For example, empirical data illustrate that 

the Cray Y-MP with gather/scatter hardware operates at less than 30% of its peak 

floating-point rate for sparse matrix computations.

In this thesis we explore various aspects of sparse matrix computations. We 

determine the storage requirements for directly factoring a sparse matrix and present 

a new method for reducing these requirements that is suitable for the parallel exe

cution of the finite element method. The results are comparable to frequently used
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schemes which do not consider parallel execution. We propose a scheme called SPAR 

(SParse matrix Architecture and Representation) for efficiently storing and executing 

computations on the compact format. Preliminary results demonstrate a 96% utiliza

tion of the FPUs for 3-D applications. The concepts of SPAR can be used to enhance 

general purpose processors to be used in a multiprocessor system thereby resulting 

in speedup from both parallel processing and efficient use of each processor’s re

sources. We also analyze the effects of interprocessor communication on the speedup 

of parallel finite element analyses.

Prof. David G. Messerschmitt
Thesis Committee Chairman
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Chapter 1 

Introduction

Application-specific architectures can provide a significant performance in

crease over general purpose processors for computationally-intensive applications. 

One such application is the finite element method, a general and powerful technique 

for numerically solving partial differential equations ([Redd 84], [Bath 82]). This 
technique is used in numerous engineering fields such as structural mechanics to 

model the stress and strain relationships for a given structure under an applied force, 

biomedical engineering to model bone deformations due to forces placed on joints 

resulting from such activities as running, and electrical engineering to model elec

tromagnetic field problems or to measure the capacitance from geometric integrated 

circuit layout data. In this thesis we propose a design of an application-specific 
architecture for efficient execution of the computationally-intensive steps of large, 

finite-element applications.
The goal of the proposed architecture is efficient utilization of the following 

processor resources: (1) floating-point units (FPUs), (2) memory, and (3) mem

ory bandwidth. We focus on efficient execution of the linear solution step, the 

computationally-intensive step of the finite element method. The system matrix for 

this class of problems is sparse, i.e., O(N) nonzero entries in an N xN  matrix. It is 

not uncommon to have a 106 x 106 matrix for which only 0.0027% are nonzeroes (e.g., 

a 100 x 100 x 100 node mesh with 8-node brick elements). These matrices are too 

large to store all the entries. It is necessary to devise compact formats which store
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only the nonzero entries. Further is desirable that the linear solvers maintain the 

sparsity of the matrix throughout execution. However, significant overheads occur 
when both requirements are satisfied. These overheads prevent efficient utilization 

of the aforementioned resources in conventional computers.

In this thesis we present a scheme, called SParse matrix Architecture and 

Representation (SPAR), for storing and executing computations on the compact 

representation of sparse matrices. The concepts of SPAR are applicable to large 2-D 
and 3-D problems with resultant matrices having an order in the range of 106. The 

results of simulations demonstrate a 96% utilization of the FPUs for 3-D applications.
Traditionally, electrical engineers and computer scientists design and build 

application-specific architectures. As a consequence, application-specific architec

tures have been designed typically for computationally-intensive applications in those 

two areas, e.g., Texas Instrument’s digital signal processing chip, TMS32020. To 

emphasize the usefulness of application-specific architectures for areas beyond con

ventional EE and CS, we use structural mechanics applications to illustrate our 
architectural concepts. These concepts, however, are applicable to the other areas 
of engineering.

In the following section we present the details of the problems addressed in 

this thesis. We give a brief description of the finite element method to emphasize the 

significance of sparse matrix computations followed by a detailed description of the 

problems that exists with sparse matrices. In section 1.2 we highlight the questions 

answered in this thesis. We discuss the motivation for using application-specific 
architectures in section 1.2. In section 1.4 we describe previous methods used to 

decrease the total execution time of the finite element method (FEM). We conclude 

this chapter with a thesis outline in section 1.5.
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one node

4-node quadrilateral element 3-node triangular element

Figure 1.1: A simple finite element model of a wing of an airplane.

1.1 P ro b lem  S ta tem en t

1.1.1 F in ite  E lem ent M ethod

The finite element method (FEM) determines the numerical solutions to a 

partial differential equation (PDE) at particular points, called nodes, of the problem 
domain. For example, an aeronautical engineer may inquire about the use of a new 

material for the wing of an airplane. Prior to making recommendations, the engineer 

must research the effects of the forces of the wind and weather on this new material. 

Generally, these effects are modeled as a PDE. A finite element model of a wing, 

called a finite element mesh and illustrated in figure 1.1, is used to determine the 

movement or bending of the material that results at the nodes under particular 

forces. This model consists of a collection of geometrically simple domains, called 

finite elements. The nodes are on the boundary and sometimes in the interior of the 

element. The more nodes in the domain, the better the approximation to the PDE.

Recall, the solution of linear equations is the computationally-intensive step 

of the finite element method. The system matrix K , also called the stiffness matrix, 

represents the coupling between nodes in the same element; kij ^  0 if node i and node 

j  belong to the same element. Consequently, the number of nonzero entries in column 

i is proportional to the number of nodes in common elements with node i and not 

the total number of nodes in the mesh. Therefore, stiffness matrices are very sparse. 

These matrices have the following characteristics: sparse (0(N) nonzero entries in an
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NxN matrix), symmetric ( =  kji), and positive definite (uTK u  > 0 fo r  u ^  0). 

It is desirable to use linear solvers that take advantage of the matrix characteristics 

to decrease the execution time of this step. Execution time depends on both the 

time required to perform particular operations and the time required to obtain the 

operands. We explore decreasing the time by exploiting the sparsity such that only 

the nonzero operands are obtained at the execution rates of the FPUs.

1.1.2 Sparse M atrices

The benefits of exploiting the sparsity require that the matrix be repre

sented in compact format, i.e., storing only the nonzero entries. Moreover, compu

tations must be performed on the compact representation. Generally, the compact 

storage format has two parts:

1. An auxiliary data structure describing the positions of the matrix entries that 

are nonzero

2. The values of the nonzero entries

While this reduces storage requirements to O(N) rather than N2 for an N xN  matrix, 

three types of overhead arise:

1. Large memory bandwidth: The auxiliary data structure must also be accessed 

every time a nonzero entry is accessed.

2. Indirect accessing: Generally, the auxiliary data structure is used to access 

another data structure used in the computation.

3. Short vector lengths: Typically, each row or column has few nonzero values, 

e.g., 24 for 3-D analysis, independent of the matrix size.

The large memory bandwidth can be addressed with interleaved memory using nu

merous memory banks and I/O  ports. The goal, however, is to utilize efficiently the 

available memory bandwidth to access only the essential information.
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Sparse matrix computations generally require indirect accessing of arrays 

through the auxiliary data structure (e.g., v[r[index]], where the value stored in mem

ory location r[index] is needed to determine the desired entry of the v array). Serial 
memory accesses result: the access to v[r[index]] follows that of r[index]. Multiple 

memory paths become ineffective because of this dependence. Further, the FPUs 

are idle while the integer value from the auxiliary data structure (r[index]) is fetched 

from memory. This indirection is sometimes implemented using gather-scatter oper

ations which have a large start-up time and add to memory bandwidth requirements. 

The details of gather-scatter operations are described in section 1.4.
The short vector lengths result in higher startup costs per vector floating 

point operation. Because the vector length is short, the initial memory access of 

the vector and the pipeline latency make up a significant part of the total execution 

time of the vector operation. This startup time can constitute half or two thirds of 

the execution time during which the FPUs are idle. In contrast, the startup time for 

long vectors is amortized over the vector length and is therefore insignificant.
The combination of these overheads cause the average utilization of the 

floating-point units (FPUs) in existing general-purpose architectures to be much less 

than 100%. The execution time becomes dominated by the auxiliary computations 

of serial memory accesses, address generation, and startup time. For example, the 

data given in chapter 5 indicate only 30% utilization of the FPUs in the Cray Y-MP 

architecture for sparse matrix vector multiplication. This operation was executed 

on 3-D problems with 102 — 104 nodes. Moreover, only 33% utilization is achievable 

with the FPUs in the Intel 80860 processor.

1.2 T h esis  C on tr ib u tion s

In this thesis we explore various aspects of sparse matrix computations. 

Our contributions consists of answers to the following questions:

• W hat is the increase in storage when a mesh-based ordering scheme is used 

to determine an elimination order for directly factoring a sparse matrix? In
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particular, what if this ordering scheme considers parallel execution of the FEM 

in addition to considering the storage increase?

• W hat is an efficient method for storing only the nonzero entries of a sparse 

matrix such that long vectors result without padding with zero values?

• What architectural components are needed and how should they be organized 

for efficient execution of sparse matrix computations using a good compact 

representation?

• What are some of the inadequacies of existing architectures for executing sparse 

matrix computations?

• What are the effects of interprocessor communication on the speedup of the 

parallel execution of the finite element method?

Our concepts can be used to enhance vector coprocessors or general pur

pose processor for efficiently executing sparse matrix computations. Further these 
enhanced processors can be used in a multiprocessor environment to produce sig
nificant speedup from efficient use of each processor’s resources as well as parallel 

processing.

1.3  A p p lica tio n -S p ec ific  A rch itec tu res

We are motived to use application-specific architectures because of the ad

vances in the areas of VLSI technology and Computer-Aided Design (CAD). The 

advances in the area of VLSI technology have made possible smaller chips for a fixed 

architecture and more architectural components on a given fixed size chip. The ad

vances in the CAD area have decreased the design time of architectures thereby mak

ing it feasible for application-specific architectures to be designed and implemented 

in a reasonable amount of time. Therefore, fitting new and faster components into 

an existing framework should not require an extensive integration and testing ef

fort allowing the application-specific architecture to stay ahead of general-purpose 

commercial machines without excessive investment in design efFort.
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There are a few drawbacks to application-specific architectures such as in

crease in hardware cost and concerns about software investments. The increase 

in hardware cost results from the design and fabrication cost not being amortized 
because of the low production volume. This cost can be offset by the significant 

performance enhancement. The majority of the cost of general purpose comput

ers is attributed to the memory subsystem. For example, the cost of the Alliant 

FX/2800 shared memory multiprocessor with 8 processing elements, 64Mbytes of 

RAM, 1.6Gbytes Disk and 1Mbyte of cache is $525,000.00. Each processing element 

consists of the Intel 80860 one-chip processor which costs approximately $1000.00. 

The basic add-on board which consists of 4 Intel 80860 processors costs $89,000 or 

14.5% of the 12-processor system. The incorporation of our proposed application- 

specific architecture into conventional processors would have a small effect on the 

overall system cost but a significant effect on the system performance, thereby in

creasing the performance to cost ratio.

Software investments encompass the money used to purchase compilers, 
operating systems, and special-purpose programs. These investments are generally 

ongoing in contrast to the hardware which is basically a one-time cost. To com

pensate for these large investments we propose the following model for evolving 

multiprocessor architectures:

[1] Assume a static, speed-independent hardware interface between the computa

tional section and the communication section similar to what exists in each 

processor of Intel’s iPSC/2 [Intel 87]. This interface de-couples the two sec
tions, allowing them to evolve separately.

[2] As technology advances, incrementally improve the speed of both the communi

cations and the computational elements. Where possible, develop application- 

specific hardware for specific computational and communication requirements.

As the hardware is upgraded, the code generation portion of the compilers will require 

modifications to reflect the microcode of the new architecture without requiring 

any modifications to the high-level language. We believe this approach is a very
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reasonable way to preserve software investments while benefiting from advances in 

technology.

1.4 P re v io u s  W ork

The previous work can be divided into three categories: (1) use of direct 

banded solvers, (2) design of special-purpose architectures, and (2) revision of sta

ble algorithms to exploit vector processing or multiprocessing. SPAR, in contrast, 

consists of varying both the algorithm and architecture to achieve high utilization of 

the processor resources.

We discuss direct banded solvers in this section because they are widely used 

in commercial FEM packages. These methods suffice for average size 2-D problems 

in the range of 104 to 10s equations, but are inefficient in terms of memory use and 

computations for 3-D analyses. We defer the discussion about other direct linear 

solvers until chapter 2.

1.4.1 B anded  M atrices

Matrices resulting from finite-element applications are often banded in ad

dition to being sparse. Direct solvers for banded matrices require storage for all 

the entries in the band and execute computations on all these entries. No auxil

iary data structure is required and therefore data is not indirectly accessed. Data 

is accessed in a regular manner. Because of this regularity, most commercial finite 

element packages use direct banded solvers. Programs such as CSA/NASTRAN and 

AD IN A [Cray 89] attem pt to minimize the matrix bandwidth prior to the solution 

step. A symmetric matrix, K , has matrix bandwidth 2B-fl and semibandwidth B 
if B is the smallest integer such that =  0 whenever | i — j  |>  B  for allz. The 

matrix band, however, is generally sparse for large 2-D and 3-D problems resulting 

in inefficient use of storage to store zero values and inefficient use of the FPUs to 

execute computations on zero data.

Table 1.1 gives estimates of the matrix bandwidth and storage requirements
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Problem
Dimension

Matrix
Bandwidth

Storage
Requirements

Est. No. 
Nonzeros

Fraction of 
Nonzeros

2-D TV1/2 TV3/2 9N QN-V2
3-D jV2/3 jV5/3 27N 27^ - 2/s

N: to ;al number of nodes

Table 1.1: The minimum storage requirements for the banded system matrix.

for 2-D and 3-D problems [NoPa 87]. The fourth column is an upper bound on the 
number of nonzero entries in the system matrix. This approximation is based upon 

the average number of neighboring nodes or nonzero entries per column for the 

common 4-node 2-D quadrilateral element and 8-node 3-D brick element illustrated 

in figure 1.2. The last column is the ratio of the number of nonzero entries to 

the storage required for the matrix band. This percentage is illustrated graphically 

in figure 1.3 for N > 100. Large finite element problems have a small percentage 

of nonzero entries within the matrix band. For example, for N=2025 for 2-D and 

N=1568 for 3-D, less than 20% of the matrix band is nonzero data. For problems 

in the range of N =  10s, only 2.8% of matrix band is nonzero for 2-D and 1.25% for 

3-D.
Direct banded solvers have a large memory requirement. Recall that direct 

factorization of a banded matrix produces dense, banded triangular matrices. There

fore storage is required for approximately N1/2xN =N 3/2 entries for 2-D problems and 

N2/3xN=N5/3 entries for 3-D. Again using N =  105, 31.62 Mwords of storage is re

quired for the 2-D or about 35 times that required for the nonzero entries in the 

original matrix. For the same problem size for a 3-D application, 215 Mwords of 

storage is required or about 80 times that required for nonzero entries in the original 
matrix. A factor of 10 increase in storage results when N=8100 for 2-D and N=4436 

for 3-D. Thus for a small 3-D mesh with dimensions 17 x 17 x 17 nodes, direct banded 

solvers require a factor of 10 increase in storage.
Banded linear solvers can impose stringent constraints on the size of prob

lems an engineer can analyze. For these solvers, an engineer is limited to problems of 

size N for which N3/2 for 2-D and N5/3 for 3-D words of memory are available to the 

user. However, if the sparsity were maintained throughout execution, the engineer
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(a) 4-nodc, 2-D plale dement

(b) 8-oode, 3-D  brick element

Figure 1.2: Examples of 2-D and 3-D elements.

would be able to explore problems of size N for which only O(N) words of memory 

were available. Banded solvers can cause the engineer to sacrifice accuracy by down 

scaling the problem.
In addition to the large memory requirements, these solvers require a large 

number of computations. This is discussed in detail in chapter 2. Consequently, 
banded solvers are inadequate for large 2-D and 3-D finite-element problems. Solu

tion methods must exploit matrix sparsity for efficient use of resources.

1.4.2 Specia l-P urpose C om puters

In the late 1970’s, the first architecture dedicated to the finite element 

method, the Finite Element Machine, was developed at NASA Langley Research 

Center in conjunction with the Institute for Computer Applications in Science and 

Engineering (ICASE) ([Jord 78], [JoSa 79], [Stetal 87]). The use of multiproces

sors for finite element analysis was novel at that time. The target applications 

were average size 2-D problems in the range of 1000 nodes, which was considered 
a large problem in the early 1970’s. This machine suffered from two major prob
lems: (1) the use of an off-the-shelf processor and (2) performance degradation due 

to large interprocessor communication requirements. The Finite Element Machine 

was comprised of the Texas Instrument general purpose 990 processors connected 

in a planar topology. The TI 990 processor was designed for serial, general-purpose
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Fraction of Nonzero Data in Band
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2-D Problems1.00
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Total # nodes in the mesh

Figure 1.3: Fraction of nonzero data in the band versus the problem size in number 

of nodes.
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applications. When the designers tried to fit this processor into a multiprocessor 

environment, they found it lacked synchronization abilities and other needed utili

ties. They compensated for these inefficiencies by adding software which degraded 

performance.
The designers of the Finite Element Machine mapped nodes instead of 

elements into processors. The finite element method, however, focuses on the el

ement. This numerical technique requires the generation of matrices representing 
information about each element. These element matrices are then combined to form 

a global system of equations. The system of equations is then solved to determine 

the approximation at the given nodes. To generate element matrices, the Finite 

Element Machine required communication between processors containing nodes that 
belonged to a common element. If the elements had been mapped to a processor, the 

element matrices could have been generated in the assigned processors without any 

interprocessor communication. By focusing on the nodes instead of the elements, ex

cessive interprocessor communication was required thereby degrading performance. 

Thus, domains should be partitioned by elements for efficient parallel execution of 

the FEM.
In the early 1980s, Melhem and Law proposed systems which utilized sys

tolic arrays ([Melh85], [Law82], [Law 85]). Melhem designed a system for which 

systolic arrays were used in a pipeline fashion where the stages of the pipe corre
sponded to the steps of the finite element method. Law designed a systolic system 

for the assemblage and factorization phases of the finite element method. The target 

applications of these systems were also 2-D problems. The matrices were stored in 

a banded format. Again existing hardware was used for the systolic arrays. The 
significant drawbacks of these systolic schemes are the dependence of the number of 

multiplier/adders on the matrix bandwidth and the inefficient use of the FPUs to 

execute computations on the zero data within the matrix band. As shown in table 

1.1, the matrix bandwidth of large finite element problems can be very large and 

very sparse. For N= 106, O(103) and O(104) multiplier/adders would be required 

for the systolic scheme for 2-D and 3-D problems, respectively. In addition, only

0.9% and 0.27% of the respective bands contain nonzero entries. Since the systolic
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scheme performs computation on the entire band, a very large percentage of the 

computations would be wasted on zero data for large problems.
Around the same time, early 1980’s, Cray added gather/scatter hardware 

to its computers to address the problems that exist with sparse matrix computation. 

This hardware was implemented as an addendum to dense matrix operations for the 

CRAY 2, CRAY Y-MP, and CRAY X-MP architectures. The gather/scatter hard

ware gathers the desired entries of a given vector into a vector register. The vector 
operation is performed on these entries, and if modified, the updated entries are scat

tered back to their respective places in memory. This is illustrated in figure 1.4 [Cray 

85]. The gather/scatter hardware is good for sparse vector operations where inde

pendent data is used for successive vector operations and a large number of nonzeros 

exist in each vector. Generally, the FEM matrices have nonzero entries in common 

rows across successive columns and a few nonzeros in each column. Consequently, 
gather-scatter operations performed on these matrices require the scattering of data 

needed for the successive column of data. Instead of saving the data in temporary 

registers to be used again, the memory ports are used excessively to gather and scat
ter some of the same data; the locality of reference is not exploited. This inefficient 

use of available memory ports attributes to the low utilization of the FPU, i.e., less 

than 30%.
In the late 1980’s, researchers at Carnegie Mellon University developed a 

very wide-instruction word (VLIW) architecture called the White Dwarf [Woetal 88]. 

This architecture implements in microcode an iterative solver, the Incomplete Cholesky 

Preconditioned Conjugate Gradient algorithm (described in chapter 2). By using 

vectorization, numerous memory banks, and parallelism resulting from the use of 
the very long instruction words, the researchers of the White Dwarf processor pre

dict a potential speedup between one and two orders of magnitude over the the Sun 

3/160C using the Motorola 68881 which does not have vector processing capabilities. 

The bus for this processor consists of five separate multiplexed data/address busses 

to obtain the required memory bandwidth. Because of the data structure used with 

this architecture, good performance results only when all the problem data is in 

main memory. Therefore, applications are limited to 2-D 16,000 degrees-of-freedom
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Figure 1.4: An example of gather/scatter hardware.
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(or matrix order) problems for the system described in [Woetal 88] and 2-D 128,000 

degrees-of-freedom problems for the fully populated memory subsystem. The de

tails of the data structure are given in the chapter on sparse matrix representations, 

chapter 3.

1.4.3 Softw are M odifications

Significant research has focused on revising existing algorithms to exploit 

the unique characteristics of existing architectures such as vectorprocessing ([Fere 89], 

[Goetal 89], [HaDe 86]) and multiprocessing ([Farh 86], [Ayetal 87], [Bjor 87], [Ayetal 88], 

[AdOr 82], [NoHa 78], [Wils 76]). Vectorprocessing is exploited by performing com

putations on the individual element stiffness matrices instead of the global stiffness 

matrix. Each element is considered a local problem. Therefore, a stiffness matrix 

is generated for each element, The rows and columns of correspond to

the local numbering of the nodes composing the element. Since all the nodes in an 

element are mutually related, K(e) is dense having size r  x r, where r  is the number 
of nodes in element e. A vector consists of the entry k f f  from each element stiffness 

matrix, K^eh These vectors have length equal to the number of elements in the 
problem. Thus long and dense vectors result with element computations.

Element computations, however, can result in a factor of 8 increase in 

computation over computations executed on the assembled, global matrix, K , for 

the class of 3-D problems. To see this, consider the value ku in the global stiffness 

matrix K . This entry represents the stiffness coefficient at node i when a force is 

applied to this node. Assume node i corresponds to the dark node in figure 1.5. The 
value ku is generated by summing the values in the element stiffness matrices that 
correspond to global node i. This node is contained in 8 elements corresponding 

to 8 values contributing to the global value ku. During the assemblage process the 

summation of the 8 values is computed once to generate ku- To generate the product 

kupi (operation used with matrix vector multiplication) using the global matrix 

requires only one multiplication. To generate the same product using element-by- 

element computations requires 8 multiplications (on the 8 values contributing to the
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Figure 1.5: A small 3-D mesh consisting of eight 8-node brick elements.

global value ku from the 8 element stiffness matrices) and 7 additions. If node i is 

along the boundary, fewer additions and multiplications are required for the element- 

by-element computations since the node is then contained in fewer elements. The 

average number of elements in which each node is contained is dependent upon the 

ratio of interior nodes to boundary nodes. As the ratio gets larger, the average 
approaches 8 (using brick elements) for 3-D problems. This results in of factor 

of 8 performance degradation using element-by-element computations versus using 
the assembled global matrix for 3-D applications. A similar argument can be used 

to show that a factor of 4 performance degradation exists with element-by-element 

computations for 2-D problems. For this reason, the concepts presented in this thesis 

focus on the assembled global matrix.

Multiprocessing is exploited by using mesh partitioning schemes to divide 
the problem domain into subdomains of elements and mapping these subdomains 

to the processors. These schemes attem pt to minimize the shared nodes (i.e., nodes 

common to two or more subdomains) and balance the work load assigned to each 

processor. The minimizing of the shared nodes results in minimizing the amount 
of interprocessor communication required for the solution step of the finite element 

method. The balancing of the elements results in high utilization of the processors or 

small idle time for any processor. After distributing the subdomains to the proces

sors, each processor executes the steps of the finite element method on the assigned
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subdomain. Execution time is decreased since the problem is parallelized.

We concentrate on the design of the individual processor to insure effi

cient utilization of each processor’s resources. The concepts of SPAR can be used 

to enhance the processors composing the multiprocessor system. This enhanceed 

multiprocessor will produce significant speedup from efficient use of each processor’s 

resources as well as parallel processing.

1.5 T h es is  O u tlin e

In this thesis we propose a scheme, SPAR, for efficiently executing the 

sparse matrix computations used to solve large, sparse, linear systems of equations,

i.e., matrix-vector multiplication, forward substitution, and back substitution. We 

first determine the storage requirements for directly factoring a sparse matrix, and 

present a new method for reducing these requirements (chapter 2). This method is 

suitable for parallel execution of the FEM and is comparable to the Minimum De
gree algorithm, a frequently used scheme. We compare the storage requirements and 

operation count for direct linear solvers with that of iterative solvers and determine 
that iterative solvers are better for large applications but suffer from the sparsity 

overheads mentioned earlier. We then present the SPAR data structure (chapter 3) 

and architecture (chapter 4 ) for efficient utilization of memory, memory bandwidth, 
and FPUs for this class of computations. In particular, SPAR achieves 96% utiliza

tion of the FPUs. The Cray Y-MP computer and the Intel 80860 processor achieve 

less than 33% utilization of the FPUs (chapter 5). We also analyze the effects of 

interprocessor communication on the speedup of parallel FEM (chapter 6 ). We find 
that the hypercube and mesh topologies are both adequate for 2-D applications, but 

the hypercube is better for 3-D applications. We then discuss other issues relevant 

to the use of multiprocessors for the execution of finite element analysis (chapter 7). 

We conclude with areas of future research (chapter 8 ).
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Chapter 2 

F inite Elem ent M ethod

In this chapter we describe the steps of the finite element method and 

present the computational requirements of each step. The computationally-intensive 

step of this method is the solution of linear equations. We present a survey of direct 

and iterative linear solvers appropriate for large, finite-element applications followed 

by a comparison of these solvers. For this class of applications, iterative solvers are 
found to be better in terms of number of computations and storage requirements. 

We also identify the computationally-intensive computations, the sparse matrix com

putations, that are the focus of this dissertation.
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2.1 F in ite  E lem en t A n a lysis

2.1.1 D escrip tion  o f FEM

Most finite-element problems cannot be solved analytically and the prob

lems’ complex geometries make other numerical techniques, e.g., finite difference, 

cumbersome. The finite element method (FEM) reformulates the problem to admit 

weaker continuity conditions on the solution and its derivatives. Such reformula

tions are called weak or variational formulations of the problem and are designed to 

accommodate irregular domains with piecewise continuous solutions [Bath 82].

The steps of the FEM are:

1. Discretization of the given domain into a collection of elements called a finite- 

element mesh.

2. Generation of the element stiffness matrices.

3. Assemblage of the element matrices into a global stiffness matrix.

4. Solution of the global system of equations.

5. Postprocessing of the results.

This sequence of steps is executed once for linear, static applications and repeatedly 

for dynamic and nonlinear applications. Dynamic analysis consists of executing steps 

2 through 4 for different time steps; nonlinear analysis consists of executing steps 2 
through 4 for different load steps. We focus on the class of linear, static analyses 

since it constitutes the core computations of the various classes of FEM analysis. 

Figure 2.1 illustrates steps one through three for a simple one dimensional problem. 

We will refer to this figure to explain the details of each step.

The domain given in figure 2.1 can be used to study the elastic bending of 
beams for which the following differential equation arises:

<P_ 
dx2 dx2

+  f ( x )  = 0 f or  0 < x < L (2.1)

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



20

(a) discretization of the domain into 2 elements
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Figure 2.1: Illustration of steps 1-3 of FEM for a 1-D problem.
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where u(x) denotes the transverse deflection of the beam, L  is the total length of the 

beam, b(x) is the flexural rigidity of the beam, and f ( x )  is the transverse distributed 

load [Redd 84]. Numerical solutions are determined for u(x)  at the nodal points of 
the domain (ui, 112, 113).

The FEM represents an arbitrarily shaped problem as a collection of simple 

shapes or elements such as quadrilaterals, triangles, or bricks. The collection of 

elements is called the finite-element mesh. In figure 2.1(a) the mesh consists of two
1-D, line elements.

After discretizing the domain, a stiffness matrix, K^e), is generated for each 
element as illustrated in figure 2.1(b). This matrix represents the relation between 

the unknown quantity, u(x),  and the applied load, f (x) .  This matrix is generally 

developed using the Galerkin method of approximation. The unknown variable, u , 

is approximated for each element as a linear combination of interpolation or shape 
functions:

u ^ (x )  =  y)uj^(g)<frje)(a:) (2.2)

where r represents the number of nodes in element e and u& represents the unknown 

value (the transverse deflection) at node j  of element e. The shape functions, {’5 ^ } , 

are continuous, linearly independent, and complete over the element. The derivation 

of these functions depends only on the element type not the problem domain. Gen
erally an analyst uses the standard shape functions corresponding to a particular 

element based upon a library of elements. An abbreviated listing of some element 
types and corresponding shape functions is given in figures 2.2 and 2.3 for 2-D and 

3-D applications, respectively [Kard 87]. The shape functions are given as N* in 
these figures.

For each element, the approximation in equation 2.2 is substituted into the 

variational formulation of the given PDE with the shape functions also used as the
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Figure 2.3: An abbreviated listing of 3-D elements and corresponding shape functions 
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test functions. This results in the following representation:

u(®>

Recall that r represents the number of nodes in element e. In figure 2.1(b), r =  2

and =  

matrix:

ui
u(e)u 2

The element matrices are combined to produce a global stiffness

(2.3)
Ne

K  =  X )H (®>TK (e)H (e>
3=1

1 0  0 '
h <2> = 0 1 0 '

0 1 0 0 0 1

where is the mapping of the local node numbering, 1 ,... , r, to the global node 

numbering, 1,.. .,N and N e is the number of elements in the mesh. This is illustrated 

in figure 2.1(c) with Ne =  2 and H(®) equal to the following:

H «  =

The global stiffness matrices resulting from the Galerkin approximation 

method is always symmetric when the differential operator is self-adjoint. Assuming 

the structure is stable, the stiffness matrix is also positive definite, ur 'Ku > 0 for 

u ^  0. The term uTK u  represents the strain energy of the system for structural 
problems and this energy is a positive quantity [Bath 82]. The solution to the PDE 

is determined at the nodes by solving the system of equations, K « =  / .  These values 

are then used in the postprocessing step to generate stresses or strains.

2.1.2 C om putational R equirem ents

The discretization step of the FEM consists of the analyst using a graphics 

tool such as PATRAN [HaGa 85] or PAFEC [Aust 85] to generate a finite-element 

mesh of a particular domain. For example, figure 2.4 is the finite element mesh 

of an oxygen-pump turbine blade generated with the PATRAN graphics tool at 

Lockheed Palo Alto Research Center. The blade is used in the main engine of the 

space shuttle. This mesh consist of 3-D brick and wedge elements. The particular
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.Y

Figure 2.4: The PATRAN model of a oxygen-pump turbine blade [Lock 90].

elements used in the analysis are generally determined by trial and error. If the 

results appear inaccurate using a particular element type, a different element type 

maybe used or a finer mesh may be required. The computation count of this step 

is not considered since no floating-point computations are required for this step, 

excluding the computations used for the graphical display.

After discretizing the given domain into a collection of elements, each el

ement is isolated and the element stiffness matrices, K ^ ,  are generated. All the 

nodes composing a particular element are interrelated. Again, these matrices are 
dense, r x r  matrices. The value of r is typically in the range 8-30. Each is 

generated by evaluating the following integral over the volume of the element, V ^ ,:

K (e) =  /  B (e)TC w B w dVw  (2.4)
M*)  v '

where is the strain-displacement matrix and is the constitutive matrix 

representing the stress-strain relationship for the given material of element e. For 

2-D analysis, is 4 x r matrix and C(e) is a 4x4 matrix. For 3-D analyses, B^e) is
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a 6 x r matrix and is a 6x6 matrix [Bath 82].
The computer evaluation of the integral requires the use of a numerical inte

gration methods such as Gauss quadrature or Newton-Cotes ([CoBo 90], [Bath 82]). 

These methods evaluate the integrand, B(®)t C(®)B(*), at specific integration points 
determined by the integration method. The resultant values are multiplied by weight

ing factors, also determined by the integration method, and then summed together 

to approximate the integral. The Gauss quadrature technique requires q integration 

points to integrate exactly a polynomial of degree at most 2q-l. The Newton-Cotes 

method requires p + 1  integration points to integrate exactly a polynomial of degree 

at most p. For example, 2 integration points for Gauss quadrature and 4 integration 

points for Newton-Cotes method are required in a dimension for which the polyno

mial is cubic in that dimension. Typically, the Gauss quadrature method is preferred 

because of the fewer function evaluations.

The number of computations necessary for the evaluation of one element 

stiffness matrix for an r-node element using /integration points is 0 ( r 2/)  [GuMo 72]. 
To generate Ne element stiffness matrices for the entire domain, 0 (N et 2I)  compu

tations are required. The value of I  is generally in the range of 2-8 [Kard 87]. 

Moreover, Ne is O(N). Thus the generation of the element stiffness matrices requires 

O(N) computations for large problems where N > >  r and N > >  / ,  which is generally 

the case for large meshes.

After generating the element matrices, these matrices are assembled to form 

a global stiffness matrix of size NxN. This corresponds to the summation given in 

equation 2.3. The local nodal coordinates of the elements 1 , . . .  , r  are mapped to 
the global coordinates of the mesh 1 , . . .  ,N. The local nodes of different elements 

can map to the same global node. This phenomenon corresponds to an entry of the 

global matrix, % , equal to the summation of the components of K(®) that repre

sent the relationship between the global nodes i and j .  Recall that the resultant 

global stiffness is sparse (O(N) nonzero entries). Therefore, this step requires O(N) 

computations.

The fourth step entails solving a set of linear equations, K m =  / ,  where K is
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the global stiffness matrix, u is the unknown vector, and /  is the applied load vector. 

The number of computations required to solve the linear equations is dependent upon 

the number of equations or unknowns, N. The solution methods that are used with 

finite element codes attem pt to exploit the fact that the global stiffness matrix is 

large, sparse, symmetric, and, positive definite. A survey of direct and iterative 

solution methods is given in the following section. The number of computations 
required for this step ranges between 0(N 3/2) for some iterative methods and direct 

methods to 0 (N 4/3) for some direct methods.

The last step of the FEM uses the displacements determined from the 

solution step to generate stresses or strains. This step requires O(N) computations.

The total computational requirements for the FEM with the exception of 

the first step are given below:

1. Generation of K ^ :  O(N)

2. Assemblage of K: O(N)

3. Solution of K u =  / :  0 (N 3/2) to 0 (N 4/3)

4. Postprocessing of results: O(N)

The solution of linear equations requires the largest number (exponential 

in N) of computations. The number of computations required for the other steps 

is linear in N. Thus, the computationally-intensive step of FEM is the solution of 

linear equations. Consequently, we focus on application-specific architectures for the 

sparse matrix computations used with linear solvers.

2.2 S u rvey  o f  L inear E q u a tio n  S olvers

We present the following direct and iterative linear solvers: Cholesky fac

torization, Multifrontal method, Conjugate Gradient algorithm, and Preconditioned 

Conjugate Gradient algorithm. These solvers are applicable to large, sparse, sym

metric, and positive definite matrices. We highlight the computational and storage 

requirements of each solver.
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2.2.1 D irect M ethods

The direct methods for solving a set of linear equations, K u =  / ,  are 

generally composed of three steps:

1. F ac to r the matrix into upper and lower triangular matrices, K  =  LLT,

2. Perform forw ard  su b s titu tio n , Ly = f

3. Perform back  su b stitu tio n , LTu =  y

In general, any square matrix A can be factored into A =  LD U  where L and U  are 
lower and upper triangular matrices, respectively, with ones along the diagonal. D 

is a diagonal matrix. For the case where A is symmetric, U  =  LT. Given that A is 

also positive definite, as is the stiffness matrix K , it can be shown that da is always 

positive [Duetal 86]. For this case, A =  (LD1/,2)(D 1/,2LT) corresponding to step one 

where L =  LD 1/2.
The most time consuming step is the factorization. There are numer

ous methods for performing this step, e.g., Gaussian Elimination, Crout, Doolit

tle, Cholesky, and Multifrontal ([GoVa 83], [Duetal 86]). These methods produce 
the same result under conditions of exact arithmetic; the sequence of computa

tions differentiates the methods. We consider only two methods for performing this 

factorization step: Cholesky factorization and the Multifrontal method. Cholesky 

factorization applies specifically to symmetric positive-definite matrices; Gaussian 

Elimination, Doolittle, and Crout methods apply to general square matrices. The 

Multifrontal method implements the Cholesky decomposition on danse submatrices 

resulting in storage savings. This method allows overlapping of the assemblage pro

cess with the factorization step such that the entire global matrix need not be stored. 

The other methods require both the completion of the assemblage step and storage 

of the matrix K  prior to the start of the factorization step.

Two issues arise with matrix factorization: (1) numerical stability and (2) 

ill-conditioning. Numerical instability occurs when a zero-value pivot (i.e., divisor) 

is used thereby producing infinite growth of the values of the m atrix and total loss of
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accuracy. Numerical instability does not occur with positive definite matrix because 

of the diagonal dominance property of this class of matrices [Wilk 61]. The issue of 

ill-conditioning -  small changes in the data producing large changes in the solution 

-  is beyond the scope of this thesis. A detailed discussion of this issue can be found 

in [Duetal 86].
The forward and back substitution steps use the factored matrices, L and 

Lt , to solve for the unknown vector in a very structured manner. These steps are 
common to all direct methods and will not be considered when presenting the com

putational costs of Cholesky and Multifrontal methods since the factorization step 

dominates in the order of magnitude sense. The number of computations required 

for the substitution steps is proportional to the number of nonzero entries in the 

lower and upper triangular matrices. For the case where these matrices are dense, 

the number of computations is 0 (N 2).

The storage requirements for the direct methods are determined by the 

ordering of the nodes. Some node ordering schemes attem pt to reduce the increase 

in storage for the factored matrices; some ordering schemes attem pt to reduce the 
bandwidth of the global stiffness matrix. Generally heuristic algorithms are used for 

both cases. Banded methods are inadequate for this class of applications because of 

the significant increase in storage requirements as discussed in chapter 1. Therefore, 

we do not discuss heuristic algorithms for decreasing the bandwidth. We present, 

however, three algorithms for reducing the fill, defined as the increase in storage for 

the factored matrices. The details of these algorithms follow the discussion on the 

factorization methods.

C H O L E SK Y  FA C TO R IZ A T IO N

The Cholesky algorithm decomposes K  into LLT where L is referred to as 

the Cholesky triangle [GoVa 83]. The sequence of computations used to compute L 

by columns is given in table 2.1. This column implementation is applicable for data 

structures with a regular access pattern such as those used for dense or banded ma

trices. For a dense N xN  matrix, 0(N 3) computation and 0 (N 2) storage are required.
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Cholesky Decomposition

tor j =
7.. _  (u.. _  v^i-1 ;2— \ Kj] Lsp=i ‘jp)
for i =  j+ l,...,N  

I  k g - t U  i<php

end for
end for___________________

Table 2.1: Column Implementation of the Cholesky decomposition algorithm.

For banded matrices with a semibandwidth of B, 0(N B 2) computations and O(NB) 

storage are required. Banded Cholesky methods use the term m in{i +  B, N} for the 

limit of the inner loop and summation given in table 2.1. The above implementation 

requires the calculation of N square roots. Generally, the symmetric decomposition, 

k = l d l t , is preferred since no calculation of square roots are involved.

The Cholesky method can also be implemented by computing L by rows 

or submatrices [Geetal 86]. The row implementation is similar to the column im
plementation. The submatrix implementation is very different and is known as the 

Multifrontal method, described below.

M U L T IFR O N T A L  M E T H O D

The Multifrontal method is a generalization of the frontal method developed 

by Irons [Iron 70]. Duff and Reid extended the frontal method to include multiple 
fronts [DuRe 83]. The frontal methods reorganize the Cholesky factorization into 

a sequence of partial factorizations of dense, small matrices. This reorganization 

applies to sparse matrices in particular since operations are never performed on the 

full sparse matrix. Each variable (or node) is associated with one dense submatrix 

called a frontal matrix (described below). Once the frontal matrix has been formed, 

the associated variable is eliminated by performing one step of Gaussian elimination 

on this matrix. The result of the elimination step composes the nonzero entries of the 

corresponding column of the factored matrix L. The variables associated with a given 

frontal matrix are considered active variables and form a front that moves as more
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_________________Multifrontal Method___________________

forj =  l,...,N
t =  number of children of node j in the elimination tree 
for s =  l....,t

pop tne update matrix F, from the stack 
assemble Fa into the frontal matrix Fj 

end for
assemble column & row j of K into Fj 
perform one step of Cholesky factorization on Fj 

to generate column j of L and Fj 
push Fj onto the stack 

end for

Table 2.2: Implementation of Multifrontal Method.

variables become active and others are eliminated. With the Multifrontal method, 

multiple fronts exist but only one front moves with each variable elimination.

The key concepts are frontal and update matrices [Liu 90]. For node j  

the corresponding frontal matrix, Fj consists of the nonzero entries in row j  and 
column j  of K and the update matrices {Fs} of the children of node j  (if any) in the 

elimination tree. The updated matrix, Fj, represents the remaining frontal matrix 
after the elimination of variable j  from Fj. Fj has one less row and column than 

Fj. The elimination tree represents the elimination order of the nodes based upon 

a particular ordering scheme. The tree is ordered using a postordering scheme to 

allow for efficient and orderly manipulation of the frontal matrices using a stack. The 

Multifrontal method is given in table 2.2 in terms of a tree structure representing 

the node ordering and a working stack storing the update matrices.

The novelty of the method is the use of dense submatrices for the elimi

nation of a variable; the full sparse matrix is not used and therefore not generated. 

Portions of K are generated when needed for the formation of the frontal matrices. 

The order in which the element matrices are generated is determined by the elimi
nation order of the nodes. Prior to the elimination of variable j  (corresponding to 

node j), the Multifrontal method generates the element matrices that contain the 

global node j  and nodes that have not been eliminated. The element matrices that
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contain previously eliminated nodes have already been generated and are contained 

with some update matrices. The newly generated element matrices are assembled 
and combined with particular update matrices to form the dense frontal matrix, Fj. 
Storage is required for the factored matrix L and the stack used to store the update 

matrices.
The storage and computational requirements of this methods are deter

mined by the nonzero structure of the resultant factored matrix L. This structure is 
dependent upon the order in which the nodes or variables are eliminated from the 

system matrix.

2.2.2 F ill-R educing Ordering Schem es

During the factorization phase of a sparse matrix, K , some entries that are 

originally zero in the lower triangle of K  may become nonzero entries in L or L. 

These entries of L are known as fill or fill-in. For efficient use of memory and FPUs, 

it is desirable for the amount of fill to be small. Ignoring roundoff errors, a given 
linear system yields the same solution regardless of the particular order in which the 

unknowns are numbered for elimination. This freedom in ordering the nodes of the 

mesh is used to attem pt to preserve the sparsity of K , thereby using the memory 

and FPUs efficiently.

We represent the nodal ordering as a permutation matrix, P . Since P K P r  

is also symmetric positive definite, we can instead solve the equivalent system of 

equations:

(P K P t )(P u) =  P  /

The matrix P  is selected judiciously such that the factor L of P K P T has less fill 

than L of K. For example, if we factor the sparse matrix in figure 2.5 with P  equal 

to the identity matrix, the factor L is dense with the amount of fill (identified by 
black circles) equal to six. If, however, we select the following permutation matrix:
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X X X X X
X X 
X X 
X X
X X

Original Matrix

X
X X 
X •  X
X
X

•  •  x
•  •  •  X

Factored Matrix (L) [®  -denotes the fill]

Figure 2.5: The sparsity patterns of a matrix and its factored matrix L.

P  =

0 0 0 0 1 
0 0 0 1 0 
0 0 1 0  0 
0 1 0  0 0 
1 0 0 0 0

a new matrix results with the sparsity pattern given in figure 2.6. The factor L has 

the same sparsity pattern as K  with the amount of fill equal to zero.

The problem of finding the ordering which introduces the least new entries 

in L, i.e., the minimum fill, has been shown to be NP-complete by Rose and Tarjan 
[RoTa 75] for the unsymmetric matrix and by Yannakakis [Yann 81] for the symmet

ric matrix. Therefore only heuristic methods are computationally feasible for large 

problems. Hoffman, Martin, and Rose [Hoetal 73] used graph-theoretic techniques 

to determine lower bounds on the number of nonzero entries in L and the number of 

nonzero multiplications required to generate L using Cholesky factorization. These 

bounds are applicable to regular 2-D, n x n  finite element meshes (N =  n2). For 
any node ordering of the regular 2-D mesh, at least 0 (n 3) (or 0 (N 3/2)) multiplica

tions and at least 0 (n 2 logn) (or O(NlogN)) storage are required. The number of 

additions is comparable to the number of multiplications. Complexity bounds for 

three-dimensional meshes have yet to be proven. The Nested Dissection algorithm, 

which achieves the aforementioned bounds for regular 2-D problems, is applicable to 

regular n x n x n  (N=n3) meshes and requires 0 (n 6) (or 0 (N 2)) multiplications and 

0 (n 4) (or 0 (N 4/3)) storage for L [Geor 73]. These bounds for 3-D problems reflect
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5 X X 5 X

4 X X 4 X
3 X X 3 X
2 X X 2 X
1 X X X X X 1 X X X X X

Original Matrix Factored Matrix (L)

Figure 2.6: The sparsity patterns of a matrix and its factored matrix L.

the best upper bounds to date ([Geor 73], [RoWh 76]).
In this subsection we present three fill-reducing ordering schemes: (1) Min

imum Degree, (2) Nested Dissection, and (3) our Combination scheme.

M IN IM U M  DEGREE

The Minimum Degree algorithm is one of the most successful and widely 
used heuristics developed to date for reducing the fill in sparse Cholesky factoriza
tion. This algorithm is implemented in some well-known sparse software packages 

such as Harwell MA27 [DuRe 82], Waterloo SPARSPAK [GeLi 80], and Yale sparse 
matrix package (YSMP) [Eietal 82]. Minimum degree is a general purpose ordering 

scheme that can be applied to any symmetric matrix structure. This algorithm is 

a symmetric analog of the algorithm proposed by Markowitz in 1957 for reordering 

equations arising in linear programming applications [Mark 57]. In 1967, Tinnery 
and Walker applied Markowitz’s scheme to the large, sparse, symmetric systems 

arising in the analysis of power system [TiWa 67]. Subsequently, Rose [Rose 72] de
veloped a graph-theoretic model of the algorithm and provided the name Minimum 

Degree for Tinnery and Walker’s symmetric analog of Markowitz’s original scheme.

The Markowitz strategy finds the pivot which modifies the least coefficients 

in the remaining submatrix. Suppose the Cholesky algorithm has proceeded through 

the first m stages. For each row i in the active (N-m)x(N-m) submatrix to be
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factored, let denote the number of nonzero entries in row j. Similarly, let 

be the number of nonzero entries in column j. The Markowitz criterion selects the 

entry k,-J1̂ which minimizes the expression

( r H  -  -  1).

This strategy selects a pivot which introduces the least fill at this stage. The 

Markowitz scheme is used for unsymmetric matrices.

Tinnery and Walker applied the above criteria to symmetric matrices. The 

Minimum Degree algorithm consists of the selection of the pivot k\™̂  for which 

is a minimum. This special case was not considered by Markowitz. The name 

Minimum Degree is used because of its graph theoretic interpretation: in the graph 

associated with a symmetric sparse matrix, this strategy corresponds to choosing 

the node which has the fewest edges connected to it, i.e., the node having minimum 

degree. For a matrix corresponding to a tree or acyclic graph, the Minimum Degree 

ordering introduces zero fill.
The computation and storage requirements of the Multifrontal method us

ing a Minimum Degree ordering is sensitive to the tie-breaking strategy used. Given 
that nodes x  and y have the same degree, the tie-breaking strategy determines the 

next node to be numbered for the elimination order. It has been shown that for 

a regular 3-D grids, a wide class of Minimum Degree orderings exists that produce 

O(NlogN) to 0(N loSa4) nonzero entries in L [BeSc 87]. This range demonstrates 

the significance of choosing an effective tie-breaking strategy for Minimum Degree. 
Much research effort has been devoted to enhancing the Minimum Degree algorithm. 

George and Liu provide a detailed listing of the enhancements in [GeLi 89].

N E ST ED  DISSECTION

In 1973 Alan George developed the Nested Dissection ordering scheme [Geor 

73]. This scheme is based on a divide-and-conquer paradigm. Let S be a set of nodes 

(called the separator) whose removal, along with all incident edges, divides the graph 

into at least two disjoint pieces. If the matrix is reordered so that the nodes in each
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piece are numbered first and in succession, with the nodes in S numbered last, 

then the matrix will have a bordered block diagonal nonzero pattern. The idea of 
determining a separator can be applied recursively to the partitions, breaking the 

disjoint pieces into smaller and smaller pieces with new sets of separators. This 

recursive algorithm is called Nested Dissection. The result is a nested sequence of 

dissections of the graph as illustrated in figure 2.7 with the corresponding matrix 

given in figure 2.8. The diagonal blocks and borders may be sparse, but the fill 
is restricted to these areas. The zeros outside these areas remain and are never 

modified.
George has shown in [Geor 73] that Nested Dissection ordering is optimal for

2-D regular n x n  meshes, in the order of magnitude sense. He extended the algorithm 

to apply to regular n x n x n  3-D meshes, requiring 0 (n 6) (or 0 (N 2)) multiplications 

and 0 (n 4) (or 0 (N 4/3)) storage.
The effectiveness of Nested Dissection in limiting the amount of fill is highly 

dependent on the size of the separators used to split the mesh. It is desirable to have 

small separators [Liu 89b]. When the nodes in the two disjoint pieces have been 
eliminated, all the nodes in the separator (yet to be eliminated) form a clique, i.e., 

edges exists between all the nodes. The amount of fill attributed to the separator 

nodes is equal to the difference between the number of edges in the clique of separator 

nodes and the number of edges in original set of separator nodes. For example, 

consider the mesh in figure 2.9(a) which represents a 6 element mesh consisting 

of 4-node plane quadrilateral elements. Assume nodes 9 through 12 comprise the 
separator with the remaining nodes comprising the two disjoint submeshes. Figure 

2.9(b) represents the clique of separator nodes that results after eliminating nodes 1 

through 8. The dashed lines represent the fill that results from the set of separator 

nodes. Generally, the larger the set of separator nodes, the more fill results from the 

separator nodes. Therefore small separators are desirable for each level of Nested 

Dissection

Suitable small separators can usually be found for highly regular, 2-D, 

planar problems ([Lietal 79],[LiTa69]). For problems with dimensions higher than 

two, or for highly irregular problems, good separators can be hard to find making
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Level 1 Separator— (1 separator)

H  Level 2  Separtors— (2 separators) 

HI Level 3 Separators —  (4 separators) 

(HI Level 4  Separators —  (8 separators)

Figure 2.7: The separators resulting from 4 levels of Nested Dissection for a 2-D 
mesh.

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



38

Figure 2.8: The sparsity pattern of a matrix resulting from 4 levels of Nested Dis

section.

Nested Dissection much less effective for this class of problems.
In the following section we propose a new ordering scheme that can be ap

plied to 2-D and 3-D problems, for both regular and irregular meshes. The proposed 

scheme does not require tie-breaking and uses the mesh information to determine 

good separators.

PR O PO SED  O RD ERIN G  SCHEM E

Our proposed ordering scheme, Combination Meshed-Based (CMB) scheme, 

combines a mesh partitioning scheme with Minimum Degree. The novel concept 
about our scheme is the use of information about the finite element mesh instead 

of the use of the graphical representation of the nonzero structure of the matrix, 
used with Minimum Degree and Nested Dissection. By using the mesh information 

throughout the ordering scheme, the partitions are guaranteed to consist of contigu

ous submeshes of elements, making the ordering generated by the CMB scheme ap

propriate for parallel execution of large finite element problems. The matrix nonzero 

structure does not retain the information about the elements, especially for 3-D
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S E P A R A T O R  N O D E S

« ' 7

1 • 5

(a) original 2-D  mesh

F I L L

(b) the fill that results after eliminating nodes 1-8  

Figure 2.9: The graphical representation of the resultant fill.
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problems; information about the elements is lost with the graphical representation. 

Minimum Degree and Nested Dissection generate orderings with no guarantee that 

disjoint pieces contain contiguous elements. As discussed in chapter 1, it is imper

ative to parallelize finite element problems in terms of elements not nodes to avoid 

excessive interprocessor communication. Hence, the orderings generated by Mini

mum Degree and Nested dissection are generally not suitable for parallel execution 

of finite element problems.

We use the mesh partitioning scheme (PaM), developed by Bahram Nour- 

Omid, to determine a good separator. The separator divides the mesh into two 

submeshes, similar to Nested Dissection. The separator nodes and their connected 

elements are discarded from the submeshes to produce disjoint submeshes. The dis

joint submeshes are then ordered using Minimum Degree, followed by the numbering 

of the separator again using Minimum Degree. This scheme is applied recursively 
to the submeshes. This concept of recursive application of an ordering scheme is 

attributed to Alan George [Geor 73].

PaM is a mesh partitioning algorithm that produces a prescribed number of 
submeshes. For each recursive step of CMB, we use PaM to partition the mesh into 

two submeshes. The set of separator nodes consists of the nodes that are common 

to the two submeshes. PaM attempts to find subdomains of equal size using small 

separators. Two heuristic algorithms, RIP and PEEL, are used to determine the 
submeshes.

The goal of the RIP (Recursive Inertial Partition) algorithm is to produce 
a balanced set of submeshes. First, the algorithm determines the longest dimension 

of the structure. This is done by computing the inertia tensor about the centroid 

of the structure, while assuming each element has a weight that is proportional 

to the number of calculations required for the evaluation of its internal forces. This 
dimension is then considered the principle axis of the inertia tensor with the smallest 

inertia. A plane orthogonal to this principle axis is passed through the structure to 
subdivide it into two equal submeshes.

The second algorithm, PEEL, attempts to find a small separator. First, 

all the peripheral nodes in the mesh are identified. These peripheral nodes are then
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removed from the mesh by “peeling away” all the elements that are attached to 

them. This “peeling” process is repeated until the mesh reduces to a set of disjoint 
subdomains. The algorithm determines the separator nodes by reconstructing the 

mesh. By “peeling” away the peripheral nodes in this manner, a good separator may 

be found.
The CMB algorithm uses the PEEL algorithm to find a good separator. 

If “peeling off” the peripheral elements does not produce disjoint subdomains then 

RIP is used to obtain a separator which divides the mesh into two approximately 

equal submeshes. Generally, the RIP algorithm determines a good separator but not 

necessarily the smallest. For the case when the minimum separator divides the mesh 

into equal partitions, the result of RIP is the smallest separator.
After using PaM to obtain a separator of size |S|, the nodes in one submesh 

axe numbered 1 , . . . ,  using Minimum Degree; the nodes in the second submesh 
axe numbered +  1 , . . . ,  (N— | S |) using Minimum Degree; lastly, the nodes in 

the separator are number (N— | S | + 1 ) , . . . , N  also using Minimum Degree. This 
method of numbering is applied recursively to the disjoint submeshes to produce a 

ordering with the desired number of submeshes for parallel execution. The CMB 

algorithm determines partitions suitable for parallel execution while attempting to 

decrease the resultant fill for the direct factorization of the sparse matrix.

The CMB algorithm is an improvement to the general Minimum Degree 

algorithm when a small separator can be found with PEEL. The Minimum De

gree algorithm does not consider the size of the resultant separator; arbitrary size 

separators result. The improvement is illustrated in the following section detailing 

numerical results. In addition, the CMB algorithm extends the concepts of Nested 

Dissection to apply to 3-D and irregular domains.

NUM ER IC AL RESULTS

In this section we present the fill and working storage requirements for var

ious finite element problems using Minimum Degree and CMB ordering schemes. 

The working storage is equal to the size of the stack storing the update matrices.
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Combination Algorithm

Level #  Submeshes Fill WS

0 1 333329 120644
1 2 338520 123651
2 4 342112 114866
3 8 304624 85393
4 16 298366 76343
5 32 290196 76343
6 64 271760 76343
7 128 275830 76343

Table 2.3: The resultant fill and working storage for a 11x15x19 node problems.

We use the Minimum Degree algorithm implemented with Waterloo’s SPARSPAK 

for numbering the submeshes. The SPARSPAK code incorporates Liu’s multiple 

elimination technique [Liu 85] that provides a limited form of tie-breaking for min

imum degree. This technique forces the algorithm to search for a maximal set of 

independent minimum degree nodes prior to a degree update. The results of the or

dering schemes serve as input to the Multifrontal factorization algorithm to produce 

the resultant fill and required working storage. We used the Multifrontal algorithm 

written by Joseph Liu at Waterloo University.
The input consists of 2-D and 3-D regular and irregular problems. The 

irregular finite element meshes were obtained from Lockheed Palo Alto Research 

Center and are identified by descriptive names, e.g., dome. These problems were 

used in real analyses for various Lockheed contracts. The regular problems are 

identified by numbers detailing the mesh dimensions.

As mentioned in the previous section, the CMB algorithm is an improve

ment to the general Minimum Degree algorithm when a small separator can be found 
with PEEL or RIP. This is illustrated in table 2.3 for a 3-D 11x15x9 node mesh. 

The data depicts the fill and working storage (WS) that results from invoking var

ious levels of recursion of CMB. The data for level zero result from applying the 

SPARSPAK Minimum Degree algorithm to the entire domain. Level one represents 

finding a minimum separator for the mesh then applying the Minimum Degree algo-
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2-D Bone Problem: 141 nodes

Level Fill F ill WS Fill +  WSN log2 N

0 447 0.4440 455 902
1 572 0.5682 308 880
2 758 0.7530 347 1105
3 768 0.7630 350 1118
4 772 0.7669 350 1122

Table 2.4: Results for the 141 node, 2-D irregular mesh.

2-D Problem: 6050 nodes

Level Fill F ill WS Fill +  WSN log2 N

0 131930 1.7358 21534 153464
1 144778 1.9049 20816 165594
2 149328 1.9647 24673 174001
3 150415 1.9790 17224 167639
4 149929 1.9726 15243 165172
5 147879 1.9457 13715 161594
6 145088 1.9089 13715 158803
7 143998 1.8946 13715 157713

Table 2.5: Results for the 50x121 node, 2-D regular mesh.

rithm to the submeshes. Level two represents the same as level one with the addition 
of applying the CMB algorithm to the two submeshes. The remaining levels follow 

this recursive pattern. The data demonstrates that finding a minimum size separator 

prior to number the submeshes reduces the resultant fill and working storage.

The data given in table 2.4 through 2.9 represent the fill and working storage 

(WS) requirement for various 2-D and 3-D problems. Again, level zero corresponds 

to Minimum Degree and levels one through seven correspond to recursive use of the 

CMB algorithm. The fill data has been normalized by the term NlogN for 2-D and 

N3/4 for 3-D. These terms correspond to the lower bound term for 2-D and best 

upperbound term for 3-D.

The data illustrates that the CMB algorithms does a good job with keeping
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2-D Problem: 17100 nodes

Level Fill F ill WS Fill +  WSNlog2 N

0 413588 1.72 96310 509898
1 453507 1.8860 39180 492687
2 474803 1.9746 42897 517700
3 488583 2.0319 37164 525747
4 491996 2.046 30218 522214
5 484648 2.0155 28259 512907
6 481495 2.0024 27437 508932
7 478071 1.9882 27437 505508

Table 2.6: Results for the 60x285 node, 2-D regular mesh.

3-D Dome Problem: 1017 nodes

Level Fill F ill
u

WS Fill +  WS

0 13024 1.2735 3656 16680
1 14464 1.4143 4603 19067
2 15551 1.5206 4459 21010
3 19330 1.8900 5456 24786
4 20683 2.0223 5456 26139
5 20904 2.0439 5456 26360
6 21079 2.0611 5456 26535
7 21086 2.0617 5456 26542

Table 2.7: Results for the 1017 node, 3-D irregular mesh.

3-D Tank Problem: 3348 nodes

Level Fill F ill
nF WS Fill +  WS

0 166255 3.3194 63571 229826
1 225546 4.5032 94684 320230
2 222853 4.4494 63169 286022
3 264068 5.2723 88863 352931
4 268802 5.3668 88863 357665
5 283375 5.6578 88863 372238
6 287657 5.7433 88863 376520
7 287797 5.7461 88863 376660

Table 2.8: Results for the 3348 node, 3-D irregular mesh.
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3-D Turbine Pump Problem: 9677 nodes

Level Fill F ill
u r

WS Fill +  WS

0 952637 4.6196 332025 1284662
1 1080072 5.2376 269615 1349687
2 1128082 5.4704 361058 1489140
3 1333456 6.4663 479345 1812801
4 1637792 7.9421 537808 2175600
5 1870747 9.0718 537808 2408555
6 1913202 9.2777 537808 2451010
7 1928134 9.3501 537808 2465942

Table 2.9: Results for the 9677 node, 3-D irregular mesh.

the fill and total storage requirements low while producing submeshes for parallel 

execution of finite element applications. There was an increase in the fill as the 

number of levels increased, but the fill increase was less than a factor of two over 

performing the solution step on a uniprocessor using Minimum Degree ordering. 

However, for some cases of the regular domains, the overall fill decreased. This 

phenomenon is due to the use of small separators. The data also illustrates that 

the fill dominates the storage requirements. The working storage composed a small 

portion of the total storage requirements.

2.2.3 Iterative  Solution  M ethods

Iterative solution methods generate a sequence of approximate solutions, 
um, to the linear equation Kit =  / .  The system matrix K  is used only as an 

operator to generate new direction vectors or iterates by performing operations such 

as matrix-vector multiplication. The system matrix is not modified; no fill results 

with iterative methods. The evaluation of an iterative method depends on how 

quickly the iterates, u”1, converge to the given solution within some allowable error 

e. The most frequently used algorithms are Jacobi, Gauss-Seidel, and Conjugate 

Gradient algorithms.

The Jacobi iteration is a simple iterative scheme that evaluates the following
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expression for each entry of um\

,„«) _ (/< - sld M"" - siU. % 4ml)
It does not use the most recent information to generate new iterates. This method 

converges if the spectral radius of [(-1)D- 1(K£, +  Kt/)] (where K  =  K l +  D +  K u) 
is less than unity [GoVa 83]. The spectral radius of a square matrix is equal to 

the maximum of the set of magnitudes of the eigenvalues of the matrix. Thus, 

the convergence of the Jacobi iteration is dependent upon information about the 

eigenvalues of the matrix [(-1)D- 1(K l +  K{/)]. Generally, this information is not

known prior to the solution step of the FEM. In addition, there are no guarantees

that the spectral radius of [(-l)D - 1Ki, +  Kt/)] will be less than unity. Hence, there 

are no guarantees the Jacobi iteration will converge for finite-element problems.

The Gauss-Seidel iteration is another simple iterative scheme. This scheme 

is similar to Jacobi iteration except the most recent information is used to generate 

new iterates. New iterates are generated by evaluating the following expression:

(  f  — Y 'ir 1 k - t _  y . k(m + l) _  y /«  _________ Z^J=,+1 Ki]u j  )
Ui ~  k -

The Gauss-Seidel iteration converges for any u when the system matrix is sym

metric positive definite, the characteristics of K . The problem with this scheme is 

the rate of convergence. No upper bound exists for the rate of convergence of the 

Gauss-Seidel iteration.
In contrast to Jacobi and Gauss-Seidel, the Conjugate Gradient method 

converges in at most N iterations for N x N symmetric, positive definite matrices un

der conditions of exact arithmetic. Moreover, this upper bound of N is not dependent 
on parameters that are problem dependent. This method is discussed in detail in 

the following section.

CO NJUG ATE G R A D IEN T ALGORITHM

The Conjugate Gradient algorithm was developed by Hesteness and Stiefel 

in 1952 [HeSt 52]. The Conjugate Gradient method is a minimization technique.
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Conjugate Gradient Algorithm

[init] u = u0] r = f  — K u0 
p =  r ; p =  r f

[loop] while || K u — / > e

a = p v
Z =  P j a  wu =  u + 7p 
r neuJ =  r —̂yv
Pnew =  T new
f i  — Pnew /  P
P =  r neiu +  /3p
T = 1'new'j P =  Pnew

Table 2.10: The general conjugate gradient algorithm [HeSt 52] to solve K m =  / .  

When the functional to be minimized is

$(u) =  ^m^Km — uTf

the minimum value occurs when u =  K -1/  and is equal to (— . Therefore, 

using the CG algorithm to minimize $  is equivalent to solving Km =  / .
The CG algorithms determines the minimum by generating and using search 

vectors, p, that are mutually K-conjugate, i.e., pfK pj =  0 when i ^  j .  The K- 

conjugate property results in independent search directions. Thus after N iterations, 

the CG algorithm searches for the minimum of the functional in an N dimensional 

space. This results in the upper bound of N iterations for the convergence of CG. 

A proof of this is found in [GoVa 83]. The steps of the CG algorithm are given in 

table 2 .10.
The computationally-intensive step of the CG algorithm is the first step, 

matrix-vector multiplication. If we take advantage of the sparsity of the matrix, 

this step requires only O(N) computations on nonzero values. The remaining steps 

consists of vector update operations, requiring O(N) computations. Therefore, each 

iteration of the CG algorithm requires O(N) computations when we exploit the 

matrix sparsity.
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PCG Algorithm

[init] r — f  — K u0 
P = r\
Solve M z = r for z
p  =  z 1 ?

[loop] while || K u — f  ||>  e 
[1] v = K p  
2 a — j r v
3  7  =  p/<*
4  u =  u -F  'yp
5 rnew — r — 71?
6] Solve M z =  rnew for z

Pnew —  ̂ f'netu
P  — Pnew/ P 
P = Z + f t p  

1 )] T =  rnew\ p =  Pnew

Table 2.11: The preconditioned conjugate gradient algorithm to solve K u =  / .

When K  is well conditioned (the condition number close to unity) only 

0 (\/N ) iterations are needed for convergence within a given allowable error. Given a 

well conditioned matrix, the CG algorithm can require only 0 (N 3/2) computations. 

Storage is required for the vectors p, v, t, r, / ,  u, and the stiffness matrix, K . No 

additional storage for fill is needed since the matrix is never modified.
For the case when K  has a large condition number or is ill-conditioned, a 

preconditioner can be applied to the matrix to reduce the condition number. This 

case is described below for the Preconditioned Conjugate Gradient algorithm.

P R E C O N D IT IO N E D  C O N JU G A T E  G R A D IE N T  A L G O R IT H M

The Preconditioned Conjugate Gradient (PCG) algorithm involves finding a 

preconditioner M  =  C C T such that C - 1K C -T has an improved or smaller condition 

number than K. There are numerous preconditioners which help to decrease the 

condition number of certain classes of matrices ([Nour 84], [VaDe 88], [Adams 83], 

[Chan 78]). The PCG algorithm is given in Table 2.11.
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Linear Solver Storage Req. Computation Req.

Direct
Banded Cholesky

2-D
3-D 

Multifrontal
2-D
3-D

0(N 3/2)
0(N 5/3)

0(Nlog?N)
0(N 4/3)

0 (N 2)
0 (N 7/3)

0(N 3/2)
0 (N 2)

Iterative
CG or PCG 0(N) 0(N 3/2)

Table 2.12: Storage and computations requirements of suitable linear solvers.

The preconditioned conjugate gradient algorithm ([GoVa 83], [Chan 78]) 

requires solving a system of equations M z =  r for z for which the preconditioner 

M  is symmetric positive definite and the system of equations is easily solved. The 

operation of solving the system of equations can also be time consuming and generally 

requires the operations of forward and back substitutions for which the upper and 

lower triangular matrices are sparse. The number of computations required for this 

algorithm is the number of steps of the regular conjugate gradient algorithm, 0(N 3/2), 
plus the steps required to executed the solve in step 6 of Table 2.11. The solve step 

requires 0(Nonz(C)) floating-point computations, where M  =  C C r , Additional 
storage, beyond the conjugate gradient algorithm, is required for Nonz(C).

2.2.4 D irect versus Iterative Linear Solvers

In the previous subsections, we described four linear solvers appropriate 

for large finite element problems. The storage and computation requirements for 

these solvers are summarized in table 2.12. The requirements for the Multifrontal 

Method reflect the analyses for regular meshes. Experimental results demonstrate 

that irregular meshes have similar requirements in the order of magnitude sense.

The class of iterative solvers is the best linear solver for both 2-D and 3-D 

problems. For 2-D problems, the number of computations required for the Multi-
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frontal method is comparable to the iterative method. The storage requirements, 

however, exceed that of the iterative solvers. The direct linear solvers for banded 

matrices is the worse solver for large finite-element problems. Large amounts storage 
and computations are required with banded linear solvers.

2 .3  Sparse M a tr ix  C o m p u ta tio n s

We focus on the following sparse matrix computations: matrix-vector mul

tiplication, forward substitution, and back substitution. These computations com

prise the computationally-intensive step of the class of iterative linear solvers, CG 

and PCG. The substitution operations are also used with the Multifrontal scheme 

following the factorization steps.

The matrix vector multiplication operation, v — K p, can be implemented 

in one of two ways:

1. Each entry of the resultant vector is generated by taking the dot products of 

the rows of K  with the vector p:

'  V i ' k fp
v2

—
U p

.  UN . . U p  .

where «,• represents row i of K.

2. The entire result vector is generated by summing over all the columns of K 

the product of each column of K by the respective entry of p:

N
v = kipi

i ' = i

where k{ represents column i of K.

The column implementation has two advantages over the row implemen

tations: (1) for each vector operation, fc,p;, different values of v are updated for

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



51

which pipelined FPUs are useful, and (2) each p; is used as much as possible (for 

an entire column of data) prior to accessing the next entry of p. For these reasons, 

we concentrate on the column implementation of the matrix-vector multiplication 

operation.
The computations required for forward and back substitutions can be re

duced to matrix vector multiplication. To see this, first consider the operation of 

sparse matrix vector multiplication where p is known and v is computed:

N
V = Kp =  kiPi (2.5)

«=i

Consider the operation of forward substitution, b = Lp where b is known and y is 

computed:

fo r  i =  1, . . .  ,N 
bi

y< =  J7.‘it
b =  b - l ly i  (2.6)

Equation 2.6 can be written in a manner similar to equation 2.5:

t = b - ' £ U y i
i=i

where each yi is computed for each column of L using the updated b{ multiplied by 

the reciprocal of The computations required for forward substitution are very 
similar to matrix-vector multiplication with the exception of the generation of the 

multiplicand to be used for each column and the use of subtraction to update b. The 

same applies for back substitution except the algorithm starts with yn and computes 

yi in descending order working with an upper triangular matrix U. Therefore, in 

the remainder of this thesis, we focus on the sparse matrix-vector multiplication 

operation, noting how forward and back substitution utilize the same computations 

with a few minor differences.
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Chapter 3 

Sparse M atrix R epresentations

In this chapter we present four data structures devised for the compact 

representation of sparse matrices. The first two illustrate the dichotomy that exists 

with conventional compact representations: storing only the nonzero entries at the 

expense of short vector lengths or zero padding the data structure to achieve long 

vector lengths. We then propose a new data structure that uses very few zeros to 

achieve long vectors lengths of size equal to the number of nonzero entries in a sparse 
matrix. These three data structures do not exploit the matrix symmetry and are 

therefore applicable to unsymmetric matrices as well. However, the matrix symmetry 
is exploited with the fourth data structure, the White Dwarf data structure, for which 

limitations exist on the problems size in order to obtain good performance.
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3.1 C o n ven tion a l D a ta  S tru ctu res

Many data structures have been devised for the compact representation of 

sparse matrices [Duetal 86]. We present two of them in detail: (1) Column-Major 

Nonzero storage, and (2) ITPACK storage [Paetal 89]. These two illustrate the 

dichotomy that exists with compact representations. We discuss the advantages and 
disadvantages of each in relation to the three types of overheads (described in chapter 

1): (1) high memory bandwidth, (2) indirect accesses, and (3) short vector lengths.

We illustrate each data structure for the following sparse matrix, K:

fe ll 0.0 &13 0 .0 0 .0

0 .0 &22 0 .0 0 .0 h s
h i 0 .0 &33 0 .0 ^35

0.0 0 .0 0 .0 h i 0 .0

0.0 &52 h3 0 .0 h s

We provide pseudocode for performing matrix-vector multiplication, v =  K p. The 

pseudocode reflects indexing starting with one, not zero. Recall, N denotes the order 

of the sparse matrix and Nnz is the number of nonzero values in the matrix.

3.1.1 C olum n-M ajor N onzero Storage Schem e

The Column-Major Nonzero Storage (CMNS) scheme uses three vectors. 

The nonzero values are stored in column-major format in the vector /?„; the corre- 

sponding row indices are stored in the vector R ; and the number of nonzeros per 

column are stored in the vector, L. The matrix given in equation 3.1 is represented 

in the following manner:

K v  =  [ k i l l  ^3 1 , &22, &52, k l 3 ,  ^3 3 , &53, h i ,  &25, h s ,  ^ 55]

R t  = [1,3,2,5,1,3,5,4,2,3,5]

LT =  [2,2,3,1,3]

This data structure is fairly compact, requiring storage for Nnz floating-point values 

and iVn2+N integer values.
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index =  1
for column =  1,.. .,N

for entry =  1,.. .,L[column]
v[R[indexj] =  v[R[index]] +  K v[index] * p[column] 
index =  index +  1 

end for 
end for

Table 3.1: Implementation of v = K p for CMNS.

Matrix-vector multiplication can be implemented using N vector operations, 

one per column of K , as shown in table 3.1. Each vector computation requires 
memory accesses for K v, R, the particular entries of v and the updated entries of v. 

The particular entries of v used in each vector computation are determined indirectly 

through R. The values from p and L  are used for an entire column of data thereby 

requiring infrequent accesses.
Short vectors occur with this data structure. Empirical data indicate the 

that column length is approximately 24 for 3-D applications and 7 for 2-D. Thus 

large overhead occurs for each vector computation. For example, the Cray Y-MP 
requires 19+VL clock cycles to access a vector of length VL [Cray 85]. A vector 

length of 24 results in the overhead comprising 44.2% of the access time. Thus, for 

44.2% of each each vector computation, the FPUs are idle.

3.1.2 IT PA C K  Storage Schem e

The ITPACK storage scheme [Paetal 89] uses two rectangular arrays, K„ 
and C. Each row of K„ contains the nonzero entries of the corresponding rows of 

K , padded with zeros to insure equal row lengths. The length of each row is equal 

to M=max{length(fc;)} over i =  1,. .  .,N where length(fc,) represents the number of 

nonzero entries in row i of K  (equal to the number of nonzero entries in column i 
for symmetric matrices). C contains the corresponding column indices. For K  in
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for column =  1 .. M 
for entry =  1 .. N

vfentry] =  v[entry] +  K v [column] [entry] * p[C[column][entry]] 
end for

end for _______ ^ __ _________________________ _________
M =  largest number of nonzero entries in any row of K.

Table 3.2: Algorithm for computing v =  K p using ITPACK.

equation 3.1, M=3 and K„ and C are:

kn ki3 0.0 ' ■ 1 3 D ‘
&22 &25 0.0 2 5 D
ka l kas ^35 c  = 1 3 5
kn 0.0 0.0 4 D D

.  h 2 &53 &55 2 3 5

The D values in C correspond to the zero padding in K„, and can be set to any 

value between 1 and N. This data structure requires storage for NM floating-point 

values and NM integer values.

Matrix-vector multiplication can be implemented using M vector operation, 

one per column of K„, as shown in table 3.2. For each vector operation, memory read 

operations are required for K„, C, v, and p. For each vector operation N values of p 

must be accessed in contrast to CMNS where only one value of p is accessd for each 

column vector. This vector is accessed indirectly using values in C. Memory writes 

are required for the updated values of v. For the case where N is equal to the size 

of the vector registers (e.g., 64 for the Cray architecture) the vector v could be read 

from memory for the first column of data, kept in the vector registers for the other 

M-l vector operations, and written back to memory after the final update. This is 

generally not the case; we are focusing on N in the range of 105 to 106, requiring v 

to be read from and written to memory for each vector operation.

Each vector has length equal to N. The overhead is now amortized over the 
large vector length. Using the Cray Y-MP example again, 19+N clock cycles are 

required to access a vector of length N. For N= 10s, the overhead is only 0.019% of 

the access time. However, some computations are wasted on the zero values used 

for padding. For example, table 5.2 in chapter 5 illustrates between 12-48% of K„ 

is padding for the given dataset. ITPACK is very inefficient for sparse matrices
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where only a few rows have many nonzero entries and many rows have a few nonzero 

entries.
An alternative to the zero padding used with ITPACK, is to sort the rows 

by length in decreasing order. The first column has the largest number of entries of 

at most N and the last column, column M, has the fewest number of entries. Since 

all the columns have variable length, an additional data structure is needed to hold 

the column lengths. This sorted ITPACK scheme does not have any zero padding 

since the column lengths can vary. However it suffers from large startup overhead 

for the short vectors.

3.2  S P A R  S torage S ch em e

The data structure for SPAR is adapted from CMNS. We include zero 
values in K v to delimit columns thereby eliminating the need for L. The vectors K v 

and R  for the matrix of equation 3.1 become:

K v  =  [fell, &31) 0.0, &22, ^25) 0.0, &13, ^ 3 3 ,^ 5 3 ,  0.0, £4 4 , 0.0, &25, £ 35, £ 55] (3-2)

R T =  [1 ,3 ,1 ,2 ,5 ,1 ,1 ,3 ,5 ,1 ,4 ,1 ,2 ,3 ,5 ]

Each 0.0 entry in K v denotes the beginning of a new column. The corresponding 

entry in R , also shown in boldface, is the difference in column numbers between two 

successive columns of nonzero data. The above example has nonzero values in all the 

columns so the offset values (corresponding to the zero values in K v) are all unity. 

All positive definite matrices have nonzeros in all the columns. This data structure, 

however, is applicable to general sparse matrices. Storage is required for Nnz+N 
floating point values and Nnz+N integer values.

Matrix-vector multiplication can be implemented using only one vector 

operation as shown in table 3.3. The matrix data is considered one vector stream 

of data instead of N vector columns of data. For the one vector operation, memory 

accesses are required for: v, R, and K v. Memory writes are required for the updated 

values of v. Like CMNS, the values of v are accessed indirectly through R  and each
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column =  1
for index =  l,...,N nz +  N - 1 

ii(K v[index] = =  0.0) then
column =  column +  R[index]

else
v[R[index]] =  v[R[index]] +  K v[index] * p[column] 

end for______________________________________________

Table 3.3: Implementation of v =  K p using the SPAR representation.

value of jp is used for an entire column. In contrast to CMNS, accesses for the vector 
length are not needed.

The startup overhead occurs only once and is amortized over the long vector 

of length ATnz-fN-l. The ” if” statement is used to detect the start of a new column of 

K. Because of the ”if” statement, the code in table 3.3 cannot be executed efficiently 

on conventional vector machines. The code does not vectorize because the vector 

length is not given explicitly. This problem can be eliminated using special zero 

detection hardware as described in chapter 4.

The SPAR data structure as well as the two conventional data structures 
store all the nonzeros in the matrix; the matrix symmetry is not exploited. By storing 

all the nonzeros, the matrix data is accessed with only one pattern, sequential. The 
use of only one regular access pattern makes prefetching effective thereby hiding large 

disk latencies (e.g. 100,000 cycles for a disk access in contrast to approximately 10 for 

main memory [PaHe 90]). Consequently, these data structures benefit from virtual 

memory and are applicable to unsymmetric as well as symmetric matrices.

To exploit symmetry only the lower or upper triangular section of the matrix 

is stored. This requires two different access pattern for the matrix data: sequential 

and indirect. This imposes various restrictions as illustrated with the data structure 
for the White Dwarf architecture described below.

3.2.1 W h ite  D w arf D ata  Structure

The data structure used with the White Dwarf architecture [Woetal 88] 

exploits the matrix symmetry by storing only the lower triangular section. The 

matrix is represented by a structure (called an E-Structure) that consists of three
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V A L U E TtOW (JULUMJN L1JNK.
0 kn " " I .... 1 2
1 &22 2 2 5
2 &31 3 1 1
3 &33 3 3 6
4 k,14 4 4 7
5 k$2 5 2 3
6 k&3 5 3 4
7 &55 5 5 0

Table 3.4: Data structure for the White Dwarf.

fields: floating-point data, row and column numbers, and pointers to the structure. 

The nonzeros of the matrix are stored by rows. The pointers link the data within 

the same column. The last entry of each column links to the first entry in the next 

column. Table 3.4 illustrates this for the matrix in equation 3.1: The different fields 

are stored in separate memory banks. In addition all the memory banks are accessed 
with the same address.

The matrix-vector multiplication operation is implemented in row order 

with dot products (described in section 2.3). To access an entire row of the matrix 

K , two different types of accesses are required: (1) the entries of row i in the lower 

triangle are accessed in sequential order, and (2) the remaining entries beyond the 

diagonal are accessed indirectly with the column links. To generate each entry of 

the resultant vector u,-, the following steps are used:

1. Access the entries of the row in the lower triangle -  requires sequential accesses 
to the matrix data.

2. Gather the entries of p (determined by the column numbers) that are to be 

used as multipliers for the data accessed in step (1) and generate the products.

3. Access the remaining entries of the row using the link data -  requires indirect 
accesses of the matrix data.

4. Gather the entries of p (determined by the row numbers ) to be as multipliers 

for the data accessed in step (3) and generate the products.

5. Sum the products of steps (2) and (4) to generate u,-.
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The advantage of the data structure is the storage for only half the matrix. 

Storage is required for ^(N nz+N) floating-point values and |(iV„2 +  N) integer values 
which is \(N nz -1- N) fewer floating-point values but |(iVn2 +  N) more integer values 

than SPAR. The disadvantages are that the same entry of v is updated for each row 

computation thereby hindering pipeline executions, and the matrix data as well as 

the multiplier data are accessed indirectly.

Prefetching of the matrix data cannot be done when accessing the row 
data, in the upper triangle. The links are needed to access this data causing a 

data dependence -  the next data item to be used is dependent upon the current 

location. In contrast, the previous three schemes require no indirect accesses of the 

nonzero entries in the matrix; only the multiplier vector or the resultant vector are 
are accessed indirectly. The researchers at Carnegie-Mellon attempted to overcome 

this problem by tagging the link data and using faster memory for the link data. 

Therefore problems are limited to those that can fit in the given main memory banks. 

For the system described in [Woetal 88], N is limited to 16,000, and for the fully 
populated memory N is limited to 128,000. Moreover, the dependence problem is not 
eliminated. Thus, the small saving in storage from exploiting the matrix symmetry 

does not compensate for the restrictions placed on the problem size.

3 .3  C om p arison  o f  R ep resen ta tio n s

The various data structures are summarized in table 3.5. The banded and 
dense data structures are included in the table for completeness. These two data 

structures require fewer memory accesses per floating-point operation because of the 
lack of the auxiliary data structure. This is achieved at the expense of enormous 

memory and computational requirements for sparse matrix computations. With 

some increase in memory bandwidth, the SPAR data structure provides enormous 

savings in memory and computations.

The SPAR data structure achieves the following:

1. Efficient use of storage: Only nonzero entries with zero-valued column delim-
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D ense B anded C M N S IT PA C K SPA R
Storage Heq. tor K 

Integer Values 
FP Values

0
N2

0
N5/3

N nz + N  
Nnz

NM
NM

N nz+N 
N nz+N

Vector Length, IN IN Q N a „2
#  Vector Startups N N2/3 N M 1
# F P  Mult.-Adds N2 N5/3 Nnz NM Nnz
#M emory Accesses 

for v =  Kp 2N2+N 2N5/3+N 3 Nnz +  2N 4NM 3 Nnz +  3N
(#Mem.Access) 

~  (FPO p) 2 2 3 4 3
M =  the largest number of nonzeroes in any row 
q =  the average number of nonzeroes in a column

Table 3.5: Features of the various sparse matrix data structures.

iters are stored.

2. Structured data access: All the matrix data is stored in one-dimensional data 

structures and accessed sequentially (i.e., with a stride of one).

3. Minimal startup costs: The startup cost is incurred only once for a vector of 

maximum length equal to the number of nonzeros in the matrix.
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Chapter 4 

The SPA R  A rchitecture

In this chapter we present the SPAR (SParse matrix Architecture and Rep

resentation) architecture. This architecture mostly uses conventional components 

such as a floating-point adder, a floating-point multiplier, and queues. The non- 

conventional components consists of the zero detection hardware and the particular 

cache design for which details are given. The novelty is the organization of these 

components to execute computations on the one vector of the SPAR data structure 

at the execution rate of the floating-point units. Moreover, the memory bandwidth 

requirements are modest and in fact less than those of the Cray Y-MP.

We then discuss a coprocessor implementation of the SPAR architecture. A 

more cost effective alternative is to integrated SPAR into existing architectures for 

future implementations. This approach eliminates the need for redundant compo

nents and interchip communication. However, this integration requires an in depth 

study of a particular architecture which is beyond the scope of this thesis. We also 

present simulation results and performance analysis which demonstrate that SPAR 
achieves 96% utilization of the FPUs for 3-D problems.
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To/From MemoryTo/From Memory

In teger
Section

Figure 4.1: General architecture.

4.1 T h e  D a ta p a th

The datapath of most architectures consists of two major sections: the 

integer section and the floating-point section (see figure 4.1). Addresses are generated 

in the integer section; float-point computations are executed in the floating-point 

sections. Recall from chapter 1 that the goal of SPAR is the efficient use of FPUs, 

memory, and memory bandwidth. Therefore we focus on the floating-point section.
The SPAR datapath appears in figure 4.2. The main components are a 

floating-point multiplier, floating-point adder, 3 vector-fetch-units (VFUs), a special 

cache, and dedicated zero-detection logic (the ZDL block). We assume the FPUs 

are fully pipelined to produce one result every clock cycle. The cache is used to hold 
the entries of the vector v. The three vector-fetch-units are used to hold the data 

that is accessed sequentially and used only once: /?„, R, and p. The queues serve as 

delay units for synchronization.
The VFUs are similar to the memory pipes in the CYBER 205 [Line 82]. 

Given the vector base address and the length, a VFU reads a vector from memory and 
presents it sequentially on its output. We assume an interleaved memory subsystem 

(described in section 4.4) is available to achieve the required bandwidth. The VFU 

must have adequate internal buffers to do block-reads from memory. The VFUs for 

K v and R  supply one vector element every clock cycle. The VFU for p supplies one 

element for every column of K , in particular whenever the zero-detection logic is 

asserted.
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FROM MEMORY FROM MEMORY

'64

'64 /  64

FPM ULT.

\ /
FP ADD

queue

m

P-VFU
Incr.

remd

K-VFUR-VFU

write addr.

CACHE

dmain

data out

data in

TO/FROM MEMORY

Figure 4.2: The datapath.
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CACHE
K -V B R -V B P-V B FPM ULT. FPAD D READ WRITE

INTT m M T

OUTPUT Kv OUTPUTR

OUTPUT Kv OUTPUTR | K v*Pl READY

OUTPUT Kv OUTPUT R K v*Pl | V +(K v*Pl) READV

OUTPUT K r i OUTPUT R NEW Pi Kv*Pl V + (Kv *P1) READV WRITEV

OUTPUT Kv OUTPUT R BUBBLE V + (Kv *P1) READV WRTTEV

Figure 4.3: Sequence of operations.

4.1.1 D ataflow  Sequence

A diagram outlining the sequence of operations described above appears in 

figure 4.3. Execution begins with an initialization step in which the VFUs are loaded 

with the base addresses of the respective vectors. The vectors are then accessed 

from memory and loaded into the respective VFUs. Only the vectors K v and R  

require dedicated memory channels for continuous accesses. For simplicity figure 4.3 

reflects a memory latency of one. Subsequently the K-VFU supplies the floating 
point multiplier with the non-zero entries of K. Each column of K  is multiplied by 

the same entry of p, which is held in a latch denoted by pi in figure 4.2. The product 
generated by the multiplier is added to the appropriate entry of v, determined by 

the index supplied by the R-VFU. The output of the K-VFU is also fed to the zero- 

detection logic which signals the beginning of a new column of K  when a zero is 

detected, and causes the next entry of p to be loaded into the p,-latch. This results
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in one pipeline bubble per column of K . This logic, however, enables the data in the 

proposed data structure to be accessed as one vector; no conditional statements are 

needed.
The zero-detection logic detects zero values in the K-VFU data stream. 

In most conventional computers, zero detection is executed in the FPU using a 
conditional instruction. Assuming we have a fully-pipelined FPU, the result of the 

zero detection, corresponding to a conditional branch instruction, is available after 

a number of clock cycles equal to the pipeline depth. For the SPAR data structure, 

this latency can cause the wrong multiplier to used with the nonzero data of the 
matrix. Recall that the zero identifies the use of a new multiplier from p for the 

data that follows the zero. If operands are issued to the FPU every clock cycle and 

the result of the zero detection is not available for some number of clock cycles, the 

operands issued immediately after the zero will have the wrong multiplier. The zero 

detection needs to be executed in one clock cycle to insure the use of the correct 

multipliers from p. For this reason we use special hardware located outside the FPUs 
to detect zero values in the matrix data, K v.

The R-VFU, operating in parallel with the K-VFU, supplies the row indices 

of the non-zero entries of K  to the cache. These indices determine which entry of v 
to update; no explicit address generation for the entry of v is required. The cache 

reads out the appropriate entries of v to the adder using the indices as addresses. 

The update for each entry, however, is not available immediately, but only after a 

delay corresponding to the depth of the pipelined adder. For this reason, the indices 

are also sent to a queue to be used as cache write addresses. The length of this queue 

is equal to the adder pipeline depth.
The cache is effective for holding v since the entries are accessed randomly 

and frequently. W ith typical node numbering schemes the vector has substantial 

spatial-temporal locality. As an example consider the sparsity pattern of a 125 x 125 

matrix resulting from a 125-node, 3-D mesh given in figure 4.4. Temporal locality 

results because the nonzero entries in a given row are clustered over adjacent columns 

and the columns have very few nonzero entries. Spatial locality results because the 

nonzero entries in a given column are clustered over adjacent rows. For the case
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Figure 4.4: The sparsity pattern of a 125 x 125 matrix resulting from 3-D FEM.

where multiple degrees of freedom exists for each node, spatial locality is prominent. 
In general, the banded characteristic of a sparse matrix translates to spatial-temporal 

locality of reference for the resultant vector, v , of the matrix-vector multiplication 
operation. We discuss the design of the cache in detail in section 4.2.2.

A second delay unit, located at the input to the adder, synchronized the 
arrival of the entries of v from the cache with the products generated by the multi

plier. Assuming the K-VFU and the R-VFU start supplying data in the same clock 

cycle, the size of the delay must equal the pipeline depth of the multiplier. For the 
prefetching scheme discussed later, the delay will be longer.

4.1.2 P ip elin e  Hazards

A pipeline hazard is something in the design and use of a pipeline that 

prevents it from accepting data at the maximum rate [Kogg 81]. The FPU adder
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pipeline takes one of its inputs from v (stored in the cache) as well as returns the 

output to v. A hazard can occur with this pipeline if the desired input from v 

is not available in the cache because it is still going through the adder pipeline. 

This hazard is know as a read-after-write (RAW) hazard because the operand read 

operation is stalled until the particular write operation is complete. The need to 

stall the operand read prevents the adder pipeline from operating at maximum rate. 

For example consider the matrix of equation 3.1 represented with the SPAR data 

structure presented in section 3.2. A distance of 4 exists between the first two
•■4

updates to v5 depicted by the vector R  in equation 3.2. A RAW hazard occurs with 

vs if the adder pipeline depth is greater than 4. In general this hazard occurs only if 

the depth of the adder pipeline is more than the number of cycles between successive 

updates to the same element of v.

The hazard can be avoided by using a preprocessing step that consists of 
manipulating the locations of the nonzero entries in a column to allow ample clock 

cycles between successive updates to the same entry of v across columns. Each 
column of the matrix resulting from 3-D problems has an average of 24 nonzero 
entries, using empirical data for meshes with the simple 8-node brick elements. Two- 

dimensional problems with 4 node rectangular elements have an average of 7 nonzero 

entries per column. This average increases with the number of nodes in a given 

element. Thus adequate number of entries exists in each column such that reordering 

eliminates the RAW hazard. This preprocessing step requires time linear in the size 

of the matrix, N, and can be included with the assembly step.

4.1.3 M em ory B andw idth

Three I/O  ports are needed: 1 input port for K v with memory bandwidth 

equal to 64 bits per clock cycle, 1 input port for R  with bandwidth equal to 32 bits 
per clock cycle, and 1 bidirectional port to multiplex the vectors v and p and having 

bandwidth equal to 64 bits per 2 clock cycles or 32 bits per clock cycle. We use 64 

bits for the data to allow for double precision accuracy that is generally required with 

finite element computations. The 32 bits for vector of row indices correspond to the
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typical length of integers. The multiplexing and small bandwidth requirements of 

the bidirectional port are possible because an entry from p is accessed only once per 

column of K  (average column size equal to 24), and v is stored in a cache with high 

locality of reference as illustrated in section 4.2.2. The required bandwidth for our 

architecture is less than that available with the Cray Y-MP which has 2 vector read 

ports for double-precision data and 1 double-precision, vector write port. Each Cray 

port can perform one reference per clock cycle. Therefore the Cray architecture has 

the following available bandwidth: 128 bits/cycle input and 64 bits/cycle output. 

The SPAR bandwidth is 128 bits/cycle input and 32 bits/cycle output.

4.2  N o n co n v en tio n a l C o m p on en ts

In this section we present the details of the implementation of the zero- 

detection logic and the organization of the cache.

4.2.1 Zero D etec tio n  Logic

The zero detection logic (ZDL) detects a zero in the K v data stream and 

serves as the read signal for the P-VFU. When a zero is detected, a new value from 

P-VFU is placed in the p,-latch. The IEEE 754-1985 standard [Stnd 85] represents 

a zero value with the exponent and mantissa fields equal to zero. Therefore, the 

input to the ZDL consists of the mantissa and exponent of the double-precision, 

floating-point value from K-VFU; the ZDL input is 63 bits wide. In one clock cycle, 
the ZDL must detect when all 63-bits are zero to insure the correct multiplier for 

the nonzero data.

The performance of the ZDL is dictated by and inversely proportional to 
the rise time of the logic. NOR gates are used to detect when all the inputs are zero. 

A 63-input NOR gate implemented in CMOS requires a large rise time because of the 

series transistors connected to V d d  as illustrated in figure 4.5. The series transistors 

must all be charged prior to charging the output. Therefore, the rise time is either 

linearly or exponentially proportional to the number of series transistors. The factor
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OUTPUT OF ZDL

|62 1

GROUND

Figure 4.5: CMOS implementation of ZDL with a NOR gate (the m ’s correspond to 

the mantissa bits).

of proportionality is determined by the ratio of the capacitance of a unit drain area 

to the other load capacitance on gate routing and fan-out [WeEs 85].

One solution to this problems is multi-stage logic, consisting of gates with 

few inputs. This solution, however, requires multiple clock cycles determined by 

the number of logic stages. A more appropriate alternative is a dynamic CMOS 
implementation [WeEs 85] as illustrated in figure 4.6. The series transistors are 

replaced by a precharge p-transistor. Dynamic logic uses the two phases of the 

clock. The precharge occurs during one phase of the clock and the evaluation occurs 

during the complementary phase. During the precharge phase, the output is charged 
to a one. The inputs to the n-transistors change only during this phase to insure 

signal stability during the evaluation phase. During the evaluation phase, the output 

is discharged to ground if one of the mantissa bits is one, corresponding to ZDL being 

zero. Since the precharge and evaluate occur during complimentary phases of each 

clock cycle, the ZDL is executed in one clock cycle using dynamic CMOS.
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Figure 4.6: Implementation of ZDL using dynamic CMOS (the m ’s correspond to 

the mantissa bits).

4.2 .2  C ache D esign

Recall, the cache is used to hold the values of the resultant vector, v, for the 

operation, v =  K p. Cache access patterns for this operation require equal number 
of reads and writes. When a particular entry of the resultant vector is read from 

the cache, it is updated with the add operation and then written back to the cache. 

Since read and write operations occur every clock cycle, we use two ports -  one read 

and one write -  to interface between the adder FPU and the cache.
In this section we address the issue of the best cache design such that the 

entries of v are almost always available in the cache without explicitly prefetching 

data. In particular, we address the issues of an effective cache size, cache organization 

(e.g., direct mapped or set associative), block size, write policy, and one-cycle write 

operation. The conclusions of cache size, organization, and block size are based on 

simulation results. The conclusions for the remaining issues are based upon design 

decisions to achieve the best or desired results. A cache overview is provided in 

Appendix A.
The input datasets for the simulations consists of 3-D problems described 

in table 4.1. The regular problems are identified by the dimensions of the mesh and 

the irregular problems are identified by names. The last column is the maximum hit 

rate given misses occur only for first time data accesses. We assume the cache has no
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Mesh Descript. #  Nodes #  (Jache 
Accesses

Max. Hit 
Rate (W =l)

1 10x10x10 1000 21952 0.9545
2 Hemispherical Dome1 1017 8613 0.8819
3 Tank w/Plug Penetration1 3348 69620 0.9519
4 25x20x10 5000 118552 0.9578
5 50x10x10 5000 116032 0.9569
6 Oxygen Turbine Pump1 9677 211821 0.9543
7 30x50x10 15000 364672 0.9588
8 15x50x20 15000 369112 0.9594
9 20x50x20 20000 497872 0.9598
1 Real finite element problem obtained from Lockheed [Lock 90].

Table 4.1: Description of input problems for cache simulations.

initial data. We use 3-D problems because these matrices have more nonzero entries 

than the same order matrices resulting from 2-D analysis. Therefore, 3-D matrices 

require more cache accesses that 2-D. Further, the matrix bandwidth is larger for 

3-D than for 2-D. Therefore less clustering of matrix data exists with 3-D than with 

2-D; 2-D problems have more spatial locality of reference than 3-D problems. Hence, 

a cache suitable for 3-D problems will suffice for 2-D problems but not the converse.

In the SPAR datapath, the output of R-VFU is used as cache address. This 

is fine if only one user is running an entire program at any time. However, for the 
case when multiple users are sharing the hardware, data from different data sets can 

reside in the cache. To avoid having to flush (or invalidate) the cache prior to each 

user accessing the hardware, unique addresses should be used for the cache data. 

The unique address can be generated by adding the row indices to the base address 

of the row vector. This requires the use of a fully-pipelined integer adder for which 

the inputs are the output of R-VFU and the base address and the output is the cache 

address.

WRITE OPERATION

A cache write requires additional clock cycles beyond the tag comparison 

to perform the write operation. Modifications to the block cannot begin until after
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the tag has been checked. In contrast, a read instruction reads the data block at the 

same time the tag is read and compared. If the read is a hit (tags match and valid 

bit is set), the data is passed on to the CPU or FPUs immediately. Since our target 

computations use equal number of reads and writes, it is crucial that we optimize 

the cache write operation to execute in one cycle.

We accomplish a one-cycle write operation by using a two-stage pipeline. 

Since tags and data are generally implemented as two different memories, these 

fields can be addressed independently. The write pipeline consists of two stages: 

stage one compares the tags, and stage two performs the write operation for a write 

hit (the tags match). The cache write from the previous write operation and the 

tag comparison for the current write operation are performed in parallel. Thus, the 

writes can be performed in succession at the rate of one per clock cycle. We use this 

scheme for a one-cycle write operation with our simulations on multi-word caches.

WRITE POLICY

We use a write-back write policy for which a write operation to a location 

that is already in the cache is written to the cache, but is not immediately written to 

second-level memory, i.e, second-level cache or main memory. The write-back scheme 

is advantageous because of the decrease in memory traffic in comparison to updating 

the memory as well as the cache for every write operation. In addition writes occur 

at the speed of the cache, not the memory. The disadvantage is that main memory 
does not have the most current data; the current data is written back to memory 

when it is being replaced in the cache. However, the advantages far outweigh the 

disadvantages for the computation of matrix-vector multiplication.

Rarely is the write location not in the cache since the modified data was 

just read from the cache as input for the FP adder only a few cycles prior to the write 

operation. However when this rare event occurs, the modified data is written to the 
cache but not immediately to memory. The data that has been written to cache 

but not to memory has the dirty bit set to one. Therefore when the replacement 

algorithm selects this block for replacement and the dirty bit is set, the modified
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data is written back to memory.

SIMULATIONS OF VARYING ASSOCIATIVITY AND SIZE

We have simulated various size caches ranging from 64 blocks to 16K blocks 

and various set-associativities ranging from direct-mapped to 4-way set associative. 

Each cache block consists of a tag, one-word data entry, a valid-bit, and a dirty-bit. 

The event-driven simulator Thor [Thor 86] was used and a Thor model of the cache is 

presented in Appendix B. Thor is a functional simulator written by the VLSI/CAD 

group at Stanford to assist with hardware design verification. The tool is based on 

the CSIM simulator, an event-driven functional and behavioral simulator developed 

by the VLSI/CAD group at the University of Colorado at Boulder.

The data given in tables 4.2-4.10 are the number of read misses and miss 
ratios for the various problems for the different cache designs. These values in terms 

of hit rates are shown graphically in figures 4.7-4.11. We only present the read miss 

rates because the write hit rates were very close to one. Recall, the cache interface 
to the FPU consists of two ports, one read and one write. So the cache performance 

is dictated by the port with the worse performance, the read port.

The simulations demonstrate that a lK-block, direct-mapped cache achieves 

very close or equal to the maximum hit rate for the various problems. The hit rates 

for the same cache size for 2-way and 4-way set associative were always less than or 

equal to that of the direct-mapped. This is probably due to the use of the random 
replacement scheme. However, given that direct-mapped is adequate, the need to re

search a different replacement scheme for associative caches (such as Least Recently 

Used) is not warranted. Moreover, a majority of the cache misses were compulsory 
or first time accesses. For this class of misses, set associativity provides no advantage 

as indicated by the simulations.

An intuitive explanation about the cache size stems from the sparse banded 

structure of FEM matrices. A given entry of the resultant vector is accessed only 

within a small window of clock cycles equal to the product of the average number 

of nonzeros per column and the bandwidth of the given row number. For the 3-D
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10 x 10 x 10 Node Problem

.... Total"
#  Blocks

Direct Mapped 2-way Set Assoc. 4-way bet Assoc.

64
128
256
512

1024
2048
4096
8192

16384

5552 (0.2529) 
2744 (0.125) 

1000 (0.04555) 
1000 (0.04555) 
1000 (0.04555) 
1000 (0.04555) 
1000 (0.04555) 
1000 (0.04555) 
1000 (0.04555)

5970 (0.2719) 
3320 (0.1512) 

1593 (0.07257) 
1000 (0.04555) 
1000 (0.04555) 
1000 (0.04555) 
1000 (0.04555) 
1000 (0.04555) 
1000 (0.04555)

6269 (0.2856) 
3634 (0.1655) 

2173 (0.09899) 
1254 (0.05712) 
1000 (0.04555) 
1000 (0.04555) 
1000 (0.04555) 
1000 (0.04555) 
1000 (0.04555)

Table 4.2: The number of cache read misses for various caches.

Hemispherical Dome Problem

........Total"
#  Blocks

Direct Mapped 2-way bet Assoc. 4-way bet Assoc.

64
128
256
512

1024
2048
4096
8196

16385

1861 (0.2160) 
1450 (0.1683) 
1289 (0.1496) 
1094 (0.1270) 
1017 (0.1181) 
1017 (0.1181) 
1017 (0.1181) 
1017 (0.1181) 
1017 (0.1181)

1788 (0.2076) 
1542 (0.1790) 
1315 (0.1527) 
1153 (0.1339) 
1048 (0.1217) 
1017 (0.1181) 
1017 (0.1181) 
1017 (0.1181) 
1017 (0.1181)

1871 (0.2172) 
1523 (0.1768) 
1362 (0.1581) 
1197 (0.1390) 
1082 (0.1256) 
1036 (0.1203) 
1017 (0.1181) 
1017 (0.1181) 
1017 (0.1181)

Table 4.3: The number of cache read misses (miss ratios) for various caches.

problems with 3-D elements, this average is 24, which is equal to the bandwidth. 

Theoretically, a given data item is accessed within a 576 clock-cycle window. For 

problems with different elements, which is the case for problems 2 and 3, the size 

of the window varies but the window is less than 1024. This IK cache size (or 8K 
bytes assuming 1 word or 64 bit blocks) can easily fit on a single chip with plenty of 

room to spare for other components. For example, the Intel 80860 one-chip processor 

includes an 8K byte data cache, a FPU adder, a FPU multiplier, and other units.

In the following section we discuss the average access of a cache. This is 

discussed prior the presenting the results of the varying block size simulations since 

this performance measure is used to compare the various caches.

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



75

Tank w/Plug Penetration Problem

Total 
#  Blocks

Direct Mapped 2-way Set Assoc. 4-way Set Assoc.

64
128
256
512

1024
2048
4096
8192

16384

20291 (0.2914) 
12016 (0.1726) 
8311 (0.1194) 

4948 (0.07107) 
4345 (0.06241) 
3431 (0.04928) 
3348 (0.04809) 
3348 (0.04809) 
3348 (0.04809)

19742 (0.2836) 
10380 (0.1491) 
6654 (0.09558) 
5090 (0.07311) 
4068 (0.05843) 

3719 (0.053419) 
3386 (0.04863) 
3348 (0.04809) 
3348 (0.04809)

18810 (0.2702) 
10464 (0.1503) 
6629 (0.09522) 
5022 (0.07213) 
4231 (0.06077) 
3694 (0.05306) 

3519 (0.050546) 
3369 (0.04839) 
3348 (0.04809)

Table 4.4: The number of cache read misses (miss ratios) for various caches.

25 x 20 x 10 Node Problem

Total 
#  Blocks

Direct Mapped 2-way Set Assoc. 4-way Set Assoc.

64
128
256
512

1024
2048
4096
8192

16384

41940 (0.3537) 
23064 (0.1945) 
14488 (0.1222) 
5000 (0.04218) 
5000 (0.04218) 
5000 (0.04218) 
5000 (0.04218) 
5000 (0.04218) 
5000 (0.04218)

32113 (0.2709) 
29799 (0.2513) 
17469 (0.1473) 
8553 (0.07215) 
5000 (0.04218) 
5000 (0.04218) 
5000 (0.04218) 
5000 (0.04218) 
5000 (0.04218)

21597 (0.1822) 
18909 (0.1595) 
11273 (0.9509) 
6516 (0.5496) 

5000 (0.04218) 
5000 (0.04218) 
5000 (0.04218) 
5000 (0.04218)

Table 4.5: The number of cache read misses (miss ratios) for various caches.

50 x 10 x 10 Node Problem

Total 
#  Blocks

Direct Mapped 2-way Set Assoc. 4-way Set Assoc.

64
128
256
512

1024
2048
4096
8192

16384

31312 (0.2698) 
14744 (0.1271) 
5000 (0.04309) 
5000 (0.04309) 
5000 (0.04309) 
5000 (0.04309) 
5000 (0.04309) 
5000 (0.04309) 
5000 (0.04309)

32890 (0.2835) 
18239 (0.1572) 
8579 (0.07394) 
5000 (0.04309) 
5000 (0.04309) 
5000 (0.04309) 
5000 (0.04309) 
5000 (0.04309 
5000 (0.04309)

34037 (0.2933) 
19285 (0.1662) 

11569 (0.09971) 
6479 (0.5584) 

5000 (0.04309) 
5000 (0.04309) 
5000 (0.04309) 
5000 (0.04309) 
5000 (0.04309)

Table 4.6: The number of cache read misses (miss ratios) for various caches.
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Oxygen Turbine Pump Problem

Total 
#  Blocks

Direct Mapped 2-way bet Assoc. 4-way bet Assoc.

64
128
256
512

1024
2048
4096
8192

16384

100226 (0.4732) 
73903 (0.3489) 

433396 (0.2049) 
19212 (0.09070) 
9915 (0.04681) 
9915 (0.04681) 
9915 (0.04681) 
9915 (0.04681) 
9677 (0.04568)

79908 (0.3772) 
56484 (0.2667) 
38471 (0.1816) 
22659 (0.1069) 
12784 (0.0603) 
9913 (0.4680) 

9881 (0.04665) 
9881 (0.04665) 
9795 (0.04624)

73856 (0.3487) 
48276 (0.2279) 
35060 (0.1655) 
22317 (0.1054) 

14187 (0.06698) 
10928 (0.05159) 
9885 (0.04667) 
9838 (0.04644) 
9797 (0.04625)

Table 4.7: The number of cache read misses (miss ratios) for various caches.

30 X 50 x 10 Node Problem

Total 
#  Blocks

Direct Mapped 2-way Set Assoc. 4-way bet Assoc.

64
128
256
512

1024
2048
4096
8192

16384

142176 (0.3899) 
44400 (0.1217) 
44400 (0.1217) 
43976 (0.1206) 
15000 (0.4113) 
15000 (0.4113) 
15000 (0.4113) 
15000 (0.4113) 
15000 (0.4113)

135978 (0.3728) 
67838 (0.1860) 
43993 (0.1206) 
40057 (0.1098) 

25808 (0.07077) 
15000 (0.4113) 
15000 (0.4113) 
15000 (0.4113) 
15000 (0.4113)

70222 (0.1925) 
47536 (0.1303) 
37810 (0.1037) 

26536 (0.07277) 
19412 (0.05323) 

15000 (0.4113) 
15000 (0.4113) 
15000 (0.4113)

Table 4.8: The number of cache read misses (miss ratios) for various caches.

15 x 50 x 20 Node Problem

' ' Total 
#  Blocks

Direct Mapped 2-way bet Assoc. 4-way bet Assoc.

64
128
256
512

1024
2048
4096
8192

16384

125776 (0.3407) 
44400 (0.1203) 
44400 (0.1203) 
43976 (0.1191) 

15000 (0.04064) 
15000 (0.04064) 
15000 (0.04064) 
15000 (0.04064) 
15000 (0.04064)

113684 (0.3080) 
73529 (0.1992) 
43997 (0.1192) 
40136 (0.1087; 

25717 (0.06967) 
15000 (0.04064) 
15000 (0.04064) 
15000 (0.04064) 
15000 (0.04064)

78774 (0.2134) 
56815 (0.1539) 
37668 (0.1021) 

26782 (0.07256) 
19386 (0.05252) 
15000 (0.04064) 
15000 (0.04064) 
15000 (0.04064)

Table 4.9: The number of cache read misses (miss ratios) for various caches.
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20 x 50 x 20 Node Problem

Total 
#  Blocks

Direct Mapped 2-way Set Assoc. 4-way Set Assoc.

64
128
256
512

1024
2048
4096
8192

16384

171616 (0.3447) 
170080 (0.3416) 
94528 (0.1899) 
58976 (0.1184) 

20000 (0.04017) 
20000 (0.04017) 
20000 (0.04017) 
20000 (0.04017) 
20000 (0.04017)

229816 (0.4616) 
132943 (0.2670) 
123174 (0.2474) 
71086 (0.1428) 

34546 (0.06939) 
20000 (0.04017) 
20000 (0.04017) 
20000 (0.04017) 
20000 (0.04017)

149021 (0.2993) 
83237 (0.1672) 
77756 (0.1562) 

45710 (0.09181) 
25735 (0.05169) 
20000 (0.04017) 
20000 (0.04017) 
20000 (0.04017)

Table 4.10: The number of cache read misses (miss rations) for various caches.

10x10x10 Node Problem Hemispherical Dome Problem
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Figure 4.7: Cache simulation results for various cache organizations.
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Figure 4.8: Cache simulation results for various cache organizations.
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Figure 4.9: Cache simulation results for various cache organizations.
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Figure 4.10: Cache simulation results for various cache organizations.
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AVERAGE ACCESS TIM E

The typical expression for the average access time of a cache, Tavg, is given 

as follows:

T a vg  —  "h
where the above reflects only the read operations. However, because of the use of 

separate read and write ports, we use the following expression:

Tavg = -J- TnTtmT),{h,wth.w d" (^*1)

where the subscripts identify the hit ratios, miss ratios, and miss penalties for reads 

(subscript r) and writes (subscript w). These quantities are defined as follow:

• t hr = taccess'- the read hit time is equal to the cache access time.

• thw = taccess +  tovh- the write hit time is equal to the cache access time plus 
any additional time needed to perform the write operation beyond the access 

time. Since we use a two-stage pipeline, tovh =  0 for the writes.

• tmr =  £m +  W it +  t access' the read miss penalty is equal to the cache access 

time plus the memory latency, l m, plus the product of the transfer time, £t, 
and the number of words in a block, W.

• tmw =  W£t +  taccess- the write miss penalty is equal to the cache access time 

plus the time to transfer the modified words in a block to a write buffer. The 

actual write operation occurs simultaneously with the block transfer.

• taccess = tc +  ttag +  defect: the cache access time is equal to the sum of three 
parameters: (1) the time to decode the cache address (or index field of the 

data address) plus the time to drive the data to the output lines (tc), (2) the 

time to perform the tag comparison (ttag), and (3) the time to select a word 

from a multi-word line or the time to select the block from an associative cache
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We add the access time to the miss time explicitly to di&;. . uish between the time 

required to determine that a miss has occurred and the time required to obtain the 

data from second level memory. Most literature on caches use the equation (for 

reads) t acce«* +  Tntm with tm = £m +  W£t. This is equivalent to taccesah +  tmm  with 

tm defined above for the read operation.
Using the above expressions, the average access time is modeled accurately 

as the following equation:

T o v j  =  ^ l U x ( ( / l r to c c e f ls " l" m r ( ^ p i - { ~ W £ t “{ " ta c c e s j) ) )  ( ^ t i / ( t a c c e s 3 _l~ tot,/l ) - t - 7 'n Uj ( W ^ - | - t a c c e s s ) ) } '

(4.2)

This performance indicator is used to compare the simulation results given below.

SIM ULATIONS ON VARYING BLOCK SIZE

The results from the previous section on simulations demonstrate that a 

IK word cache size is adequate and achieves very close to or equal to the maximum 

hit rate. In this section, we address the question of how the IK block cache should 
be organized in terms of block size and number of sets. We explore the tradeoffs 

between large and small block sizes. Large cache blocks have two advantages: (1) 
tag overhead per cache entry becomes a smaller fraction of the total cost of the cache 

and (2) miss rates can decrease. However, for a fixed-size second-level memory, miss 

rates fall with increasing block size until much of the block is not used, and miss 

rates begin to rise. In addition, the larger the block size, the larger the miss penalty 

resulting from longer transfer time.
We have simulated various line sizes ranging from 1 to 16 words (or 8 to 

128 bytes) corresponding to 1024 to 64 sets, respectively. Again, the event-driven 

simulator, Thor, was used for the simulations with the model given in Appendix B.

The results of the read and write hit rates for the various cache designs are 

given in tables 4.11 and 4.12, respectively. To compare the different designs, we 

used the average access time given in equation 4.2. The following values were used 

for the parameters:

® taccess — 1 cycle
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Problem 
( #  nodes)

1024 blocks 
1 Word

512 blocks 
2 Words

256 blocks 
4 Words

128 blocks 
8 Words

64 blocks 
16 Words

10 x 10 x 10 
Dome 
Tank 

25 x 20 x 10 
50 x 10 x 10 

Pump 
30 x 50 x 10 
15 x 50 x 20 
20 x 50 x 20

0.954446
0.861953
0.937460
0.957824
0.956908
0.953192
0.958867
0.959362
0.959829

0.977177
0.926971
0.962525
0.978904
0.978446
0.976589
0.979431
0.979678
0.979913

0.988566
0.958667
0.974548
0.989448
0.989218
0.988287
0.989714
0.989838
0.989955

0.994260
0.976199
0.983568
0.994720
0.994605
0.994141
0.994856
0.994918
0.994977

0.997130
0.984326
0.987907
0.997360
0.997302
0.997068
0.997428
0.997459
0.997487

Table 4.11: Hit ratios for read operation for the cache of size IK words.

Problem 
( #  nodes)

1024 blocks 
1 Word

512 blocks 
2 Words

256 blocks 
4 Words

128 blocks 
8 Words

64 blocks 
16 Words

10 x 10 x 10 
Dome 
Tank 

25 x 20 x 10 
50 x 10 x 10 

Pump 
30 x 50 x 10 
15 x 50 x 20 
20 x 50 x 20

1.0
0.0

0.999813.0
1.0
1.0
1.0
1.0
1.0
1.0

1.0
1.0

0.999583
1.0
1.0
1.0
1.0
1.0
1.0

1.0
1.0

0.99569
1.0
1.0
1.0
1.0
1.0
1.0

1.0
1.0

0.999368
1.0
1.0
1.0
1.0
1.0
1.0

1.0
1.0

0.998980
1.0
1.0
1.0
1.0
1.0
1.0

Table 4.12: Hit ratios for write operation for the cache of size IK words.
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• £m — 8  cycles

• i t = 4 cycles

• t ovh = 0 (assuming pipelined writes)

The memory latency and transfer values are based upon the parameter estimates 

for 1990 workstations and minicomputers given in table A.I. An access time of one 

cycle is assumed for all the caches. Recall t access is the sum of the address decode 

time, tag comparison time, and selection time for a word in multi-word block. As the 

cache size is halved, one fewer bit is needed for the decode, however, one more bit 

is used for the word selection. We believe the decrease in decode time and increase 

in word selection time tend to balance, resulting in an access time of one for all the 

cache designs.

The graph of the average access time versus problem number for the various 

cache designs is given in figure 4.12. The numbers along the x-axis correspond to 

problem numbers in table 4.1. The 16-word and the 8-word caches have very close 
average access times for the 1000-node problem (problem 1) and the problems greater 

than or equal to 5000-nodes (problem 4 and beyond). However, for the two small real 

problems (problems 2 and 3), the 4-word block cache has the smallest access time. 

For problem 2, the 2 and 8-word blocks have a Tavg of only 0.2 clock cycle larger. 

And for problem 3, the 8-word block has a Tavg only 0.05 clock cycle larger than the 

4-word block. The average access times of problems 2 and 3 demonstrate the effect 

of an increase in miss ratio that can occur when the block length is increase beyond 
the critical point of these problems, 4-word block. These two problems use both 2-D 

and 3-D elements in contrast to the other problems that use only 3-D elements.

In summary, the 8-word block appears to be most adequate when consider

ing memory traffic incurred with increase in block size as well as decrease in access 

time for the range of applications.
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Figure 4.12: The average access time for the various problems with cache size 
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P R E F E T C H IN G  v

In the simulations described above, most of the misses occurred on first data 

accesses with the cold cache, e.g. no initial data in the cache. We can completely 

eliminate the effect of cache misses by prefetching v. In the dataflow sequence 

described in section 4.1.1, we assumed that elements of l t v and the corresponding 

elements of R  were fetched in synchrony. By fetching the elements of R  earlier than 

K v, we can prefetch v and insure the availability of the needed entries of v. The 

decoupling of K v and R  allows the values in R  to be accessed ahead of K v. The 

number of clock cycles that R  is fetched ahead of K v is equal to the cache miss 

penalty minus the pipeline depth of the multiplier. The effective result is a cache 

miss rate o f 0 % or 1 0 0 % cache hit rate.
The prefetching of v requires the use of two queues to hold the addend values 

for the floating-point adder. One queue holds the values of v that are available in the 

cache and another queue holds the values of v that need to be accessed from main 

memory (or second level cache) given a cache miss has occurred. A corresponding 
bit vector representing a hit (1) or miss (0) is used to switch between the two queues 

for the values of v to be used as input to the FP adder.
The prefetching of v can be considered a pipeline that handles cache misses. 

Thus we must be able to avoid a RAW hazard of the reads. This hazard occurs when 

V{ is not in the cache, we send the address to main memory to obtain u;, and then a 

second attem pt to read V{ occurs before the first V{ is returned from main memory. 

This scenario results in the second miss of t>; being sent to memory to obtain the 

obsolete value instead of the updated value returned to the cache.

This hazard is avoided by using a fast small memory (or a translation 
lookaside buffer (TLB)) to store the row indices or addresses of the v fs  that are not 

in the cache thereby requiring a read from second level memory. The size of the 

TLB is equal to the miss penalty which is generally in the range of 10. When a miss 

cache occurs, the TLB is checked first. If the row index or address is in the TLB 

(because the data is being fetched from memory) this address is sent to a delay unit 

or queue to be used to address the cache after the updated value has been written
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into the cache. Otherwise the address is sent to main memory to obtain the needed 

value. This scheme avoids the RAW hazard, permitting prefetching of valid data.

CACHE SUMMARY

The following summarizes the simulation results and design decisions for a 

cache with access time of approximately one cycle for this class of applications:

« direct-mapped cache organization (based on simulations)

• cache size of at least IK words or 8K bytes (based on simulations)

• random replacement scheme (design decision -  easy to implement and produces 

excellent results)

• write-back write policy (design decision -  to reduce memory bandwidth re

quirements; the target operation requires equal number of reads and writes)

•  pipeline writes, depth =  2 (design decision -  to achieve one-cycle writes for a 

multi-word block)

• block size equal to 8 words (based on simulations)

• invalidate data on a read (design decision -  since each data item read is updated 

with an add operation)

The prefetching scheme can be used to eliminate the few misses to achieve an average 

access time equal to the execution rate of the FPUs.

4 .3  C op rocessor  Im p lem en ta tio n

In this section we describe the coprocessor implementation of SPAR. The 

coprocessor extends the instruction set of the main processor. Each processor, how

ever, has unique instructions. Code for the coprocessor is generated by the compiler 

when an environment flag is set identifying the presence of the coprocessor. We
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assume that both processors receive instructions, but each one executes its unique 

instructions.
The coprocessor instruction set consists of the following instructions: 

z'-VL <— exp load the vector length register in the i-VFU with exp;

i-VL <— #exp load the vector length register in the i-VFU with the value in 

memory location exp;

i-BA <— exp load the vector base address register in the i-VFU with exp;

i-BA <— #exp load the vector base address register in the i-VFU with the 

value in memory location exp;

ADDER <— K-VFU *z pi multiply the values from the K-VFU by the value in 

the pi latch and direct the output to the input of the FP adder; *z implies the 

use of the zero detection logic to determine the value in the p,- latch;

C(R) <— C(R) +  MULT add the values from the cache to the output of the 

multiplier and place the results in the cache; the R-VFU is used to address the 
cache;

We break up the multiply-add operation into two instructions to allow for prefetch

ing of the cache data. When the multiply instruction precedes the add instruction 

the values from R-VFU and K-VFU are accessed synchronously. When the add in

struction precedes the multiply instruction, the values from the R-VFU are accessed 

ahead of the values from the K-VFU to prefetch the values for the cache. The two 

arithmetic instructions always occur together.

The instructions are decoded by the instruction decode unit in the co

processor The two arithmetic instructions also include memory accesses as well as 

arithmetic computations. When a VFU is used in an instruction, the unit uses the 

values in the vector base address register and the vector length register to fetch the 

vector values from memory. These values are then supplied to the FPUs.

We propose to implement the SPAR coprocessor as a memory-memory 

architecture instead of a vector-register architecture. Most vector machines shipped
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in 1990 use a vector-register architecture where all the vector operations, except load 

and store, use the vector registers for operands [PaHe 90]. The reason for the lack 

of use of memory-memory vector machines is the start-up overhead incurred with 
the vector arithmetic instruction. The overhead for an arithmetic instruction in 

the memory-memory architecture is the first access to memory plus the depth of the 

pipeline; the overhead for the vector-register architecture is the one-cycle access from 

the vector register plus the depth of the pipeline. For vector-register architectures, 

the memory access overhead occurs with the load and store instructions, not the 

arithmetic instructions. Moreover, the number of entries read from or written to 

memory for each load or store instruction is equal to the length of the vector registers 

not the length of the vector. To load a vector of length M, where M is greater than 

the length of the vector registers, requires \ length(vectZT fleeter)1 executions of the 
load instruction. The vector-register architecture is advantageous for applications 

where the values in the vector registers are reused.

The memory-memory architecture is advantageous for applications where 
long vectors occur and the vectors are used only once for a particular computation. 
The startup overhead occurs only once and is amortized over the long vector length; 

the vector accesses are not broken up into small sections. Computations are executed 
on long vectors with SPAR and these computations are executed once for each given 

matrix and vector. Consequently, we propose a memory-memory architecture for 

SPAR.

The SPAR coprocessor can be implemented as one chip, similar to the one- 

chip Intel 80860 processor. This processor includes the following: a FP multiplier 

and adder, a RISC integer core, a graphics unit, a 4Kbyte instruction cache, an 

8Kbyte data cache, a paging unit, a bus unit, 32 32-bit FP registers, and 32 32-bit 

integer registers [Intel 90]. The Intel processor was implemented using 1.0/zm CMOS 

technology. Current processor implementations use submicron CMOS technology. 

The chip package for the SPAR coprocessor requires the following pin distribution: 

96 (64 for data and 32 for address) for K-VFU, 64 (32 for data and 32 for address) 

for R-VFU, 96 pins for the cache and P-VB, an estimated 50 pins for instructions, 

control signals, and clocks, and an estimated 40 pins for pow and ground; a 346
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Figure 4.13: SPAR coprocessor.
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BANK 1 BANK BBANK 0

MULTIPLEXOR

DATA

Figure 4.14: An interleaved memory system.

pin grid array is needed. A diagram highlighting these requirements appears in 
figure 4.13. This PGA requirement is not beyond that used by other processors such 

at the PA-RISC processor for the HP workstations which uses a 408 pin multilayer 

ceramic PGA [Kohl 91].

4 .4  M em ory  M an agem en t

Memory management is essential for large finite-element applications be

cause of the large matrices that result. The goal of the memory management scheme 
is to supply data to the FPUs and other resources at their respective throughput 

rates (in clock cycles). For our proposed architecture the data from each of the two 

vectors, R  and K v, need to be available at the rate of one 64-bit data item and one 
32-bit data item every clock cycle. Memory interleaving achieves this goal.

An interleaved memory system consists of memory chips organized as banks 

as illustrated in figure 4.14. Each bank is one word wide. The mapping of addresses 

to banks consists of the upper order address bits determining the particular line in 

all the modules simultaneously and the lower order address bits selecting the bank
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for the data word. After the memory latency of one bank, data is available from all 

the memory banks simultaneously. The lower order bits access the data available at 

the multiplexor in the order depicted by the address sequence. This mapping is used 
because of the sequential access pattern of the data in the two vectors. Thus for 

the case where the number of memory banks is equal to 2^og2(rnemory ,atenc’d l ; data is 

available every clock cycle with a memory startup time equal to the latency of one 

memory bank.

Two read ports are needed to access the values in the two vectors simulta

neously. One read port needs a bandwidth of 64bits/cycle and the second read port 

needs half the bandwidth. Also one bidirectional port is needed for v and p. This 

port can have a smaller bandwidth than 64bits/cycle.

4 .5  S im u la tion s

We verified the proposed datapath using the Thor simulator described in 
section 4.2.2. The output of the Thor simulation is given in figure 4.15. The floating

point multiplier pipeline has a depth of four for our simulations and the adder has 

a depth of three. The simulations represent the execution of the sparse matrix 
multiplication operation for the following data:

2 0 
0 4 
3 0

3 0 0
0 0 5
2 0 3

0 0 0 4 0
0 5 3 0 5

1
to

»

' 13 '
1 9

CO = 15
2

00

1 19

The signals given in figure 4.15 represent:

• p h i  & p h 2 : the two-phase clock.

• c n tr  & c n tr2 : upcounters used to address the vector registers in sequential 
order.

• k rre  &: krw r: the read and write signals for the K-VFU and R-VFU.

• kvalue: the output of the K-VFU -  the nonzero values of the matrix.
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• pvalue: the output of the P-VFU -  the multiplier vector.

• rvalue: the outpt of the R-VFU -  the corresponding row indices of the nonzero 

values of the matrix.

• vvalue: the output of the cache (actually a buffer for this small problem) used 

to hold the resultant vector.

• mstage: the 4 stages of the pipelined FP multiplier.

• astage: the 3 stages of the pipelined FP adder.

•  zdl: the output of the zero detection logic.

•  vre & vwr: the read and write signals for the cache.

•  vwaddr & vraddr: the corresponding addresses for the cache.

4.6  P erform an ce  A n a lysis

Once the pipeline is filled, results are obtained every clock cycle except for 

the pipeline stalls or hazards. As argued above we do not expect any degradation 

due to pipeline stalls when the preprocessing step is used. Ignoring stalls, the total 

execution time in clock cycles is:

Ttotal =  Tstartup +  NnzTavg +  N

where Tstartup is the initial startup time needed to obtain data from memory and 

fill the floating-point pipelines, Nnz is the number of nonzeros in K , and Tavg is the 

average cache access time (this dictates the access rates of the operands). The N 

clock cycles are necessary because of the zeroes included in K v as column delimiters. 

The use of cache prefetching results in the effective cache miss rate being zero or 

Tavg equal to one. Using this information, the above expression for Ttotai is:

Ttotal =  Tatartup 4- Nnz +  N
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One hundred percent utilization of the FPUs would require the following number of 

clock cycles:

-fioo%u(i(. =  Nnz

The FPU utilization for the proposed architecture is equal to the ratio of the 100% 

utilization to that of the architectures:

Nnz
T s ta r tu p  "h Nnz -f- N

Assuming a large number of nodes in the range of O(106), the above approximates 

to
Nnz 

Nnz + N
Using the empirical average of 24 nonzeros per column for 3-D finite-element appli

cations, Nnz — 24N . The utilization reduces to | |  =  96%. For 2-D applications 
with an average of 7 nonzeros per column, the resultant utilization is |  =  87.4%. 

We achieve at least 90% utilization of the FPUs when the average number of nonze

ros per column is at least nine. Thus for short column vectors, we achieve high 
utilization of the FPUs.
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Chapter 5 

Com parisons w ith  Existing  

A rchitectures

In this chapter we compare the Cray Y-MP and the Intel 80860 with SPAR 

for executing sparse matrix computations. The Cray architecture was the first com
mercially successful vector machine, combining good scalar and vector performance 

for dense vector computations [BaKe 77]. The Cray Y-MP has gather/scatter hard

ware, chaining, and large memory bandwidth (2 read ports and 1 write port). As 

mentioned in the previous chapter, the Intel 80860 processor includes numerous com

ponents on one chip. SPAR achieves 96% utilization of the FPUs as compared to an 

upper bound of 33% for the Intel 80860 processor and an empirical value of 30% for 

the Cray Y-MP architecture.
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Problem ( #  Nodes) FPU Utilization
504 12.60%
1000 13.80%
4500 14.14%
6000 14.59%
9677 14.15%

Table 5.1: The FPU utilization for Algorithm A (CMNS).

5.1 C ray Y -M P

We present the performance measurements of executing three algorithms 

that implement matrix-vector multiplication using different compact representations. 

These measurements are percentage of peak FPU performance. The Fortran imple

mentations of the algorithms are given in appendix B. The input datasets consists 

of four regular 3-D problems and the 3-D turbine pump problem. We use 3-D prob

lems because the resultant matrices have more nonzero entries per column than the 

same size 2-D problem. Therefore the use of 2-D problems would result in a smaller 

percentages of FPU utilization because of the shorter vectors.
The PERF performance monitor [Cray 85] was used to obtain the FPU uti

lization for executing the various implementations. The output of the monitor is the 

MFLOP rate for the code being analyzed. The clock cycles attributed to interrupts 

are excluded from the timings. The actual FPU utilization is the number obtained 

from PERF divided by the peak rate of the floating-point datapath, 333.33Mflops. 

The matrix-vector multiplication loop of each implementation was executed for ten 

iterations to get high resolution timings. We attempted to account for small func
tions in the results by running the programs numerous times and taking the one 

corresponding to the best FPU utilization.

5.1.1 A lgorith m  A

Algorithm A corresponds to the code given in table 3.1 for the CMNS data 

structure in section 3.1.1. The performance measurements are given in table 5.1. The 

FPU utilization is low, less than 15%, because of two factors: large vector startup

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



97

Problem (#  Nodes) FPU Util. % Zero Data Effective Util.
504 28.77% 23% 22.15%
1000 30.84% 19% 24.98%
4500 34.07% 12% 29.98%
6000 33.65% 12% 29.61%
9677 21.15% 48% 11.0%

Table 5.2: The FPU utilization for Algorithm B (ITPACK).

overhead and excessive memory bandwidth requirement. For 3-D applications, each 

vector is fairly short, typically in the range of 24. Referring to the example given in 

section 3.1.1, the Cray Y-MP latency of 19 clock cycles for a vector load results in an 

overhead of 44%. Therefore close to half of the time the FPUs are waiting for data. 

Recall, each vector operation requires four memory accesses for K v, R, the gathered 

values of v, and the scattered updates of v. The gather-scatter hardware does not 

exploit any locality of reference possible between updates required for successive 

vector computations as discussed in chapter 1. As a result of the need to gather and 

scatter values of v, four memory ports are needed yet only three are available.

5.1.2 A lgorithm  B

Algorithm B corresponds to the code given in table 3.2 for the ITPACK 

data structure. The performance measurements are given in table 5.2. The perfor

mance in better than that for the CMNS scheme because the vector startup time is 

now amortized over long vectors of size N. The performance, however, is less than 

30%. This low utilization occurs because of three factors: significant zero padding, 

excessive memory bandwidth requirement, and memory conflicts. A large number 

of computations are wasted on zero values used for padding. Approximately 12-48% 
of the stored data for the given datasets consisted of zero values. Recall, each vector 

operation requires memory accesses for K„, C, v, and the gathered values of p. This 

large memory bandwidth requirement exceeds the available memory bandwidth.

Moreover, some of the same entries of p are gathered for a vector operation 

causing memory bank conflicts with the interleaved memory subsystem. For exam

ple, using the ITPACK representation given section 3.1.2, the ordered values pi, p2,
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Problem (#  Nodes) FPU Utilization
504 16.56%
1000 16.80%
4500 16.78%
6000 16.79%
9677 16.62%

Table 5.3: The FPU utilization for Algorithm C (modified ITPACK).

P i ,  P 4 ,  P2  are needed for column one. The values p i  and P2 occur twice with a short 
distance between occurrences resulting in a memory conflict. If the distance between 

the successive occurrence of the same p; for a given column is less than the latency 

of the memory bank, a memory conflict occurs causing the second read to halt until 

the first read is complete.

5.1.3 A lgorith m  C

Algorithm C corresponds to a modified ITPACK scheme for which the rows 

are sorted to eliminate the zero padding as described at the end of section 3.1.2. 

The modified ITPACK data structures consists of variable length column vectors, 

some long and some short. Performance measurements are given in table 5.3. The 

performance is better than that for the CMNS because of the long vectors that occur 

with some columns, but is worse than that for the ITPACK scheme because of the 

short vectors that occur with some columns. Besides the variable column length, 

this scheme suffers from the same problems of Algorithm B which uses the ITPACK 

data structure.

5.2 In te l 80860 P ro cesso r

We consider the theoretical upper bound for the Intel 80860 instead of using 
experimental data which demonstrated only 5% utilization of the FPUs due to poor 

compilers. This bound is based on the ratio of the number of FP instructions to 

memory instructions for executing sparse matrix-vector multiplication. The Intel 

80860 processor has an 8I< byte data cache but no vector registers [Intel 90]. The
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Summary of Comparisons
C ray i860 SPA R

Cache no yes yes
Vector Reg. yes no yes (VBs)
Avail. Mem. I/O 2 inputs, 1 output 1 I/O 2 input, 1 bidirect.
Best Alg. for v =  Kp ITPACK CMMNS " ..PROPOSED
Req. Mem. I/O 4 inputs, 1 output 3 inputs, 1 output 2 inputs, 1 bidirect.
Avg. FPU Util. 30% 33% 96%

Table 5.4: Summary of architectural comparisons.

following instructions are required for the inner loop [Atki 90]:

• 2 FP operations: 1 add, 1 multiply

• 1 integer read for the row index (32 bits)

• 1 FP read for K v (64 bits)

• 1 FP read +  1 FP write for V (64 bits)

• 1 overhead due to cache management, etc.

All FP reads and writes are for 64-bit data. We assume that p,- is fetched outside 

the inner loop, V  resides in cache, while the row index and K v, which are used only 

once, come from main memory. External memory can be accessed at the rate of 32 
bits per cycle. The cache can be accessed at the rate of 64 bits per cycle since V 

is accessed randomly. An access rate of 128 bits per cycle occurs only for accesses 

to double-word aligned data (or the last four bits of the address are zero assuming 

a byte-addressable memory) which is not the case for this class of computations. 
Therefore 6 cycles are attributed to obtaining data and 2 to FP computations. Since 

FP operations can overlap with memory fetches, an upper bound of 33% results for 

the FPU utilization.

5.3 S u m m ary  o f  C om parisons

The comparison of SPAR with existing architectures is summarized in ta

ble 5.4. The first three rows are features of the architectures. The last three rows
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are details about the implementation of matrix-vector multiplication on the archi

tectures. The high utilization of SPAR architecture results because of two reasons:

1. The use of the zero detection hardware which allows the matrix data to be 

processed as one vector instead of N column vectors.

2. The use of the cache to exploit the locality of reference that occurs with ma

trices resulting from finite-element applications. Further the cache decreases 

the memory bandwidth requirement for SPAR.

5.4  S p eed u p  for F E M

In this section we analyze the effects of SPAR on the whole FEM problem. 

For this, we use Amdahl's law [Amda 67]:

5  i_____
d-/) + f

where /  is the fraction of the problem that has been enhanced and k is the speedup 

of the enhancement.
The fraction of FEM that is enhanced with SPAR consists of the sparse 

matrix computations used for the solution of linear equations. Recall from chapter 

2, the solution step requires 0 (N 3/2) to 0 (N 4/3). The remaining steps require O(N) 

computations. The solution step is the following fraction of the whole FEM analysis:

A]N3/2 
Saolve A2N +  A1N3/2

where Ai and A2 are the coefficients of proportionality for the order of magnitudes. 

To obtain a numerical value, we use the 9677-node turbine pump problem. Using 

N=9677 and assuming Ai «  A2 so that the coefficients can be factored out and 

cancelled, f aoive =  0.99. The sparse matrix computations comprise the following 

fraction of the linear solver:

r   A3 Nnz
hpc ~  A4N + A3Nnz
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Again, assuming A3 «  A4 and Arn2=24N, then f spc =  0.96.

The fraction of FEM that is enhanced by SPAR is 0.96 x 0.99 =  0.95; the 
sparse matrix computations make up 95% of the FEM. Using this value for /  and 
the factor of 4.8 speedup over the Cray for the 9677-node problem, the resultant 

speedup for FEM is:

5  “  ( i _ o . 9 5 )  + =  4 03

For k =  3, the average speedup over the Cray and Intel processor, S  = 2.73. 

Consequently, a processor which incorporates SPAR will have a factor of 3 speedup 

for sparse matrix computations and a factor of 2.73 for the entire FEM analysis.
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Chapter 6 

Parallel FEM

The goal of executing finite element analyses on a multiprocessor system 

is to decrease the execution time. This time is a function of the computations 

performed in each processor and the interprocessor communication. In the previous 

chapters we addressed the first issue of a good processor design for executing the 
computations of the FEM. In this chapter we address the second issue of the effects 

of interprocessor communication on the speedup of parallel FEM for a distributed 

memory multiprocessor. Significant work has been done on methods to partition a 

finite-element problem into subproblems. We utilize these methods and analyze the 

effects of interprocessor communication, which can cause a processor to be idle while 

data is transferred from another processor.
We first present a general parallel finite element scheme and determine the 

steps requiring interprocessor communication. We then derive the communication 

costs for each processor for regular finite element meshes for both the hypercube and 

mesh topologies. These costs are used to formulate the speedup expressions for the 

class of 2-D and 3-D applications using two linear solvers.
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6.1 P ara lle l F E M

Parallelization of the FEM involves three steps: (1) dividing the original 

mesh into P submeshes, (2) assigning these submeshes to the P processors, and (3) 
executing all of the steps of the method in each processor for the assigned submesh. 

The general structure of the parallel FEM program is given in figure 6.1. Generally 

mesh partitioning algorithms ([Noetal 87], [NoPa 87], [Ayetal 87], [Faetal 87], [OrVo 
85]) are used to divide the problem into submeshes (partitions of contiguous ele

ments) such that the overall computation cost is minimized. Often the partitioning 

scheme uses an optimization algorithm to determine a partition that either minimizes 

interprocessor communication or balances the processor load. In some cases -  for 
regular n x n  2-D or n x n x n  3-D meshes -  both goals are achieved simultaneously. 

An example of a partitioned mesh is illustrated in figure 6.2.
After partitioning the original mesh into P submeshes for a P-processor 

system, each submesh is mapped to a processor. This mapping is represented for each 
processor by a boolean matrix H^) of size N ^ x N  where N^) is the number of nodes 

assigned to processor i and N is the total number of nodes in the global problem. 

Each row of contains only one nonzero value in the position corresponding to 

a node assigned to processor i. The set of nodes assigned to processor i is depicted

mathematically by multiplying this boolean matrix by the global vector of nodes or

degrees of freedom:

u (i) =  (6.1)

It is interesting to note that the transpose of defines the assemblage step:

i - p
H & & )  (6.2)

3=1

Each mapping is unique, however, some mappings have common rows cor

responding to common nodes. This occurs because the original mesh is partitioned 

into submeshes of contiguous elements to avoid excessive interprocessor communica

tions for the element generation step as experienced with the Finite Element Machine 

discussed in chapter 1. The nodes which divide two submeshes are assigned to both
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X)C. PProc.

Comm.C om m

Partition the nodes 
into interior and 
shared nodes

Solve for the unknown 
nodal displacements

Peform postprocessing
of the results,
e.g., stress computation

Solve for the unknown 
nodal displacements

Form and assemble 
the element stiffness 
matrices

Peform postprocessing
of the results,
e.g., stress computation

Solve for the unknown 
nodal displacements

Peform postprocessing
of the results,
e.g., stress computation

Partition the nodes 
into interior and 
shared nodes

Form and assemble 
the element stiffness 
matrices

Form and assemble 
the element stiffness 
matrices

Partition the nodes 
into interior and 
shared nodes

PARTITION THE MODEL INTO P SUBDOMAINS

INPUT /  GENERATE THE FINITE ELEMENT MODEL

MAP THE SUBDOMAINS ONTO THE 
GIVEN PROCESSORS

Figure 6.1: General structure of parallel FEM.
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(A) ORIGINAL MESH

SUBMESH 1 SUBMESH 2

(B) PARTITIONED MESH 

Figure 6.2: An example of a partitioned domain.
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COMMUN.

SUBM ESH 2SU B M B SH 1

Figure 6.3: The set of shared nodes for each submesh.

processors such that each processor has complete information about the assigned 

submesh. We call this set of nodes the shared nodes. The nodes that are unique to 

each processor are called the interior nodes. This is illustrated in figure 6.3 for the 

partitioned mesh in figure 6.2. The nodes outlined by the dotted lines represent the 

set of shared nodes for this problem. The remaining nodes (not pictured) are the 

interior nodes.
During the parallel execution of the FEM, each processor generates com

plete information about the interior nodes and partial information about the shared 

nodes. Interprocessor communication is required to obtain the complete information 

about the shared nodes. This information is needed for step 6 only (referring to fig

ure 6.1), solving the linear system of equations, K u =  / .  We consider two solution 

methods: an iterative method (Preconditioned Conjugate Gradient) and a hybrid 
method (Multifrontal Method for the interior nodes and Preconditioned Conjugate 

Gradient for the shared nodes). Typically, for large problems (N> 104), iterative 

methods are better than direct solvers as discussed in chapter 2. However, elimina

tion of a few nodes with direct linear solvers can decrease the condition number of 

the original matrix [Lietal 82]. Therefore, we consider the hybrid method in addi

tion to the iterative scheme. These methods, in relation to parallel execution, are 
discussed below.
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PCG Algorithm

[init] r — f  — K u 0 

P = r! w
Solve M z =  r  for z

—f r  —*p = z r  

[loop] while || K u — /  ||>  e
[1
2
3
4 
5' 
6 
7' 
8'

a  — p v  
1  =  p j a  
u = u + 7p 
r„eiu =  r  7 ^
Solve M z =  Tnew for z
Pnew =  Z 1'new
P  — Pnew IP

9 \ p = Z + /3p 
1 )] r — rnew\ p = pne

Table 6.1: The preconditioned conjugate gradient algorithm to solve K u =  / .

6.1.1 P reconditioned  C onjugate G radient

The general PCG algorithm to solve K u  = f  with the preconditioning 

matrix M , is given in table 6.1. This is repeated from table 2.11 for the convenience 

of the reader. Each iteration of the PCG algorithm requires the evaluation of vector 

additions and subtraction, dot products, matrix-vector multiplication, and a solve 

operation using the preconditioning matrix, M . The local vector update operations 

can be performed in parallel with no interprocessor communication. Communication 

is required, however, for the dot products, the matrix-vector multiplication, and the 

solve step.
Generally, the preconditioner matrix is selected to approximate the sys

tem matrix such that the solve operation is easily evaluated. Therefore the M  is 

generally a sparse matrix, e.g., a diagonal matrix (Diagonal Preconditioning) or a 
matrix having similar sparsity patterns as the original matrix (Incomplete Cholesky 

Conjugate Gradient). The computations for the solve operations consists of forward 

and back substitutions which are similar to the computations required for the matrix
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vector multiplication. Therefore, we consider the communication cost for only the 

dot product and matrix-vector multiplication operations.

6.1.2 H ybrid  M ethod

The hybrid linear solver [Lietal 82] consists of three steps: (1) the use of 

a direct linear solver (Multifrontal method) to eliminate the interior nodes, (2) the 

use of an iterative method (PCG) to solve for the shared nodes, and (3) the use of 

the results from step 2 to recover the values for the interior nodes. For this solver, 

the interior nodes in each processor are numbered first in ascending order followed 

by the shared nodes. This numbering scheme produces the following structure for 

the global stiffness matrix:

' Kp>
k J2)

K g H W  ' 
k B h <2>

I'T
s'T

?
t

■ fV  1 
fV

. h m tk B t h<2>t k @ t  •
K f> k 8 h<p>

K s  .
4 P)
Us

fV
. fs .

Recall, the boolean matrix, H (‘) defines the segment of each vector and 

each matrix that resides locally in each processor. During the assemble step of the 

parallel FEM, each processor generates K j \  the coupling between the interior nodes 

assigned to processor i, and Kj*5 , the coupling between the interior and shared nodes. 

Each processor has a section of K s, the coupling between the shared nodes assigned 

to the processor.
The first step of the hybrid method is the factoring of to eliminate 

the interior nodes. No interprocessor communication is required for this step since 

complete information about the interior nodes is local to each processor. After 
eliminating the interior nodes, the Schur complement results for the global system 

of equations:

£  HWTKj?HWtrs =  H (i)T/J°  (6.3)
«=i i=i
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Figure 6.4: Illustration of the mesh and hypercube topologies.

where fjp  =  /1° -  and =  K j? -  K ^ K ^ K ^ .  These quanti
ties are computed independently in each processor as described in [Noetal 87]. Each 

processor then uses the parallel PCG scheme, described in the previous section, to 

solve for the segment of the shared nodes, us, assigned to the processor. Once the 

shared nodal values have been determined, forward and back substitution operations 
are executed in each processor to obtain the values of the interior nodes. Interpro

cessor communication is required to solve for the shared nodes. As we will see, 

the same amount of interprocessor communication is required for the iterative and 

hybrid solution schemes.

6 .2  C om m u n ica tion  C o sts

Recall, interprocessor communication is required for only one step of the 

FEM, the solution step. Communication is required for the dot products and the 

matrix-vector multiplication operations. We estimate the communication and com

putation costs for these operations for the hypercube and mesh topologies illustrated 

in figure 6.4. The communication costs are given in terms of tc(m)5 the time required 

to determine the link on which to send the message, packetize the message of size m
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floating-point values, send the message across one link, and depacketize the message 

at the received processor. The term tc(m) represents the following equation:
m

ĉ(m) = to  d" ~ ^ tr

where tQ is the routing startup time that includes determining the link and pack- 

etizing the message, and t r is the actual time for a standard packet of size D to 
be transmitted between neighboring processor. The distance or hop count is given 

specifically for the different operations.

6.2.1 D ot P roduct

The dot product operation is required for steps 2 and 7 in the loop of the 

PCG algorithm. Recall, each processor contains a segment of each vector determined 
by H(‘), corresponding to the nodes assigned to the processor Each processor per

forms a partial dot product independently . For example, processor i performs the 

partial dot product given by the following expression:

(H « p )T(HWu)

Each processor contains an addend of the entries of v corresponding to the shared 
nodes. Using the section of K generated in each processor to produce v = K p, 

no processor contains the final result of the entries of v that correspond to the 

shared nodes. This occurs because each processor contains only partial values of the 

entries of K  that correspond to the coupling between shared nodes. Consequently, 

since partial values of some entries K are used to generate v, partial values of some 

entries of v result. To produce the final result of the dot product in each processor, 

the partial dot products are generated independently, communicated to the other 

processors, and summed together. No redundant terms are introduced in the final 

result because each processor contains unique entries of K.

For the h y p ercu b e  topology, log2(P) communication steps are required 

to generate the dot product in all the P processors. The time required to perform 

the dot product operation for this topology is given in the following expression:

T o p  =  tm a p + (̂ a + ^c(l)) l°g2(P)
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Topology Cr JV l/2

Hypercube

Mesh

N P(to+<c(i>log2(P)
tm »p-t-(U+tc(l))^°S2(F>)

N

tma

P(«a+tcm)2(\/F-l)
tma

Table 6.2: Computation rate and the half vector length for dot products.

where tma is the time required for a multiply-add operation and ta is the time required 

for an add operation. The term p  represents the approximate number of nodes 

assigned to each processor for a regular domain. This quantity also reflects the 

length of the segment of each vector assigned to each processor.

For the case of a m esh topology, 2(\/P  — 1) communication steps are 

required. The time required to perform the dot product operation for this topology 

is given in the following expression:

T d P  =  tm a  p "  +  { ta  +  ^ c ( l ) ) 2 ( \ / P  — 1 )

Table 6.2 presents the computation rate (in flops) , Cr, equal to the num
ber of computations performed divided by the time to execute those computations 

on a parallel processor; and the vector length, (iVi/2), required to achieve half the 
asymptotic speed of for the dot product operation. For the hypercube topology, 

as the number of processors increase, N \ / 2 must increase at the rate of Plog2(P), 

faster than linear. For the mesh topology, however, N \ / 2 must increase at the rate of 

P 3/2, faster than that for the hypercube. Thus, for the dot product operation, the 
communication cost for the mesh topology degrades the execution time more than 

that for the hypercube topology.

6.2.2 M atrix-V ector M ultip lication

Recall, each processor contains portions of the matrices corresponding to 

the nodes assigned to the processor. The global stiffness matrix represents the con

tribution from each processor: K =  SiLi Again, each processor has

unique addends of the components of K  corresponding to the coupling between the
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Figure 6.5: The shared nodes of a 2-D regular subdomain.

shared nodes. The interprocessor communication is needed to insure that all the pro

cessors have the same values of the entries of v corresponding to the shared nodes. 
This results in consistency of the parallel vector update operation with that in a 

uniprocessor.
Each processor communicates with the processors that have some of the 

same shared nodes. The number of processors with which a processor must commu

nicate information is dependent upon the problems dimension, 2-D or 3-D.

2-D Problem s

The maximum number of processors with which a processor must commu

nicate information is 8 for 2-D problems as illustrated in figure 6.5. Processor i 
communicates with its four nearest neighbors and the four diagonal neighbors. Each 

nearest neighbor processor receives information about entries of v\ each diagonal 

processor receives information about one entry of v. Moreover, processor i receives 

information about the common entries of v from these eight processors.

The computation time for matrix-vector multiplication is:

N
T m v m  =  Anzc—tmo +  T c (m v m ) (6.4)
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The first term is the time to perform the matrix-vector multiplication operation for 

the segments of K  and p local to the processor. This term is linear in p. The coeffi

cient, Xmci is the average number of nonzeros per column of the submatrix assigned 

to the processor. The second term, Tc(m vm ) i is the sum of the times to communi
cate information about the shared nodes, receive values from other processors, and 

update the entries of v. For the class of 2-D problems, the second term is:

C ( M V M )

The first sum applies to both topologies; the mesh has four nearest neighbor connec

tions and the hypercube has at least four for P >  16 =  24. The summation reflects the 

hop count required to communicate with the 4 diagonal processors. For the m esh 

topo logy , ik =  2 for all k. For the h y p ercu b e  topo logy , the sum is dependent 

on the number of processors. The value of the sum, represented as L ( 2- d ) for this 
topology, ranges between 4 (for at least 28 processors) to 8 (for 24 processors).

3-D P ro b lem s

The maximum number of processors with which a processor must com

municate information is 26 for regular 3-D problems. The class of 2-D problems 

requires communications of data corresponding to a line of nodes and one node. In 

contrast, the class of 3-D problems requires communications of data corresponding 

to a plane of nodes, a line of nodes, and one node. A 3-D submesh having a cube 

shape (illustrated in figure 6 .6) has 6 planes (or faces), 12 lines, and 8 points of 

nodes that are common with other processors. Given a cube of p  nodes assigned to 

processor i, it must communicate information about ( p )1̂ 3 x (p )1/3 =  (p )2̂ 3 entries 

of v to 6 processors, information about (p )1 3̂ entries of v to 12 other processors, 

and information about one entry of v to 8 more processors.

For the computation time of matrix-vector multiplication, we use equa

tion 6.4 with Tc(m vm ) corresponding to the communication for a 3-D submesh:
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Figure 6 .6: The cube shape of a 3-D submesh.

T c (m v m ) =
/N \ 2/3 

6 VP)  ta +  <c((f)j/3> ^  ^i=l
+ 12

/N \ 1/3 12 ‘
( p )  4  +  * c ( ( | ) l / 3 )  4
VJr '  k=l

+ 8 ta +  <c(i)Xv^»
1=1

For the m esh  topology, at least one processor requires £j = Ps for at least two 

cases. To see this, assume a regular 3-D domain is divided in P subdomains consisting 

of P 1/3 “planes” of P 1/3 x P 1/3 subdomains per plane (each subdomain has ^  =  

(p-)1/3 x (pO1/3 x (p-)1̂ 3 nodes). Let Si be a subdomain with shared nodes on all six 

faces and assigned to processor i. Processor i must communicate information about 

its planes of shared nodes with six other processor -  its four nearest neighbors and 

the processors assigned to the subdomains corresponding to the same position of the 

“plane” as S',- but in the “planes” prior to and following the “plane” containing Si. 

Communication between processors in different “planes” requires a hop count equal 
to the length of the side of the plane, P1/3. Therefore the summations for the m esh 

topo logy  have the following values:

T%=1£j =  4 +  2P1/3 

El4i4 = 8(P1/3+ i) + 4 x 2  

E?=1^  =  8(P1/3 +  2)

The summations have different values for the h y p e rcu b e  topology. For
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Problem ..........JVs Pc

2-D 8

3-D 6 ((^)i/3 _  2) 2 +  12(^)1/3 _  16 26

Table 6.3: Maximum number of shared nodes per processor and communicating 

processors.

P >  26 =  64 the summations have the following values:

12 <  E l i i  4  =  £(3—D(i» < 6 x 2  +  6 x 3  =  30

8 <  Ef=i 4  =  ^(3-D(2)) < 6 x 2 4 - 2 x 3  =  18

The multiplications by 2 reflect communications between processors in the same 

“plane” of processors; the multiplications by 3 reflect communications between pro

cessors in two successive “planes” of processors. These values are used in section 6.3.2 

to describe the effective speedup.

Table 6.3 presents the maximum number of shared nodes per processor, 

N s, and the maximum number of processors, Pc, with which each processor must 

communicate. For the class of 3-D problems where some messages are large, one is 

likely to partition the domain to minimize the interprocessor communication, which 

is directly proportional to the number of shared nodes.

6.2.3 D iscussion

A parallel version of the loop of the PCG algorithm is given in figure 6.7. 

The communication for the matrix-vector multiplication operation is performed af

ter the generation of dot products but prior to the vector update operation. This 

sequence guarantees no redundant terms in the dot product.

The communication costs for the iterative and the hybrid solvers are the 

same because the hybrid scheme uses the PCG algorithm to solve for the shared
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Processor 1 Processor 2 •  •  •  •
Processor P

Comm.Comm.

Comm, Comm.

Comm.Comm.

Comm.Comm.

= H®Z H®tV®

7= p/a
•jroj-g-co + yjyd)
r;0)=7<i).Yv<» 

Solve Mcl)_z (1) =7n(1)

Figure 6.7: Parallelization of the loop of the PCG algorithm.
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nodes, the only information communicated between the processors. However, the 

two solvers require different computation costs for the PCG method. The iterative 

solver has vectors of size p  for the PCG. The hybrid scheme first eliminates the 

interior nodes with a direct linear solver, leaving the PCG algorithm for the Schur 

complement with a vector of size equal to the number of shared nodes, N s, instead 

of the number of nodes assigned to the processor. Therefore, the time to execute 

the dot products and the matrix vector multiplication for the PCG algorithm is 

less for the hybrid than the iterative solver. The hybrid solver, however, requires 

additional time to perform the direct solve and the forward and back substitution 
operations. In addition, the hybrid solver requires an increase in storage for the 

factored matrices resulting from the direct factorization of the interior nodes. This 

increase in storage can be very significant thereby degrading performance. Our 

speedup analysis does not consider the performance degradation due to this increase. 

We note this degradation in the discussion about the speedup for the two solution 

methods.

6 .3  E ffectiv e  S p eed u p

The overall speedup for a P-processor system is given as:

s  = ^
TP

where T\ is the execution time for the uniprocessor and Tp is the execution time for 

a P-processor system. We can partition Tp into the following times:

• Ta: the time required to execute the serial portion on the host.

• Tc: time required for communicating between processors that is not overlapped 

with the computations executed in the processors.

• T0: time to execute the operations with P processors.

Using these times, we can represent the speedup with the following expression:

- a s k
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The following expressions for these times reflect the number of floating-point com

putations and data transmissions.
The serial section of the FEM, Ta, consists of steps 1 through 3 in figure 6.1. 

Step 1 involves the analyst sitting at a graphics terminal and dividing the given 

domain into particular elements. No floating-point results are generated for this 

step therefore it is neglected in the overall result. Steps 2 and 3, mesh partitioning 

and distribution, are only required for the parallel processing case. This time is 

linear in the number of elements in the mesh, N ei, for regular domains. For irregular 

domains with complex geometries, the partitioning step can require as much as N 2t 
computation. Concentrating on regular domains, we use the linear term. Since steps 

2 and 3 are executed only for parallel execution, we distinguish between Tg for the 

uniprocessor and that for the parallel processor. These values are:

*  T s (Uniprocessor) =  0

•  T , ( pora|je() =  \ elN el

The expression for T0 consists of the time required for steps 4 through 7. 

The partitioning of the nodes into interior and shared nodes, step 4, requires time 

linear in terms of the number of nodes assigned to the processor. We assume this 

quantity is For step 5, element matrix generation and assemblage, we use

the results presented in [GuMo72] (discussed in chapter 2). To generate element 

stiffness matrices for the assigned subdomain, 0 ( ^ r 2/ )  or Aeg^  (where Xeg = r2Ik  

where k is the constant of proportionality) computations are required. The time 
required for step 6 , solution of linear equations, is dependent upon the algorithm 

used, iterative or hybrid. The details of the solver time are discussed in the following 

subsections. The last step, postprocessing, also requires time linear in terms of the 

number of nodes in the subdomain, Apostp .

Recall, interprocessor communication occurs only with the solution step. 

Therefore we combine Ta and Tc into one expression, using the term Tsoiver for step 

6:

T0 +  Tc =  As i —  +  Ae g - ^ -  - f  Taoive +  Ap0St —  ( 6 .6 )
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For regular N =  n x n  2-D grids, Ne =  (n —l )2 which is 0 ( N ) .  For regular N =  n x n x n

3-D grids, N e = (n — l )3 which is 0 ( N ) .  Thus N e =  AeN . Substituting this expression 

into equation 6.6 produces:

T0 +  Tc =  As,-— +  AeflAe— +  Taolve +  Ap0St — (6.7)

Combining like terms and defining A =  Aai +  AeaAe +  Ap03t and combining like terms, 

T0 +  Tc can be simplified to the following equation

T0 +  TC =  A— +  Tsoive

We can divide Taoive into the computation time, T0(solve)i and the nonoverlapped 

communication time, Tc(solve)- Then T0 =  Ajj- +  T0(solve)- The speedup, S  can 

be simplified to the following expression:

c  _  ~  ^<»)N +  T 0(s o l v e )P
Ap +  Ae/N  +  Taolve

6.3.1 C alcu lation  o f T soive

The number of computations attributed to the solution step is dependent 

upon three items: the scheme used (iterative or hybrid), the dimension of the problem 

(2-D or 3-D), and the processor topology (hypercube or mesh). In this section we 

present Taoive in terms of the scheme used. Tables are provided to summarize the 
results in terms of problem dimension and topology.

Iterative Scheme

Let rj)i represent the number of iterations of the PCG method that are re
quired for convergence. Each iteration or loop requires 1 matrix-vector multiply, 2 

dot products, 3 vector updates (vector add or subtract), 1 solve, and 2 scalar divi

sions. We assume that M  has been selected to make the solve easy thereby requiring 

time proportional to the matrix-vector multiplication operation. The solution time 

for the iterative scheme is:

N
T a o lv e ( I T E R A T I V E )  =  V’i’{ T T m V M  +  2  T d P  +  +  2  td iv )
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---------------------------------------------------------------------------------
-£ loop(P C G )

Topology T± o T 0 ,  c ........................ Tc

2-D Hypercube A £*4-2' 'p e g  p ' * 8 ^ / p  +  2 log2 P +  8 ^ c ( l ) (l°g2 P +
T ( 2 - D ) )

Mesh A £i -1- 2A pcg p 8 y f  +  4 ( x / P - l )  +  8 8 t c ( y /% )  +  4<C ( 1 ) ( V ^  +  3 )

3-D Hypercube A 5  i o
' 'p e g  p T  & 12(p)2/3 +  21og2 P 

+16 +  24 (p ) 1/3
1 2 *c( ( f )2/3) +

2<e(l)(log2P +  -E'(3-D(2)))

Mesh A ^ 4 - 2A pcg p 12(p)2/3 +  4(\/P  — 1) 

+16 +  24 ( £ ) 1 /3

4(P 1/3 +  2)tc((N)2/3)+

+16<c((|)i/3)(P1/3 +  2) 
4tc(i)(VT +  4P1/3 +  7)

Table 6.4: Computational requirements of the loop of PCG.

We use Tioop(pcg) to represent the four terms of the summation or the 
time required to execute one iteration of the loop. The loop time is divided into 
three components: (1) the operation count (T0), (2) the operation count due to 

interprocessor communication (T0/c) (e.g., an addition to sum the partial dot product 

from other processors with the local term), and (3) the actual communication time 

(Tc). The results of these three quantities for the various problem dimensions and 

topologies are indicated in table 6.4. The terms tma, tdiv and ta are not included 

in the expressions since the expressions represent the operation and communication 

counts. The coefficient of the term p , Xpcg, is equal to (2An2C +  2 +  3). The T0 

column remains the same for the different problems and topologies. The T0/c and Tc 
columns, however, vary for the different topologies and different problem dimensions.

H ybrid Scheme

The first step of the hybrid scheme is the direct factorization of the matrix 

To reduce the storage requirements, the Multifrontal method combined with
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" T  ' J -M F N D Tfs
1 rn

■IBS

2-D ( n  x n d o m a i n )

3-D (n x n x n d o m a i n )

799„3 
84 71

536567 6 
156240 '*

^ ■ n 2 lo g 2 n

2 § ln 4 
60 11

^ ■ n 2 lo g 2 n

^ n 4 60 71

Table 6.5: Computational requirements for T m f n d , T f s , T b s -

a fill-reduce ordering scheme such as Nested Dissection (discussed in chapter 2) is 

generally used. The second step uses the PCG algorithm to solve for the shared nodes 
using the matrix of the Schur complement in equation 6.3. The last step consists of 

forward and back substitution operations to recover the value of the interior nodes. 

Therefore the total computation time for the hybrid solution scheme is:

T soive( H Y B R I D )  =  T m F N D  +  T solve(I T E R A T I V E )  +  T f s  +  T b S

We use the results derived by Rose and W hitten in [RoWh 76] to determine 

the computation time for T m f n d > T f s , and T b s - These results reflect the optimal 
quantities (in the order of magnitude sense) for 2-D problems and the best known 

upperbound for 3-D problems. The computation time for T m f n d  is equal to the 

computation count for the elimination of the interior nodes. The computation time 

for T f s  and T b s  is equal to the number of nonzeros in the factored lower and upper 

triangular matrices. The expressions for these terms for 2-D and 3-D problems are 

given in table 6.5.

The time required to solve for the shared nodes is equal to the time given in 

table 6.4 with the term p  given for T0 in column three replaced by N s in table 6.3; the 

hybrid method uses the PCG method to solve for only the shared nodes in contrast 

to the iterative scheme that solves for all the nodes in the assigned subdomain.

The number of computations excluding the communication time is:

T 0(h y b r i d ) =  T m f n d  +  T f s  +  T b s  +  T 0(p c g )

The term T0(pcg) represents the T0 column of table 6.4 with the replacement for ^  

described above. The communication requirements of the hybrid scheme is given by 

Tc(HYBRID) =  To/c^pcG) +  Tc(PCG)-
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6.3.2 Speedup

Figures 6.8 and 6.9 are the resultant speedup expressions using the times 

given in the previous subsection. The terms N t s  and N i  are the total number 

of shared nodes and internal nodes in the global domain. These terms axe used for 
the hybrid solution method. We have eliminated the terms representing a constant 

divided by N since since we assume N is large. The rational numbers given in table 6.5 

have been replaced by real numbers in the speedup expressions for the hybrid scheme. 

The solution time for the uniprocessor performing the hybrid scheme includes the 

time to perform the domain partitioning to determine a set of nodes to be solved 

using the PCG method. Therefore both the uniprocessor and parallel processor 

perform the same hybrid solution method.

6.3.3 Sum m ary

The data given in tables 6.6 through 6.9 represent the problem size, N, 
needed to achieve 50% speedup efficiency (S  = 0.5P) for the both solution methods 

with varying number of processor. The speedup, S  =  0.5P is the point at which half 
of the total time for the parallel system is attributed to performing computations 

in each processor and the other half is attributed to the serial portion and the 

interprocessor communication. For S  >  0.5P, the processor computations dominate. 

For S  <  0.5P, the serial portion and interprocessor communication dominate. The 

values for N were obtained using Mathematica [Wolf 88] to solve the polynomials 

for the speedup for the iterative method and the Newton Raphson method for the 

hybrid method. The following values were assumed for the coefficients: \ ( 2-D) = 100, 

\cg(2-D) — 21, \z -D )  =  200, \ Cg(z-D) = 53. These values are based upon estimates 
of the number of computations required for the various steps of FEM. We use values 

of tr =  2.65 and D =  1 double precision number [NoPa 87] for both the mesh and 

hypercube topologies. We allow the coefficient Aej to vary since this parameter relates 

to the partitioning scheme which is problem sensitive. We generate values for both 

Aei =  100 and Ae( =  300 for each solution method. We assume a good preconditioner 

is used resulting in =  \/N  (the iterative method uses PCG to solve for all the
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2-D Problem, Hypercube Topology:

r , A»i "F i f i i^ p c g

£ +  K l +  V’t{^[21og2 P +  Tc(2-D,HYPER)] +  “p2- +  ^ p }

2-D Problem, Mesh Topology:

q ^  ^ ”F Tpî pcg
p  +  A e j  +  ~  1 )  +  T c(2 -D ,M E SH )]  +  ^ P 2  +

3-D Problem, Hypercube Topology:

g  ^  ^ » t  ~ F  V ’t ^ p e g _______________________________________________________

p +  +  V’i{^[2 log2 P +  24 (p )  3 +  TC(3_D,HYPER)] +  ^p2 +  }

3-D Problem, Mesh Topology:

S
p +  K i  +  V’i { ^ ' [ 4 ( \ / p  — 1) +  24 (p)3 +  T c(3 _ d , m e s h ) ]  +  ^ f r*  +  3 / p t^ }

Figure 6 .8: The speedup expressions for the iterative linear solver.
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2-D Problem, Hypercube Topology:

___________________________A +  N f 2 +  7.75 N j  log2 N j  +  X g  +  ^ X pcgN TS__________________________

p  +  Ae; +  — 2)3 +  — 2)2 log2( V ?  — 2) +  ^fc{^f[2log2 P +  T c(2D,hyP) +  A pcgN s ]  +  ^==}

2 -D Problem, Mesh Topology:

 A +  S * '- N ? 2 +  7.75iVf log2 N i  +  Ae, +  ^ A pcg JVr s _____________________
A
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3-D Problem, Hypercube Topology:

5 r j ___________________________ A +  ^ N j  +  g f l j v y 3 +  Aei +  ^ X pcgNTS___________________________

~  £ +  A., +  -  2)6 +  ^ ( ( g )1' 3 -  2)4 +  <M£[2 log2 P +  24 (g )  * +  Tcmhyp) + ApcgN s] + }

. 3-D Problem, Mesh Topology:

S f s _____________________________ A +  3M N! +  V N p  +  Ari +  ___________________________

~  g +  At, +  ¥ ( ( f ) ,/3 -  2)e +  ^ ( ( g )1' 3 -  2)* +  M A M V F  -  1) +  24 (g )  • +  T#o,~*>  +

Figure 6.9: The speedup expressions for the hybrid linear solver.



125

nodes); ifih = \/N ts  (the hybrid method uses PCG to solver for only the shared 

nodes).
The problem size required for the 2-D problems remains approximately the 

same for both topologies independent of the solution method. This occurs because 

the communication time is dominated by the sharing of entries of v with 4 other 

processors. Fortunately, both topologies require only one hop per communication 

for communication to the four nearest neighbors (assuming P >  16).
The problem size required for the 3-D problems varies between the two 

topologies with the hypercube requiring a smaller problem size. This occurs because
( xj\2/3 t
|H  entries of v with 6

other processors. For the hypercube topology with P >  26 =  64, only one hop per 

communication is required. For the mesh topology, however, P 1/3 hops are required 

for at least two communications. Thus, the hypercube topology is less sensitive 

to communication costs than the mesh topology and therefore requires a smaller 

problem to achieve S  =  0.5P.
Moreover, the iterative solution method is more sensitive to the topology 

than the hybrid method for 3-D problems. This occurs because of the larger number 

of computations required for the hybrid method than the iterative method. There

fore the interprocessor communication time comprises a smaller fraction of the overall 

time for the hybrid method. The hybrid method includes time for the direct factor

ization of K / \  the forward and back substitutions as well as the time to iteratively 

solve for the shared nodes. The factorization and substitution steps parallelize with

out any interprocessor communication. In contrast, the iterative method requires 

fewer steps than the hybrid method, especially for three-dimensional analysis. The

2-D hybrid and iterative methods each requires 0 (N 3/2) time with the coefficient 
for the hybrid larger than that for the iterative method. The 3-D iterative method 

requires 0 (N 3̂ 2) time whereas the 3-D hybrid method requires 0 (N 2). Therefore, 

the interprocessor communication comprises a smaller fraction of the time for the

3-D hybrid solution method than the iterative method.

The analysis for the hybrid scheme does not reflect the effects of increase in
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I te ra tiv e  Schem e, Aei =  100
P=128 P=512 P=1024 P=4096 P=8196 P =  16384

2-D, HYPER 
2-D, MESH

3.9x10°
3 .9x l05

6.1x10“
6.1xl06

2.4xl0v
2.4xl07

3.8x10° 
3.8 x10s

1.5x10“
1.5xl09

6.1xlOa
6.1x10“

3-D, HYPER 
3-D, MESH

7.5xl04
1.0x10s

1.1x10“
1.5x10“

4.2x10°
5.6x10“

6.4xlOY 
8.5 xlO7

2.5x10“
3.3x10“

1.0x10°
1.3xl09

Table 6 .6 : Required problem size to achieve 50% speedup efficiency.

Lterative Schem e, Aej =  300
P=128 P=512 P=1024 P=4096 r=8196 TP =  16384

2-D, HYPER 
2-D, MESH CO

 
C

O Ip
- 

X 
X

H
-4 

►—4
o 

o
a 

a 5.4x l07 
5.4 xlO7

2.2x10°
2.2x10®

3.4x10°
3.4xl09

1 .4x l0 lu 
1.4 XlO10

5.5xlOi0 
5.5 xlO10

3-D, HYPER 
3-D, MESH

5.9 xlO5 
6.7 x 10s

9.0x10“ 
1.0 xlO7

3.6xl07 
4.0 xlO7

5.6x10°
6.3x10®

2.2x10“ 
2.5 xlO9

8.8x10“
l.OxlO10

Table 6.7: Required problem size to achieve 50% speedup efficiency.

H y b rid  Schem e, Ae; =  100
P=128 P=512 P=1024 P=4096 P=8196 P =  16384

2-D, HYPER 
2-D, MESH

4.6x10° 
4.6 xlO5

7.4x10°
7.4x10“

3.0xl0Y 
3.0 xlO7

4.7x10“
4.7x10“

1.9x10°
1.9x10“

7.5x10°
7.5x10“

3-D, HYPER 
3-D, MESH

1.9x10°
2.3x10“

7.7x10°
8.7x10“

1.5xl04
1.7xl04

6.1x10“ 
6.8 xlO4

1.2x10°
1.3xl05

2.4x10°
2 .7x l05

Table 6 .8: Required problem size to achieve 50% speedup efficiency.

H y b rid  Schem e, Ae/ =  300
P=128 P=512 P=1024 P=4096 P=8196 P =  16384

2-D, HYPER 
2-D, MESH

4.3x10°
4.3x10“

6.7xlOY 
6.7 xlO7

2.7x10“
2.7x10®

4.2x10°
4.2x10“

1.7x l0 lu
1.7xl010

6 .7x l0 lu 
6.7 xlO10

3-D, HYPER 
3-D, MESH

5.6x10“
5.8x10“

2.2 xlO4
2.3 xlO4

4.5xl04 
4.7 xlO4

1.8x10°
1.9x10s

3.6 x10s
3.7 x10s

7.2x10s
7 .4xl05

Table 6.9: Required problem size to achieve 50% speedup efficiency.
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storage that occurs with direct factorization. This effect can be very significant, 

especially for 3-D problems. The direct factorization step can result in storage 

requirements that exceed that available in each processor. One compromise consists 

of eliminating some of the interior nodes to decrease the condition number of the 

matrix, and then performing iterative scheme on the remaining nodes. The number 
of interior nodes eliminated could be kept small to minimize the increase in storage.

The parameter Ae/ has an impact on the required problem size for the 

iterative solution scheme. For most cases, the impact is an increase in problem 

size by an order of magnitude for Aej =  300 versus 100. Rough estimates of the 

relationship between N and P are N « A2j P2. This rough estimate supports the 

order of magnitude increase for a factor of three increase in Ae|.
The results given in tables 6.10 and 6.11 use tT =  26.5, an order of mag

nitude larger than that used with the previous data. The results illustrate a very 
small effect that this increase in t r has on the problem size required to achieve 50% 

speedup efficiency. Even though we increased tT by an order of magnitude, the re
quired problem size for 50% efficiency increased by less than a factor of two. Thus 

the transfer rate between neighboring processors has a small effect on the speedup 

of the multiprocessor system.

The data illustrates, however, that the amount of data transmitted between 

processors has a significant effect on the speedup. This amount is proportional to 

the number of shared nodes. As the number of processors increases, the number of 

shared nodes increases because more submeshes are generated. The data given in 
all the tables illustrate a significant increase in the problem size required for 50% 

speedup efficiency as the number of processors increases. Sometimes this increase is 

an order of magnitude for just a factor of two increase in the number of processors.

In summary, the mesh and hypercube topologies are both good for 2-D 

problems, but the hypercube topology is better for 3-D problems. Further a good 

solution method for parallel FEM is the hybrid solver for which some of the interior 

nodes are eliminated using a direct solver to decrease the condition number of the 

matrix and the remaining nodes are eliminated using an iterative solver. The number 

of nodes eliminated is dictated by the amount of memory available in each processor.
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I te ra tiv e  Schem e, Aez =  300, t r =  26.5
P=128 P=512 P=1024 P=4096 P=8196 P =  16384

2-D, HYPER 
2-D, MESH

3.8x10° 
3.8 xlO6

5.7x10' 
5.7 xlO7

2.2x10* 
2.2 xlO8

3.5x10° 
3.5 xlO9

1.4xl0 lu
1.4xl010

5.5x l0 lu 
5.5 xlO10

3-D, HYPER 
3-D, MESH

1.2 xlO6 
2.9 xlO6

1.4 xlO7 
3.8 xlO7

5.0x10'
1.4xl08

6.9x10* 
2.0 xlO9

2.6x10°
7 .7xl09

1.0xl0lu 
3.0 xlO10

Table 6.10: Required problem size to achieve 50% speedup efficiency.

H y b rid  Schem e, Aei =  1100, t r = 26.5
P=128 P=512 P=1024 P=4096 P=8196 P =  16384

2-D, HYPER 
2-D, MESH

4.3x10° 
4.3 xlO6

6.8x10' 
6.8 xlO7

2.7x10° 
2.7 xlO8

4.2x10° 
4.2 xlO9

1.7xlOiU
1.7xl010

6.7xl0 lu 
6.7 xlO10

3-D, HYPER 
3-D, MESH

6.7 xlO3
8.8 xlO3

2.5xl04 
3.2 xlO4

4.8 xlO4 
6.2 xlO4

1.9x10° 
2.3 xlO5

3.7x10° 
4.6 xlO5

7.3x10°
8 .9xl05

Table 6.11: Required problem size to achieve 50% speedup efficiency.
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Chapter 7 

Other Issues about 

M ultiprocessor D esign for the  

FEM

As problems such as structures or circuits become more complex, an en
gineer must use fine-grain meshes to accurately model the problem resulting in the 

analysis of large problems that requires significant compute power. This power can 
be obtained economically with multiprocessors. In this chapter we discuss the issues 

relevant to the use of multiprocessors for large finite element applications. Some of 

these issues have been addressed in previous chapters and by other researchers, and 

some issues require more research. Prior to discussing the issues, we explore the argu

ment for using multiprocessors as opposed to supercomputers. We compare the peak 

performance to cost ratio of the Cray Y-MP supercomputer with a SPAR-enhanced 

iPSC/860 multiprocessor for executing sparse matrix computations.

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



130

7.1 P ea k  P erform an ce to  C ost C om p arison

We compare the peak performance to cost ratio of a multiprocessor sys

tem with SPAR and a supercomputer without SPAR for executing sparse matrix- 

vector multiplication, the computationally-intensive step of the FEM. We compare a 

SPAR-enhanced Intel iPSC/860 with the Cray Y-MP using the empirical data pre

sented in chapter 5 for executing sparse matrix-vector multiplications. Comparisons 

are made between an 8-processor Cray Y-MP (peak rate of 2560 Mflops) and a 43 

processor iPSC/860 (peak rate of 2580 Mflops for double precision computations) 
corresponding to approximately equal peak performance for general computations. 

The following analysis illustrates that this peak performance is generally not ob

tained in general purpose processors for this class of computations without the use 

of application-specific hardware. Further the analysis demonstrate that the use of 

additional hardware can result in a good performance to cost ratio.

The peak performance of the FPUs of each Cray Y-MP processor is 320 
Mflops. Using the data in chapter 5, the FPUs are used only 30% of the time 

resulting in an effective performance of 96 Mflops. Again, we are considering an 

8 processor Cray Y-MP machine. Therefore the effective performance of the full 

system for this class of computation is 8 x 96 =  768 Mflops. This system costs $30 
Million resulting in a peak performance to cost ratio of 25.6 flop/dollar for sparse 

matrix computations.
the Intel processor has a peak performance of 60 Mflops for double precision 

computations for the 40 MHz processor. For a SPAR-enhanced Intel 80860 processor, 

the FPUs are used 96% of the time resulting in an effective performance of 58 Mflops. 

The full system of the Intel 80860 processor consists of 128 processors but we consider 

only 43 processor as explained above. The effective performance of this 43-processor 

system is 43 x 58 =  2494 Mflops. We estimate the cost of the enhanced system to 

be $1.5 Million, which includes a conservative estimate of a factor of 7 increase in 

the original cost of the processor. The performance to cost ratio for the enhanced 

iPSC/860 is 1662.7 flop/dollar for sparse matrix computations.
The enhanced iPSC/860 processor has a factor of 65 increase in perfor-
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C ray  Y -M P iP S C /8 6 0  +  SP A R  |

1 Proc. Perf.

Full System Perf. 

Cost.

Perf:Cost

320 x 0.3 =  96 Mflops 

8 x 96 =  768 Mflops 

$30 Million 

25.6 flop/dollar

60 x 0.96 =  58 Mflops 

43 x 58 =  2494 Mflops 

»  $1.5 Million 

1662.7 flop/dollar

iPSC/860+SPAR
C r a y Y - M P  ~  DO

Table 7.1: Peak performanceicost comparison.

mance to cost ratio over the Cray Y-MP for sparse matrix computations. The 

results of this comparison is summarized in table 7.1. This large increase occurs 

because of the combination of the following: (1) incorporation of SPAR for high uti

lization of the FPUs, (2) lower cost of the Intel iPSC/860 system, and (3) the small 

effect of the increase in processor cost on the total cost of the multiprocessor system. 

The comparison demonstrates that a good cost effective solution to the problem of 

the large compute power needed for large finite element problems consists of using 

multiprocessors instead of supercomputers and also using processors for which the 

resources are utilized more efficiently.

7.2 M u ltip ro cesso r  Issu es

The previous section compared peak performance to cost ratios without 

considering issues such as load balancing and interprocessor communications. In 

this section we discuss the following issues relevant to using multiprocessors to exe
cute finite element analyses: distributed versus shared memory multiprocessors, load 

balancing, interprocessor communication, topology, solution methods for multipro
cessors, processor design, system scalability, and problem scalability.

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



132

7.2.1 D istrib u ted  vs. Shared M em ory

Generally, multiprocessors are classified into two different categories -  dis

tributed memory (or loosely coupled) and shared memory (or tightly coupled) [HwBr 84]. 

In a distributed memory system each processor has large local memory (and possibly 
I/O  devices such as disks) where it accesses most of the instructions and data. Pro
cessors communicate by exchanging messages through a network. In a shared mem

ory system all the processors share one global memory; a processor may have some 

small amount of local memory such as a cache. Processors communicate through 
the shared global memory for which a complete connectivity exists between the pro

cessors and the global memory. The two classifications are illustrated in figure 7.1.

Distributed memory systems are good for applications that requires small 

or local interactions between tasks. The performance of these systems are affected 

by the bus structure and the bus bandwidth. The shared memory systems are good 

for applications that have a few tasks sharing a significant amount of data. The 

performance of these systems are affected by the memory bandwidth of the system. 

The rate at which data can be communicated between processors is on the order of 
the bandwidth of the global memory. Further, the complete connectivity between the 

processor and global memory can dominate the cost and also effect the performance.

As the number of processors increases in a shared memory system, the number 

of memory ports must increase along with the complexity of the interconnection 

network. A global arbiter must exist to resolve memory contention problems, i.e., 

two or more processors attempt to access the same memory unit simultaneously. 

This global arbiter can become the bottleneck in shared memory systems.
As discussed in chapter 6 , finite element applications can be divided into 

many tasks that require a fixed number of interprocessor communications. For reg
ular 2-D problems, a processor communicates with at most 6 other processor; for 

regular 3-D problems, a processor communicates with at most 26 other processors. 

Consequently, distributed memory systems are appropriate for finite element analy

ses.
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PROCESSOR 0 PROCESSOR P -l

CACHECACHE

COMM.
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COMM.
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MEM.MEM.
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Processor Interconnection Network

(a ) Distributed m em ory or lo o se ly  coupled m ultiprocessor

PROCESSOR 0 PROCESSOR P -l

CACHE CACHE

COMM.
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COMM.
UNIT

PROC. PROC.

MEMORY 
MODULE 0

MEMORY 
MODULE M -l

P rocessor/M em ory Interconnection N etw ork

(b) Shared memory or tightly coupled multiprocessor 

F ig u re  7.1: T h e  tw o  c lass ifica tio n s  o f m u ltip ro c e sso rs .
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7.2.2 Load B alancing

Load balancing refers to the equal (or nearly equal) division of the workload 

among the processors. This results in efficient utilization of the processors. It is 

desirable to have a processor idle for only a small percentage of the total execution 

time. For domains that consist of the same element type, e.g., 3-D brick elements, 

load balancing is achieved by diving the domain into P subdomains (for a P processor 

system) with equal (or nearly equal) number of elements. For problems that require 

different element types, one must consider the cost of generating the element matrices 

for the different element types. For this case, the problem of load balancing can 

become a difficult optimization problem [Noetal 87].
The method of simulated annealing [Kietal 83] provides an effective opti

mization algorithm for such problems. The algorithm was derived from an analo

gous problem of finding the lowest energy state of a metal. In [Fletal 86], Flower 

et al, successfully applies the method of simulated annealing to irregular 2-D prob

lems. Significant research has been devoted to applying this method to 2-D problems 

([Noetal 87], [Ayetal 87], [Faetal 87]) but very little work has been devoted to 3-D 

problems.

7.2.3 Interprocessor C om m unication

Generally, a processor communicates with other processors to obtain data 

for computations. Sometimes the communication can be overlapped with compu

tations so the processor’s functional units are not idle. Most of the time, however, 

the communication cannot overlap with computations causing the functional units 
to wait in an idle state for the data. The communication time is affected by two pa

rameters: the frequency of the communications and the size of the messages. Recall 

from chapter 6, the only step of the FEM requiring interprocessor communication is 

the solution step. For 2-D regular problems, a processor communicates information 

about lines of nodes and single nodes with at most 8 processors. For 3-D regu

lar problems, a processor communicates information about planes, lines, and single 

points of nodes with at most 26 processors.
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SUBDOMAIN 1 SUBDOMAIN 2

SUBDOMAIN 3 SUBDOMAIN 4

(a) partition A

SUBDO SUBDO SUBDO SUBDO
MAIN 1 MAIN 2 MAIN 3 MAIN 4

(b) partition B

Figure 7.2: An example of 2 different partitions of a regular 2-D domain.

Current research is exploring the use of optical interconnections to decrease 

the time to transmit a message between adjacent processors ([Lietal 91], [Kata 91], 

[Huetal 87], [KaPa 89]). The problem of the large message size, however, is not 

eliminated and can degrade performance, especially for 3-D problems. Therefore, it 

is critical that a partitioning scheme consider the number of shared nodes to produce 
subdomains that require small messages. For example, consider a regular 2-D mesh 

partitioned in two different ways as illustrated in figure 7.2. For the partitions 

given in figure 7.2(a), each processor communicates with three other processors with 

messages of size and one. For figure 7.2(b), two processors communicate with

two processors and two processors communicate with one processor; the messages 

are all the same size, n\. When 3«i < («2 +  2), the partition in figure 7.2(b) is better, 

otherwise figure 7.2(a) is better. For irregular domains, the problem of decreasing
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the interprocessor communication becomes a complex problem.
Much research has been done on developing partitioning schemes that con

sider both load balancing and interprocessor communication ([Farh 86], [Noetal 87], 

[Faetal 87]). Again, much of the work has focused on 2-D problems; more research 

is needed for 3-D problems.

7.2.4 Interconnect Topology

The interconnect topology of a system refers to the way the processors are 

connected, and it directly affects the interprocessor communication time. For ex

ample, to broadcast information to all the P processors in a hypercube topology 

requires 0(log2P) time; a mesh topology requires 0 ( \/P )  time. In chapter 6 we ana
lyzed the mesh and hypercube topologies for the parallel execution of the FEM. The 

analysis illustrated that the mesh and hypercube topologies are both good for 2-D 

problems, but the hypercube toplogy is better for 3-D problems. Three-dimensional 

problems are more sensitive to the number of hop counts because of the large number 
of processors with which a processor must communicate.

We did not consider other topologies such as a star or ring or some combina

tions. Research about the combination of given topologies would be very interesting. 

Consideration mu3t be given to the problem and the cost of building the topology. 

More consistent conclusions can probably be expressed for regular n x n 2-D and 

n x n x n 3-D problems but not irregular problems with complex geometries.

7.2.5 Linear Solvers

Recall, the solution of linear equations is the computationally-intensive step 
of the FEM. In chapter 2 we surveyed direct and iterative linear solvers appropriate 

for large finite element problems and concluded that iterative solvers are better 

because of the smaller storage and computational requirements. In chapter 6 , our 

analysis included an iterative and a hybrid linear solvers for the parallel execution of 

the FEM. The data illustrated that both solvers are good for 2-D problems but 

the hybrid was better for 3-D problems. Our analysis considered the effects of
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interprocessor communications but lacked the effects of accesses to the local memory 

subsystem which may include cache, main memory, and disks.
The hybrid scheme uses a direct factorization method to eliminate the inte

rior nodes. This results in an increase in storage that may require accesses to disk or 

exceed the available memory limitations. The need to access disks degrades perfor

mance significantly because of the long seek time of disks, e.g., 100,000 clock cycles 

[PaHe 90]. More research is needed to include local I/O  in the speedup analysis to 
accurately model the behavior of the linear solvers. Based upon this research and 

the resources available in the processor, one can determine the number of nodes (if 

any) to be eliminated with the direct linear solver and the number of nodes to be 

used with the iterative solver.

7.2.6 P rocessor D esign

When efficient processors are used in a multiprocessor system, speedup 

results from both parallel processing and efficient use of the processor resources. 
Further, the efficient processor can take advantage of the speedup gains resulting 

from advances in VLSI and technology, e.g., fast floating-point units. For the class 

of large finite element analysis, the concepts of SPAR can be incorporated into each 

processor for efficient execution of the computationally-intensive computations as 

well as the other computations.
Each processor consists of a computational unit, a communication unit, 

and a memory subsystem. The memory subsystem size limits the problem size. Ad

ditional memory such as disks can be added to each processor or group of processors 

to increase the memory subsystem size. However, this must be done in a economical 
way. Addition of large disks to each processor would increase the cost of the mul

tiprocessor system substantially without increasing the performance substantially. 

Research is needed to determine the best economical way of adding disks to make 

it economical in terms of performance to cost ratio. Some questions that need to 

be addressed are: how many processors should share a disk; how should the group 

of processors be connected to the disk; should the disk be partitioned or kept as a
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global memory; and what is a good design of a memory arbiter so that it does not 

become the bottleneck.

7.2.7 S ystem  Scalability

The system scalability refers to the impact of increasing the number of pro

cessors on the performance. The economics of scaling a system emphasize the need 

for cost effective processor designs. It is desirable to have a standard processor for 
which the communication unit does not scale with the increase in the number of pro

cessors. A mesh topology satisfies this requirement. Each processor is connected to 

its four nearest neighbors. As the system scales, each processor remains connected to 

its four nearest neighbors. Consequently, the cost of each processor added to a mesh 

system remains the same since the communication unit remains fixed. In contrast, 

the hypercube topology requires an increase in the number of communication ports 
as the system scales. For a hypercube of P processors, each processor must have 

flog2 P] communication ports. For each doubling of the number of processor, each 
processor must add one additional port. Consequently, the cost of each processor 

added to hypercube system increases since the number of I/O  ports increases with 
increase in processors. One interesting question is the system size at which a mesh 

topology has a higher performance to cost ratio than the hypercube topology for 3-D 

applications.
Recall from chapter 1 that a significant portion of the cost of the processor 

is attributed to the memory subsystem. It is desirable to distribute the disk memory 

among the processors in such a way that increasing the system size does not cause 

a significant increase in price with a small increase in processor performance. Recall 
that one method of doing this is to have large local memory, such as a cache and main 

memory, available in a processor and share large disks among a group of processors. 

Again a number of questions related to this issue need to be answered.
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7.2.8 P rob lem  Scalability

Problem scalability refers to the impact of increasing the problem size on 

performance for a fixed multiprocessor. As the problem size scales, memory man

agement becomes very critical. The sparsity of the matrix must be exploited. This 

affects the matrix data structure and the solution method. The SPAR data struc

ture provides a compact representation of the matrix. Recall from chapter 6 that 

the hybrid solution method is better for large problems executed on a multiprocessor 

because of the large number of computations executed in each processor compared 

to the amount of interprocessor communication required. This method uses a direct 
method to solve for the interior nodes. Storage is required for the factored matrices 

which is larger that that required for the original sparse matrix. As the problem 

size increases, this memory increase may exceed the memory size available in the 

multiprocessor. Consequently, the problem size may dictate the use of the iterative 

linear solver, for which the matrix sparsity is exploited, instead of the hybrid solver.
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Chapter 8 

Conclusions

In this thesis we have explored various aspects of sparse matrix compu

tations, the computationally-intensive operations of the finite element method. In 

answering the questions posed in chapter 1, we have explored the following aspects: 

the increase in storage that occurs for directly factoring sparse matrices, a good 

compact representation of sparse matrices and the required datapath for executing 
computations on this representation, the inadequacies of existing architectures for 

executing sparse matrix computations, and the effects of interprocessor communica

tion on the speedup of the parallel execution of the FEM.

A significant increase in storage occurs when factoring sparse matrices. 

Methods such as Minimum Degree and Nested Dissection are generally used as a 

preprocessing step to number the nodes to minimize this increase. These methods 
use the graphical representation of the resultant stiffness matrix to determine or

derings. Since the graphical representation does not retain information about the 

elements, these ordering are not suitable for parallel execution of the FEM. Recall 

that subdomains of contiguous elements need to be mapped to the processors to 

decrease the interprocessor communication time. In contrast, we propose a new 

scheme, the Combination Mesh-Based algorithm, which uses the mesh information 

to determine an ordering. The result is an ordering that can be used for parallel 

execution of the finite element method and that minimizes the increase in storage. 

Experimental results demonstrate that the Combination Mesh-Based algorithm is
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comparable to the widely-used Minimum Degree in terms of the increase in storage. 

However, the storage increase that occurs with direct linear solvers, in addition to 

their large computational requirements, makes these methods inadequate for large 

finite-element problems. Iterative linear solvers are desirable because they preserve 

the matrix sparsity and can require fewer number of computations.
SPAR, SParse matrix Architecture and Representation, is a scheme for 

efficiently storing and performing computations on the compact representation of 
sparse matrices. The matrix is considered one vector of data instead of N columns 

vectors. Therefore the vector startup time occurs only once and is amortized over 

the long vector of length equal to the number of nonzero entries in the matrix plus 

N (for the column delimiters). The SPAR architecture uses dedicated zero-detection 
hardware to detect the start of a new column of data thereby eliminating the need 

for conditional branch instructions. It also includes a cache to exploit the locality of 
reference thereby decreasing the memory bandwidth requirement. SPAR efficiently 

utilizes memory (only the nonzero values are stored), memory bandwidth (locality 
of reference is exploited as much as possible), and FPU (computations are executed 
on the nonzero values at the execution rates of the FPUs).

Existing architectures, such as the Cray Y-MP, use gather/scatter hardware 

to facilitate the execution of sparse matrix computations. This hardware results in 

excessive memory bandwidth requirements because the locality of reference is not 

exploited. In addition, it is desirable to have long vectors to amortize the startup 

overhead and the vector length must be provided explicitly. Data structures which 

satisfy these requirements use zero padding. This padding can be significant for large 

finite element applications resulting in inefficient use of memory and the FPUs.
The Intel 80860 processor does not have vector registers; the cache is used 

to perform vector operations. Our analysis used the memory to accessed vectors 

used only once and used the cache to hold the vector accessed frequently. The 

indirect accessing of data required a large number of integer computations to generate 

addresses. Therefore an upper bound of 33% utilization of the FPUs is achievable 

on this processor.

Parallel execution of the FEM requires interprocessor communication for
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the solution step only. For 2-D problems, information about lines and points of 

nodes must be communicated to other processors; for 3-D problems information 

about planes, lines, and points of nodes must be communicated to other processors. 

The message size significantly impacts the speedup especially for 3-D analysis where 

information about a plane of nodes are communicated to other processors. From the 

analysis we conclude that hypercube and mesh topologies are good for 2-D problems 

but the hypercube topology is better than the mesh for 3-D problems. Further, the 

hybrid method is good for parallel execution of the FEM.

8.1 E x ten s io n s  to  O th er A p p lica tio n s

Throughout this thesis we have focused on the sparse matrices resulting 

from the finite element analyses of structural applications. Generally, sparse matrices 

arise more frequently than dense matrices. A point or node in a system is usually 

coupled with its neighboring points only, not the entire system. This limited coupling 
is represented as a sparse matrix. In this section we survey some other applications 

of the finite element method and describe why sparse matrices exists in these areas. 

The structure of the sparse matrix resulting from these applications is dependent 

upon the types of elements used, not the problem domain nor the partial differential 

equations. Consequently, the concepts of SPAR are directly applicable to these 
applications; the same performance results for problems that use 3-D brick elements 

and 2-D quadrilateral elements (these elements were used to illustrate the concepts). 
We also discuss another numerical technique, the finite difference method, for which 

sparse matrices arise. The concepts of SPAR are also applicable to this method 
since the structure of the resultant matrices correspond to 3-D brick elements and 

2-D quadrilateral elements using linear shape function. We also describe how matrix- 

matrix multiplication can be efficiently executed on SPAR.
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8.1.1 C ircuit S im ulation

The finite-element technique is used in the the areas of circuit simulation 

to predict the performance of integrated circuits. The performance is determined 

by the accurate evaluation of the circuit capacitance [WeEs 85]. As the dimensions 

of VLSI circuits scale down, accurate modeling of interconnections becomes very 

important. One must account for the effects of parasitic capacitance during timing 

simulations to predict performance, especially for the range of frequencies allowed 

by current circuits [GuSa 88].

Circuit simulations require the evaluation of the symmetric matrix of ca

pacitance associated with a system of N conductors. The charge associated with each 

contact must be evaluated by solving the classical Laplace equation in the proper 

domain. The solution of this set of equations is then used to generate the charge 

associated with each contact. The resultant matrix is sparse because each conductor 

is affected by only the neighboring conductors and positive definite as a result of 

the Laplace operator. For large N, the sparsity must be preserved for efficient use of 
resources. SPAR can be used to efficiently execute the sparse matrix computations.

8.1.2 E lectrom agnetics

The FEM is also applicable to the area of electromagnetics [Stee 87]. Elec

tromagnets arise in such areas as integrated circuits, microwaves, optics, magnetics, 

and bioengineering [Cend 89]. FEM was first applied in electromagnetics by Peter 

Silvester in 1969. He used it to solve a standard electromagnetics problem involving 

homogeneous waveguides.
The system matrices that result with electromagnetics are large and sparse 

but not necessarily positive definite. Therefore, iterative methods such as Gauss- 

Seidel and direct methods such as Multifrontal method are applicable for these ma

trices. For the positive definite matrices, the PCG algorithm can be used. For either 

linear solver, SPAR can be used to efficiently execute the required sparse matrix 

computations.
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8.1.3 F in ite  D ifference M ethod

The finite difference approximation of a differential equation replaces the 

derivative in the equation by difference quotients. These quotients involve the values 

of the solution at discrete mesh points of the domain [Reddy]. The resultant matrix 

for this approximation technique is a sparse matrix. The values of the solution at 

the mesh points are determined by solving the sparse system of equations for which 

SPAR can be used.

The finite difference method is applied only to uniform, rectangular do

mains. This method encounters two difficulties that prevent application to complex 

domains: difficulty in imposing the boundary conditions along non-straight bound

aries and the difficulty in accurately representing geometrically complex domains. 

These difficulties account for the lack of use of this technique in such areas as struc

tural mechanics where complex domains are generally analyzed.

8.1.4 M atrix-M atrix  M ultip lication

SPAR achieves high utilization of processor resources for sparse matrix 

computations where the matrix is used as an operator. Such computations include 

matrix-vector multiplication, forward substitution, and back substitution. SPAR is 

also applicable to matrix-matrix multiplication. The resultant matrix of this oper

ation can be generated by columns. Each column can be calculated by multiplying 

the multiplicand matrix by the respective vector of the multiplier matrix. The resul
tant matrix can be generated with N matrix-vector multiplication operations. Thus, 

SPAR is useful for the general class of sparse matrix computations.

8.1.5 G eneral Sparse M atrices

Good performance results when the successive columns of the sparse matrix 

have nonzeros in some of the same rows. This condition results in efficient use of 

the cache. For the case where this condition does not exists, the cache becomes a 

buffer for the prefetched data. The SPAR data structure allows prefetching of data
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to compensate for the lack of locality or the cache misses. Therefore, good utilization 

results with SPAR for a general class of sparse matrices.

8.2 F u tu re  R esearch

In chapter 7 we discussed the various issues relevant to the use of multipro

cessor for the execution of finite element analyses. The discussion also entailed areas 
of future research. In this section, we discuss three other areas of future research.

8.2.1 F ill-R ed uce Ordering Schem e

In section 2.2.2, we described two methods for reducing the fill, Minimum 

Degree and Nested Dissection, and proposed a new scheme, Combination Mesh- 
Based (CMB) scheme, that attempts to reduce the fill while partitioning the mesh 

for parallel execution of the FEM. The CMB attempts to find a small set of separator 

nodes to partition the mesh. The data in table 2.3 demonstrates that finding a small 
set of separator nodes produces less fill and working storage requirements than that of 

Minimum Degree. In addition, this data illustrates that a local minimum is reached 
for a particular level of partitioning and then the fill starts to increase beyond that 

level.
It would be interesting to research the level at which this local minimum 

occurs for various size 2-D and 3-D regular problems. It may be possible to develop a 

theoretical analysis to determine the local minimum for regular meshes. The analysis 

for irregular meshes, however, are unique to each problem.

8.2.2 Cache A nalysis

In section 4.2.2 we described the various cache parameters and presented 

simulation results for the various cache designs. From the simulation results we 

determined that a IK direct-mapped cache with 8-word blocks achieved good results 

for our class of applications. Some details that still require further research include: 

the smallest size of an efficient write buffer and the effects of a multilevel cache. The
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write buffer holds data that need to be written back to memory. Data are sent to 

the write buffer when (a) a read miss occurs and the particular block to be replaced 

is dirty, or (b) a write miss occurs and the data that is about the be overwritten 

is dirty. Recall that we use a write-back scheme to decrease the I/O  bandwidth 

requirements. Therefore, the cache has the most recent data resulting in the need to 

write the modified data that is about to be replaced back to memory. It would be 

interesting to research and determine the smallest size write buffer that can be used 

with finite-element applications.

The simulation results reflect miss penalties corresponding to a read from 
main memory. If multilevel caches were used, the miss penalty for the first level 

cache would decrease. It would be good to perform the simulations for parameters 

involving a multilevel cache. In addition, simulations for the second-level cache 

design are needed to determine a good design for this cache as well as the primary 

cache.

8.2.3 Im plem en tation  Issues

In section 4.3 we presented a coprocessor implementations of SPAR. Recall 

from the discussion in section 4.3 that the best implementation strategy consists 

of incorporating SPAR into existing architectures for future design. Using this ap

proach, one can take advantage of existing simulation tools, operating systems, and 

compilers. Generally, it is easier to incorporate new instructions into a instruction 

set than to develop an entire new set. The development of a new instruction set 

requires a new assembler, compiler, and operating system as well.

Computer companies that could benefit from SPAR consist of those with a 
large customer base that uses sparse matrix computations. This customer base is not 

small; the finite element community encompasses numerous areas and the method 

is widely used. Recall that large sparse matrices arise more frequently than large 

dense matrices. Generally, each variable in a large system is only coupled with a few 

other variables for which a sparse matrix results.

Such companies as Convex and Intel would benefit significantly from the
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concepts of SPAR. It would be fruitful to research the specific details of incorporating 

our concepts into these architectures. A performance to cost comparison could be 

used to demonstrate the effectiveness of the new design.
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A ppendix A  

Cache Overview

Cache is the name first used to represent the level of the memory hierarchy 

between the CPU and main memory [PaHe 90]. Caches are generally small, fast 
memory that at any one time can hold the contents of a fraction of the overall 

memory of the machine. Typically caches range between lKbytes and 512Kbytes 
in size; main memory ranges between 4Mbytes and 1024Mbytes in size. The cache 

serves as a buffer for data which exhibits either one or both of temporal or spatial 

locality of reference. Temporal locality refers to a small time difference between 

two or more accesses to the same datum; the datum is accessed frequently. Spatial 
locality refers to the small difference between the memory addresses of accessed data; 
data within a small neighborhood are accessed. The definitions and descriptions of 
various cache parameters presented are consistent with those given in the following 

caches sources ([Smith 82], [Hill 87], [PaHe 90], [Prty 90]).

A .l  C ache O rgan ization

A cache can be organized in one of three categories:

• d ire c t-m a p p ed  -  Each cache block has only one place it can appear in the 

cache.

• fu lly  associative -  Each cache block can be placed anywhere in the cache.
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Associativity (n)

(a) C>)

Fully Associative n =C

(c)

Figure A.l: Illustration of (a) direct-mapped, (b) set associative, and (c) fully asso

ciative caches.

• se t associative -  Each cache block can be placed in a restriced set of places 

in the cache. A set is a group of two or more blocks in the cache. If there are 

n block in a set, the cache is called n-way set associative.

An illustration of the three categories is given in figure A.I. Direct mapped can also 

be considered a one-way set associative cache. The fully associative cache with C 

blocks can be considered a C -way set associative cache.

Since n-blocks exist in an n-way set associative cache, we use the term set 

to depict the restricted places for which a block can be placed. The number of sets, 

S , for a directed-mapped cache is equal to number of blocks in the cache, C. A fully 

associative cache has S' =  1 and n=C. The total number of blocks in the cache, C, 

is equal to Sn.
The smallest metric of a cache is a block. Conventional cache blocks contain 

four fields: tag field, data field, dirty bit, and valid bit as illustrated in figure A.2. The
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TAG DATA

/ X
VALID BIT DIRTY BIT

Figure A.2: The fields of a conventional cache block. 

<31 > < 0 >

BLOCK
TAG INDEX OFFSET

\— 32-logWS — -----------------logS----------------* 4 * “  logW -H

Figure A.3: The fields of a 32-bit address for a cache.

tag field is generally implemented in a separate bank of transistors from the other 

three fields. The length of the data field can vary; a block may contain multiple 

words but always only one tag. Long cache blocks have two advantages: (1) tag 

overhead per cache entry becomes a smaller fraction of the total cost of the cache 

and (2) miss rates can decrease. For a fixed-size second-level memory, miss rates fall 

with increasing block size until so much of the block is not used, and miss rates begin 
to rise. The longer the block size, however, the larger the miss penalty resulting from 

longer transfer time. There are tradeoffs between these advantages and disadvantage.

A .2  B lo ck  S e lec tio n

Data in the cache is selected by partitioning the 32-bit address (or row 

index) into three fields: block offset, index, and tag (illustrated in figure A.3). The 

block offset field selects the word in a block; for a one-word block, no selection is 

required. The length of this field is log2 W  where W  represents the number of words 

in the cache block, assuming the address corresponds to a word. The index field, 

with length log2 5 , selects the set in the cache. The remaining bits correspond to the 

address tag. If this tag matches the tag field of the selected cache block and the valid 

bit is set, a cache hit occurs. Otherwise a cache miss occurs and the datum must be

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



163

obtained from main memory or second-level memory and placed in the cache.

A direct mapped cache is easiest to implement in hardware because of the 

use of only one comparator for the tag and the lack of block selection hardware. 
For an index field equal to i, the shaded blocks in figure A .l depict the possible 

places where the desired data could be located. A set of a direct mapped cache 

contains only one block requiring only one comparison. In contrast, a set of an n- 

way set associative cache contains n blocks requiring n comparisons with the address 
tag. The n comparisons are generally executed in parallel at the cost of increase 

chip area to account for the multiple comparators. Once this multiple comparison 

is complete, the valid block corresponding to the matching tag is the desired data, 

otherwise a miss occurs. The fully associative cache is the most complex requiring C 

comparisons. This cache type corresponds to a content addressable memory (CAM) 

which are very expensive and slow.

Physical or virtual addresses can be used to access the cache. The use of 

physical addresses typically requires a translation of the upper bits of the virtual 

address to the address of the physical page of memory. This translation requires a 
translation lookaside buffer (TLB) for speed and is generally performed in parallel 

with the cache set selection that uses the lower order bits. This parallel access can 

occur when the product W 5 is less than or equal to the machine page size. Otherwise 

the cache access is performed after the virtual to physical address translation.

Virtual addresses are used generally in high performance computers to elim

inate the extra time required for virtual to physical address translations. Virtual ad

dress caches can suffer from the ’’synonym” problem, two or more virtual addresses 

that map to the same real address. Synonyms occur whenever two address spaces 
share code or data. To avoid this problem, an inverse mapping table must exist to list 

the virtual addresses that map to the same physical address. A detailed discussion 

of this can be found in [Smit 82].
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A .3 C ach e R ep la cem en t S ch em e

When a cache miss occurs for a read operation, the data in the cache is 

replaced with the desired new data. The replacement occurs at the block level; a 
block that contains the desired data is obtained from second-level memory and is 

used to replace a block in the particular cache set. A benefit of the direct mapped 
cache is the lack of choice for replacing the data. Set associative and fully associative 

caches require a replacement scheme since a choice exists for the block replacement 

of data. There are two primary strategies for selecting which block to replace:

R an d o m  -  The block to be replaced is randomly selected. Some systems use a 

pseudorandomized algorithm to achieve a uniform replacement algorithm.

L east-re sen tly  used  (LRU ) -  The block to be replaced is the one that has been 

unused for the longest time. The goal of the scheme is to reduce the chance of 

throwing out information that will be needed soon. Information about block 

accesses is recorded.

An advantage of random is that it is simple to implement in hardware. 

The LRU policy requires additional bits to retain the usage history of a given block 

and a comparator to determine the least recently used block. As the number of 

blocks in a set increases, LRU becomes increasingly expensive and is frequently 

only approximated. Our simulations used the random replacement scheme because 

the simple implementation. The system random number generator mod the set- 

associativity was used to determine the block to be replaced. The simulations given 

later used the random replacement scheme. The results were close to optimal and 

did not warrant simulations of the more complex LRU scheme.

A .4  W rite  P o licy

One question that arises with cache writes is whether or not the second level 

memory is updated immediately with the new data. There are two write policies 

that distinguish many cache designs:
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W rite -th ro u g h  o r s to re -th ro u g h  -  The information is written to both the block 

in the cache and to the block in the next level of memory.

W rite -b ack  o r copy-back -  The information is written only to the block in the 

cache. The modified cache block is written to main memory only when it is 

replaced.

Both schemes have some advantages. Write-back allows writes to occur at the speed 
of the cache memory. Multiple writes within a block require only one write to the 

second-level memory. Since every write does not go to the lower-level memory, write

back uses less memory bandwidth. W ith write-through, read misses do not result 
in writes to the second-level memory since this memory already has the most recent 

update. Because of this, write-through is considered easier to implement. However, 

the large memory bandwidth requirement makes write-through disadvantageous for 

our applications where writes occur frequently.

A .5 C ache P erform an ce

The performance of a cache is affected by the organization. A good and 

typical performance indicator for cache designs is average access time, Tavg. Gener

ally, the data access time dictates the performance of the CPU and FPU. Therefore, 

a good cache design is one that achieves an average access time of approximately 
the cycle time of the FPU. In this section, we study the effects of the following 

cache parameters on average access time for finite element applications: cache size, 

associativity, and block size.
The typical expression for the average access time is given as follows:

T f x v g  =  h t f i  -I*

The parameters are defined below:

• h it ra te  (h) -  the rate at which data is found in the cache for a given data 

access sequence.
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Hit time 1 clock cycle
Hit rate 80% - 99%
Miss penalty 8 - 32 clock cycles

(Access time) 6 -1 0  clock cycles
(Transfer time) 2 - 22 clock cycles

Miss rate 1% - 20%

Table A.l: Typical values for the cache metrics for caches found in 1990 workstations 

and minicomputers [PaHe 90].

•  h it  tim e  (th) -  the access time of the cache.

• m iss ra te  (m ) -  the rate at which data is not found in the cache for a given 

data access sequence.

• m iss p en a lty  (tm) -  the time (in clock cycles) required to obtain the data 

item from main memory (or second level memory) to be placed in the cache.

The sum of the hit rate and miss rate is one.

Typical values of the parameters for caches found in 1990 workstations 
and minicomputers are given in table A.I. These values reflect parameters for read 

patterns. In most generally applications, cache write operations occur infrequently 

and are not considered in the cache performance indicator.
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A ppendix B  

Thor M odels

B . l  V ary in g  th e  C ache O rgan ization

I * * * * * * * * * * * * * * * * * * * * * * * * * *  * *  *  * * * * * * * * * * *  I
/* Thor model for a standard dual-port cache. */
/* Author: Valerie Taylor */
/* Date: 15 January 91 */
/* Modification History: */
/* 2/8/91: added code to check for a RAW */
/* conflict with a data value that */
/* was not found in the cache within */
/* the previous 4 clock cycles. */
/*************** ***************

#define ERRP(S) fprintf(stderr, "Xs @ '/d: 5is\n", mnameO,
current_time, S)

MODEL(std_cache)
{
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IN.LIST
/* interface to the FPU to obtain needed operands */ 

SIG(Read);
GRP(Re_AddressBus, 32);
SIG(Write);
GRP(Wr_AddressBus, 32);

/* GRP(Wr_DataBus, 64); NOT USED */
SIG(clock);

ENDLIST;

OUT.LIST
SIG(Miss);
SIG(Dirty);
GRP(Re_DataBus, 32);

ENDLIST;

STJLIST
GRP(buffO, 32);
GRP(buffi, 32);
GRP(buff2, 32);
GRP(buff3, 32);

ENDLIST;

static int value1, value2;
static int numb_re_hits = 0;
static int numb_wr_hits = 0;
static int numb_re_misses = 0;
static int numb_wr_misses = 0;
static int numb_re_access = 0;
static int numb_wr_access = 0;
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static int rwconflicts = 0; 
static int numb_wr_hits_vb = 0; 
static int hazards = 0; 
static int space_used = 0; 
static int cache_size = 0; 
static int set_assoc = 0; 
static int max_time =0; 
static int N;
int wr_address, re_address; 
int wr_tag, re_tag;

struct cache_line{ 
int tag, data;
char valid_bit, dirty_bit, in_use_bit, ever.used;

>;

/* CACHE data structure */
static struct cache_line **cache_set;
static int replace_set;

static FILE *fp_out; 
int i, j, flag;

INIT
FILE *fp, *fptime;

ERRPC'IN THE INITIALIZATION SECTION OF THE CACHE MODEL!");

if((fp = fopen("cache_specs", "r")) == NULL){
ERRP("Couldn’t open cache_specs file!");
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exit(-l);
>

if((fptime = fopen("maxtime", "r")) == NULL){
ERRP("Couldn,t open cache_specs file!"); 
exit(-l);

>

if((fp_out = fopen("cache_stats", "w")) == NULL){
ERRP("Couldn't open cache_stats file!"); 
exit(-l);

}

fscanf(fp, "*/,d %d '/,d", &cache_size, &N, &set_assoc); 
fprintf(fp.out,"CACHE SIZE: '/.d(#ADDR BITS=y,d) SET ASSOC'/.d\n" , 

cache.size, N, set_assoc);

f scanf (fptime, "'/,d", &max_time) ;

if ((cache_size <= 0) I I (set_assoc <=0)){
ERRP("ERROR: Cache Size or Set Associative is less than

or equal to ZERO!");
exit(-l);

>

cache_set = (struct cache.line **)calloc(set_assoc, 
sizeof(struct cache_line)); 

if(cache_set == NULL){
ERRP("ERR0R: Couldn't allocate memory for the cache!");
exit(-l);

>
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for(i=0; i < set_assoc; i++){ 
cache_set[i] = (struct cache.line *)calloc(cache_size,

sizeof(struct cache_line)); 
for(j=0; j < cache_size; j++){

cache_set[i][j].valid_bit = ’O'; 
cache_set [i][j].ever_used = 'O’; 

cache_set[i][j].data = j ; 
cache_set[i][j].dirty_bit = ’O ’; 
cache_set[i][j].in_use_bit = 'O’;

>

>

fclose(fp); 
fclose(fptime);

buffO[31:0] = 0; 
buffi[31:0] = 0; 
buff2[31:0] = 0; 
buff3[31:0] = 0;

ERRP("COMPLETED THE INITIALIZATION SECTION!"); 

ENDINIT

/* BEHAVIOR SECTION */

Miss = ZERO;
Dirty = ZERO;

if(Read == ONE){ /* READ section */
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if(fckbin(Re_AddressBus, 31, 0) != PASSED){
ERRP("READ Port: address bit values undefined!");
EXITMOD(O);

>

numb_re_access++; 
re_address = fpack(Re_AddressBus, N-l, 0); 
re_tag = fpack(Re_AddressBus, 31, N);

if((re_address < 0) I I (re_tag < 0)){
ERRP("READ Port: Unable to convert address bits

to tag/address.");
EXITMOD(O);

>

flag = 1 ;
/* check all the sets for matching tag */ 
for(i=0; i < set.assoc; i++){

if(cache_set[i][re.address].valid_bit == '1'){ 
if(re_tag == cache_set[i][re_address].tag){ 

flag = 0; 
numb_re_hits++;

Re_DataBus[] = cache_set[i][re_address].data; 
cache_set[i][re_address].valid_bit = ’O ’; /* NEEDED */
cache_set[i][re_address].in_use_bit = ’ 1 ’; 
break;

>

>

else{
if(re_tag == cache_set[i][re_address] .tag)

if(cache_set[i][re_address].in_use_bit == ’!’){
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hazards++; 

>

I* Data will always be placed on the Re_DataBus. This data will 
either go to the queue for the FPUs on a cache hit or the exter
nal memory write queue on a cache hit */ 

if(flag){
Miss = ONE; 
numb_re_misses++; 
if(set_assoc == 1) 

replace_set = 0; 
else

replace.set = rand() '/, set_assoc;
Re_DataBus[] = cache_set[replace_set] [re_address].data;

/* NOTE: Actual Implementation requires the output of the TAG data
to generate the memory address of the data to be written back 
to main memory */

cache_set[replace_set][re_address].valid_bit = 'O'; 
cache.set[replace_set][re_address].in_use_bit = ’O'; 
if (cache_set[replace_set][re_address].dirty_bit == ’O ’)

Dirty = ZERO;
else 

Dirty = ONE;
>
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/* code to check for a RAW conflict with a data item that resulted 
in a miss within the previous 4 clock cycles */

if(flag){
valuel = fpack(Re_AddressBus, 31, 0); 
value2 = fpack(buffO, 31, 0); 
if(valuel == value2){ 

hazards++;
>

else{
value2 = fpack(buffl, 31, 0); 
if(valuel == value2){ 

hazards++;
>

else{
value2 = fpack(buff2, 31, 0); 
if(valuel == value2){ 

hazards++;
>

else{
value2 = fpack(buff3, 31, 0); 
if(valuel == value2){ 

hazards++;
>

>

>

>

>

buffO[31:0] = buffi[31:0];
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buffi[31:0] = buff2[31:0]; 
buff2[31:0] = buff3[31:0]; 
if(flag)

buff3[31:0] = Re_AddressBus[31:0];
else

buff3[31:0] = 0;

> /* End Read section */

if(Write == 0NE){ /* WRITE section for port 2 * /

if(fckbin(Wr_AddressBus, 31, 0) != PASSED){
ERRP("WRITE Port: address bit values undefined!");
EXITMQD(O);

>

/* if(fckbin(Wr_DataABus, 63, 0) != PASSED){
ERRP("WRITE Port: data bit values undefined!");
EXITMOD(O);

> */

numb_wr_access++; 
wr_address = fpack(Wr_AddressBus, N-l, 0); 
wr_tag = fpack(Wr_AddressBus, 31, N) ; 
if((wr_address < 0) I I (wr_tag < 0)){

ERRP("WRITE Port: Unable to convert address bits to
tag/address.");

EXITMOD(O);
>

flag = 1;
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/* NOTE: there should never by a write hit from this situation */

/ *  check all the set for matching tag */ 
for(i=0; i < set_assoc; i++){

if(cache_set[i][wr_address].valid_bit == '1') 
if(wr_tag == cache_set[i] [wr_address] .'tag){ 

flag = 0;
cache_set[i][wr_address].valid_bit = ’1’; 
cache_set[i][wr_address].in_use_bit = 'O'; 
numb_wr_hits++;
if (cache_set[i] [wr_address] .ever_used == 'O’H  

cache_set[i][wr_address].ever_used = ’ 1'; 
space_used++;

>

break;
>

>

/* Given a miss has occurred, first check for an invalid bit for 
one of the sets. If one of the sets has an invalid bit the 
write over the data there. Otherwise signal that a true write 
miss has occurred, signaling no where to place the data. */

if(flag){
for(i=0; i < set_assoc; i++){ 

if(cache_set[i][wr_address].valid_bit == '0’){ 
numb_wr_hits_vb++; 
flag = 0;
cache_set[i][wr_address].valid_bi t = ’ 1 ’ ; 

cache_set[i][wr_address].in_use_bit = 'O’;
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cache_set[i][wr_address].tag = wr.tag; 
if (cache.set[i][wr_address].ever_used == ’0'){ 

cache_set[i][wr_address].ever_used = ’1’; 
space_used++;

>

break;
>

>

if(flag) 
numb_wr_misses++;
>

> /* End Write section */

/* check if READ & WRITE occurs to the same address or 
line in the cache */

if(re_address == wr_address) {
++rwconflicts;

>

if(current.time == max_time){ 
fprintf (fp_out, "\n\nTIME: '/,d\n", current_time) ;
fprintf (fp_out, "NRH: ’/.6d NRM: ’/.6d NRA: */.6d\n", 

numb_re_hits, numb_re_misses, numb_re_access); 
fprintf(fp_out," HIT RATIO: */.f MISS RATIO: y.f\n\n", 

((float) numb_re_hits)/((float) numb_re_access),
((float) numb_re_misses)/((float) numb_re_access)); 

fprintf (fp.out, "NWH: '/.6d NWHVB: '/.6d NWM: ’/.6d NWA: */.6d\n", 
numb_wr_hits, numb_wr_hits_vb, numb_wr_misses, 
numb_wr_access);
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fprintf(fp_out," HIT RATIO: */.f MISS RATIO: '/.f\n\n'\
((float) numb_wr_hits)/((float) numb_wr_access),
((float) numb_wr_misses)/((float) numb.wr.access)); 

fprintf(fp.out, " HIT RATIO (VB) : %f\n\n",
((float) numb_wr_hits_vb)/((float) numb.wr.access)); 

fprintf (fp_out, "\nSPACE USED: '/,8d\n" , space.used);
fprintf (fp.out, "\nNUMBER OF RAW HAZARDS: ,/.d\n", hazards);
fprintf (fp.out, "\nNUMBER OF READ/WRITE SIMULT. OPS: y.d\n", 

rwconflicts);

if(hazards > 0){
fprintf (fp.out, "\n TRUE NRH = '/,d NRM: '/,d\n", numb_re_hits+ 

hazards, numb.re.misses-hazards); 
fprintf (fp.out, "HIT RATIO: '/.f MISS RATIO: '/.f \n",
((float)(numb_re_hits+hazards))/((float)numb_re_access), 
((float)(numb.re.misses-hazards))/((float)numb_re_access)); 

>

>

EXITMOD(O);
>

B .2  V aryin g  th e  B lock  S ize

/* Thor model for a multi-word block cache. */
/* Author: Valerie Taylor */
/* Date: 25 April 91 */
/* Modification History: */
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/ * *  He * *  * *  * *  *  *  *  *  *  *  *  *  * *  *  *  * *  * * * *  *  * *  *  * *  *  *  * *  * * * * *  *  *  *  *  * * *  *  *  * *  /

\#define ERRP(S) fprintf(stderr, "'/,s <D '/,d: '/.s\n", mname(),
current.time, S)

MODEL(mw.cache)
{

IN.LIST
SIG(Read); /* interface to the FPU */ 
GRP(Re_AddressBus, 32);
SIG(Write);
GRP(Wr.AddressBus, 32);

/* GRP(Wr_DataBus, 64); NOT USED */
SIG(clock);

ENDLIST;

OUT.LIST
SIG(Miss);
SIG(Dirty);
GRP(Re.DataBus, 32);

ENDLIST;

ST.LIST
GRP(buffO, 32);
GRP(buffi, 32);
GRP(buff2, 32);
GRP(buff3, 32);

ENDLIST;

static int valuel, value2;
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static int numb_wr_hits = 0;
static int numb_wr_misses = 0;
static int numb_wr_access = 0;
static int wr_miss_valid = 0;
static int wr_miss_invalid = 0;
static int wmiss_valid_dirty = 0;
static int wmiss_valid_clean = 0;
static int whit_valid = 0;
static int whit_invalid = 0;
static int numb_re_hits = 0;
static int numb_re_misses = 0;
static int numb_re_access = 0;
static int rmiss_valid_dirty = 0;
static int rmiss_valid_clean = 0;
static int re_miss_valid = 0;
static int re_miss_invalid = 0;
static int rwconflicts = 0;
static int hazards = 0;
static int space.used = 0;
static int cache_size = 0;
static int line_size = 0;
static int set_assoc = 0;
static int max_time =0;
static int N;
static int W;
int wr_address, re_address;
int wr_tag, re_tag;
int re_boffset, wr_boffset;

struct cache_line{ 
int data;
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char valid_bit, dirty_bit, ever_used;
>;

/* SUBBLOCK CACHE data structure */ 
static struct cache_line **sblock_cache;

static int *tag;

static FILE *fp_out; 
int i, j, flag;

INIT
FILE *fp, *fptime;

ERRPC'IN THE INITIALIZATION SECTION OF THE CACHE MODEL!");

if((fp = fopen("mwcache_specs", "r")) == NULL){
ERRP("Couldn’t open cache_specs file!"); 
exit(-l);

>

if((fptime = fopen("maxtime", "r")) == NULL){
ERRP("Couldn’t open cache_specs file!"); 
exit(-l);

}
if((fp_out = fopen("mwcache_stats", "w")) == NULL){

ERRP("Couldn’t open cache_stats file!"); 
exit(-l);

}
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fscanf(fp, "'/,d '/,d '/.d '/,d", ftcache.size, &N, &line_size, &W) ; 
fprintf (fp.out, "CACHE SIZE: '/.d blocks (#ADDR BITS = ,/.d)\n", 

cache.size, N) ;
fprintf (fp.out, " LINE SIZE: */,d words (#BL0CK OFFSET BITS = */.d) 

\n\n", line_size,W);

fscanf (fptime, "'/.d", ftmax.time);

if((cache.size <= 0) II (line.size <= 0)) {
ERRP("ERROR: Cache Size or Line Size is less

than or equal to ZERO!");
exit(-l);

>

tag = (int *) calloc (cache.size, sizeof(int)); 
if (tag == NULLM 

ERRP("ERR0R: Couldn't allocate memory for tags!"); 
exit(-l);

>

sblock.cache = (struct cache.line **)calloc(cache_size, 
sizeof(struct cache.line)); 

if(sblock.cache == NULL){
ERRP("ERR0R: Couldn't allocate memory for the cache!");
exit(-l) ;

>

for(i=0; i < cache.size; i++){ 
sblock.cache[i] = (struct cache.line *) calloc (line.size , 

sizeof(struct cache.line)); 
for(j=0; j < line.size; j++){
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sblock_cache[i][j].valid_bit = ’O'; 
sblock.cache[i][j].ever.used = '0'; 

sblock.cache[i][j].data = j ; 
sblock.cache[i][j].dirty.bit = ’0 ’;

>

>

fclose(fp); 
fclose(fptime);

buffO [31:0] = 0; 
buffi[31:0] ■ 0; 
buff2[31:0] = 0; 
buff3[31:0] = 0;

ERRP("COMPLETED THE INITIALIZATION SECTION!"); 

ENDINIT

/* BEHAVIOR SECTION */

Miss = ZERO;
Dirty = ZERO;

if(Read == 0NE){ / * READ section */
if (fckbin(Re_AddressBus, 31, 0) != PASSED){

ERRP("READ Port: address bit values undefined!");
EXITMOD(O);
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numb_re_access++; 
if(W>0)

/* block offset value */
re_boffset = fpack(Re_AddressBus, W-l, 0);

else
re.boffset = 0;

/* cache address or index */ 
re_address = fpack(Re_AddressBus, W+N-l, W) ; 
re_tag = fpack(Re_AddressBus, 31, W+N); /* tag value */

ifC(re_address < 0) I I (re_tag < 0) II (re_boffset < 0)){ 
ERRP("READ Port: Unable to convert address bits to

tag/address/offset.");

EXITMOD(O);
>

if ((sblock.cache[re_address][re_boffset] .valid_bit == *1') &&
(re.tag == tag[re_address])){ /* READ HIT */ 

numb_re_hits++;
Re_DataBus[]=sblock_cache[re_address][re_boffset].data; 
sblock.cache[re_address][re.boffset].valid.bit = ’O';

>

/ * Data will always be placed on the Re.DataBus. This data will 
either go to the queue for the FPUs on a cache hit or the 
external memory write queue on a cache miss. The read address 
will be used as the memory address of the data to be written 
back to memory. */
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else { /* READ MISS */
Miss = ONE; 
numb_re_misses++;

/* SECTION WHICH LOADS DATA IN ASSUMING READ MISS STALL IS
SOME NUMBER OF CYCLES WHICH DOES NOT AFFECT HIT/MISS RATE */

for(i=0; i < line.size; i++){
/* check if valid data is dirty */ 

if (sblock.cache[re.address][i].valid.bit == ’l'){ 
re_miss_valid++;
if(sblock.cache[re.address][i].dirty.bit == ' i') 

rmiss_valid_dirty++; 
else

rmiss_valid_clean++;
>
else

re_miss_invalid++;

/* reflect new data */ 
sblock.cache[re.address][i].valid.bit = '1'; 

sblock.cache[re.address][i].dirty.bit = ’O ’;
>

/* reflect data being modified via FPU */ 
sblock.cache[re.address][re.boffset].valid.bit = 'O’; 
tag[re.address] = re.tag;

>

/ * code to check for a RAW conflict with a data item that resulted
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in a miss within the previous 4 clock cycles */

if(Miss == 0NE){ 
value1 = fpack(Re_AddressBus, 31, 0); 
value2 = fpack(buffO, 31, 0); 
if(valuel == value2){ 

hazards++;
>

else{
value2 = fpack(buffl, 31, 0); 
if(valuel == value2){ 

hazards++;
>

else{
value2 = fpack(buff2, 31, 0); 
if(valuel == value2){ 

hazards++;
>

else{
value2 = fpack(buff3, 31, 0); 
if(valuel == value2){ 

hazards++;
>

}
>

>

buffO[31:0] = buffi[31:0] 
buffi[31:0] = buff2[31:0] 
buff2[31:0] = buff3[31:0]

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



187

if(Miss=ONE)
buff3[31:0] = Re_AddressBus[31:0] ;

else
buff3[31:0] = 0;

]■ /* End Read section */

if(Write == 0NE){ /* WRITE section for port 2 */

if (fckbin(Wr_AddressBus, 31, 0) != PASSED){
ERRP("WRITE Port: address bit values undefined!");
EXITMOD(O);

>

numb_wr_access++;
if(W>0) /* determine block offset * /

wr_boffset = fpack(Wr_AddressBus, W-l, 0); 
else

wr_boffset = 0; 
wr_address = fpack(Wr_AddressBus, W+N-l, W) ; 
wr_tag = fpack(Wr_AddressBus, 31, W+N);

if((wr_address < 0) I I (wr_tag < 0) I I (wr_boffset < 0)){ 
ERRP("WRITE Port: Unable to convert address bits to

tag/address/offset.");
EXITMOD(O);

>

if(wr_tag == tag[wr_address]){ / * WRITE HIT */ 
numb_wr_hits++;

/* CASE SHOULD NEVER OCCUR */
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if(sblock_cache[wr_address][wr_boffset].valid_bit=='l') 
whit_valid++;

else
whit_invalid++; 

sblock_cache[wr_address][wr_boffset],valid_bit = '1'; 
sblock_cache[wr_address][wr_boffset] .dirty_bit = ’1';

>

/* Given a miss has occurred, first check for an invalid bits for 
the line to determine if the data needs to be written back to 
memory. Then perform the write operation. */

else { /* WRITE MISS */
numb_wr_misses++; 

for(i=0; i < line_size; i++){ 
if (sblock_cache[wr_address] [i] .valid_bit == 'i’M  

wr_miss_valid++;
if(sblock_cache[wr_address][i].dirty_bit == '1’) 

wmiss_valid_dirty++;
else

wmiss_valid_clean++;
>

else
wr_miss_invalid++;

/* reflect invalidation for write operation */ 
sblock_cache[wr_address][i].valid_bit = 'O'; 
sblock_cache[wr_address][i].dirty_bit = 'O’;

>

tag[wr_address] = wr_tag; /* reflect write operation */
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sblock_cache[wr_address][wr_boffset].valid_bit = ’1'; 
sblock_cache[wr_address][wr_boffset].dirty_bit = '1';

>

if (sblock_cache[wr_address][0].ever_used == '0'){ 
sblock_cache[wr_address][0].ever_used = '1’; 
space_used++;

>
> /* End Write section */

/* check if READ & WRITE occurs to the same address or 
line in the cache */

if(re_address == wr_address) { 
rwconflicts++;

>

if (current_time == max_time)-[ 
if(line_size == 1){
fprintf(fp_out, "\nLINE SIZE = 1; ADJUSTING HITS & 

MISSES"); 
numb_wr_misses -= wr_miss_invalid; 
numb_wr_hits += wr_miss_invalid;

>

fprintf (fp_out, "\n\nTIME: '/,d\n", current_time) ;
fprintf (fp.out, "NRH: ’/.6d NRM: 7.6d NRA: y,6d\n", 

numb_re_hits, numb_re_misses, numb_re_access); 
fprintf(fp.out," HIT RATIO: */.f MISS RATIO: '/.f\n\n",

((float) numb_re_hits)/((float) numb_re_access), 
((float) numb_re_misses)/((float) numb_re_access));
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f printf (fp.out, "NO. READ MISS (INVALID): y.d\n",
re_miss_invalid); 

fprintf(fp_out," (VALID): '/,d\n", re_miss_valid);
fprintf (fp_out," *DIRTY: ’/.d\n", rmiss_valid_dirty) ;
fprintf(fp_out," *CLEAN: '/,d\n", rmiss_valid_clean) ;
fprintf (fp_out,"CHECK: NRH+NRM = y,d\n", numb_re_hits+ 

numb_re_misses); 
fprintf(fp_out,"CHECK: RVD + RVC = '/.d\n", rmiss_valid_dirty+

rmiss_valid_clean);

f printf (fp_out ,"\n\n\n NWH:'/,6d NWM:'/,6d NWA:y,6d\n" ,numb_wr_hits, 
numb_wr_misses, numb_wr_access); 

fprintf(fp.out," HIT RATIO: */.f MISS RATIO: '/.f\n\n",
((float) numb_wr_hits)/((float) numb_wr_access),
((float) numb_wr_misses)/((float) numb_wr_access)); 

fprintf(fp_out,"NO. WRITE MISS (INVALID): '/.d\n", 
wr_miss_invalid); 

f printf (fp_out," (VALID): '/td\n", wr_miss_valid) ;
fprintf (fp_out," *DIRTY: */,d\n", wmiss_valid_dirty) ;
fprintf (fp_out," *CLEAN: '/,d\n", wmiss_valid_clean) ;
f printf (fp.out, "\nN0. WRITE HIT (VALID): y,d\n", whit .valid) ;
fprintf (fp_out,"NO. WRITE HIT (INVALID): '/.d\n", whit_invalid) ;
fprintf(fp_out,"\nCHECK: NWH + NWM = '/,d\n", numb_wr_hits+

numb_wr_misses); 
fprintf(fp_out,"CHECK: RWD + RWC = '/,d\n", wmiss_valid_dirty+

wmiss_valid_clean); 
fprintf (fp_out, "\nSPACE USED: '/,8d\n", space_used) ;
f printf (f p_out, "\nNUMBER OF RAW HAZARDS: y,d\n" , hazards);
fprintf(fp_out, "\nNUMBER OF READ/WRITE SIMULT. OPS: y.d\n",

rwconflicts);
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if(hazards > 0){
fprintf (fp_out, "\n TRUE NRH = '/,d NRM: '/,d\n", numb_re_hits+ 

hazards, mimb_re_misses-hazards);
fprintf(fp_out, "HIT RATIO: '/.f MISS RATIO: %f\n",

((float) (numb_re_hits+hazards))/((float) numb_re_access), 
((float) (numb_re_misses-hazards))/((float) numb_re_access));

>

>

EXITMOD(O);
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A ppendix C 

Fortran Im plem ent, o f v — Kp

C .l  C M N S  D a ta  S tru ctu re

C *  *  * *  *  *  * * *  i|i * * * * * * *  *  * *  *  *  % * *  * * *  * *  *  *  * *  *  * *  *  *  * *  =*f **=4=+:**** * * *  *  *  * * * * * *  *

C Implementation of sparse matrix vector multiplication:
C V = K*P
C P: vector used in the mulitplication
C V: resultant vector
C KV: values of the nonzero elements of the matrix
C ROW: corresponding row values of the nonzeroes
C NZ: number of nonzeroes in each column
C ncols: number of columns in the square matrix K
C nnzs: number of nonzeroes in the matrix K
C NOTE: K is stored in column-major compact format
Q *  *  *  *  *  *  *  *  *  *  *  *  *  *  *  *  *  ilc* *  *  *  *  *  *  *  *  *  * *  *  *  *  *  *  *  * *  *  *  *  *  *  *  *  *  *  *  * *  *  *  *  *  He *  *  *  * * *  ift * *  /

program matvec
double precision P(1000), KV(21952), V(1000), multiplicand 

integer R0W(21952), NZ(1000), i, j, k, index, ncols, nnzs

read *, ncols, nnzs
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do 100 i=l,ncols 
read *, NZ(i)

P(i) = 1.0 
100 continue

do 200 i=l,nnzs 
read *, KV(i)

200 continue
do 300 i=i, nnzs 

read *, R0W(i)
300 continue

C** implementation of sparse matrix vector multiplication **/
C call perfon("loop 1")
C do 1000 k=l,10

index = 1 
do 400 i=l, ncols 

multiplicand = P(i)
C cdir$ ivdep

do 400 j=l, NZ(i)
V(R0W(index)) = V(ROW(index))+KV(index) * multiplicand 
index = index + 1 

400 continue
C1000 continue
C call perfoffO

do 500 i=l, ncols 
print '(F20.2)', V(i)
500 continue 

end
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C .2 IT P A C K  D a ta  S tru ctu re

c *  *  *  *  *  *  *  *  *  * *  * * *  *  * *  * * *  *  *  *  * *  *  * #  >i<*  *  *  *  * * *  *  * itt* *  *  * * *  *  *  *  *  * # *  * * * * * * * * *  *  *

C Implementation of sparse matrix vector multiplication:
C V = K*P
C P: vector used in the mulitplication
C V: resultant vector
C KV: values of the nonzero elements of the matrix
C COL: corresponding column values of the nonzeroes
C ncols: number of columns in the matrix K
C nnzs: number of nonzeroes in the matrix K
C NOTE: K is stored in ITPACKformat

program matvec
double precision P(1000), KV(1000,27), V(IOOO) 

integer C0L(1000,27), i, j, ncols, maxnc

read *, ncols, maxnc 
do 100 i=l, maxnc

do 100 j = 1, ncols
read *, KV(j,i), C0L(j,i)

100 continue
do 200 i=l, ncols 

P(i) = 1.0 
200 continue

C** implementation of sparse matrix vector multiplication **/
C call perfon("loop 1")
C do 1000 k=l,10

do 400 i=l, maxnc
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Ccdir$ ivdep
do 400 j=l, ncols

V(j) = V(j) + KV(j,i) * P(C0L(j,i))
400 continue

C1000 continue
C call perfoffO

do 500 i=i, ncols 
print »(F20.2/)», V(i)
500 continue

end

C .3 M od ified  IT P A C K

Q * * ** * * ** * * * * * **** ** **** *** *** * * * * * * * * * * * ******** **** ****** ** **

C Implementation of sparse matrix vector multiplication:
C V = K*P
C P: vector used in the mulitplication
C V: resultant vector
C KV: values of the nonzero elements of the matrix
C COL: corresponding column number of the nonzeroes
C NZC: number of nonzeroes in each column
C ncols: number of columns in the square matrix K
C nnzs: number of nonzeroes in the matrix K
C NOTE: K is stored in sorted ITPACK format
C*****************************************************************/ 

program matvec
double precision P(1000), KV(i000,27), V(1000) 
integer C0L(i000,27), NZPC(1000), i, j, ncols, maxnc
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read *, ncols, maxnc
do 100 i = 1, maxnc 

read *, NZPC(i)
100 continue 

do 200 i = 1, maxnc
do 200 j » 1, NZPC(i) 

read *, KV(j,i), C0L(j,i)
200 continue 

do 300 i=l, ncols 
P(i) = 1.0 

300 continue

C** implementation of sparse matrix vector multiplication 
do 400 i = 1, maxnc

do 400 j = 1, NZPC(i)
V(j) = V(j) + KV(j.i) * P(C0L(j,i))
400 continue 

do 500 i = 1, ncols
print ’(F20.2)', V(i)

500 continue

end
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