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Abstract  —  Two-dimensional visual code markers display 

bit-encoded information about nearby objects. To aid 
computer vision systems in extracting the bit patterns from 
images containing one or more markers, we developed a 
shape-based algorithm for detecting marker locations and 
orientations in order to identify the markers’ bit patterns. 
We show that the algorithm can correctly identify all bits for 
12 training images. Even in the presence of additional 
blurring and additive Gaussian noise, the algorithm is still 
capable of identifying most bits correctly.  

I. INTRODUCTION 

Visual code markers provide a convenient means of 
storing decodable information about products. By reading 
the bit patterns in a marker, a computer vision system, 
such as a cell phone equipped with a digital camera, can 
extract the information and use it to make decisions about 
the associated product. In a visual code system developed 
by Rohs [4], an 83-bit sequence is divided into nine 
adjacent columns of black and white squares. These 
columns form the central region of the marker, bounded in 
red in Fig. 1. The pattern within the central region will 
vary between different encodings. What remains fixed, 
though, are five structures outside the central region: three 
corner squares and two rectangles. Altogether, the central 
region and surrounding guide elements form an 11-by-11 
grid which defines the entire visual code marker. 

The identification problem here is to find the unknown 
position of a marker in a background image and then 
interpret the bit pattern of the central region. A 
conventional approach for finding the marker’s location is 
to use template matching with normalized coefficients. 
Unfortunately, the only fixed structures of the marker are 
the five guide elements, which account for a small fraction 
of the total area of the marker. Correlation peaks would 
not be sharply defined. Arbitrary rotation and scaling of 
the marker further complicate this method, and an 
expensive peak search across rotated and scaled versions 
of the template is generally required. 

A robust algorithm must rely on features of the marker 
that are invariant to rotation and scaling and less sensitive 
to image distortion. It is observed that the relative 
positions and shapes of the five guide elements satisfy the 
invariance property. The guide structures’ well-defined 
geometries suggest that shape-based classification would 

be effective at locating them amongst an assortment of 
different shapes in the image. Our algorithm first uses 
shape analysis and the color of the guide structures to find 
the guide structures and then uses localized statistical 
information to determine the actual bit pattern. In the next 
section, we present an overall view of the algorithm. 
Section III then discusses the steps of the algorithm in 
detail. Section IV presents the results of applying the 
algorithm to a set of 12 training images, and section V 
reevaluates the algorithm with distorted versions of the 
training images. We conclude in Section VI by 
considering extensions of our work. 

II. OVERVIEW OF IDENTIFICATION 

The algorithm, depicted in Fig. 2, devotes most of its 
computation to classifying shapes in the image and 
picking out the guide structures accurately and reliably. 
We use an edge detection operator to find the shape 
boundaries. Unconnected boundaries can then be labeled 
as different regions, yielding the boundary points for all 
shapes in the given image. 

Corners of shapes are prone to rounding if the original 
image has low resolution or blurring. In particular, the 
corners of most rectangles will become curved after edge 
detection. Of the five guide structures, the two long 
rectangles are least affected geometrically by corner-
rounding because of their long sides. The three squares, 
on the other hand, will have curved boundaries that are 
very similar to the boundaries of non-square objects of 
similar dimensions. For this important reason, the first 
stage of shape recognition must focus on finding the long 
rectangles. 

Fig. 1. Visual code marker showing central bit-encoded 
pattern enclosed by red boundary and outer guide elements. 
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A geometrical construct that will help us in 
differentiating between shapes is the bounding box, 
described by Jain [3]. The bounding box is a rectangle that 
entirely encloses the boundary of a shape and intercepts 
only extreme boundary points. The next section explains 
how to create a bounding box from an arbitrary set of 
boundary points.  

The bounding box is well-suited to our identification 
problem because the guide structures are rectangular. A 
five-stage filter, shown on the right half of Fig. 2, 
progressively eliminates shapes that cannot be guide 
rectangles, based on the properties of their bounding 
boxes. The filter output retains only the actual guide 
rectangles. Knowledge of the two long guide rectangles’ 
boundary points enables us to estimate the locations of the 
centers of the three remaining guide squares. A local 
search in the vicinity of each square will refine the 
estimate of the square’s center. Thereafter, the complete 
information about the marker corners is acquired and this 
information can then be used to calculate the center 
locations of each square element in the 11-by-11 array. At 
each center, then, the algorithm examines the local 
contrast to determine whether the square is white or black. 
As a result, the contents of the marker can be correctly 
translated into a bit sequence.  

When this algorithm is applied to a set of 12 training 
images, bit-errorless translation is achieved and origin 
errors—differences between true and observed corners of 
the marker—are kept small. Since these 12 images have a 

variety of lighting conditions, background clutter, and 
various distortions of the marker, including scaling, 
rotation, and shearing, our algorithm is shown to 
successfully handle these many challenges. 

III. STEPS OF IDENTIFICATION 

A. Edge Detection and Region Labeling 

First, we choose to use the Canny edge detector [2] 
because of its superior performance. The Canny algorithm 
has three steps: 1) To reduce noise, the input image 

)y,x(f is smoothed with a Gaussian low-pass filter, 
having impulse response defined by 
 
 
 
 
where σ  is the standard deviation. 2) To detect edges, a 
conventional operator such as Sobel or Prewitt is applied 
to the low-pass filtered image, creating a gradient image 

)y,x(g . 3) To thin the edges in )y,x(g , essentially to the 
width of one pixel, gradient values above a threshold T 
are set to one, while other values are set to zero: 
 
 
 
 
A good value of T is half the maximum value in )y,x(g .  

Fig. 2. Steps of identification algorithm. The path on the left illustrates the overall process. The path on the right shows more 
specifically how the long guide rectangles are located. 

⎟
⎟
⎠

⎞
⎜
⎜
⎝

⎛

σ

+
−

πσ
= 2

22

2 2
yxexp

2
1)y,x(h )1(

.
otherwise

T)y,x(g
0
1

)y,x(gB
>

⎩
⎨
⎧

= )2(



 3

After applying the Canny algorithm, it is found that 
some boundaries of large shapes are broken at places 
where they should remain intact. To close these small 
gaps, a morphological closing operation is carried out 
using a two-by-two matrix of ones as the structuring 
element. Fig. 3 shows a sample image containing a visual 
code marker, and Fig. 4 shows the edges extracted from 
that image by the Canny algorithm with closing. 

The binary edge image )y,x(gB  is then region-labeled 
using eight-connected neighborhoods. Note that each 
region contains just the boundary points of a shape, since 
all of the interior points of shapes are eliminated by edge 
detection. In other words, each shape in the original image 
is hollowed out and characterized by its set of boundary 
points ( ){ })n(Ni1:)n,i(y),n,i(x)n( ≤≤=X . Here, x(i,n) 
and y(i,n) are the coordinates for the ith point of the nth 
shape, and N(n) is the number of boundary points for that 
shape.  
 

B. Calculation of Bounding Boxes 

Given the set of boundary points )n(X  for the nth 
shape, we define the center of mass as 

 
  
 
 
 
Here, we consider each set of boundary points an object in 
its own right and calculates its center of mass.  

In Fig. 3, the center of mass of the ellipse has been 
chosen as the origin for the x-y axes. In this coordinate 
system, the (p, q) order central moment is defined as 
 
 

 
 

The orientation )n(θ  defines the direction of the long 
side of the bounding box. It is calculated as 
 

 
 
 
Knowing )n(θ , the points in the x-y system can be 

rotated into points in the β−α  system, a system aligned 
with the sides of the bounding box, by using 
 
  
 
 
  
 
 
Denote the max and min values of )n,i(α  and )n,i(β  by 

)n(maxα , )n(minα , )n(maxβ , and )n(minβ . These extrema 
determine the bounding box’s dimensions L(n) and W(n) 
as well as the four vertices { }4k1:)n(Bk ≤≤ : 
 
 
 
 

Fig. 3. Visual code marker in a training image. 

Fig. 4. Shapes in the training image detected by 
the Canny algorithm. 

Fig. 5. Ellipse and its bounding box. Both the x-y 
and β−α  coordinate systems are shown. 
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Fig. 6 shows the edge shapes from Fig. 4 drawn with their 
bounding boxes.  
 

C. Identification of Long Guide Rectangles 

Shapes which cannot be the long guide rectangles 
are eliminated through a series of tests which are designed 
using the geometry and signal intensity properties of the 
two guide rectangles. The first test examines the 
dimensions of the bounding box. Only if a shape’s long 
side to short side ratio L(n)/W(n) is close to five or seven, 
which are predefined dimension ratios for the two guide 
rectangles,  is the shape kept for further processing. Fig. 7 
shows the shapes that are left after this initial filtering. 

The second test checks all pairs of shapes, to exploit 
joint properties of a marker’s two guide rectangles.  
Assuming there are N shapes left at this point, 2/)1N(N −  
pairs exist.  The mth and nth shape must satisfy the 
following relationships to be a guide pair: 
 

 
 
 
 
 
 

 
 
The first condition in (10) constrains the difference in the 
shapes’ angular orientations to be close to 90 degrees, 
because the two guide rectangles are orthogonal by 

design. For example, pairs of shapes with close-to-parallel 
bounding boxes will be eliminated. A good value for θT  
is 30 degrees, to allow for certain image shearing.  

Since the ideal separation between the centers of mass 
of two guide rectangles’ is approximately eight percent 
larger than the length of the shorter guide rectangle, the 
second condition in (11) constrains the separation between 
the two shapes’ center of masses to be close to this ideal 
value. A good value for COMT  is the length of the longer 
guide rectangle. Lastly, the third condition in (12) 
constrains the two shapes’ areas to be close to a seven-to-
five ratio. A good threshold for AREAT  is two. In each 
case, we keep the threshold loose enough to avoid 
eliminating genuine candidates for the guide rectangles. 
Fig. 8 shows the result of this second filter. 

The third test utilizes the fact that boundaries of guide 
rectangles are very close to their bounding boxes, with 
bigger discrepancies only at the corner regions. Other 
non-rectangular shapes haves curves and jagged edges 
that will cause their boundaries to differ more from their 
bounding boxes. Therefore, a boundary-versus-box error 
is defined as 
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Fig. 6. Bounding boxes for shapes in the training 
image. 

Fig. 7. Result after filtering by shapes’ bounding 
box dimensions. 

Fig. 8. Result after filtering by joint properties of 
pairs of shapes. 
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where v(i,n) is zero if a three-by-three neighborhood of 
boundary point (x(i,n), y(i,n)) contains at least one point 
of the bounding box, and v(i,n) is one otherwise. If e(n) 
exceeds a threshold BOXT , the shape is judged to be too 
non-rectangular. A good value for BOXT  is found to be 

( ))n(W)n(L5.0 +⋅ . Fig. 9 shows which shapes are kept by 
this filter. 

The fourth test compares the signal intensity inside the 
bounding box to the signal intensity around the bounding 
box. Since the black guide rectangles all have thin strips 
of white regions all around, if the exterior-to-interior 
contrast is not sufficiently high, the shape is not a guide 
rectangle. Our algorithm uses a mean contrast of 1.4 as the 
threshold. The filter output is shown in Fig. 10. It is clear 
that four non-guide shapes have been removed. 

Finally, the fifth test reapplies the second test of pair-
wise filtering now that many false shapes have been 
eliminated by the third and fourth tests. In the case of the 
training image we have been showing, the first four filters 
already eliminated all extraneous shapes, so the output of 

this fifth filter will be the image in Fig. 10. 
The processing order of these filters has been chosen to 

minimize processing time. If the order of the tests is 
switched, the final result will be the same, but the 
processing time will generally be longer. For example, 
because the second test is more computationally expensive 
than the first test, swapping the two tests will lengthen the 
processing time. 

At this point, we have determined the positions, 
dimensions, and angular orientations of the two long 
guide rectangles. From this information, we can then find 
the three small guide squares and calculate the dimensions 
and orientation of the entire 11-by-11 array. 
 

D. Identification of Small Guide Squares 

After finding the long guide rectangles, our algorithm 
uses their vertices to estimate the centers of the three 
guide squares. For example, as can be seen from Fig. 12, 
to determine the upper right guide square center, we can 
add to the midpoint ( )21 LL +⋅5.0 a displacement vector 

7/v , where 42 LLv −=  spans the side of the rectangle 
that is seven grid elements long. The other two guide 
square centers can be calculated similarly. 

The initial estimates of the guide square centers may not 
yet be accurate enough for the purpose of estimating the 
marker’s interior points.  Our estimate can be refined by 
examining the local vicinity in the edge image (e.g. Fig. 
4), extending two grid elements in the orthogonal 
directions from the center point. There may be parts of 
various shape boundaries in this window, but the 
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Fig. 10.  Result after filtering by contrast between 
exterior and interior of bounding boxes. 

Fig. 9.  Result after filtering by similarity 
between bounding boxes and shape boundaries. 

Fig. 12.  Calculation of new points in the marker 
from existing points. 

Fig. 11. Zoomed-in view of edges in the 
neighborhood of a corner guide square. 
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boundary of the actual guide square will cover the most 
number of points, as shown in Fig. 11. The algorithm 
replaces the previous center point with the center of mass 
of this dominant shape, because the center of mass is less 
sensitive to edge distortion and thus provides a more 
accurate estimate of the square’s center. Here, the 
algorithm also checks the exterior-to-interior contrast of 
the alleged guide square. 

 

E. Calculation of 11-by-11 Marker Grid 

With the four vertices of the marker determined, the 
locations of the centers of interior points can be inferred. 
As shown in Fig. 12, we evenly space nine points on the 
line from A to D and nine other points on the line from B 
to C. Then, corresponding points on AD and BC can be 
used to create 11 lines traversing the grid in the 
orthogonal direction, a row-by-row approach. Once all 
lines are drawn, their intersections mark the centers of the 
grid elements. Of course, we could also start by drawing 
lines AB and CD and use the same strategy, except now in 
a column-by-column approach. To obtain a more stable 
estimate, our algorithm now uses the average values 
determined from the row-by-row and column-by-column 
approaches as the set of grid points. 
 

F. Determination of Bit Patterns in the Grid 

In practice, the contrast between white and black 
squares can vary significantly across the marker because 
of non-uniform lighting across the image, as can be seen 
from Fig. 3. Our algorithm considers the white-to-black 
contrast for individual columns locally, unless a column 
has a single color, in which case the global white-to-black 
contrast is used. First, for a given square, we select the 
median intensity out of a three-by-three (pixel) 
neighborhood of the center point. Then, for every column 
of the array, we examine the median intensities of that 
column’s squares and pick out the maximum and 
minimum values, Imax and Imin. The column’s threshold T 
is dynamically set to 

 
( )minmax II5.0T +⋅=  

 
as described by Bernsen [1]. If any square in that column 
whose median intensity surpasses a threshold set by the 
local contrast in the column, the square is declared to be 
white; otherwise, the square is declared to be black. A 
locally adaptive threshold approves to help the algorithm 
to better handle light variation across a marker and 
provide accurate readings of the bit pattern. 

IV. RESULTS WITH TRAINING IMAGES 

Our algorithm has been applied to 12 training images, 
each containing one or more visual code markers. Fig. 13 
and 14 show all the training images; in each image, the 
guide structures and centers of array elements found by 
the algorithm are highlighted in yellow. .As can be seen, 
the algorithm accurately locates every marker. 

It has been found that there are 23 markers total in the 
training set, and for each of these, as shown in Table 1, no 
bit errors occur and origin errors—the Euclidean distances 
between observed and actual marker vertices—are well 
within a ten-pixel difference. The mean origin error is just 
1.49 pixels. 

The average run time of the algorithm for a training 
image is 9.98 seconds on UNIX workstation using Matlab 
7.1. Tests on SCIEN Lab machines show even shorter 
processing times. A large fraction, over 70 percent, of this 
time is devoted to finding the bounding boxes, so any 
initial steps taken to reduce the number of shapes can 
translate into significant time savings. 
 
Training 
Image 

Run Time 
(seconds) 

Marker Bit Errors Origin 
Errors 

1 8.60 1 0 0 
1 0 1.41 2 8.77 
2 0 2.24 
1 0 2 
2 0 1 

3 8.40 

3 0 2 
4 10.96 1 0 1 

1 0 2 
2 0 1.41 

5 9.05 

3 0 2 
6 9.66 1 0 2 

1 0 1 7 8.93 
2 0 2 

8 7.90 1 0 2.24 
1 0 1 
2 0 2 

9 9.79 

3 0 1.41 
1 0 1.41 
2 0 1 

10 8.50 

3 0 1 
11 9.96 1 0 2.24 

1 0 1 12 10.24 
2 0 1 

Mean 9.98 -- 0 1.49 
 
Table 1. Performance of algorithm on 12 training images. 

)14(
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Fig. 13. Identification of visual code markers in first six training images. The boundaries of all guide structures and the 
center points of array elements are highlighted in yellow. 
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Fig. 14. Identification of visual code markers in last six training images. The boundaries of all guide structures and the 
center points of array elements are highlighted in yellow. 
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V. RESULTS WITH ADDITIONAL DISTORTIONS 

Our algorithm continues to work effectively when 
additional distortions are introduced. Two common types 
of distortion are considered in this study: 1) isotropic 
circular blur, and 2) additive Gaussian noise.  
 

A. Isotropic circular blur 

The impulse response for circular motion blur is 
 
 
 
 
where R is the radius of the filter support disk. Then, the 
size of the nonzero part of the kernel will be W-by-W, 
where W equals 2R+1. This operation, when applied to a 
visual marker, tends to blur the edges of both the guide 
structures and the interior squares. Three problems can 

arise: 1) guide rectangles can become so blurred that their 
boundaries attach to the boundaries of nearby structures, 
causing identification problems in the shape classification 
stage of our algorithm, 2) blurred interior squares can 
cause bit errors where none occurred before, and 3) 
blurred corner structures may be shifted from their 
original locations and result in larger origin errors. 

Tests show that as the kernel dimension W increases 
beyond 11, the blurred rectangles appear as appendages of 
nearby shapes and prevent accurate shape classification. 
Thus, in addressing the other two problems, W has been 
set smaller than 11. Then, it is found that as W increases, 
the average number of bit errors—that is, averaged across 
the same 12 training images as before—increases, but the 
average origin errors do not change, as shown in Fig. 15 
and 16. Increased blurring causes neighboring squares of 
different colors to alter one another’s median intensity 
more, making the median intensity sampling method 
described in Section III, Part F more error-prone. Such 
blurring does not significantly change the locations of the 
corner rectangles because for kernel sizes of 11 or less, 
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Fig. 15. Change in bit errors as a result of increased 
kernel size of blurring filter. 

Fig. 16. Change in origin errors as a result of 
increased kernel size of blurring filter. 

Fig. 18. Change in origin errors as a result of 
increased signal-to-noise ratio. 

Fig. 17. Change in bit errors as a result of increased 
signal-to-noise ratio. 
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the Canny edge detector’s low-pass filtering results in 
small differences between the edges of the blurred and un-
blurred input images.  

 

B. Additive Gaussian Noise 

In this investigation, zero-mean Gaussian noise is added 
to the input image, and the algorithm’s performance is 
recorded as the noise variance is steadily increased. The 
same three problems can arise here as in the case of 
circular blurring: 1) the shape classification stage fails 
when the guide rectangles’ boundaries become less well-
defined as a result of additive noise, 2) bit errors increase, 
and 3) origin errors increase.  

For higher noise variances, and consequently lower 
signal-to-noise ratios (SNR), both bit errors and origin 
errors increase, as shown in Fig. 17 and 18. There is a 
sudden increase in both types of error when the SNR falls 
below 30. Thus, linear increases in noise variance 
correspond to nonlinear decreases in detection accuracy. 
This is because many stages of our algorithm use the non-
linear processing techniques, such as the method for 
determining the bit pattern with median filtering and 
dynamic adjustment of a local threshold, and the method 
for determining the marker’s vertices.  

It is important that noise be minimized prior to edge 
detection. When the number of shapes found by the 
Canny edge detector is higher than a few hundred, there is 
a strong indication that the image has significant noise. In 
this case, depending on the noise property, we can use 
standard noise reduction techniques or some specially 
designed methods, some of which are discussed in the 
next section. 

VI. CONCLUSION 

We have developed an algorithm that can accurately 
detect visual code markers in a low-resolution image. All 
bits in the 12 training images are correctly recognized. 
Even in the presence of additional distortions of blurring 
and additive Gaussian noise, the majority of bits are 
correctly identified. This algorithm does rely on memory 
of previously used training images for processing of new 
input images. 

 Future extensions of our work can be the 
improvements of the algorithm’s response to blurring and 
additive noise. One approach is to apply a Wiener filter to 
simultaneously sharpen edges and reduce noise. This filter 
would work well if the input image can be closely 
modeled as a stationary random field. More generally, 
when the input image is non-stationary, other nonlinear 

techniques are available, such as median filtering or high-
pass soft-coring.  

The geometrical distortions of each visual code marker 
can be modeled as an affine warping of an un-warped 
marker. After the vertices of the warped marker are found 
by our current algorithm, their correspondence with the 
vertices of an ideal un-warped marker can be used to 
estimate the affine warping parameters. Then, all points in 
the warped marker can be mapped into points in the un-
warped marker. The reconstructed un-warped marker may 
yield more accurate samples of the interior bit pattern than 
those currently obtained.  

The algorithm can also be adapted to situations where 
the guide structures are no longer rectangular. For 
example, if a guide structure is a circle, the bounding box 
can be replaced with a bounding circle and then many of 
our shape-based filtering concepts can be reused with 
minor modifications. 
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