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Abstract—An efficient image identification algorithm was 

implemented in MATLAB to extract scale invariant features 
from a given set of images. Our algorithm is based on Lowe’s 
approach to extract distinctive image features from scale-
invariant key-points. The extracted features are highly distinctive 
as they are based on local gradient properties of scale-space 
images and are well localized in spatial and frequency domains. 
The extracted features are partially invariant to illumination and 
affine transformations hence suitable for matching differing 
images of same object. The cost of extracting these features is 
minimized by taking a cascading approach in which 
computationally intensive operations are applied only to set of 
sample points which pass an initial test. 

 
Index Terms—scale-space extrema detection, Keypoint 

localization, orientation assignment,  keypoint descriptor 
 

I. INTRODUCTION 
URING the past two decades, the topic of Image 
identification by using a set of local interest points has 

led to many interesting works by Moraves(1981), 
Harris(1992), Mohr(1997), Lowe(1999) and others. The 
ground breaking work of Mohr showed that local invariant 
feature matching can be extended to general image 
recognition problems in which a feature is matched against a 
large database of images. It used rotationally invariant 
descriptor of local image regions like Harris corner to select 
points of interest. As the Harris corner detector is very 
sensitive to changes in image scale, it does not provide a good 
basis for matching images of different sizes. Later on, Lowe 
extended the local feature approach to achieve scale 
invariance. Our work provides an efficient implementation of 
Lowe’s approach to extract local descriptor features of an 
image which are scale invariant and affine invariant to 
considerable range. For efficient detection of key points, a 
cascade filtering approach is used in which computationally 
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intensive operations are applied only to those sample points 
which pass an initial test. Following are the major steps of our 
cascading approach to generate the set of image features. 

1. Scale Space Extrema Detection 
2. Key-point Localization 
3. Orientation assignment of key-points 
4. Calculation of Descriptor vector of key-points 

We first extract these SIFT features for a set of given 
reference images and store them in a database. For a given 
input image, we first extract its SIFT features and compare 
them with our database to find the best match based on a 
nearest neighbor approach.   

This paper describes the implementation of Lowe’s 
approach [1] to develop a technique to recognize paintings on 
display in Cantor arts center based on snapshots taken with a 
camera-phone. A detailed explanation of our algorithm is 
provided in Section II.  Section III provides a brief 
explanation of our earlier approach based on Histogram 
matching of color space. Section IV details the results 
achieved with our final algorithm. Finally concluding remarks 
are presented in Section V.    

 

II. IMAGE FEATURES EXTRACTION 
The steps of our Feature extraction algorithm are described 
below: 
 
1) Detection of scale-space extrema 
 

The first step in identifying keypoints is to identify 
locations that are invariant to scale change and differing views 
of same object. Such an scale-space of an image can be 
created by convolving the image I(x,y) with a variable scale 
Gaussian ( , , )G x y σ .  

( , , ) ( , , )* ( , )L x y G x y I x yσ σ=                            (1) 
 
To efficiently detect stable key-points difference of 

Gaussians are calculated by simple image subtraction of two 
nearby scales separated by a constant multiplicative factor k.  

( , , ) ( , , ) ( , , )DoG x y L x y k L x yσ σ σ= −              (2) 
 

In our algorithm first octaves of scale space are created by 
convolving the input image with Gaussians. Each octave 
corresponds to a doubling of  σ  and divided into an integer 
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number of s of intervals. The value of multiplicative factor  k 
is chosen to be 1/2 s . Subsequent octaves are created by down-
sampling the Gaussian image that has twice the initial value of 
σ  and process repeated. For each octave s+3 gaussian 
blurred images are produced and maxima/minima of DoG 
images are detected by comparing a pixel to its 26 neighbours 
in a 3*3 region at the current and adjacent scales. Hence, for 
an octave with a scale s, we need to produce s+2 DoG’s in 
that octave and therefore, s+3 gaussian blurred images. 
 
To maximize the key-point repeatability, the value of s is 
chosen to be 3 as shown in Lowe’s paper. Although keypoint 
repeatability increases with large value of σ , a large value of 
σ increases computational cost as window size 
increases(3*σ ).  Therefore, a value of σ = 1.6 is chosen for 
optimal repeatability. Finally local extrema of DoG images are 
calculated by comparing each sample point to its 8 neighbors 
in current scale and 9 neighbors in the scale above and below. 
The cost of this check is reasonable as most sample points will 
be eliminated during this check. 
 
2) Key-point Localization 
 

This stage attempts to eliminate more points from the above 
identified list of key-points by finding those that have low 
contrast or are poorly aligned on edges.  This is done by first 
finding the interpolated locations of extrema by using Taylor 
series expansion of scale-space function.  

2
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 where D and its derivative are evaluated at the sample 

point  and ( , , )Tx x y σ=  is the offset from the point.  The 
location of the extremum is defined by taking the derivative of 
the function with respect to x and setting it to zero. The 
location of the extremum is given by, 

    X =  
2

1
2( )D D

x x
−∂ ∂

∂ ∂
                                                  (4) 

 
This calculation is also of low computational cost as 

Hessian and derivative of D are approximated by taking 
difference of neighboring sample points and then a 3*3 linear 
system is solved to yield the final offset. If the offset is greater 
than 0.6 in any direction then sample point is changed and 
interpolation step is repeated again. Finally offset value is 
added to the location of its sample point. Now the function 
value at this interpolated extremum is found by putting the 
offset value in Taylor series expansion, The function value is 
given by: 

1( ) ( )
2

TDD x D x
x

∂
= +

∂
                                           -(5) 

 
If the function value at this extremum is below a threshold 

value then this point is excluded. This removes extrema with 
low contrast. To eliminate extrema based on poor localization 
it is noted that if there is a large principal curvature across the 
edge but a small one in perpendicular direction in DoG 
function. The principal curvature is computed by taking the 
ratio of Trace of Hessian matrix Tr(H) and Determinant 
Det(H). 

 

      
2 2( ) ( 1)

( )
Tr H r
Det H r

+
=                                       -(6) 

 
where r is the ratio of eigen-values.  We reject all those 

keypoints in which ratio of principal curvatures is below some 
threshold.  

 
3) Orientation assignment 
 
This step aims to assign a consistent orientation to key-

points based on local gradient properties. The keypoint 
descriptor, described next, can then be represented relative to 
this orientation achieving invariance to rotation. The approach 
taken to find the orientation is as follows: 
      1) Use the key-point scale to select the Gaussian smoothed 
image L, from above 

2) Compute gradient magnitude m 
 

2 2(( ( 1, ) ( 1, )) ( ( , 1) ( , 1))m L x y L x y L x y L x y= + − − + + − −
      
      3) Compute orientation  
 

1tan (( ( , 1) ( , 1)) /(( ( 1, ) ( 1, ))L x y L x y L x y L x yθ −= + − − + − −
     
       4) Form an orientation histogram from the gradient 
orientation of sample points within a 3*σ  window around 
the key-pointσ  
       5) Each sample added to the histogram is weighted by its 
gradient magnitude and by a Gaussian weighted circular 
window that has a σ , 1.5 times the scale of the keypoint. 
       6) Locate the highest peak in the histogram and any other 
local peak that is within 80 percent of the highest peak 
       7) Create key-pints with all those peak orientations. In 
this way, some of the key-points will be assigned multiple 
orientations. 
 
4) Calculation of descriptor vector 
 
Now the next step is to compute a descriptor that is invariant 
to affine distortions and change in illumination. This 
descriptor is a 8-bin orientation histogram representing 8 
major directions. One such 8-bin vector is generated for each 
4*4 sub region around the key-point. Thus the total length of 
descriptor vector is 128. Our descriptor computation approach 
can be explained in the following steps: 

1) First sample the image gradient magnitude and 
orientation around the key-point 
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2) Rotate their coordinates and gradient orientation 
relative to key-point orientation and locate them in a 
particular bin around the key-point 

3) Weight their gradient magnitude by a gaussian 
weighting function with σ , equal to one half of the 
descriptor window width to give less emphasis to 
gradients that are far from center of descriptor 

4) Accumulate these samples into an orientation 
histogram summarizing the content over 4*4 
subregion 

5) Use tri-linear interpolation to distribute the value of 
each gradient sample into adjacent bins. 

6) Normalize the feature vector to unit length to reduce 
the effect of illumination change 

7) Threshold the values in unit length vector to 0.2 and 
then re-normalize it to unit length. This is done to take 
care of the effect of non-linear illumination changes. 

 
With all the steps as explained above, image features were 
generated for 33 reference images chosen from given training 
set. These 33 reference images were chosen based on having 
maximum content of the painting and with no blurring. Then 
an image matching algorithm was developed as explained 
below to find the best match for a given input image. 
 
5) Image matching algorithm 
 
To match the SIFT features of an image with another, Instead 
of Euclidean distance, Lowe has suggested the use of a 
modified distance function to improve the matching speed. In 
this algorithm, we compute the arc-cos of the dot product 
between each feature vector of a test image and all the feature 
vectors of a training image. If the ratio of this value for the 
minimum and the second minimum features of the training 
image is less than a certain threshold, we select this feature. In 
this project, we select the value of this threshold as 0.75. 
 

III. EARLIER APPROACH BASED ON COLOR HISTOGRAM 
 
Before using the SIFT features for recognizing the paintings, 
we tried a different approach that was based on the histograms 
of the RGB values of the paintings. The rationale behind the 
idea was that the paintings had sufficiently different color 
content and so could be recognized by the shape of their 
histograms. A very important aspect of this approach was that 
it needed the exact boundaries of the painting from the image. 
So we used edge detection for finding the painting boundaries. 
We first sub-sampled the original image by a factor of 4 and 
then converted it to Y-Cb-Cr color space. Applying the Sobel 
edge detector on the Y and Cb images gave noise free edges, 
but it also gave the edges of the shadows of the paintings. On 
the other hand, applying the Sobel filter on Cr image, gave 
noisy edges, but didn’t contain edges of the shadows. So we 
did a logical AND of the edge images obtained from Y and Cr 
images after dilating them with a 3X3 square structuring 
element. Two of the resulting images are shown in figure 1. 
 

 
 
 

 
Figure 1: The result of boundary detection for images 
08_2.jpg (above) and 22_3.jpg (below) 

 
 
We then computed the RGB histograms of the region 
containing the painting and found the cross-correlation with 
the stored training histograms obtained from one of the three 
images of each painting. The test painting was classified as the 
painting whose training histogram it was closest to. Figure 2 
shows the classification results for all the 99 images. The X-
axis contains the image index where all 3 images of one 
painting are numbered consecutively and the Y-axis contains 
the output index.  
 
This approach gave very fast and good results for most of the 
cases but floundered frequently too because of the following 
reasons: 

• It was very sensitive to boundary detection which 
was not always accurate. 

• The histograms varied widely under different lighting 
conditions. 

• For the images, in which the painting was small and 
blurred, histograms were different from the clear and 
large images and so inaccurate results were obtained. 
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Figure 2: Results of matching for the previous histogram 
based algorithm. On the X-axis, the training set images are 
numbered from 1 to 99, with all the 3 images of the same 
painting numbered consecutively. The Y-axis contains the 
closest image in the training database. 
 
 
Due to these shortcomings of the method, we decided to 
switch over to SIFT features, the results for which are 
described in the next section. 
 
                        IV. RESULTS 
 
We tried to use SIFT features for recognizing the paintings. 
There are two parameters for the algorithm as described in 
section 2 – threshold value for selecting a keypoint and the 
threshold for the ratio of the eigen-values ‘r’ of the Hessian 
matrix at a keypoint. If we choose a lower threshold value, 
then we end up selecting a lot of keypoints per image which 
slows the entire recognition process but if we increase its 
value, we might be left with too few keypoints in those images 
in which the paintings are of small size. The same is true for 
the second parameter, but in the reverse direction, i.e. the 
smaller the value of ‘r’ is, the lesser keypoints we have. We 
also had to consider the time required to compute the features 
and finding the best match which are both proportional to the 
number of keypoints in each image. To find out the optimal 
combination of these values, we tested our algorithm with 
different values of threshold and ‘r’ by computing SIFT 
features for all 99 training images. Figure 3 shows the average 
time taken to compute the SIFT features for different values of 
‘r’ for four values of threshold.  

 
Figure 3:  Mean time taken to compute SIFT features for 
different values of threshold and eigen-values ratio. 
 
Clearly, by setting the threshold to 0.03 and r to 10, we could 
have calculated the features in a very small time. But, this 
could have reduced the accuracy of the algorithm by giving a 
very small number of features especially in those cases where 
there was blurring or the size of painting was small in the 
overall image. So we decided to find out the time to match and 
the lowest number of matching features for each value of 
threshold and ‘r’. For each of the triplets of images containing 
the same painting, we picked the one that was most clear as 
the training case and remaining two as the test case. So we 
had 33 training and 66 test images from the given dataset. 
Figure 4 shows the mean time to find a match for the test 
images for different values of threshold and ‘r’. Once again, 
we get the fastest performance for threshold = 0.03 and r = 10.  
 

 
Figure 4: Mean time to find match of a test image for 
different values of threshold and ratio of eigen-values 
 
But we didn’t want to compromise on the accuracy of the 
algorithm. We found the number of matches between a test 
image and its closest training images and then compared 
different values of threshold and ‘r’ using this metric. Figure 5 
shows the mean and minimum number of matches for the 
different values of threshold and ‘r’. For each value of these 
parameters, we were getting 100% accuracy. For threshold = 
0.03, we get a decent mean number of matches, but the 
minimum of the number of matches is very small and it could 
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have easily produced a wrong result. Similar was the case 
with threshold = 0.025. So we finally decided to use 0.02 as 
the threshold value and 14 as the ratio of the eigen-values. 

 
Figure 5: Mean and minimum number of matches between 
test and training images for different values of threshold 
and ratio of eigen-values. 
 
We further tested the performance of the algorithm on some 
testing images which we had taken ourselves at the Cantor Art 
Gallery. These images had varying degrees of blurring as well 
as skewed perspectives. The matching features for four of 
those images are shown in figure 6. 
 

              V. CONCLUSION 
We have used the SIFT algorithm for recognizing the 
paintings as they were very well-suited for the problem. Our 
experimental results validate this by showing 100% accuracy 
over a wide variety of test images. The algorithm however is 
not suited for usage in mobile phones in the current form due 
to the large database size and slow processing time. Both these 
problems can be dealt with by reducing the number of features 
which can be done by increasing the threshold value and 
decreasing the ‘r’ value. But we would then be required to 
restrict the amount of blurring and minimum size of painting 
that can be handled by the algorithm. 

. 
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Figure 6: Matching of SIFT features for 4 of the test 
images taken by us 
 

VI. CONTRIBUTION BY TEAM MEMBERS 
Vikram Srivastava: 

 For Histogram Method: Finding the lines 
representing the boundaries, Computing the 
histograms for training and test images and finding 
the difference between them 

 For SIFT Method: Code for computing the 
orientation and descriptor feature vectors and code 
for matching the descriptor matrices. 

 For Report: Description of histogram method and 
results section. 

 
Prashant Goyal: 

 For Histogram Method: Finding the edge points 
using the YCbCr images and using different methods 
like morphological image processing and logical 
operations for improving the results. 
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 For SIFT Method: Code for computing scalespace 
and finding the local extrema. Optimization of the 
code to improve the speed. 

 For Report: Introduction, Description of SIFT 


