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Abstract

Posture and motion detection for human have been
a fairly popular academic topic recently due to its
wide application in downstream tasks. However,
little has been done towards our fur friends/family
members. In this project, we are going to explore
the videos streams from a dog camera, applying
computation vision techniques and trying to bet-
ter understand their behaviors when the owner is
away from home. This feature could also turn our
cameras into the smart ones that could alert pets’
abnormal behaviors.

1 Introduction
Lab experiments (Lucas, Powell, and Murphree
1977; Wauquier et al. 1979; Copley 1976) have
shown that a typical dog sleeps 14 hours a day
but the mean of sleep-wake cycle is about 83 min.
When the owner is away from home, the dogs
change their behavior, switching between being
alert and drowsy even more frequently.

While nowadays’ dog cameras provide a live
perception of our fur friends, they are not com-
pleted with a crucial component missing: the lack
of semantic interpretation makes the owner up-
set and very hard to respond immediately unless
they put up the live stream all the time. For ex-
ample, when dogs are chewing a chocolate or
jumping out of the play pen, it is better to no-
tify the owner immediately rather than recording
the video in the back end. It has been a couple of
years since researchers started applying deep neu-
ral net for human pose detection (Cao et al. 2017;
Toshev and Szegedy 2014), but not until recently
dog or animal focused projects (Ehsani et al. 2018)

have incorporated and leveraged the prior knowl-
edge. In this project, we try to close the gap by
modeling dog postures as well as motions using
image processing technologies.

2 Related Works
Image classification, object detection Re-
cently, CNN architectures has been broadly
used for image classification tasks, such as
AlexNet (Krizhevsky, Sutskever, and Hin-
ton 2012), Inception (Szegedy et al. 2015;
2017), ResNet (He et al. 2016), and DenseNet
(Huang et al. 2017). These architectures are
trained on the ImageNet dataset (Deng et al.
2009) , which contains millions of annotated
images. By leveraging those network components
and architecture, a series of end-to-end model
have been build to do the classification and
object localization at the same time, i.e. object
detection. YOLO (Redmon and Farhadi 2018;
2017; Redmon et al. 2016) and Mask R-CNN
(He et al. 2017) achieve amazing result while
maintaining a real time inference manner. These
deep learning neural network shared a similar
two-stage structure where the feature maps are
generated over the whole input image and then
passed to a detection specific neural network.

Video object detection, video tracking Al
though these detection method achieved perfect re-
sult on still image, simply applying them to each
frames of the video yield much less meaningful re-
sult as the temporal correlation is never utilized
(Kang et al. 2018; 2016; Lee et al. 2016). (Zhu
et al. 2017) provides a novel way of leveraging
the guidance of optical flow (which is provided by



(Dosovitskiy et al. 2015)) to better align and shift
focus along those feature maps. The other solution
to tackle the object detection problem in videos
is to make better use of the features from initial
boxes/points and track their movements (Wang and
Yeung 2013).

Posture detection Sometimes the activity stems
from the relative position of parts of the body, and
(Pishchulin et al. 2013; Johnson and Everingham
2010; Bulat and Tzimiropoulos 2016) have been
focused on finding those parts given the object de-
tector found a human body. There are also bottom-
up models (Pishchulin et al. 2016) avoiding such
commitment.

Most of the deep learning based methods men-
tioned above are data-hungry. Due to the limited
amount of data and labels, we will focus on image
processing method and apply learning algorithm
only when the data affords to do so.

3 Dataset
We created a dataset with our one 11 month Shiba
Dog, Keke, for this experiment. Keke stays in its
play pen most time of the day and the entire area
is covered by a YI Dome Camera 1080p HD cam-
era1 24/7 with an FPS of 15. Sample images as the
following2:

Figure 1: Sample image from the current camera
setting; Keke is sleeping

We re-sampled the data with a rate of 1 frame
per second and labeled all motions that last for
more than 20 seconds. The rational will be intro-
duced in the next section.

1For detailed specification, please see the appendix.
2We might change the angle and setup to accommo-

date different use case later.

4 System Design
Once we prepared the data, we immediately re-
alized there are intrinsic difficulty in building an
end-to-end system capturing all details of the dog.
First, since we hope the system to be able to de-
ploy online or at least run in an online manner,
an one-piece end to end system would pose big
challenge to the computing speed. Secondly, from
product design perspective, infinite details might
even confuse the user: I do want to know how long
my dog play but probably not able to process the
information that how many times his ears move
during sleep. And a system captures every motion
would also be very hard to evaluate as more label
dimensions are requested.

Therefore, we narrowed down the scope by fo-
cusing on problems that are more relevant to the
users (pets’ owners). We randomly surveyed 15 pet
owners and here are some questions they care the
most:

• Is my dog active now?

• How long he/she sleeps everyday?

• When does him eat/drink?

• Is he/she in his play pan?

• ...

Based on the survey result, we decided to re-
sample the frames with a rate of 1 frame per sec-
ond and define the scope of motions of more than
20 seconds (a.k.a, we will only classify motions
that last for at least 20 seconds). We also propose
a hierarchical systems as following (Fig 2):

The first stage of the system is Motion Detec-
tion. Given the frame stream, the system will first
decide if there is a salient motion. By front-loading
the motion detection, we are able to save a lot of
computations as 77% of all scenes are static, and
we don’t need to update the status if there is no
further motion in the view.

Motion detection will trigger the next stage
which is Position Detection or Localization. Even
if there is not any motion in the view, there could
still be two cases: Either the dog is sleeping still or
it is actually play outside. We need a component
determining if the dog is in the scene. On the other
hand, if there is some motion, to better empower
our classification module, we need to localize and
crop out the region around the dog.



Figure 2: System design diagram

Once we reached the final stage of activity clas-
sification, we will use the geometric relations be-
tween dogs and other objects (such as his food
bowl) to map the motions into certain activities.

5 Implementation
5.1 Motion detection
We applied two methods for motion detection
tasks.

Image gradient The first technique is image gra-
dient (across time). Here is our workflow:

a. Blur the gray level image It with a Gaussian ker-
nel of standard deviation of σ

b. Average the images across the time dimension t;
the rolling window is R

c. Calculate the 2-norm of the image gradient St =
|It+1 − It|2

d. Normalize the score: S̃t = St

maxi Si

e. Perform another rolling average across time on
S̃t with window size W

f. Classify the scene to be motion or non-motion
by a threshold S̄

MOG2 The other algorithm we tried as the al-
ternative is MOG2 background removing algo-
rithm (Zivkovic 2004; Zivkovic and Van Der Hei-
jden 2006): The step (c) above is replaced with an
estimated segmentation of background and fore-
ground. It models each pixel by a mixture of

Gaussian and updates the weights as frames are
passed in. This introduce the addition hyperparam-
eter background threshold G.

Both methods work fairly well and we have seen
slightly better performance of the gradient based
method. The following implementation will rely
on this methods and a detailed comparison can be
found in section 6.

5.2 Localization
Detect presentence We apply SUFT feature de-
cipher and use RANSAC result to determine if the
dog is within the scene. See Figure 3 for sample
output.

Localize and crop Having known the dog is in
the view, we can detect the dog position in the im-
age. Because the light varies during the whole day,
we divided images into two datasets based on the
mean value of the image and treat them differently.
We used mean = 0.4 as the threshold. Dataset 1 in-
cludes all the images with the mean value greater
than 0.4, and the rest of images belong to dataset
2. For each dataset, we first performed background
subtraction. The background for each image at a
specific time is generated based on the following
formula:

Bt = (1− α)Bt−1 + αFt (1)
We chose α = 0.1 for dataset 1 and α = 0.2 for

the dataset 2. Then we subtracted the background
from the image and binarized the subtraction im-
age. For each pixel of the subtraction image, if the



Figure 3: RANSAC result of dog in or out
of the view; Upper: Presentence; Lower: Non-
presentence

mean of RGB channels values is greater than 0.08,
it will be detected as foreground.

One of the challenges is that due to the light
changes as time goes by, the light would be de-
tected as foreground after background subtraction.
To address this problem, we analyzed the light pat-
tern in subtraction images and found that it ap-
peared at the check board fence of the play pan.
Thus, we came up with two steps to solve it. First,
based on the fact that the camera was fixed, we nar-
rowed down our detection to the play pan ground
instead of the whole image area, which would
block part of fence out. Second, we used binary
erosion with 3x3 square structuring element twice
to get rid of the light regions on the fence while
retaining the foreground of dog regions. After the
above two steps, the foreground region mainly in-
dicates the change of the dog position.

To better show the detected result for the dog
position, we drew a 441 pixel x 441 pixel bound-
ing box centered at the centroid of the foreground
region.

5.3 Classification
Eating and Drinking Our detection for eating
and drinking is based on a round-shaped plate con-
taining dog food and a round bowl with water.
First, we used the canny edge detector to generate
an edge map of the image. Then we used Hough
transform to detect circles with radius between 60

and 70 pixel wide for eating, circles with radius
between 35 and 45 pixel wide for drinking and
picked the first peak. If the center of the detected
circle is within the range of potential plate or bowl
area, we assume that the dog is not eating or drink-
ing. And if no circle is detected in that area, we
conclude that the dog is eating or drinking. One
of the challenges is that the expensive computa-
tion of Hough transform slows down the detection
process. To solve this problem, we narrowed down
our search area to a smaller area which greatly in-
creased the processing speed.

Playing We regarded moving motions except
eating and drinking as playing.

6 Result
6.1 Motion detection
Figure 4 gives a qualitative demonstrate of how
close our prediction is to the ground truth. The
yellow bars are the time-span labeled by human
where there is a motion longer than 20 seconds.
The blue curve is the predicted activity score (nor-
malized to 0 to 1). By cross validating with the
video, we found our result is not only close to the
human judgement, but also reflect the range and
active level of each motion.

A grid search of all combination of parameters
lead us to the best models in table 1. As we can
see, also there are still gap from human level per-
formance, the Gradient algorithm has already cap-
tured a lot of the motion predictions and achieved
a speed human can by no means get close to (187
fps/s).

Model Gradient MOG2 Human3

σ 20 1 -
R 1 1 -
W 20 1 -
G - 20 -
S̄ 0.031 0.042 -

F1-score 0.64 0.51 0.77
FPS 187 176 ≤ 20

Table 1: Comparison of models and human

6.2 Localization
We trained our algorithm with 806 images of a
whole day and tested our algorithm on 602 images



Figure 4: Predicted activity level v.s. Ground truth,
Feb. 26th, 2019, 8:00-8:20am

of another day. Here are two examples from our
test results. The green bounding box shows the re-
sult of dog position.

(a) Input image (b) Background
subtraction

(c) Erosion

(d) result

Figure 5: Example results for test image from
dataset 1

(a) Input image (b) Background
subtraction

(c) Erosion

(d) result

Figure 6: Example results for test image from
dataset 2

6.3 Eating and Drinking

For eating and drinking detection, we tested our
algorithm on 707 images. The red bounding box
shows the area containing the target object plate
or bowl, and the green circle indicates the detected
circle in that area.

(a) Input image (b) result

Figure 7: Example results for test image with dog
not eating



(a) Input image (b) result

Figure 8: Example results for test image with dog
eating

Image types Number of images Error rate
Eating 14 7.14%

Not eating 693 0.29%
Overall 707 0.42%

Table 2: Test results for eating detection

(a) Input image (b) result

Figure 9: Example results for test image with dog
not drinking

(a) Input image (b) result

Figure 10: Example results for test image with dog
drinking

Image types Number of images Error rate
Drinking 6 0.00%

Not drinking 701 0.43%
Overall 707 0.42%

Table 3: Test results for drinking detection

7 Conclusion
We built a cascade end-to-end system that classify
dog’s activity in a specific environment. The sys-
tem is fast, easy tuned and robust to many noises.
It is a user-oriented product as it address pets own-
ers’ key concerns. It will interpret the live stream
and in most of the cases present the owner the cor-
rect information. Nevertheless, we also see some
limitations of the current system.

The position detection algorithm gives a rough
estimate of dog position. When the light changes
dramatically or the dog moves in a wide range, the
result can be inaccurate, because all these changes
will be detected as foreground.

Detection for eating or drinking is based on the
specific area in the image with the object, which
requires a fixed camera scene and the object stay-
ing at the roughly same position. Besides, simply
assuming the dog is eating or drinking based on
the fact that the shape of plate or the bowl is not
complete is not accurate because activities includ-
ing just passing by and covering the object with the
tail would be misclassified as eating.

8 Future Work
For dog position detection, we can use images with
higher sampling rate to generate background less
affected by light changes. We can try other back-
ground subtraction approaches including running
Gaussian average to compare which method is bet-
ter for our dataset.

For detection for eating and drinking, we can
use SIFT or SURF keypoint detectors to detect the
plate and bowl in the scene, in which case the de-
tection does not have to be based on the fixed cam-
era scene, and the result will be more robust even
if the object is moved. Besides, if we cannot detect
a complete circle in the object area, we need to fur-
ther detect which part of the dog body covers the
object to see whether the dog is eating, drinking or
just passing by.
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A Appendix

A.1 Team member contribution

We were involved in all stages of our project and
revised our report together. Each team member
took the lead in the following tasks:

• Hao Sheng : Related works section; System de-
sign section; Data and data pipeline; Motion de-
tection.

• Kefan Wang : Localization, activity detection
and corresponding evaluation; Result section;
Conclusion and future works section.

• Together: Introduction section

A.2 Specification of cameras

• Viewing Angle: 112 wide-angle/Total 360 full
panoramic viewing angle

• Image/ Audio Enhancing: 3D Noise Reduction,
4X digital zoom, LDC

• Image Sensor: 1/2.7” 2MP CMOS sensor

• Video Streams: 1080p/15 fps

• Infrared Night Vision: 8*940nm IR LEDs

A.3 Bio of Keke

A.4 Activity level of another time period




