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Beyond	
  the	
  marke.ng	
  and	
  
hype	
  of	
  big	
  data	
  
Why	
  design	
  choices	
  and	
  customer	
  needs	
  ma9er	
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Background	
  

Me	
  
§  So<ware	
  Architect	
  
§  Apache	
  Drill	
  Comi9er	
  and	
  PMC,	
  
focused	
  on	
  building	
  a	
  new	
  
massively	
  scalable	
  query	
  layer	
  

§  Previously	
  
–  4	
  years	
  search	
  startup,	
  failed	
  
–  2	
  years	
  ad	
  startup,	
  acq.	
  by	
  AOL	
  
–  8	
  years	
  big	
  data	
  analyLcs,	
  acq.	
  by	
  
MS	
  

Where	
  I	
  work	
  
§  MapR	
  Technologies	
  
§  150	
  person	
  enterprise	
  so<ware	
  
startup	
  in	
  South	
  Bay	
  

§  Hadoop	
  and	
  NoSQL	
  for	
  large	
  
enterprises	
  

§  Open	
  source	
  and	
  proprietary	
  
combinaLon	
  

§  Focused	
  on	
  performance	
  and	
  
stability	
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Short	
  version…	
  

§  Big	
  data	
  is	
  big	
  
§  The	
  internet	
  and	
  Hadoop	
  make	
  the	
  kernel	
  
§  If	
  you	
  want	
  to	
  make	
  big	
  money	
  by	
  being	
  a	
  good	
  engineer,	
  be	
  a	
  
systems	
  engineer	
  because	
  that’s	
  where	
  design	
  ma9ers	
  (examples)	
  

§  But	
  only	
  when	
  it	
  focuses	
  on	
  customer	
  problems	
  in	
  big	
  markets	
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Big	
  Data	
  example	
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Climate	
  change	
  

“There	
  is	
  no	
  quesLon	
  that	
  climate	
  change	
  is	
  happening;	
  
the	
  only	
  arguable	
  point	
  is	
  what	
  part	
  humans	
  are	
  playing	
  
in	
  it.”	
  
– David	
  A9enborough	
  

If	
  we	
  accept	
  climate	
  change	
  is	
  occurring,	
  
what	
  do	
  we	
  do	
  next?	
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What	
  is	
  the	
  impact	
  of	
  this	
  on	
  farmers?	
  

§  Unpredictable	
  growing	
  seasons	
  
§ More	
  frequents	
  problems	
  with	
  drought,	
  flooding	
  and	
  
frost	
  

§  Crop	
  damage	
  and	
  loss	
  
§  Farm	
  bankruptcy	
  

Is	
  it	
  possible	
  to	
  insure	
  against	
  this	
  possibility?	
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How	
  do	
  you	
  build	
  actuarial	
  tables?	
  

§  Soil	
  samples	
  
§  Extensive	
  weather	
  sensor	
  and	
  observaLons	
  
§  SubstanLal	
  historical	
  data	
  

§  You	
  can	
  do	
  it	
  at	
  a	
  state	
  level.	
  	
  
§  You	
  can	
  probably	
  do	
  it	
  at	
  a	
  county	
  level.	
  
§  How	
  do	
  you	
  do	
  it	
  at	
  a	
  farmer	
  level?	
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Climate	
  Corpora.on	
  has	
  done	
  this	
  2006	
  

§  More	
  than	
  50	
  years	
  of	
  public	
  weather	
  and	
  NOAA	
  data	
  
§  More	
  than	
  2.5mm	
  private	
  and	
  public	
  sensors	
  currently	
  collecLng	
  
daily,	
  hourly	
  and	
  minute-­‐level	
  observaLons	
  

§  >150	
  billion	
  soil	
  samples	
  
§  >10	
  trillion	
  data	
  points	
  in	
  total	
  	
  

§  The	
  most	
  sophisLcated	
  weather	
  models	
  ever	
  created	
  

Country-­‐wide	
  availability	
  of	
  farm-­‐level	
  
crop	
  insurance	
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How	
  could	
  they	
  do	
  this?	
  

§  The	
  granularity	
  of	
  data	
  had	
  to	
  be	
  sufficient	
  to	
  provide	
  a	
  meaningful	
  
model	
  
–  Lesser	
  granularity	
  means	
  hard	
  to	
  moneLze	
  
–  Sensor	
  cost	
  had	
  to	
  be	
  low	
  

§  The	
  cost	
  for	
  storing	
  and	
  analyzing	
  this	
  dataset	
  must	
  be	
  relaLve	
  
small	
  
–  Hardware	
  costs	
  
–  So<ware	
  capabiliLes	
  and	
  costs	
  

§  Unclear	
  if	
  this	
  was	
  even	
  possible	
  unLl	
  this	
  decade	
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Big	
  Data	
  Movement	
  

Analysis	
  problems	
  that	
  combine:	
  
	
  
•  Extraordinary	
  quanLLes	
  of	
  data	
  
•  Affordable	
  storage	
  
•  Massively	
  parallel	
  processing	
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Growth	
  of	
  Big	
  Data	
  problems	
  

Internet	
  Driven	
  
§  Explosion	
  in	
  available	
  
observaLons	
  
–  Larger	
  than	
  anything	
  that	
  has	
  
existed	
  previously	
  

§  Money	
  and	
  moneLzaLon	
  
opportuniLes	
  	
  

§  User	
  behavior	
  analysis	
  and	
  
adverLsing	
  

Leveraged	
  in	
  real	
  world	
  
§  ReducLon	
  in	
  cost	
  of	
  sensors	
  
§  Cost	
  of	
  connectedness	
  

§  Warehousing,	
  fraud	
  detecLon,	
  
retail	
  analyLcs	
  



12	
  ©MapR	
  Technologies	
  

How	
  big	
  is	
  it	
  before	
  I	
  call	
  it	
  big	
  data?	
  

§  100s	
  of	
  terabytes	
  to	
  petabytes	
  
– QuanLty	
  of	
  records,	
  not	
  just	
  volume	
  of	
  bytes	
  

§  100-­‐1000s	
  of	
  nodes	
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Big	
  Data	
  Landscape	
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Solving	
  Big	
  Data	
  Problems	
  

§  Scale	
  comes	
  first	
  
–  Growth	
  is	
  outpacing	
  
everything	
  

§  Scale-­‐out	
  commodity	
  
hardware	
  

§  Expect	
  failure	
  and	
  work	
  
around	
  it	
  

§  No	
  per	
  byte	
  pricing	
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NoSQL	
  

§  Not	
  SQL	
  =>	
  Not	
  Only	
  SQL	
  
§  Started	
  by	
  sharding	
  systems	
  like	
  MySQL	
  or	
  Oracle	
  and	
  providing	
  
applicaLons	
  layer	
  on	
  top	
  to	
  manage	
  parLLoning	
  of	
  data	
  
–  Huge	
  loss	
  of	
  funcLonality	
  
–  AdministraLve	
  Overhead	
  

§  Then	
  rose	
  new	
  systems	
  that	
  shared	
  loss	
  in	
  funcLonality	
  but	
  
managed	
  shards	
  and	
  client	
  direcLon	
  

§  They	
  didn’t	
  have	
  ACID,	
  transacLons,	
  the	
  SQL	
  query	
  languages,	
  but	
  
they	
  were	
  able	
  to	
  scale	
  (and	
  that	
  ma9ered	
  more	
  than	
  anything	
  
else).	
  

§  Primarily	
  focused	
  on	
  OLtP	
  (small	
  t)	
  workloads,	
  some	
  simplisLc	
  
analyLcal	
  capabiliLes	
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Dynamo	
  DB	
  

ZopeDB	
  

Shoal	
  

CloudKit	
  

Vertex	
  DB	
  

FlockDB	
  

NoSQL	
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Hadoop	
  

§  Ecosystem	
  of	
  loosely	
  connected	
  components	
  
§  Built	
  on	
  top	
  of	
  a	
  shared	
  distributed	
  file	
  system	
  
§  Primarily	
  leverage	
  a	
  common	
  parallel	
  processing	
  framework	
  
§  IniLally	
  focused	
  on	
  batch	
  analyLcal	
  workloads,	
  then	
  extended	
  to	
  
interacLve	
  workloads	
  and	
  some	
  OLtP	
  use	
  cases	
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If	
  Scale	
  is	
  core,	
  how	
  to	
  keep	
  things	
  
consistent	
  
§  If	
  a	
  node	
  fails,	
  what	
  happens	
  to	
  latency	
  
§  OpLon	
  1:	
  Fully	
  consistent,	
  some	
  downLme	
  
§  OpLon	
  2:	
  Full	
  upLme,	
  possibility	
  of	
  inconsistency	
  

§  Market:	
  	
  
–  Developers	
  find	
  it	
  hard	
  to	
  think	
  with	
  inconsistent	
  models	
  
•  Amazon,	
  Facebook,	
  and	
  most	
  other	
  companies	
  have	
  avoided	
  inconsistency	
  in	
  all	
  
but	
  the	
  most	
  	
  

–  Fast	
  failover	
  is	
  fast	
  enough	
  in	
  most	
  cases	
  
•  Gaming,	
  IM,	
  some	
  other	
  places,	
  data	
  inconsistency	
  or	
  loss	
  is	
  be9er	
  than	
  high	
  
latency	
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Data	
  no	
  longer	
  looks	
  like	
  Excel	
  

{	
  
	
  	
  name:	
  Jacques	
  
	
  	
  spouse:	
  {	
  
	
  	
  	
  	
  	
  name:	
  Sarah	
  
	
  	
  }	
  	
  
	
  	
  pets:	
  [	
  
	
  	
  	
  	
  {	
  name:	
  Robert,	
  type:	
  Dog},	
  
	
  	
  	
  	
  {	
  name:	
  Charles,	
  type:	
  Ferret}	
  
	
  	
  ]	
  
}	
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Hadoop	
  Growth	
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When	
  Technology	
  Design	
  Choices	
  
MaOer	
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Consumer:	
  Adop.on	
  is	
  king,	
  everything	
  else	
  
doesn’t	
  maOer	
  

Consumer	
  and	
  applicaLon	
  success	
  is	
  
driven	
  by	
  customer	
  adopLon	
  rather	
  than	
  

technical	
  innovaLon	
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Enterprise:	
  Useful	
  Differen.ated	
  Tech	
  

§  The	
  explosion	
  of	
  open	
  source	
  has	
  brought	
  soluLons	
  for	
  most	
  
common	
  problems	
  
– Makes	
  it	
  harder	
  to	
  commercialize	
  a	
  simple	
  applicaLon	
  
–  But,	
  building	
  business	
  off	
  pure	
  open	
  source	
  plays	
  haven’t	
  built	
  many	
  long	
  
term	
  winners,	
  Red	
  Hat	
  being	
  the	
  only	
  clear	
  example	
  

§  Opportunity	
  is	
  in	
  true	
  technical	
  innovaLon	
  and	
  differenLated	
  IP	
  

§  Leverage	
  open	
  source	
  as	
  much	
  as	
  possible	
  
§  Build	
  a	
  defensible	
  technology	
  offering	
  

Technical	
  innovaLon	
  driven	
  big	
  successes	
  
happen	
  in	
  systems	
  and	
  hardware	
  engineering,	
  

not	
  applicaLon	
  and	
  consumer	
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Design	
  making	
  a	
  difference:	
  	
  
Example	
  1,	
  distributed	
  file	
  systems	
  in	
  Hadoop	
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At	
  10	
  nodes,	
  locality	
  is	
  nice.	
  	
  At	
  10,000	
  nodes,	
  
it’s	
  required	
  

SAN/NAS	
  

data	
   data	
   data	
  

data	
   data	
   data	
  

daa	
   data	
   data	
  

data	
   data	
   data	
  

func.on	
  

RDBMS	
  

TradiLonal	
  Architecture	
  

data	
  

func.on	
  

data	
  

func.on	
  

data	
  

func.on	
  

data	
  

func.on	
  

data	
  

func.on	
  

data	
  

func.on	
  

data	
  

func.on	
  

data	
  

func.on	
  

data	
  

func.on	
  

data	
  

func.on	
  

data	
  

func.on	
  

data	
  

func.on	
  

Hadoop	
  

func.on	
  

App	
  

func.on	
  

App	
  

func.on	
  

App	
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How	
  do	
  you	
  distribute	
  the	
  data	
  using	
  DFS?	
  

§  Each	
  file	
  gets	
  broken	
  into	
  a	
  large	
  number	
  of	
  chunks	
  
§  Chunks	
  are	
  distributed	
  across	
  the	
  enLre	
  cluster	
  
§  Centralized	
  metadata	
  service	
  

Metadata	
  Service	
  

Storage	
  Node	
  

Storage	
  Node	
   Storage	
  Node	
   Storage	
  Node	
  

Storage	
  Node	
  Storage	
  Node	
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Works	
  but	
  creates	
  externali.es	
  

§  Centralized	
  service	
  limits	
  scale	
  
–  Largest	
  tradiLonal	
  DFS	
  clusters	
  hover	
  around	
  4000	
  nodes	
  

§  Number	
  of	
  files	
  becomes	
  a	
  design	
  concern	
  for	
  all	
  applicaLons	
  
–  ApplicaLons	
  running	
  on	
  top	
  of	
  DFS	
  have	
  to	
  be	
  designed	
  to	
  make	
  file	
  sizes	
  
larger	
  

–  If	
  they	
  aren’t	
  large	
  porLons	
  of	
  cluster	
  uLlizaLon	
  are	
  focused	
  on	
  
concatenaLng	
  small	
  files	
  into	
  larger	
  files	
  

§  Data	
  recovery	
  performance	
  suffers	
  due	
  to	
  unit	
  of	
  replicaLon	
  and	
  
system	
  topography	
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One	
  fix:	
  federa.on	
  

§  Add	
  mulLple	
  metadata	
  service	
  nodes	
  that	
  operate	
  independently	
  	
  

Metadata	
  Service	
  

Storage	
  Node	
  

Storage	
  Node	
   Storage	
  Node	
   Storage	
  Node	
  

Storage	
  Node	
  Storage	
  Node	
  

Metadata	
  Service	
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You’re	
  s.ll	
  figh.ng	
  an	
  uphill	
  baOle	
  

§  OperaLonal	
  complexity	
  conLnues	
  to	
  be	
  challenging	
  
–  Requirement	
  to	
  scale	
  individual	
  node	
  types	
  at	
  different	
  velociLes	
  

§  Latency	
  exists	
  as	
  mulLple	
  hops	
  always	
  required	
  
§  Maintaining	
  high	
  availability	
  requires	
  replicaLon	
  of	
  each	
  metadata	
  
service	
  independently	
  of	
  data	
  services	
  

§  ReplicaLon	
  performance	
  on	
  node	
  or	
  disk	
  failure	
  conLnues	
  to	
  be	
  
problemaLc	
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§  Choose	
  different	
  abstracLons	
  for	
  different	
  purposes	
  
§  Chop	
  the	
  data	
  on	
  each	
  node	
  to	
  1000s	
  of	
  pieces	
  instead	
  of	
  millions	
  
§  Spread	
  replicas	
  of	
  each	
  container	
  across	
  the	
  cluster	
  

Alterna.ve	
  approach:	
  DFS2	
  



31	
  ©MapR	
  Technologies	
  

l  Each	
  container	
  contains	
  
l  Directories	
  &	
  files	
  

l  Data	
  blocks	
  

l  Replicated	
  on	
  servers	
  

Store	
  files	
  inside	
  large	
  containers	
  abstrac.on	
  

Files/directories	
  are	
  sharded	
  and	
  placed	
  into	
  
containers	
  

Containers	
  are	
  
16-­‐32	
  GB	
  segments	
  
of	
  disk,	
  placed	
  on	
  
nodes	
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Pick	
  the	
  right	
  abstrac.on	
  levels	
  

10^1	
  i/o	
   10^6	
  resync	
   10^9	
  admin	
  

10^3	
  Everything	
  DFS1	
  

DFS2	
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Rela.ve	
  Performance	
  and	
  Scale	
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§  100-­‐node	
  cluster	
  
§  Each	
  node	
  holds	
  1/100th	
  of	
  every	
  node's	
  data	
  
§  When	
  a	
  server	
  dies,	
  enLre	
  cluster	
  re-­‐syncs	
  the	
  dead	
  node's	
  data	
  

Replica.on	
  Alterna.ve:	
  DFS2	
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§  99	
  nodes	
  re-­‐sync'ing	
  in	
  parallel	
  
–  99x	
  	
  number	
  of	
  drives	
  
–  99x	
  number	
  of	
  Ethernet	
  ports	
  
–  99x	
  CPUs	
  

§  Each	
  is	
  re-­‐sync'ing	
  	
  1/100th	
  of	
  the	
  
data	
  

DFS2	
  Re-­‐sync	
  Speed	
  
§  Net	
  speed	
  up	
  is	
  about	
  100x	
  
–  350	
  hours	
  	
  vs.	
  	
  3.5	
  

§  MTTDL	
  	
  is	
  100x	
  beOer	
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Design	
  making	
  a	
  difference:	
  
Example	
  2:	
  NoSQL	
  on	
  Hadoop	
  Latency	
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Range-­‐based	
  NoSQL	
  solu.ons	
  based	
  on	
  BigTable	
  

§  Tables	
  are	
  divided	
  into	
  key	
  ranges	
  (tablets)	
  
§  Each	
  tablets	
  is	
  owned	
  by	
  one	
  node	
  

C1	
   C2	
   C3	
   C4	
   C5	
  

T1	
  

T2	
  

T3	
  

T4	
  

S1	
  

S2	
  

S3	
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BigTable	
  model	
  is	
  popular	
  

§  Strong	
  consistency	
  model	
  
–  when	
  a	
  write	
  returns,	
  all	
  readers	
  will	
  see	
  same	
  value	
  
–  "eventually	
  consistent"	
  is	
  o<en	
  "eventually	
  inconsistent"	
  
	
  

§  Scan	
  works	
  
–  does	
  not	
  broadcast	
  
–  DHT	
  ring-­‐based	
  NoSQL	
  databases	
  (eg,	
  Cassandra,	
  Riak)	
  suffer	
  on	
  scans	
  
	
  

§  Scales	
  automaLcally	
  
–  Splits	
  when	
  regions	
  become	
  too	
  large	
  
–  Uses	
  DFS	
  to	
  spread	
  data,	
  manage	
  space	
  

§  Integrated	
  with	
  Hadoop	
  processing	
  paradigm	
  
–  map-­‐reduce	
  is	
  straigh}orward	
  

§  Log	
  Structure	
  merge	
  is	
  good	
  way	
  to	
  manage	
  disk	
  workload	
  
–  Minimize	
  random	
  IO	
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What	
  is	
  Log-­‐structured	
  merge-­‐tree?	
  

§  Maintain	
  log	
  for	
  recovery.	
  	
  	
  
§  Build	
  in	
  memory	
  ordered	
  representaLon.	
  
§  Dump	
  to	
  disk	
  every	
  so	
  o<en	
  
§  Merge	
  and	
  rewrite	
  every	
  so	
  o<en	
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What	
  is	
  important	
  in	
  log-­‐structured	
  merge-­‐
trees	
  
§  Read	
  amplificaLon	
  
–  Before	
  merging,	
  separate	
  files	
  that	
  share	
  the	
  same	
  key	
  range	
  must	
  all	
  be	
  
examined	
  before	
  a	
  parLcular	
  piece	
  of	
  data	
  can	
  be	
  found	
  

–  The	
  total	
  number	
  of	
  files	
  read	
  is	
  the	
  read	
  amplificaLon	
  factor	
  
–  ReducLon	
  can	
  be	
  done	
  by	
  merging	
  a	
  smaller	
  set	
  of	
  files	
  into	
  larger	
  files	
  

§  Write	
  amplificaLon	
  
– WriLng	
  the	
  log	
  file	
  and	
  then	
  wriLng	
  the	
  first	
  flush	
  doubles	
  the	
  amount	
  of	
  
data	
  wri9en	
  to	
  disk	
  

–  Each	
  iniLal	
  remerge,	
  and	
  another	
  write	
  amplificaLon	
  factor	
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NoSQL1:	
  Build	
  a	
  simple	
  solu.on	
  

§  For	
  each	
  range,	
  maintain	
  a	
  single	
  LSM	
  set	
  associated	
  with	
  that	
  data	
  
§  Periodically	
  merge	
  this	
  LSM	
  set	
  to	
  avoid	
  excess	
  read	
  amplificaLon	
  
§  Use	
  LSM	
  for	
  all	
  data	
  structures,	
  even	
  metadata	
  structures	
  
§  Build	
  this	
  soluLon	
  on	
  exisLng	
  DFS	
  abstracLons	
  	
  
§  Rely	
  on	
  implicit	
  guarantees	
  to	
  ensure	
  data	
  locality	
  

§  Use	
  a	
  separate	
  distributed	
  system	
  to	
  manage	
  cluster	
  cohesion	
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Challenges	
  with	
  this	
  solu.on	
  

§  Three	
  distributed	
  systems	
  make	
  state	
  and	
  failure	
  management	
  
exceedingly	
  difficult	
  to	
  build/fix	
  

§  You	
  either	
  have	
  to	
  maintain	
  an	
  exceedingly	
  large	
  number	
  of	
  key	
  
ranges	
  (problemaLc),	
  or	
  you	
  have	
  a	
  huge	
  files	
  associated	
  with	
  each	
  
LSM	
  set	
  

§  Large	
  files	
  drive	
  increase	
  read	
  and	
  write	
  amplificaLon	
  
§  Implicit	
  locality	
  guarantees	
  result	
  in	
  substanLal	
  remote	
  reads	
  from	
  
DFS	
  when	
  responding	
  to	
  queries	
  

§  MulLple	
  layers	
  of	
  abstracLon	
  increase	
  resource	
  consumpLon	
  and	
  
overall	
  response	
  Lme	
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NoSQL2:	
  Create	
  addi.onal	
  levels	
  of	
  abstrac.on	
  

Table	
  

Tablet	
   Tablet	
  

Table	
  

Tablet	
   Tablet	
  

ParLLon	
  

Segment	
   Segment	
  

ParLLon	
  
NoSQL1	
  

NoSQL2	
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Simplify	
  the	
  stack	
  

Disks	
  

ext3	
  

DFS	
  

Tables	
  

NoSQL1	
  

NoSQL2	
  

Disks	
  

Tables	
  

CoordinaLon	
  
Service	
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Outcome	
  

NoSQL1	
  

NoSQL2	
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Design	
  making	
  a	
  difference?	
  
What	
  I’m	
  working	
  on	
  now…	
  Apache	
  Drill	
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Apache	
  Drill	
  Overview	
  
InteracLve	
  analysis	
  of	
  Big	
  Data	
  using	
  standard	
  SQL	
  

InteracLve	
  queries	
  
Data	
  analyst	
  
ReporLng	
  
100	
  ms-­‐20	
  min	
  

Data	
  mining	
  
Modeling	
  
Large	
  ETL	
  
20	
  min-­‐20	
  hr	
  

MapReduce	
  
Hive	
  
Pig	
  

Apache	
  Drill	
  

Fast	
  
•  Low	
  latency	
  queries	
  
•  Columnar	
  execuLon	
  
•  Complement	
  naLve	
  interfaces	
  and	
  

MapReduce/Hive/Pig	
  
	
  

Open	
  
•  Community	
  driven	
  open	
  source	
  project	
  
•  Under	
  Apache	
  So<ware	
  FoundaLon	
  
•  No	
  vendor	
  lock-­‐in	
  

Modern	
  
•  Dynamic	
  and	
  staLc	
  schemas	
  
•  Centralized	
  schemas	
  and	
  self-­‐describing	
  data	
  
•  Nested/hierarchical	
  data	
  support	
  
•  Standard	
  ANSI	
  SQL:2003	
  
•  Strong	
  extensibility	
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How	
  Does	
  It	
  Work?	
  

§  Drillbits	
  run	
  on	
  each	
  node,	
  designed	
  to	
  
maximize	
  data	
  locality	
  

§  Drill	
  includes	
  a	
  distributed	
  execuLon	
  
environment	
  built	
  specifically	
  for	
  distributed	
  
query	
  processing.	
  

§  CoordinaLon,	
  query	
  planning,	
  opLmizaLon,	
  
scheduling,	
  and	
  execuLon	
  are	
  distributed	
  

SELECT	
  *	
  FROM	
  
oracle.transacLons,	
  
mongo.users,	
  
hdfs.events	
  
LIMIT	
  1	
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High	
  Level	
  Architecture	
  
§  Any	
  Drillbit	
  can	
  act	
  as	
  endpoint	
  for	
  parLcular	
  query.	
  

§  Zookeeper	
  maintains	
  ephemeral	
  cluster	
  membership	
  informaLon	
  only	
  

§  Small	
  distributed	
  cache	
  uLlizing	
  embedded	
  Hazelcast	
  maintains	
  informaLon	
  
about	
  individual	
  queue	
  depth,	
  cached	
  query	
  plans,	
  metadata,	
  locality	
  
informaLon,	
  etc.	
  

§  OriginaLng	
  Drillbit	
  acts	
  as	
  foreman,	
  driving	
  all	
  execuLon	
  for	
  a	
  parLcular	
  query,	
  
scheduling	
  based	
  on	
  priority,	
  queue	
  depth	
  and	
  locality	
  informaLon.	
  

§  Drillbit	
  data	
  communicaLon	
  is	
  pipelined	
  streaming	
  and	
  avoids	
  any	
  
serializaLon/deserializaLon	
  

Zookeeper	
  

Storage	
  
Process	
  

Storage	
  
Process	
  

Storage	
  
Process	
  

Drillbit	
  

Distributed	
  Cache	
  

Drillbit	
  

Distributed	
  Cache	
  

Drillbit	
  

Distributed	
  Cache	
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Drillbit	
  Modules	
  

SQL	
  Parser	
  

OpLmizer	
  

Scheduler	
  

Pig	
  Parser	
  

Ph
ys
ic
al
	
  P
la
n	
  

Mongo	
  Engine	
  

Cassandra	
  Engine	
  
HiveQL	
  
Parser	
  

RPC	
  Endpoint	
  

Distributed	
  Cache	
  

St
or
ag
e	
  
En

gi
ne

	
  In
te
rf
ac
e	
  

Operators	
  Operators	
  

Foreman	
  

Lo
gi
ca
l	
  P
la
n	
  

HDFS	
  Engine	
  

HBase	
  Engine	
  

JDBC	
  Endpoint	
   ODBC	
  Endpoint	
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Start	
  with	
  the	
  core	
  data	
  path 	
  	
  

§  What	
  types	
  of	
  problems	
  plague	
  big	
  data	
  Java	
  applicaLons	
  
–  Large	
  heaps	
  and	
  garbage	
  collecLon	
  
•  Pauses	
  and	
  cluster	
  coordinaLon	
  are	
  especially	
  problemaLc	
  

–  Overhead	
  moving	
  back	
  and	
  forth	
  from	
  naLve	
  code	
  
–  Excessive	
  copying	
  

§  Focus	
  on	
  simple	
  use	
  cases:	
  read	
  and	
  count,	
  read	
  and	
  filter,	
  read	
  
and	
  aggregate,	
  read	
  and	
  sort	
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Op.mis.c	
  Execu.on	
  

§  With	
  a	
  short	
  Lme	
  horizon,	
  failures	
  infrequent	
  
–  Don’t	
  spend	
  energy	
  and	
  Lme	
  creaLng	
  boundaries	
  and	
  checkpoints	
  to	
  
minimize	
  recovery	
  Lme	
  

–  Rerun	
  enLre	
  query	
  in	
  face	
  of	
  failure	
  

§  No	
  barriers	
  
§  No	
  persistence	
  unless	
  memory	
  overflow	
  

§  Don’t	
  delay	
  network	
  IO	
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Why	
  Not	
  Leverage	
  MapReduce?	
  

§  Scheduling	
  Model	
  
–  Coarse	
  resource	
  model	
  reduces	
  hardware	
  uLlizaLon	
  
–  AcquisiLon	
  of	
  resources	
  typically	
  takes	
  100’s	
  of	
  millis	
  to	
  seconds	
  

§  Resource	
  distribuLon	
  and	
  startup	
  
–  JVM	
  start	
  up	
  takes	
  Lme	
  
– Memory	
  management	
  across	
  JVMs	
  inelegant	
  
–  Even	
  with	
  reuse,	
  jar	
  copying	
  takes	
  Lme	
  

§  Barriers	
  
–  All	
  maps	
  must	
  complete	
  before	
  reduce	
  can	
  start	
  
–  In	
  chained	
  jobs,	
  one	
  job	
  must	
  finish	
  enLrely	
  before	
  the	
  next	
  one	
  can	
  start	
  

§  Persistence	
  and	
  Recoverability	
  
–  Data	
  is	
  persisted	
  to	
  disk	
  between	
  each	
  barrier	
  
–  SerializaLon	
  and	
  deserializaLon	
  are	
  required	
  between	
  execuLon	
  phase	
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Comparison	
  for	
  Aggregate	
  Query	
  

MapReduce	
  
§  Full	
  sort	
  must	
  occur	
  
§  AggregaLons	
  don’t	
  start	
  unLl	
  
all	
  data	
  is	
  sorted	
  

§  Assignments	
  for	
  reduce	
  
locaLons	
  aren’t	
  made	
  unLl	
  map	
  
tasks	
  parLally	
  completed	
  

Drill	
  
§  Sort	
  not	
  always	
  required	
  
§  Data	
  pipelined	
  between	
  first	
  
and	
  second	
  fragments	
  

§  AggregaLons	
  start	
  as	
  soon	
  as	
  
first	
  collecLon	
  of	
  records	
  are	
  
available	
  

§  Assignments	
  are	
  made	
  at	
  iniLal	
  
query	
  Lme	
  and	
  data	
  is	
  
streamed	
  immediately	
  to	
  
desLnaLon	
  when	
  available	
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Run.me	
  Compila.on	
  

§  Give	
  JIT	
  help	
  
§  Avoid	
  virtual	
  method	
  invocaLon	
  
§  Avoid	
  heap	
  allocaLon	
  and	
  object	
  overhead	
  	
  
§  Minimize	
  memory	
  overhead	
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First,	
  a	
  couple	
  tools	
  

§  Janino	
  
–  Java	
  based	
  Java	
  compiler	
  
–  Supports	
  most	
  of	
  1.5	
  except	
  generics	
  and	
  annotaLons	
  
– Much	
  faster	
  than	
  javax.tools.JavaCompiler	
  

§  CodeModel	
  
–  Builder	
  model	
  for	
  Java	
  code	
  generaLon	
  
–  Simplifies	
  generaLon	
  code	
  and	
  maintenance	
  

§  ASM	
  
–  Bytecode	
  traversal	
  and	
  manipulaLon	
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Run.me	
  Bytecode	
  Merging	
  

§  CodeModel	
  to	
  generate	
  runLme	
  specific	
  blocks	
  
§  Janino	
  to	
  generate	
  runLme	
  bytecode	
  
§  Precompiled	
  bytecode	
  templates	
  
§  Use	
  ASM	
  package	
  to	
  merge	
  the	
  two	
  disLnct	
  classes	
  into	
  one	
  
runLme	
  class	
  

Loaded	
  Class	
  ASM	
  Bytecode	
  
Merging	
  

Janino	
  
compilaLon	
  

CodeModel	
  
Generated	
  

Code	
  

Precompiled	
  
Bytecode	
  
Templates	
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Run.me	
  Func.on	
  Compila.on	
  

§  FuncLon	
  implementaLons	
  are	
  a	
  combinaLon	
  of	
  types,	
  annotaLons	
  
and	
  execuLon	
  blocks	
  

§  Designed	
  specifically	
  designed	
  to	
  minimize	
  execuLon	
  overhead	
  
§  All	
  expressions	
  across	
  an	
  operator	
  are	
  compiled	
  to	
  a	
  single	
  method	
  
§  That	
  method	
  is	
  typically	
  by	
  JIT	
  inlined	
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Run.me	
  Operator	
  Compila.on	
  

§  Operator	
  state	
  broken	
  into	
  key	
  stages	
  
§  Stages	
  typically	
  broken	
  into	
  inidividual	
  methods	
  
§  Abstract	
  signatures	
  defined	
  in	
  precompiled	
  bytecode	
  templates	
  
§  Stage	
  methods	
  typically	
  inlined	
  by	
  JVM	
  
§  Methods	
  built	
  using	
  CodeModel	
  and	
  expression	
  compilaLon	
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Record	
  versus	
  Columnar	
  Representa.on	
  

Record	
   Column	
  



61	
  ©MapR	
  Technologies	
  

Data	
  Format	
  Example	
  

Donut	
   Price	
   Icing	
  

Bacon	
  Maple	
  Bar	
   2.19	
   [Maple	
  FrosLng,	
  Bacon]	
  

Portland	
  Cream	
   1.79	
   [Chocolate]	
  

The	
  Loop	
   2.29	
   [Vanilla,	
  Fruitloops]	
  

Triple	
  Chocolate	
  
PenetraLon	
  

2.79	
   [Chocolate,	
  Cocoa	
  Puffs]	
  

Record	
  Encoding	
  
Bacon	
  Maple	
  Bar,	
  2.19,	
  Maple	
  FrosLng,	
  Bacon,	
  Portland	
  Cream,	
  1.79,	
  Chocolate	
  
The	
  Loop,	
  2.29,	
  Vanilla,	
  Fruitloops,	
  Triple	
  Chocolate	
  PenetraLon,	
  2.79,	
  Chocolate,	
  
Cocoa	
  Puffs	
  
Columnar	
  Encoding	
  
Bacon	
  Maple	
  Bar,	
  Portland	
  Cream,	
  The	
  Loop,	
  Triple	
  Chocolate	
  PenetraLon	
  
2.19,	
  1.79,	
  2.29,	
  2.79	
  
Maple	
  FrosLng,	
  Bacon,	
  Chocolate,	
  Vanilla,	
  Fruitloops,	
  Chocolate,	
  Cocoa	
  Puffs	
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Record	
  Batch	
  

§  Drill	
  opLmizes	
  for	
  BOTH	
  columnar	
  STORAGE	
  and	
  
ExecuLon	
  

§  Record	
  Batch	
  is	
  unit	
  of	
  work	
  for	
  the	
  query	
  system	
  
–  Operators	
  always	
  work	
  on	
  a	
  batch	
  of	
  records	
  

§  All	
  values	
  associated	
  with	
  a	
  parLcular	
  collecLon	
  of	
  
records	
  

§  Each	
  record	
  batch	
  must	
  have	
  a	
  single	
  defined	
  
schema	
  
–  Possibly	
  includes	
  fields	
  that	
  have	
  embedded	
  types	
  if	
  you	
  
have	
  a	
  heterogeneous	
  field	
  

§  Record	
  batches	
  are	
  pipelined	
  between	
  operators	
  
and	
  nodes	
  

§  No	
  more	
  than	
  65k	
  records	
  
§  Target	
  single	
  L2	
  cache	
  (~256k)	
  
§  Operator	
  reconfiguraLon	
  is	
  done	
  at	
  RecordBatch	
  
boundaries	
  

RecordBatch	
  

VV	
   VV	
   VV	
   VV	
  

RecordBatch	
  

VV	
   VV	
   VV	
   VV	
  

RecordBatch	
  

VV	
   VV	
   VV	
   VV	
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Strengths	
  of	
  RecordBatch	
  +	
  ValueVectors	
  

§  RecordBatch	
  clearly	
  delineates	
  low	
  overhead/high	
  performance	
  
space	
  
– Record-­‐by-­‐record,	
  avoid	
  method	
  invocaLon	
  
– Batch-­‐by-­‐batch,	
  trust	
  JVM	
  

§  Avoid	
  serializaLon/deserializaLon	
  
§  Off-­‐heap	
  means	
  large	
  memory	
  footprint	
  without	
  GC	
  woes	
  

§  Full	
  specificaLon	
  combined	
  with	
  off-­‐heap	
  and	
  batch-­‐level	
  
execuLon	
  allows	
  C/C++	
  operators	
  as	
  necessary	
  

§  Random	
  access:	
  sort	
  without	
  copy	
  or	
  restructuring	
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Memory	
  Design	
  

§  ValueVectors	
  contain	
  mulLple	
  individual	
  off-­‐heap	
  buffers	
  
§  Leverage	
  Ne9y’s	
  ByteBuf	
  abstracLon	
  and	
  naLve	
  byte	
  ordering	
  
§  Memory	
  pooling	
  based	
  on	
  Java	
  implementaLon	
  of	
  Facebook’s	
  
Jemalloc	
  
–  AllocaLon/deallocaLon	
  are	
  managed	
  via	
  reference	
  counLng	
  

§  Strongly	
  defined	
  buffer	
  ownership	
  semanLcs	
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Serializa.on/Deserializa.on	
  

§  Data	
  stays	
  off	
  heap	
  in	
  ValueVectors	
  
§  Heap	
  maintains	
  operaLonal	
  metadata	
  
§  SerializaLon	
  
–  Small	
  metadata	
  protobuf	
  combined	
  with	
  ordered	
  list	
  of	
  direct	
  buffers	
  
– Minimize	
  context	
  switching	
  and	
  copies	
  using	
  gathering	
  writes	
  

§  DeserializaLon	
  
–  Incoming	
  buffer	
  slicing	
  minimizing	
  data	
  copying	
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Selec.on	
  Vector	
  

§  Includes	
  parLcular	
  records	
  from	
  consideraLon	
  by	
  
record	
  batch	
  index	
  

§  Avoids	
  early	
  copying	
  of	
  records	
  a<er	
  applying	
  filtering	
  
– Maintains	
  random	
  accessibility	
  

§  All	
  operators	
  need	
  to	
  support	
  SelecLonVector	
  access	
  
Donut	
   Price	
   Icing	
  

Bacon	
  Maple	
  Bar	
   2.19	
   [Maple	
  FrosLng,	
  
Bacon]	
  

Portland	
  Cream	
   1.79	
   [Chocolate]	
  

The	
  Loop	
   2.29	
   [Vanilla,	
  
Fruitloops]	
  

Triple	
  Chocolate	
  
PenetraLon	
  

2.79	
   [Chocolate,	
  Cocoa	
  
Puffs]	
  

Selec.on	
  
Vector	
  

0	
  

3	
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Selec.on	
  Vector	
  Types	
  

SelecLon	
  Vector	
  
§  IdenLfy	
  records	
  within	
  a	
  batch	
  
that	
  should	
  be	
  considered	
  for	
  
later	
  operators	
  

§  Reduces	
  copies	
  when	
  
subsequent	
  operators	
  will	
  
already	
  copy	
  

§  Currently	
  removed	
  before	
  
network	
  transfer	
  
– May	
  opLmize	
  based	
  on	
  selecLvity	
  
in	
  future	
  

Hyper	
  Vector	
  
§  IdenLfy	
  records	
  across	
  mulLple	
  
batch	
  that	
  should	
  be	
  
considered	
  

§  Enables	
  pointer	
  sort	
  without	
  
data	
  copies	
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Addi.onal	
  VV	
  Strengths	
  

§  Vectorized	
  OperaLons	
  
–  Scans	
  (parLal	
  Parquet	
  already)	
  
–  Null	
  check	
  eliminaLon	
  and	
  word-­‐sized	
  operaLons	
  
–  Implicit	
  data	
  type	
  simplificaLon	
  
–  Filtering	
  
–  AggregaLons	
  and	
  other	
  operators	
  

§  Fixed	
  bit	
  type	
  
–  Enables	
  late	
  dicLonary	
  materializaLon	
  
–  Enables	
  direct	
  bit-­‐packed	
  manipulaLon	
  

§  Reference	
  redirecLon	
  
– Modeled	
  a<er	
  Lucene’s	
  object	
  reuse	
  pa9ern	
  and	
  A9ributeSource	
  concept	
  
–  Simplifies	
  runLme	
  compilaLon	
  and	
  memory	
  management	
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Example:	
  Bitpacked	
  Dic.onary	
  VarChar	
  Sort	
  

§  Dataset:	
  
– DicLonary:	
  [Rupert,	
  Bill,	
  Larry]	
  
– Values:	
  [1,0,1,2,1,2,1,0]	
  

§  Normal	
  Work:	
  	
  
– Decompress	
  &	
  store:	
  Bill,	
  Rupert,	
  Bill,	
  Larry,	
  Bill,	
  Larry,	
  Bill,	
  Rupert	
  
– Sort:	
  ~24	
  comparisons	
  of	
  variable	
  width	
  strings	
  (requiring	
  length	
  
lookup	
  and	
  check	
  during	
  comparisons)	
  

§  OpLmized	
  Work	
  
– Sort	
  DicLonary:	
  {Bill:	
  1,	
  Larry:	
  2,	
  Rupert:	
  0}	
  
– Sort	
  bitpacked	
  values	
  
– Work:	
  max	
  3	
  string	
  comparisons,	
  ~24	
  comparisons	
  of	
  fixed-­‐width	
  
dicLonary	
  bits	
  

– Data	
  in	
  16	
  bits	
  as	
  opposed	
  368/736	
  for	
  UTF8/16	
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What	
  are	
  the	
  results?	
  

§  Time	
  will	
  tell,	
  ping	
  me	
  in	
  six	
  months	
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Closing	
  Thoughts	
  

§  As	
  you	
  build	
  a	
  company	
  (or	
  work	
  for	
  other	
  companies)	
  
–  Evaluate	
  companies	
  based	
  on	
  customer	
  demand	
  and	
  market	
  potenLal	
  	
  
–  Evaluate	
  work	
  based	
  on	
  technology	
  interest	
  

§  Don’t	
  confuse	
  the	
  two	
  and	
  make	
  sure	
  you	
  balance	
  both	
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In	
  Review	
  

§  Big	
  data	
  is	
  big	
  
§  The	
  internet	
  and	
  Hadoop	
  make	
  the	
  kernel	
  
§  If	
  you	
  want	
  to	
  make	
  big	
  money	
  by	
  being	
  a	
  good	
  engineer,	
  be	
  a	
  
systems	
  engineer	
  because	
  that’s	
  where	
  design	
  ma9ers	
  

§  But	
  only	
  when	
  it	
  focuses	
  on	
  customer	
  problems	
  in	
  big	
  markets	
  


