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Keep quality fixed. Can each token cost less?
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Models Keep Growing

Open-weight models have grown about 2,000 x since 2019.

fit: about 3x per year
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Sources: various model releases and reports.
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Dense Models Use Every Weight

Larger models reach lower loss (Lecture 2).
In a dense model, every token uses every weight:

FLOPs per token ~ 2 X parameters

x (n inputs)

W(m x n) »H%yi :Zj:1 W, ;x ;: m multiplies, n — 1 adds

Y
So y = Wx costs about 2mn FLOPs: two per weight.

A Transformer is mostly such matrices, each used once per token.

Not counted: attention’s scores and weighted sums, which grow with context length;
embedding lookups; nonlinearities.
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Dense Models Use Every Weight

Larger models reach lower loss (Lecture 2).
In a dense model, every token uses every weight:

FLOPs per token ~ 2 X parameters

one multiply and one add per weight

So 10x the parameters costs 10 x more per token, to train and to run.

Yet for each token, about 97% of T5-Base’s MLP neurons output zero.

one token, one MLP layer (schematic): 3 of 100 neurons nonzero

Can a model store many parameters but use few per token?

Source: Li et al. (2023), abstract.
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https://arxiv.org/abs/2210.06313

Mixture of Experts (MoE)

Jacobs et al. (1991); Shazeer et al. (2017)

Replace the MLLP with many MLPs, called “experts.”

A router sends each token to a few experts; only those run.

keys Router cabinet Router

Do more experts help if the FLOPs per token stay fixed?
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https://arxiv.org/abs/1701.06538

Do More Experts Help? Yes.

Start: a dense 223M-parameter
Transformer (1e).

In alternating Transformer
layers, replace the MLP with 2
to 256 experts.

Each token uses one expert, so
FLOPs per token match the
dense model.
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All models train for the same number of steps.
Source: Fedus, Zoph, and Shazeer (2022), Fig. 1 (left) and §3.

MS&E 319 Lecture 4



https://www.jmlr.org/papers/v23/21-0998.html

Released Models Increasingly Use MoE
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Closed frontier models too, e.g., Gemini 1.5 Pro and 2.5, are MoE.

Sources: various model reports and configurations.
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Lecture Outline

MoE trades memory for compute: many parameters, few per token.

1 Routing: picks are discrete. How does the router learn?
Shazeer et al. (2017)

2 Balance: tokens can crowd onto a few experts.
Shazeer et al. (2017)

3 Many devices: store every expert; move tokens to them.
data and expert parallelism; GShard (2020)

4 Later designs: new routing, experts, and balancing.
Switch (2022); DeepSeekMoE (2024); router biases (2024)

How do we route tokens, and train the router?
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MoE Layers Replace the MLP

Jv RMSNorm — Attention —>+J—r RMSNorm — MoE layer —{+ —

Transformer MoEs replace the MLP
with an MoE layer:

Router

GShard in every other block;
DeepSeek-V3 in all but the first 3.

Shazeer et al. (2017) used LSTMs: one MoE layer between two LSTM layers.
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Why Put Experts in the MLP?

1. The MLP holds most of the weights.

Llama 3 8B
Llama 3 70B

Llama 3 405B

MLP Attention Other

2. The MLP works on each token separately, so each token can use its
own MLPs.

Source: Llama Team (2024), Table 3; counts from layer dimensions.
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https://arxiv.org/abs/2407.21783

MoE Implementation

A simplified router

E experts F), ..., F';, each an MLP. F,
For a token vector h € R%:
F2
Z w, : i
eeS(h Fsy Y
the k experts  the weight on F,

picked for h expert e

Parameters grow with E; FLOPs per token grow with k.
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MoE Implementation o
l - —0.5
e -
A simplified router L 5 3 4
Score every expert: L
si=W.h, W,eRExd, -
h —>
r )
S(h) = TOpKk(S) s keep the k largest scores ?
Fy

eSe
w. = take a softmax over them:

E S5 ° I ere w, ~ O.;5 Wo 0,25
e J ’
]ES(h) ! 2

Shazeer et al. also add noise; we will see why.
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MoE Implementation

How the router learns

s gradient of
softmax over picked the task loss

So

53 | no task-loss
s, | gradient

W1, Wy

Y rest of
wy Fy (h) +wy Fy(h) model ~loss ¢

top-k picks 1, 2
(fixed in backprop) -~

no task-loss
gradient

From the task loss, the router learns only about the experts it picked.

This holds for softmax over the picked experts; Switch changes it.
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Lecture Outline

1 Routing: picks are discrete. How does the router learn?
Shazeer et al. (2017)

2 Balance: tokens can crowd onto a few experts.
Shazeer et al. (2017)

3 Many devices: store every expert; move tokens to them.
data and expert parallelism; GShard (2020)

4 Later designs: new routing, experts, and balancing.
Switch (2022); DeepSeekMoE (2024); router biases (2024)

What happens if the router favors a few experts?
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Balancing Experts
Why imbalance happens

Router favors expert 1

Expert 1 gets better

‘ ‘ Expert 1 trains on
‘ more tokens

Shazeer et al.: the imbalance is “self-reinforcing.”

How can we balance the experts?
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Balancing Experts
Two measures of expert use

First, measure how each expert is used.

T = 4 tokens in this batch
Load IV, Importance I

3 1.7
' 2 2 0.0
4 .
ts 4030 /El 1 0.7 0.7
Hr 1l
' 1 2 3 4 1 2 3 4

Load V,_: number of tokens sent to expert e.

Importance , := > w,_(h): total weight on expert e.

h
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Balancing Experts
What perfect balance means

Load IV, controls how long expert e runs.

Importance I, controls how much expert e learns.

Each token picks k experts, with weights summing to 1, so always
>..Ne=kI' and > I =T.

Perfect balance: N, = kT'/FE and I, = T'/ E for every expert e.

Should we balance the load NV, or the importance 1.7
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Balancing Experts
Equal loads, unequal importance

Tokens 1-3 pick experts 1, 2 with weights 0.9, 0.1.
Tokens 4—6 pick experts 3, 4 with weights 0.9, 0.1.

Load N, Importance I,
6 3 2.7 2.7

Experts 2 and 4’s outputs get 9x smaller gradients

than experts 1 and 3’s.
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Balancing Experts
Equal importance, unequal loads

Each token picks expert 1 (0.25) and one other (0.75):
tokens 1-2 add expert 2, tokens 3—4 expert 3, tokens 5-6 expert 4.
Load N, Importance I,

6 6 3

1

1.5 .5 1.5 1.5
3 STl T T Ty T T T 2 ”***zfideal 1.5 l ****** l_.deal
0
1 3 4

2
0
1 2 3 4 2

Expert 1 does 3x the work of each other expert.
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Balancing Experts

Shazeer et al.'s solution: penalize both imbalances

Squared coefficient of variation, for v = (vy, ..., vp):

Var(v)
5 » zero exactly when all v, are equal.

V¥ (v) = mean(v)

Claim. For A, Ay > 0: \;CVZ(I) + ANyCVZ(N) =0
ifand only if N, = kT'/E and I, = T/ E for every expert e.

Proof. Both terms are nonnegative, so each is zero: all N, are equal

and all I, are equal.
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Balancing Experts
Load has no gradient

A natural choice is to add \; CV2(I) + A, CV2(N) to the objective.

I, is differentiable: with the picks fixed, N _ is not differentiable: it changes

e
it is smooth in the scores. only when the picks change.

Load is not differentiable. How can we train to balance it?

Idea: add noise, then differentiate the probability of being picked.
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Balancing Experts
Noisy top-k routing
Add learned noise before picking the top k:
5, =8, +0.,, €,~N(0,1)independently.

o, = softplus((W, e ). ) -

softplus(z) = log(1 +e*) > 0
Pick the top k of 5; softmax their noisy scores.
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Balancing Experts
Noisy top-k routing: an example

The router’s scores s become noisy scores §:

s =(2.1,1.0,0.3, —0.5), i
§=(2.2,0.5,0.9, —0.3). =
h Router : .
Pick experts 1 and 3. — F, !
F4

Noise lets the router try experts it would skip.
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Balancing Experts
A smooth estimate of load

Fix the other experts’ noisy scores; let x,_ be their k-th largest.

Expert e is picked if s, + 0., > K,.

standard normal CDF

q€<h> = Pr[se + 0—686 > Ke] - @ — ﬁe) ‘

Oc

Estimated load N, := >, 4e(h) is smoothin s,.
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Balancing Experts

Shazeer et al.'s training loss

0=l + MCV2(I) 4+ AN CV2(N).

tas

Each MoE layer adds its own two penalties.

The penalties balance experts on average, not in every batch.
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Balancing Experts
Do the penalties help?

A; Ay Perplexity Max/ mean load

0O O 39.8 17.8
02 O 35.6 1.5
0 0.2 35.7 1.2
0.1 01 35.6 1.1

Without penalties, the peak load is 18 x the mean.

Source: Shazeer et al. (2017), Appendix A, Table 6.
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https://arxiv.org/abs/1701.06538

Lecture Outline

1 Routing: picks are discrete. How does the router learn?
Shazeer et al. (2017)

2 Balance: tokens can crowd onto a few experts.
Shazeer et al. (2017)

3 Many devices: store every expert; move tokens to them.
data and expert parallelism; GShard (2020)

4 Later designs: new routing, experts, and balancing.
Switch (2022); DeepSeekMoE (2024); router biases (2024)

How do we train one model on many devices?
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Multi-Device Training
Why many devices

Device: a GPU or TPU core with its own memory.

Too much data 1 GPU: 318 years Too many weights 80 GB / H800

671B parameters x 2 bytes = 1.34 TB

2,048 GPUs: under 2 months . .
DeepSeek-V3: 2.788M H800 GPU-hours the WEIghtS alone fill 17 GPUs

So we split both the data and the weights across devices.
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Multi-Device Training
A simpler case: smaller experts

For now, suppose all model weights fit on one GPU.

Batch activations Model weights

Too large for one GPU Fit on one GPU

Each square represents one GPU’s memory.

Split the batch across devices.
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Multi-Device Training
Data parallelism: split the batch

Suppose the weights fit on one device.

minibatch
slice 1 slice 2 slice 3 slice 4
' | | '
Device 1 Device 2 Device 3 Device 4
all weights (copy) all weights (copy) all weights (copy) all weights (copy)
gradient g, gradient g, gradient g5 gradient g,

Each device computes the gradient g, of the loss on its own slice.

All devices must take the same step.
How do they combine g,, ..., 9,7
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Multi-Device Training
Communication is slow

Moving data between devices is much slower than working on one.
one NVIDIA H100
own memory (HBM) 3,350 GB/s

GPU in the same
server (NVLink)

GPU in another
server (network)

900 GB/s
50 GB/s

One byte crosses the network ~ 20,000 FLOPs on one H100.

Idea: compute locally and exchange rarely, in large blocks.
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Multi-Device Training
One all-reduce per step

Each device computes its whole gradient first. Then, exchange once:

Communication: all-reduce. Each device ¢ starts with a vector g,.
Every device ends with the sum ZZ g;-

Device 1 Device 2 Device 3 Device 4
91 g2 gs l 9q
v all-reduce
4 4 4 4
| Zi:l 9; | Zi:l 9; | Zi:l 9; | Zi:l g;

Every device takes the same step.
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Multi-Device Training
Back to the large experts

Data parallelism still copies all weights onto every GPU.

Batch activations Model weights
Too large for one GPU Too large for one GPU

Each square represents one GPU’s memory.

We also need to spread the experts across devices.
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Experts on Many Devices
Where the weights live

The experts are too large for one device. How do we split them?

Copies on every device Split: one expert per device

Device 1  Attention, norms Router Expert 1

Device 2 | Attention, norms Router Expert 2

Device 3 | Attention, norms Router Expert 3

Device 4 Attention, norms Router Expert 4

Each device also keeps its own slice of the batch.

Each expert gets tokens from every device: a larger batch.
MS&E 319 Lecture 4




Experts on Many Devices
One token's path through an MoE layer

1 Route 2 Dispatch 3 Compute 4 Return 5 Combine
Device 1 |Attention, norms m L Expert 1 combine }F—— 5
s
Device 2 | Attention, norms Expert 2 combine %
o
Device 3 Attention, norms Expert 3 combine
Device 4 Attention, norms Expert 4 combine

Example: a token on device 1 picks experts 1 and 3.

Two rounds of communication per layer: steps 2 and 4.
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Experts on Many Devices

How is dispatch implemented?

Every device dispatches all its tokens at the same time.

Communication: all-to-all. Each device cuts its data into D blocks

and sends block j to device j. Every device ends with one block
from each device. Nothing is summed.

Before: blocks by destination After: blocks by origin

tol to2 to3 to4 from1l from2 from3 from4
Device 1 1 ® Device 1
Device 2 £ Device 2
Device 3 = Device3[ |
Device 4

— Device 4
Device 1’s tokens for expert 3 move to device 3.
Steps 2 and 4 are all-to-alls.
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Experts on Many Devices

One MoE layer, all tokens

v

'

v
next layer

'

1 Route % Dispatch 3 Compute 4 Return to origin 5 Combine

Device 1 m . ] Expert 1 > — > wF. +h

Device 2 m T TANPL T Expert 2 — i/ mm— . w.F. +h

Device 3 m numE ) Expert 3 > WA am— Y w.F, +h

Device 4 m NEEE  EEEE— Expert 4 — I am— ). w.F. +h
all-to-all all-to-all

each square: one token sent to one expert, in that expert’s color

(top-2: two squares per token)

Devices run in lockstep: each all-to-all waits for every device.
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Lecture Outline

1 Routing: picks are discrete. How does the router learn?
Shazeer et al. (2017)

2 Balance: tokens can crowd onto a few experts.
Shazeer et al. (2017)

3 Many devices: store every expert; move tokens to them.
data and expert parallelism; GShard (2020)

4 Later designs: new routing, experts, and balancing.
Switch (2022); DeepSeekMoE (2024); router biases (2024)

GShard scales this arrangement to 600B parameters.
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GShard

Four changes

Lepikhin et al. (2020)

Change

What it does

1. Expert capacity
2. Local groups

3. Random second choice
4. A balancing loss

Caps each expert’s work
Routes groups of tokens
independently

Sends fewer second choices

Balances experts without score
noise
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https://arxiv.org/abs/2006.16668

GShard

Problem 1: the busiest expert sets the pace

Recall: devices run in lockstep, so step 3 ends with the busiest expert.

Uneven Balanced
Device 1 — Device 1 I
Device 2 4 i Device 2
Device 3 1IN i Device 3 —
Device 4 [ waiting 1 Device 4 I
20 40 60 80 0 20 40 60 80
time units time units

Shazeer et als penalties are soft:

¢ they need time to work, and balance only on average;
¢ any single batch can still overload one expert.
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GShard

1. Expert capacity
Each expert takes at most cap tokens; the rest are dropped.

A dropped assignment skips that expert; the token still takes the
residual path.

cap =40 here
Device 1 o a0dropped 1
Device 2 :
pevice 3 [N J}
Device 4 [T emptyslots |
0 20 40 60 80
time units

Cost: dropped assignments get no expert.
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GShard

Problem 2: which slot does a token take?
Expert 1’s input: cap = 4 slots

1 size fixed when

? slot
Device 1 n i
1 ) slot 2 the program is
?

compiled, before
any token is

Device 2 slot 4 routed
4

slot 3

Expert 1 runs its MLP on this array as one matrix: one row (slot) per
token.

Device 1 does not know how many tokens device 2 sends to expert 1,
and vice versa.

Agreeing on slots takes communication,

and communication is slow.
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GShard
Problem 2: a slot depends on other devices

Expert 1’s input: cap = 4 slots
ty slot 1
Device 1 - ./
ts slot 2
-/ ty slot 3
Device 2 - -/ slot 4

t4: 1+ (device 1’s count for expert 1) = 2

Rule: slot = 1+ the number of earlier tokens sent to the same expert,
counting device 1’s tokens before device 2’s.

Device 2 cannot place ¢5 until it knows device 1’s count.
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GShard

Problem 2: counting makes devices wait

count count count
. so far . so far . so far
Device 1 E— Device 2 —> Device 3 —_—
startsat 1 starts at 2 starts at 4

Each device needs the counts of every device before it.

Device 4

starts at 5

So devices exchange counts and wait, before every dispatch, in every

MoE layer.

GShard: about a million tokens and 2,048 devices; global
counting would leave devices idle.
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GShard

2. Local groups: count slots within a group

Split the batch into groups, for example one per device.

Each group gets its own share of every expert’s buffer:

2T
cap := fg slots per expert, per group of 7, tokens.

Device 1’s group Device 2’s group Device 3’s group Device 4’s group
} | }
|ENENERNEN| |
group 1 group 2 group 3 group 4
Expert 1’s input, on device 1, split by source group
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GShard

2. Local groups: the cost

Example: £/ = 4 experts and Tg = 20 tokens per group, so cap = 10.

Expert 2’s buffer: 10 slots per group; demand (14, 6, 10, 10)

group 1 group 2 group 3 group 4

‘X X1 X1 X 4dropped

Group 1 drops 4 tokens while group 2 leaves 4 slots empty.

Cost: a group cannot borrow another group’s empty slots.
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GShard

3. Random second choice: why

Top-2 sends every token to two experts: twice the assignments, filling
slots twice as fast.
Often the second expert gets little weight:

y=w,F,(h)+w,Ey(h), withw, small.

W, Wy,
token 1
token 2
token 3 0.4
token 4 0.5 0.5

Can we skip second choices that add little?
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GShard

3. Random second choice: the rule

Send the token to its first choice q, if a has a free slot.

Send it to b with probability 2w, . This is at most 1, since w, < 1/2.

w,, Wy, sendto b
token 1 [ 01 20%
token 2 [ 02 40%
token 3 [N 0.4 80%
token 4 0.5 100%

These 4 tokens need 8 slots under top-2; 6.4 on average here.
If b is skipped, y = w,F, (h): the weights are not renormalized.

Low-weight second choices are usually skipped, saving slots.
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GShard

4. A balancing loss: what it measures

GShard measures expert use like Shazeer et al., with two changes:

Shazeer et al. (Slide 16) GShard

Load N, : all picks f. = NV /T, fraction of the
group’s tokens whose first a COl.mt no
choice is e gradient
Importance I,.: weights D _: average of p.(h), a softmax
smooth

of the picked experts over all E experts

1 E
Eaux = _Zfe]_)e'
Ee:l

MS&E 319 Lecture 4



GShard
Why this form?

But f, has no gradient. Replace one factor with a smooth one:

1 1 _
w2 fefe — 5D 1B,
e e T T
held fixed  smooth: gradients flow here

Shazeer et al. used noise to make load smooth; GShard uses
full-softmax probabilities.

The gradient pushes probability toward less-loaded experts,

even experts a token currently skips.
MS&E 319 Lecture 4




GShard

The complete MoE layer

1 Route % Dispatch 3 Compute 4 Return to origin 5 Combine
Device 1 m . ] Expert 1 > —(> wF. +hi>
Device 2 m AL Expert 2 s > w.F, +h %
Device 3 m namE - Expert 3 — EE e — > w.F. +h aié
Device 4 m NERE  NEEE Expert 4 > ol wm— ). w.F,+hi>
all-to-all all-to-all

each square: one token vector, colored by its expert

at most cap X groups
tokens

top-2; 2nd choice random
+ balancing loss

cap slots per expert,
per group

weights of
admitted choices
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GShard

Results
Translating to English, with 2,048 experts per MoE layer:

Parameters BLEU gain TPU v3 core-years

MoE, 2,048 experts 600B +13.5 22
Dense, 96 layers 2.3B +6.1 235

BLEU: a translation-quality score; gains are over bilingual baselines.

Core-years: number of cores X years of training.

Higher translation quality with about 10X less training compute.
Source: Lepikhin et al. (2020), Table 3.
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https://arxiv.org/abs/2006.16668

Lecture Outline

1 Routing: picks are discrete. How does the router learn?
Shazeer et al. (2017)

2 Balance: tokens can crowd onto a few experts.
Shazeer et al. (2017)

3 Many devices: store every expert; move tokens to them.
data and expert parallelism; GShard (2020)

4 Later designs: new routing, experts, and balancing.
Switch (2022); DeepSeekMoE (2024); router biases (2024)

GShard sends each token to two experts. Is one enough?
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Switch

Can one expert be enough?  Fedus, Zoph, and Shazeer (2022)
One expert per token ~ half the assighnments, less communication.

S1 softmax over picked: __ gradient of
Sq w, = es1/esr =1 the task loss
s=W_h
5g
S wy =1 constant: no gradient
h
..
: 1mT ST [ 1-Fy(h) £ rest of ~loss £
top-1 picks 1 F, 'notrun model

fixed in backpro :* 77777777777777 \ . . . .
( prop) F, notrun With this normalization, top-1

R ! gives the router no task-loss

******** gradient.

The balancing loss still trains the router to spread tokens.
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https://www.jmlr.org/papers/v23/21-0998.html

Switch

Keep a weight that can learn

—/_> .
S1 softmax over all scores;

s L— kee
s=W,h 2 7’ PP
S3

gradient of
the task loss

Sy p1 ~ 0.64
— h
; RS ! p1Fy(h) ~loss £
top-1 picks 1 F, ' not run model
(fixed in backprop) ‘
. v F3  'notrun
Do not renormalize p;  L---Z--- :
to 1. ' Fy !notrun

Even with one expert, the router still receives gradient.
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Switch

Does one expert work?

Stable: router in float32, the rest in bfloat16.

Hours to a fixed quality

top-2 68.7
top-1 (Switch) 62.8

each expert with capacity for its mean load

Switch reaches the target quality 9% faster in this comparison.
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Lecture Outline

1 Routing: picks are discrete. How does the router learn?
Shazeer et al. (2017)

2 Balance: tokens can crowd onto a few experts.
Shazeer et al. (2017)

3 Many devices: store every expert; move tokens to them.
data and expert parallelism; GShard (2020)

4 Later designs: new routing, experts, and balancing.
Switch (2022); DeepSeekMoE (2024); router biases (2024)

How can we make each active parameter more useful?
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DeepSeekMoE Dai et al. (2024)

Two problems with standard experts

Bundled skills. A large expert learns many unrelated skills. Picking it
activates all of them.

Repeated knowledge. Most tokens need some common knowledge,
so many experts each learn their own copy.

Can we fix both at the same compute per token?
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https://arxiv.org/abs/2401.06066

DeepSeekMoE

Change 1: shared experts

Some processing helps almost every token (e.g., basic grammar).

Without sharing, many experts learn the same transformation.

A shared expert I, is an MLP that every token uses:

y = Fy(h —i—Zw

ecS(h

T

one fewer routed expert, to keep compute fixed

Common knowledge lives in F{), so routed experts can specialize.
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DeepSeekMoE

Does the shared expert matter?

In the trained model, disable the shared expert and pick one more
routed expert instead: same compute.

Pile loss (lower is better)

with the shared expert shared expert replaced by
one more routed expert
Pile loss: cross-entropy on held-out text from the Pile.

The loss rises by about a third: routed experts cannot replace
the shared expert.
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DeepSeekMoE

Change 2: smaller experts, more of them

Split each expert into m smaller ones, and pick m times as many.

Same total parameters, same compute per token.
16 experts, pick 2: (126) = 120 combinations

64 experts, pick 8: (%) ~ 4.4 x 10° combinations

Finer pieces let the router assemble the skills a token needs.

DeepSeek-V3: 1 shared expert and 8 of 256 routed experts.
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DeepSeekMoE

Both ideas together

pm————————————— -

Ay
D Routed Expert |
1

(
1
1
1
1
1
\

Output Hidden

Input Hidden

(a) Conventional Top-2 Routing mmmmp (b) + Fine-grained Expert Segmentation mmmsp (c) + Shared Expert Isolation
(DeepSeekMoE)

Source: Dai et al. (2024), Fig. 2.
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https://arxiv.org/abs/2401.06066

Balancing with Router Biases

A balancini loss can hurt prediction Wang et al. (2024)

_\ L= Ltask + A Lbalance

aN 51

. softmax over picked
y So

—— task loss

s=W_,h 0 - - - balancing loss

S3

w1, Wy

Y 84
— h
s wF(h)+wF(h) Y | restof
top-k picks 1, 2 e 202 model
’ 2

~loss ¢

(fixed in backprop) — ——----- :

Large \: balance improves, but prediction gets worse.

The router gets two objectives whose gradients can conflict.
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https://arxiv.org/abs/2408.15664

Balancing with Router Biases

Balance with biases, not a loss

top-k 1
S - (fixed in backprop)]

= Bty

S3 . weighted
weights from s (no b
Sy f—i g s ) sum
after each batch; no backprop
compare with expert loads
e e e e e e =d  uUbdate Hh <= = -=-=-4 lm = = o
update b the target load this batch

b, < b, — ~vif overloaded; b, < b, + ~yif underloaded.

Think of —b,_ as a price on busy experts.
Gradient descent learns useful scores; load feedback adjusts

selection.
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Summary

MoE: old idea (Jacobs et al., 1991), now in most frontier open models.
Core idea: store many parameters, use a few per token.
Making it work at LLM scale:
e Routing: noisy top-k, full-softmax weights
Balance: penalties, capacity, biases
Many devices: split data and experts, all-to-all
Better experts: shared and fine-grained
2 shered (DeepSeekMoE) 16*of 896: top-k (Shazeer et al.) Kimi K3

F, g 896 routed

A
experts spread over devices (Shazeer et al.; GShard)

2.8T stored, 104B used per token (3.7%); 92 of 93 layers are MoE.
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Questions?

Next: Lecture 5, Efficient Attention.




