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Topic 2: Innovations in architecture
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One block; L copies with separate weights

Can we reduce the cost per token while keeping quality fixed?
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Attention: inputs and outputs

Recall (Lectures 2 and 5): attention maps 7'inputs to 7 outputs.
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Recap: KV caching
At position 5, append (k5, v5) and read all five cached entries.

Os |— are

Attention E: E: E: E: EE: KV cache
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The keys to the cabinet

The KV cache stores earlier keys and values in every layer.
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KV caching in the score matrix

Decode: append query 6 and key 6, then compute the last score row.

cached keys computed earlier and cached
lKT
Q scores
T X d T
(I T11] 11111
d F~_ T

L appended k,
new query q, T

The new query row and key column require one new row of scores.

Likewise, row t of the weights multiplies every cached value.
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Two ways to reduce the KV cache

Each layer caches keys and values for every position.

numbers per entry

positions

Starting point: (1) Lecture 5: (2) Today:
all entries, full size fewer entries read smaller entries

(1) Lecture 5: reduce the number of entries.

(2) Today: reduce the size of each entry.
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Size of the KV cache

Each layer stores a key and a value for every cached position:
MKV — B ‘ T . L ‘ 2d N b

~ ~ -~

ot N~
sequences positions layers k:j,vj bytes per number

d: the width of each key and value, as in Lectures 2 and 5.

Generating each new token requires reading this cache in every layer.
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How to reduce the KV cache

We can reduce the cache by reducing these factors:

Mqy= B - T - L - 2d - b
Factor Shrink it by When
T’ positions fewer entries Lecture 5
2d: one entry smaller entries today
L: layers share across layers Lecture 7
b: bytes per number fewer bits per number later

How many numbers do we need to store for each entry?
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Compact cache entries

v
MQA DSA
DeepSeek-
MHA MLA V32
Decoupled

GQA

o RoPE

RoPE

We first share keys and values across attention heads.
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Splitting attention into heads

ht
d/H '
ver head l Head 1 l Head 2 l Head 3 l Head 4

a
k k k
v v v

v v v v

Attention Attention Attention Attention
v v v v
[ | | |
Y
Wo Oy

Concatenate the head outputs and apply W,.
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Multi-Head Attention (MHA)

h Vaswani et al. (2017)
t
|
Head 1 l Head 2 l Head 3 l Head 4 l
qt,17 kt,l’ vt,l q, k7 v q, kv v q, k7 v
l v l v l v l v
q keys and values
&1 cached 5 <t ir :r I
l v v v v
Attention Attention Attention Attention

[0 | | |
A 4

Combine the head outputs

Each head uses its own queries, keys, and values.
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https://arxiv.org/abs/1706.03762

Multi-Head Attention (MHA)

Each head: =1, ..., H has its own query, key, and value maps:
_ T _ T _ T
queries q q q q
keys k k k k
cached
values v v v v

All heads’ keys and values: H(d,, + d,,) = 2d numbers.
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Multi-Query Attention (MQA)

Shazeer (2019)
The H query heads share one key map and one value map:
k; = Wih,, v; = Wih,; for every head.
queries q q q q
keys k
cached
values v

Shared keys and values reduce the KV cache by a factor of H.
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https://arxiv.org/abs/1911.02150

Grouped-Query Attention (GQA)

Ainslie et al. (2023)

Each group of query heads shares one key and one value per position.

Values

Keys
T

Queries

J

With one group, GQA is MQA; with H groups, it is MHA.
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Source: Ainslie et al. (2023), Fig. 2.
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https://aclanthology.org/2023.emnlp-main.298/
https://aclanthology.org/2023.emnlp-main.298/

KV Sharing: MHA, GQA, and MQA

Example: L = 32; H = 32 heads of width 128; T' = 32,768; 2 bytes.

Only the number of key-value heads, H,, changes:

° 16 16
o v
$ &
g < 12 Llama 3.1 8B uses this
O o
()

00
qc"’_, g 8 /
o~
oL 4 -
o ° 0.5

0
MHA GQA-8 MQA
8,192 per entry 2,048 per entry 256 per entry
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KV Sharing: MHA, GQA, and MQA

Per decode step and layer; divide each count by T'(d,, + d,,):

MHA GQA MQA
Numbers stored H Hyy 1
Numbers read H H,, 1
Multiply-adds H H H

KV sharing reduces storage and reads, with the same arithmetic.
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Converting T5 to MQA and GQA

Average score on 7 tasks, against decoding time

Start: T5-XXL (MHA). MHA-XKL
47 °* GOAs
Convert to MQA or GQA-8: 46.5 4 MOQA
average the KV heads.
Continue pretraining 46 = MHA-Large
0

. 0.5
for 5% of the original steps. time relative to MHA-XXL

GQA-8 scores higher and decodes faster than the smaller MHA model.

Scores after conversion, continued pretraining, then fine-tuning on each task.

Source: Ainslie et al. (2023), Table 1 and Fig. 3; times relative to MHA-XXL.
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https://aclanthology.org/2023.emnlp-main.298/

How KV sharing affects quality

Heads share keys and values within a group, with separate queries.

~ MQA e GQA = MHA
50
452 o 35

041.2 - ] 5.9

o 40 . _5
= 37.0 038.4

S Ceale 379 —12.9| 377 .

2ol 332 ) 34.6

30.0

BBH MMLU C-Eval CMMLU

DeepSeek-Al (2024): 7B dense models from scratch; depth adjusted to match parameters.

MQA trails MHA by 3.8 points on BBH, but by 12.9 on C-Eval.
Sharing saves memory; the quality cost depends on task and setup.
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Compact cache entries

4 4

MQA DSA
v \
DeepSeek-
MHA MLA V32
v
GQA Decoupled

RoPE

RoPE

Can we recover every head’s keys and values from one short vector?
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Recap: Multi-Head Attention (MHA)

In MHA, each head computes its own key and value from #h,.

hy

Wiad  Awha o L

kt,l Ut,1 kt,2 Ut,2 kt73 Ug,3 kt,4 Ut,4  cached

Head 1 Head 2 Head 3 Head 4

All H keys and values are cached: H(d,, + d,) numbers per token.
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Multi-Head Latent Attention (MLA)
DeepSeek-Al (2024)
MLA learns a short vector for each token, shared across heads.

ht
Wi |
Cy shared
I
Uiy VUL, 4 oo Vo
kt,l Ut,1 kt,2 Ut,2 kt,?) Ut,3 kt,4 Ut,4
Head 1 Head 2 Head 3 Head 4

Each head maps the shared latent to its own key and value.

MS&E 319 Lecture 6



https://arxiv.org/abs/2405.04434

MLA: why caching ¢, is enough
DeepSeek-Al (2024)
The latent ¢, determines each head’s key and value.

hy
W,gl
Cy cached
O S 7 A R R R S
ko U1 ko' Vol kol Usgl Tk, U, MO
LBl TR (T2 T2 (B3 1 TS L (R ) TS cached
Head 1 Head 2 Head 3 Head 4
7T T
kt,i = UK,z’Ct7 Ui = UV7iCt'

Numbers cached per token and layer: MHA, H(d,, + d,,); MLA, d...
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https://arxiv.org/abs/2405.04434

MLA: reconstructing keys at every step

At each step, we could reconstruct every kj and v, from C;.

1 Co Cs Cy Cy | Cp cached

Per head and step: T'd,.(d,, + d,) multiply-adds, or O(T'd?).

Can we avoid reconstructing all these vectors?
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MLA: transform the query once

DeepSeek-Al (2024)

T
T T _
S5 =4 (UKCj) = ( Ukq ) Cj-
a matrix product for each j §: once per step
K =
q once ?
v ) ) ) ) '
€1 Co C3 Cy Cs || Cr cached
¢ ¢ ¢ ¢ ¢ ¢ one dot
31 32 53 54 85 S

product each

a; (softmax over all scores)

After computing ¢ once, we need one dot product with each C;

We can also combine U i with W, ahead of time.
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https://arxiv.org/abs/2405.04434

MLA: average before expanding
0= Zaj (Uic;) = @ (Z ajcj> .

———
a matrix product for each j once
C

a/l a2 CLS a/4 0/5 a/T weights
¥ ¥ ¥ ¥ ¥ ¥
€1 Co C3 Cy Cs || Cr cached
¥ UI/
temporary, per head C (0]
once

Average the c; before applying one matrix product per head.

We can also combine Uy, with the output map W, ahead of time.
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MLA: cost per decode step

Cost for one head at one decode step, with 1'cached positions:

Transform once,

Natural approach
PP expand once

Matrix—vector products 2T 2
Multiply-adds Td.(d,+d,)+T(d,+d,) d.d,+21d, +d.d,

Widths ~ d O(Td?) O(d* + Td)

Scores, weights, and outputs are unchanged; the T'd? cost is gone.

Example versus MHA: 16 x fewer numbers read, 4 x more multiply-adds.
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MLA: cache savings in DeepSeek-V3

DeepSeek-V3: 128 heads; key/value content width 128; d. = 512.

Numbers cached per entry, per layer (KiB at 2 bytes each)

MHA

(128 KV heads)
GQA-8

(8 KV heads)
MQA

(1 KV head)

MLA 576 - 1.125 KiB: latent (512), plus 64 for position (later)

2,048 - 4 KiB

256 - 0.5 KiB

MLA: 3.6 x smaller than GQA-8, and 57 x smaller than MHA.

Source: Zhao et al. (2025), Table 1; values recomputed from configurations.
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https://arxiv.org/abs/2505.09343

MLA performance DeepSeek-Al (2024)

DeepSeek-V2 MoE (~2508B, 420B tokens), with MHA or MLA.

MHA MLA
Total parameters 250.8B 247.4B
Cached numbers per token, all layers 860.2K 34.6K
BBH 46.6 50.7
MMLU 57.5 59.0
C-Eval 57.9 59.2
CMMLU 60.7 62.5

MLA improves all four scores while using 4% of MHA's cache.

Source: DeepSeek-Al (2024), App. D, Tables 8-9.
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https://arxiv.org/abs/2405.04434
https://arxiv.org/abs/2405.04434

Compact cache entries

v v
MQA DSA

DeepSeek-

MHA MLA V32
v
GQA Decoupled
/ RoPE
RoPE

How do we include position while retaining MLA’s computation?

MS&E 319 Lecture 6




Why attention needs position

Without position, attention cannot distinguish these word orders.

=

dog bites man

same keys, values, and scores:

ﬁ the same output for “” in layer 1

man bites dog

We want the score to use position, ideally through the offset ¢ — j.
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Rotary Position Embedding (RoPE)

~ Suetal. (2021)
RoPE rotates each query and key by an angle set by its position.

4, = R, q,: rotate the query by t6

~

k; = R; k;: rotate the key by j6 g, (t—4)0
/ i
~T7 T T T te@’ !

only the offset

In d dimensions, each coordinate pair rotates at its own rate.

drawn with g,, k; initially aligned

The score depends on the two positions only through t — ;.
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https://arxiv.org/abs/2104.09864

Why RoPE prevents query reuse

MLA uses the same transformed query to score every cached latent.

T
T T _
q (Uke;) = ( Uxkq ) cj.
——
q, same for every j

With RoPE, the rebuilt key is rotated by its own Rj:

.
i R;Ugc; = ( Uy R4, ) cj.
~————

changes with j

The query depends on j, preventing reuse across positions.
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Decoupled RoPE DeepSeek-Al (2024)

Store a small positional key alongside the content latent.

one cached entry, shared by all heads

/////////////

‘ R
¢+ 512 84
\
compressed by MLA, separate key,
unrotated rotated by RoPE

Score = content score + positional score.

MLA keeps its content shortcut and adds a small positional key.
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https://arxiv.org/abs/2405.04434

Adding content and position

For head h and position j, add the content and positional terms.

— i~ R \TL.R

St.hj = 41,0 + (g)'k;
~—— S ——

content: 512 dimensions  position: 64 dimensions

A j = Softmaxj<st’h’j/7') Zyp = Zat,h,j Cj-
J
T: attention scaling factor; softmax runs over allowed cached positions .

RoPE affects the weights; the weighted sum has 512 dimensions.

Each head applies one softmax to the combined scores.
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Compact cache entries

v
MQA

MHA MLA
GQA

RoPE

v
DSA
\ DeepSeek-
V3.2
v
Decoupled

RoPE

Can Lecture 5’s indexer select which latents attention reads?
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DeepSeek-V3.2: MLA DeepSeek-Al (2025)

V3.2 uses V3’s MLA, with two parts in each cached entry.

Of «—— main attention (MLA) token ¢

absorbed queries,
one per head

77 7] V7 2 L7
i 2 V7 2 L7 71 L7 74 b7 74
77 (7] V7 2 L7 2 L 77 b 74
i 2 V7 2 L7 71 L7 74 b7 74
77 7] V7 2 L7 2 L 2 Lo 77
77 7] V7 2 L7 71 b 74 b7 74
77 t7] V7 171 L7 2 L 74 Lo 77

cj 512 numbers, content, not rotated J

kf: 64 numbers, rotated by RoPE

Main attention in MLA reads all 576 numbers of every entry.
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https://arxiv.org/abs/2512.02556

DeepSeek-V3.2: MLA plus DSA

DeepSeek-Al (2025)
The indexer from Lecture 5 selects the entries used by main attention.

Of «—— main attention (MLA) token ¢

absorbed queries,
one per head

77 77 =z 73 vz 77 y7 72
77 V7 2 2 L7 77 b7 74
i V7 2 71 L7 74 b7 74
77 7 V7 2 2 L 77 Ly 74
i 7 V7 171 71 b 74 b7 74
77 V7 2 2 L 2 Lo 77
77 V7 2 71 b 77 b7 74
77 V7 171 2 L 74 Lo 77

0.2 0.1 0.3 0.2 index scores
0.4 0.5 0.6 0.9

17 - indexer
2 .

I. :
top K: V3.2: K = 2,048 k:j. 128-number search key

Main attention then reads the K selected entries.
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https://arxiv.org/abs/2512.02556

DSA: the cost of scanning small keys

Hy
_ E I I
h=1 T *——— one small search key
64 small heads (width 128), in FP8 per position
Per cached position, one new token, one layer
Main attention (MLA) Indexer
Numbers read 576 128, in FP8

Multiply-adds 128 % (576 + 512)~ 139,000  64x 128 ~8,200

The indexer uses about 17 x fewer multiply-adds per position.
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DeepSeek V3.2: cache and reads

one cached entry per position and layer: 704 numbers

512 128
¢;: content, not rotated kf‘: rotated by RoPE k:]I search key
Who Per new token
Store every position 704 numbers
Select indexer, all T'positions 128-number search keys
Attend main attention < 2,048 entries of 576

MLA reduces entry size; DSA reduces the number of entries read.

MS&E 319 Lecture 6



DeepSeek V3.2: summary

. . L eepSeek-Al (2025
Cacheﬁndexenandrnan1aﬁenhon|nthequrnodéi P ( )
Output Hidden u, [OOOO OOOO]

©s(Go- ooGo)e

[ Multi-Query Attention (Core Attention) ]

@ Attend {laf; afl} Top-k Selector

@ Select
Lightning
Indexer

(D0 - @)@ Qe Store
“ @E parltially partially @
apply RoPE  apply RoPE

I
------ elelele)

Source: DeepSeek-Al (2025), Fig. 2.
MS&E 319 Lecture 6



https://arxiv.org/abs/2512.02556
https://arxiv.org/abs/2512.02556

Reducing the KV Cache

Goal: Store fewer numbers for each token.
MQA / GQA: Heads share keys and values, with separate queries.

MLA: Cache a shared latent. Absorb projections into the query
and output to avoid reconstructing keys and values.

Decoupled RoPE: Unrotated content, small rotated positional key.
DeepSeek V3.2: MLA + DSA; select at most 2,048 entries.

DeepSeek V4: Sparse and compressed attention; compressed entries
serve as both keys and values.
V3.2, per position and layer: 576 numbers read by all 128 heads

512: MLA | T (\128 DSA search k
: atent , : search key
MS&E 319 Lecture 6 64: RoPE key




Questions?




