
PATRICK  SUPPES 

FROM BEHAVIORISM  TO  NEOBEHAVIORISM 

I .   DEFINITION OF NEOBEHAVIORISM 

Nelson's (1975) detailed article on behaviorism and stimulus-response 
theory provides an opportunity for me to reformulate my own  viewpoint 
and to clarify certain confusions in the informal discussion I gave of' my 
formal results on  the stimulus-response theory of finite automata (Suppes, 
1969). 

The classical popular view of behaviorism  is that  it is  strictly an 
operational theory, stated wholly in terms of observables.  However, this 
is already not strictly true of detailed formal statements of the theory 
that go back as  far as the late fifties  (Estes and Suppes, 1959; Suppes and 
Atkinson, 1960). In these mathematical formulations of  behaviorism it 
was already apparent  that the notion of stimulus was not directly  observ- 
able and neither was the concept of conditioning. For example, in  the 
experimental situations to which the theory was applied by a large 
number of investigators in  the heyday  of mathematical models  of learning 
some  fifteen years ago, it was  even a standard trick to estimate the number 
of stimuli from  the observed data  but  not  to pretend to be able to identify 
the stimuli. ][f the stimuli  were  identified and if there was more than one 
stimulus in a presentation, then it was not possible in general to identify 
precisely what stimuli were conditioned to what responses, and con- 
sequently to treat as an observable the relation of conditioning between 
stimuli and responses. 

To clarify this situation in somewhat more detail, it is worth noting 
that  the theories that were stated in terms of  observables - for example, 
the stochastic models of Bush and Mosteller (1955) and  the linear models 
of  Estes and Suppes (1959) - did not involve  explicitly the concept of 
stimulus but only the two concepts of response and reinforcement. Even 
here, it was  possible to insist on treating the concept of reinforcement 
as  not being  identifiable and there was  some  discussion  of this matter in 
the work that Estes and I did in the late fifties.  However, the canonical 
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form of a stochastic model  of learning that did not involve the concept 
of stimulus and  that was applied to a wide  variety of experiments  was 
to treat  the responses and reinforcements as observable, and to record 
the occurrence of each on a given trial. It is  possible to insist that this 
model was not entirely  observable  because the probability of a response 
as opposed to the actual response  was the theoretical entity of greatest 
importance, and this probability itself  was not observable but could 
only be estimated approximately from experimental data. 

Still, there is a point to the criticisms of the form of  stimulus-response 
theory that was fashionable in  the period I have just been  discussing.1 
What came to be  felt as the appropriate criticism  within  psychology  of 
the work of those days  was the absence of sufficient internal structure, 
the absence  of anything of the complexity we intuitively associate with 
human mental abilities,  especially the complex and subtle processes of 
memory and of language comprehension and production. 

We are now in the era of neobehaviorism,  which I would  define in 
informal terms along the following  lines. A theory of  psychological 
phenomena is  neobehavioristic  if it recognizes as the essential  observable 
data only stimulus conditions and responses,  with both stimulus con- 
ditions and responses  described in terms that  are recognized as properly 
psychological. It is apparent  that this is not meant to be a serious defini- 
tion  and I do not want here to  attempt a serious definition. I am not even 
sure it is a worthwhile  enterpffise to  do so. What H have in mind  is 
excluding  physiological or neurological observations and  data, or 
biological data as, for example,  gene structure. It is not  that I think that 
psychology can be in any  scientific  sense properly and wholly autonomous 
from physiology or biology but  rather  that  the most important psycho- 
logical theories are to a large degree independent of physiology and 
biology. This independence  is a thesis to which I shall return at the end 
of this article. For  the present, I want to make the essential behavioral 
feature of neobehaviorism the retention of stimuli and responses as 
central on the one hand, and the introduction of unobservable internal 
structure as the 'neo' component on  the other. Thus, in meobehaviorism 
as opposed to classical  behaviorism it is quite appropriate to postulate 
a full range of internal structures, ranging from memory hierarchies to 
language production and language comprehension devices that cannot 
be, from  the standpoint of the theory, directly  observed. 
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II.   THE REAL ISSUE:  REINFORCEMENT 

Nelson (1975) gives a detailed discussion  of  finite acceptors and finite 
transducers, and properly insists that  the theory H set forth in Suppes 
(1969) was a theory of finite  acceptors. His central point is that my 
handling of responses in the earlier article does not permit an appropriate 
concept of internal state. He also points out  that  in my own informal 
discussion I moved too quickly to an identification of internal states and 
outputs. In his article he also emphasizes the possibility of having 
internal responses, and this is not really an issue  between  us. In fact, it 
seems to me there is no real issue  between  us. I agree with what he has 
to say about these matters and my intention is to focus on some of the 
central issues that he does not cover. 

§urprisingly enough, perhaps the central omission from the standpoint 
of what I want to say in the present context is  his  absence of discussion 
of reinforcement. In my 1969 article P used a concept of determinate 
reinforcement. A reinforcement  is determinate when the correct response 
is indicated after the actual response has occurred. For example,  if I 
ask a cf;ild the sum of 7 f 5, then a determinate reinforcement  would  be 
the correct answer, 12, when  he  gave an incorrect answer. An example of 
nondeterminate reinforcement  would  be  simply to tell  him that the answer 
was incorrect and to ask him to try again. When determinate reinforce- 
ment is  used, it is  clear that  in some  sense the responses  have to be 
observable in order to correct each incorrect response. The theorem that 
I stated about finite automata  in my 1969 paper used an assumption of 
determinate reinforcement. It seems to me that  it is this assumption of 
determinate reinforcement rather than any of the informall remarks I made 
about responses  being  observable or internal states or identifiable  with 
outputs  that is  really the central feature and the central Pimitation  of the 
main theorem of that paper. 

From  the standpoint of giving aap account of complex learning, 
especially in  natural settings as opposed to simple laboratory situations, 
it was clear to me  before the 1969 pager was  published that the most 
essential  extension  was to obtain similar results with  mondeterminate 
reinforcement. This problem was  tackled in conjunction with my former 
student, William Rottmayer, and detailed results are embodied in his 
1970 dissertation. An informal and rather brief statement of the results 
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appears in a survey article we published on  automata (Suppes and 
Rottmayer, 1974). 

Because the formal statement of stimulus-response theory with non- 
determinate reinforcement is rather complicated, I shall give  only a 
brief informal statement similar to  that in Suppes and Rottmayer (1974). 
Before doing so, let me formulate a canonical class of problems that can 
be  used for intuitive reference in digesting the content of the individual 
axioms. The organism is presented with a potentially infinite class of 
stimulus displays, for example, line drawings. A subclass sf the entire 
class  is characterizable by a finite automaton.  The problem for  the learner 
is to learn  the concept characterized by the finite automaton, given on 
each trial only the information of whether or  not his classification of a 
given stimulus display is correct. I have mentioned line drawings here 
because I do not want to concentrate entirely on language, but  it would 
also be  possible to think of the learning in terms of recognizing gram- 
matical strings of some regular language. Because I do  not like to think 
of language learning ~ h ~ l l y  in terms of grammar, I prefer in  the present 
context a geometrical example. Let us suppose that each line drawing 
consists of a finite number of line segments. A typical example might be a 
line drawing consisting of three segments forming a triangle but with 
one of the line segments, and only  one, extending beyond the triangle. 
On each trial  the learner is asked to say whether the particular line 
drawing shown is an instance of the display and after he has given this 
information he is told simply that his answer is correct or incorrect. 

What  the theory postulates is a sequence of implicit responses OF, if 
you prefer, internal responses  by the learner prior to giving the answer 
of  ‘yes’ or ‘no’ to classify the display. Informally it is  assumed that  the 
implicit or internal responses are  not available for observation and  cannot 
be directly reidorced. The theory does not require this as an assumption, 
but  it is implicit in any experimental application of the theory. Reinforce- 
ment takes place not after each internal response occurs,  which is 
considered a subtrial, but only after a trial consisting of a sequence of 
subtrials. 

In other words, putting  the  matter  in  standard experimental terms, a 
subtrial corresponds to what we usually think of as a trial, but  no re- 
inforcement or conditioning takes place and we cannot observe the 
response that was actually made. Conditioning occurs only after a se- 
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quence of subtrials, and the whole  sequence  of subtrials is  called a trial. 
In automaton terms, a subtrial corresponds to  an automaton making 
one transition, that is, from one internal state to another, and a trial to 
processing an entire tape or input string. 

The characterization of the theory requires seven  primitive  concepts. 
To begin  with, there is the set S of stimuli and the set R of  responses. 
The set E of  reinforcements contains only two elements, e, and e,; e, is 
the positive reinforcer, e2 the negative  one. In the interpretation intended 
here, e, is the giving of information to the learner that his response has 
been correct and e2 is the giving  of information that  the response is 
incorrect. It is  clear that exactly  how this information is  given can vary 
widely from one experiment to another and there is a variety  of  proce- 
dures for doing so. What is important is that  the reinforcers have this 
information interpretation. The fifth  primitive concept is a measure p 
of saliency  defined on the set  of  stimuli. I will not have  much  more to 
say about  the saliency of stimuli, and exactly  how it is handled is not  too 
important  in  the present context. In many  simple  experiments it is often 
taken to be the cardinality of the number of stimuli  Presented. The 
concept of subtrial requires the introduction of M, which  is a sequence 
of positive integers m,. Each m, indicates the number of subtrials on 
trial n. This notion is  necessary to define the next  primitive concept, the 
sixth one, that of the sample  space X .  Each element  of X represents a 
possible  experiment,  i.e., an infinite  sequence of trials where each trial n 
has m, subtrials. Each trial is an (m, + 2l-tuple consisting  of three things : 
(a) the conditioning function at the beginning  of the trial which is a 
partial function from S into R, where C (o) = r means that stimulus o is 
conditioned to response r and C (G) undefined  means that G is uncon- 
ditioned; (b) m, triples  of the form (T,  s, p.) where T is the set of pre- 
sented  stimuli, s is the set of sampled stimuli, and r is the response on a 
subtrial; and (c) the reinforcement  which occurred at the end of the trial. 
The final  primitive concept is the probability measure P on  the appropriate 
algebra of events  (subsets) of X. All probabilities are defined in terms 
of P. For simplicity  of formulation, in  the following  axioms it is  assumed 
that all events on which probabilities are conditioned have  positive 
probability. There are three kinds of axioms: sampling axioms, con- 
ditioning axioms, and response  axioms. The nondeterminate reinforce- 
ment is  especially  relevant to the conditioning axioms. 
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Sampling Axioms 

(SI) On every  subtrial a set of stimuli of positive measure is sampled 
with probability 1. 

(S2) I f  the same presentation set occurs on two  diflerent  subtrials, 
then the probability of a given  sample is independent of the 
subtrial  number. 

(S3) Samples o f  equal  measure that are subsets of the presentation set 
have  an  equal probability of being  sampled on a given  subtrial. 

(S41 The probability of a particular sample  on trial n, subtrial m, 
given the presentation set of stimuli, is independent of any 
preceding  subsequence of events. 

Conditioning Axioms 

On every trial with probability 1 each stimulus element is con- 
ditioned to at most one response. 
6f el occurs on trial n, the probability is c that any previously 
unconditioned stimulus sampled on a subtrial  will  become  con- 
ditioned to the response  given  on that subtrial, and this prob- 
ability is independent of the particular subtrial  and  any 
preceding  subsequence of events. 
If e, occurs on trial n, the probability is O that any previously 
unconditioned stimulus sampled on a subtrial  will  become  con- 
ditioned to a response dlflerent from the one  given  on that 
subtrial, and this probability is independent of the particular 
subtrial  and  any  preceding  subsequence of events. 
If e, occurs on trial n, the conditioning of previously con- 
ditioned  sampled states remains  unchanged. 
If e2 occurs on trial n, the probability is O that a previously 
unconditioned stimulus sampled on a subtrial  will  become 
conditioned. 
I f  e2 occurs on trial n, the probability is d that any previously 
conditioned stimulus sampled on a subtrial will  become un- 
conditioned>  and this probability is independent of the particular 
subtrial and any  preceding  subsequence of events. 
With probability 1, the conditioning of unsampled stimuli does 
not change. 
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Response Axioms 

( N )  If at least one sampled stimulus is conditioned to some  response, 
then the probability of any  response is the ratio of the measure 
of sampled stimuli conditioned to this response to the measure 
of all the sampled  conditioned stimuli, and this probability is 
independent of any  preceding  subsequence of events. 

(R2) I f  no sampled stimulus is conditioned to any  response, then the 
probability of any  response r is a constant  guessing probability 
pr that is independent of n and  any  preceding  subsequence of 
events. 

Note  that  the conditioning method used  is  simple. Conditioning occurs 
on trials that have a correct response, and deconditioning occurs on 
trials that have an incorrect response. Thus learning occurs on all trials, 
regardless  of whether the response  is correct or not. On the basis of 
these  axioms, the following theorem, which represents a considerable 
improvement of the basic theorem in my  1969 article, can be proved. The 
improvement is due to the weakening of the methods of reinforcement. 

THEOREM. l fg is any set of perceptual displays and G is a subset of g 
that can be  recognized by a $nite automaton, then there is a stimulus- 
response model that can  also  learn to recognize G, with performance at 
asymptote matching that of the automaton. 

One important point to note is that with nondeterminate reinforcement 
the theorem is, as one would  expect,  weaker. In the 1969 article the 
stimulus-response model at asymptote became isomorphic to the given 
finite automaton. In the present  case, the result can only  be one of 
behavioral equivalence or, in the ordinary language of automaton 
theory, the result is one of  weak  equivalence. On the other hand, it is 
exactly the result of weak  equivalence as opposed to isomorphism that is 
characteristic of neobehaviorism. 

It is  clear that  the nondeterminate reinforcement wed in the theory 
I have just formulated is about  the weakest  version  of  reinforcement that 
is interesting, with the possible  exception of giving  only partial reinforce- 
ment, that is,  reinforcement on certain trials. In actual learning, for 
example, in  the learning of mathematics or  in  the learning of  language, 
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there are many situations in which much more decisive and informative 
reinforcement is  given. It is not  dificult to show that the more deter- 
minate the reinforcement, the faster learning will  be in general for orga- 
nisms of a given capacity. In the long and tangled history of the concept 
of reinforcement it has not been  sufficiently  emphasized that reinforce- 
ment is  delivery of information, and a particular structure of information 
is implicit in any particular scheme  of reinforcement. An exhausting but 
not exhaustive  analysis of different structures of  reinforcement  is to be 
found in Jannison et al. (1970). (So many detailed theoretical computations 
were made in this article that  it has scarcely  been read by anyone; it does 
provide a good sense of how complex things rapidly become  when  rein- 
forcement schemes that have  even  mildly  complex information structures 
are used.) 

It is important  for the present  discussion to consider one of the weakest 
structures of nondeterminate reinforcement and to emphasize the point 
that  it is the nondeterminate character of the reinforcement that moves 
us out of the arena of classical  observability of responses and permits the 
introduction of a repertoire of implicit OF internal responses that are not 
in general  observable. The reinforcement does not create the implicit 
responses, bant when we have determinate reinforcement the theory is not 
applicable to situations in which  implicit or internal responses  occur. 

It is also important to note that  it is  really a matter of terminology and 
not of substantive theory whether  these  implicit  responses are called 
responses as such or are called internal states. It would  be  easy enough 
to reformulate the axioms  given above and to replace  responses  with 
internal states except for the response that occurs at the end of a trial. 
This terminological change would not affect the axioms in any  way and 
might be a useful change for the purposes of emphasizing the move from 
behaviorism to neobehaviorism. 

It is worth mentioning that the implicit responses that we might want 
to baptize as internal states are often observed as taking place  even  when 
we CIO not know their exact form. A good example  occurs in the case of 
subvocalized articulatory responses that are characteristic of most silent 
adult readers. Self-awareness  of  such  subvocal  responses  is unusual, and 
I hasten to add that it is not possible to ‘read off’ from the subvocal 
responses the words  being read. In amy case, to keep the behaviorist 
flavor  of  neobehaviorism I shall continue to talk about implicit  responses 
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rather than internal states or at least will not restrict myself to the termi- 
nology of internal states. 

I I I .   L E A R N I N G   P A R T I A L   R E C U R S I V E   F U N C T I O N S  

Even in  the case  of nondeterminate reinforcement it is not difficult to 
extend the learning theorems for stimulus-response  models  beyond the 
theory of finite automata. We can, in fact, set our sights on the full set 
of computable objects,  of what is known in the literature as the set  of 
partial recursive functions. There are many equivalent definitions  of 
this set of functions : functions computable by a universal Turing machine, 
partial recursive functions defined  by partial recursive schemata, functions 
that  are il-definable, functions that satisfy a normal algorithm in  the sense 
of Markov, and SO on. Because of the extensional  equivalence of all these 
definitions, there is good general  agreement that the intuitive notion of 
computable can be characterized in a number of  different  ways,  all  of 
which are intuitively correct. 

Classically, the computable functions, or partial recursive functions, 
have been  defined as arithmetic functions from n-tuples  of natural numbers 
to natural numbers, but  it is  easy to consider instead the partial recursive 
functions defined for a fixed  finite vocabulary, and  thus to consider 
functions that  are more closely related to problems of language learning. 

More than  ten years  ago, Shepherdson and Sturgis (1963) showed that 
one can use a quite simple  set of instructions for register  machines to 
write programs to compute any partial recursive function over a fixed 
finite vocabulary. 

Eet me  recall  how  simple a register  machine  is.  All we have  is a 
potentially infinite list or sequence  of  registers, but any  given program 
uses  only a finite number. Exactly three simple kinds of instructions are 
required for each register. The first  is to place any element of the finite 
vocabulary at  the top of the content of  register n; the second  is to delete 
the bottommost letter of the content of register n if the register  is non- 
empty; because any computation takes place in a finite number of steps, 
the content of any register must always  be  finite in length. The third 
instruction is a jump instruction to another line  of the program, if the 
content of  register n is such that the bottommost or beginning letter is a,; 
in other words, this is a conditional jump instruction. Thus, if  we think 
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of the contents of  registers as being strings reading from left to right we 
can also describe the instructions as placing  new  symbols on the right, 
deleting old symbols on the left, and using a conditional jump instruction 
in  the program when required. 

It is straightforward to give a formal definition  of programs for such an 
unlimited  register  machine, but I shall not do so here; it is  clear that a 
program is  simply made up of lines of instructions of the  sort  just de- 
scribed. The  important point is that  it may be proved that given  any 
partial recursive function computable over a finite vocabulary then a 
program that computes exactly that function for any given input string 
can be written in terms of the instructions stated above. The potentially 
infinite  memory of an unlimited  register machine both  in terms of the 
number of registers and of the size  of  each  register  is a natural mathemati- 
cal idealization. It is also possible to define a single  register  machine  with 
instructions of the kind just stated and to show that a single  register  is 
also adequate. The use of such a single  register  moves the concept of a 
register machine close to  that of a Turing machine. 

In the present context the details are  not  important.  What does  seem 
intuitively desirable is the move from  abstract machines  with abstract ' 

internal states to programs written in terms of instructions each of which 
has an intuitive meaning. It is much easier to think about particular 
problems, especially problems of some  complexity, in this fashion. 
Looked at in this way, the learning problem becomes one of writing 
internal programs to produce appropriate outputs for any given input. 
Thus, in  the case  of the kind of geometric problem discussed  earlier, the 
input would  again  be a description in a finite vocabulary of a line drawing 
and  the  output of the program should be a classification  response. 

In extending learning theory to arbitrary partial recursive functions 
and using the concept of  unlimited  register machine just described, there 
are certain difficulties we have to be careful of theoretically. It would be 
easy to set the problem up so that, with the infinite  set of registers and the 
unbounded length of possible programs, we would not get asymptotic 
convergence. There are various ways to bound the situation or to arrange 
the order of development so as to get the appropriate asymptotic theorem. 
I shall not enter into details,  because it seems to me that there is a 
problem of an entirely  different sort that is more critical and needs to be 
brought under scrutiny. 
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The weakness  of asymptotic theorems of the kind given in  the pre- 
ceding  section and of the kind hinted at for  the present context of partial] 
recursive functions is  exactly the weakness  of the theory of partial re- 
cursive functions itself as a theory of actual computers. Ignoring learning, 
for example, we may want to say that because we have a theory of 
computable functions we have a theory of computers. Nothing could be 
much further from  the case. 

For people  involved in actual complex problems of programming, 
this seems  like a ludicrous claim. The reasom is that there is an enormous 
gap between the theory of cornputable functions and most of the questions 
we want to answer about computers. To a large extent the same thing is 
true  about learning. It has sometimes  been the claim  of  psycholinguists 
that  in principle no stimulus-response theory could give an account of 
language learning. This claim  is  false, but proving it false  is not nearly as 
important as developing an adequate positive  theory. 

There are many ways  of  saying what the  important initial features of 
the positive theory should be. One way of formulating the matter is that 
we should be able to compute approximately the expected trial of last 
error  for a given problem and for a learner with a given history of  mastery 
of  previous  problems.  If the theory is to match human performance, then 
the expected trial of last error must match approximately the perfor- 
mance of humans. If the theory is one for computer learning, then to 
make the situation interesting the expected trial of last error must be  small 
enough to be testable for problems that seem appropriately simple. 

If we find, for example, that  the theoretical expected trial of last error is 
orders of magnitude larger than what we obtain in actual human learning 
or what we might expect or hope to obtain in computer learning, to take 
simply  these two classes of learners, then clearly the theory is not yet 
thoroughly worked out as a satisfactory empirical theory to provide a 
theoretical basis for neobehaviorism. 

Cognitive  psychologists are properly impatient if all that can be 
offered  them  is the kind of general theory I have  sketched. It is my  view 
that  the  approach of cognitive  psychologists or of psychologists interested 
in complex problem solving or information processing (Newel1 and 
Simon, 1972, is a good example) could be  fit within a neobehaviorist 
framework if a proper amount of structure is  assumed and  not mastered 
from scratch. Cognitive  psychologists are interested in studying complex 
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problem solving or complex  aspects  of  memory, for example. In general 
they are currently not very much interested in learning in  the fundamental 
sense characteristic of the kind of theory I am describing in this article. 
There is not  a formal inconsistency in  the two viewpoints. There is currently 
a focus on different matters, but I think it is important  for the future  that 
a stronger convergence  between the two  viewpoints be attempted. 

If we begin from the kind of neobehavioristic theory of learning I am 
sketching, then the general  line of how to reach that convergence  is  clear in 
broad outline, and I turn  to the analysis  of that problem in the next  section. 

IV.  CHOOSING  THE  HIERARCHY OF PROBLEMS 

The theoretical results for  the learning of partial recursive functions 
discussed in the last section  show that with  extremely  meager apparatus 
we can, even  with nondeterminate reinforcement procedures,  ultimately ’ -  

learn how to compute such functions, or in  the terminology of the section 
before that, can learn to recognize a class  of  objects  recognizable  by a 
finite automaton. Humans, of  course, are already endowed  with a very 
rich structure for learning, but  the theory emphasizes that this rich 
structure need not be there a priori. If, for example, one has in mind the 
development of a theory of learning for computers, then one might in 
principle not want to assume much structure at the beginning. 

It is also easy enough to place human learners in  a situation that is in 
practical terms too difficult for them. No one, for example,  would 
consider teaching advanced mathematics to a child or  an adult who did 
not have an appropriate prior background in mathematics. Many com- 
plex technical skills that take a long time to learn have a similar character. 
One  would, for example, not hire an untrained person, no matter how 
bright and experienced in other areas, to  do under a definite  time  pressure 
a large set  of architectural drawings. 

In every area of  specialized  knowledge or skill the learner is  expected 
to work his way through a hierarchy of  problems. Although the argu- 
ment is  usually not  put  in explicit terms, it is understood that  the external 
organization of such a hierarchy is essential for almost all learners to 
make any reasonable progress. 

Organizing the hierarchy of tasks or problems that  the learner must 
master is a typical traditional problem in  the organization of curriculum. 
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A great deal of practical experience and wisdom  is  embodied in the major 
areas of curriculum in  the schools and universities, but  the theory of such 
matters is  still in quite an elementary state. 

Perhaps the central reason for the elementary state of the theory is 
that,  in regard to the deeper  principles for organizing the hierarchy  of 
concepts or skills to be learned, we have as yet rather  poor ideas  of how 
the hierarchy is internally absorbed by the learner. It is probably agreed 
by  everyone that development  of an internal hierarchy is as essential as 
the presentation of problems in  an external hierarchy. 

From  the standpoint of asymptotic arguments, neither the internal nor 
the external hierarchy is required, but once we turn  from asymptotic 
questions to questions of actual learning and concern with the efficiency 
of learning then it is  obvious that detailed attention must be  given to 
both internal and external hierarchies. 

It seems to me also important to recognize that  to a reasonable degree 
the internal hierarchy is as much  subject to control and variation as is 
the external hierarchy. 

Certainly we are  not conscious  of  how our memories work, but we are 
conscious  of various ways  of improving memories or facilitating the ways 
in which we remember  things. A good example  would  be the traditional 
method of associating memories  with  places as a method of facilitation. 

I take it  that a central goal of  cognitive  psychology  is to characterize 
the variety of internal structures and their functions. As already remarked, 
it is characteristic of contemporary cognitive  psychology to be not much 
concerned  with the kind sf internal hierarchies that can be learned but 
rather to study that which  is already there on the basis  of prior experience 
and learning, but  not prior experience and learning that has itself  been. a 
subject of experimental or analytical study. I see the convergence of 
cognitive  psychology and the neobehaviorist kind of learning theory I 
have  been sketching in the study of the kinds of internal hierarchies that 
can be learned and  that will prove useful to learn in order to master 
complex concepts and skills. 

An example  with considerable practical implications is the learning of 
skills for giving mathematical proofs. Students all over the world are 
taught the elements of proof-making skills, as we might call  them, but  the 
psychological study of mathematical proofs is  as  yet in its infancy. 
Neither the theory of learning nor the current theories of  cognitive 
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psychology  has  yet  much to offer to provide a deeper  insight into the 
development or use  of proof-making  skills. As far as I know, there is not 
one single  psychological  study of a systematic  kind about mathematical 
proofs at the level  of  difficulty,  say,  of a first-year graduate course in 
mathematics. 

For definiteness let us return to the classification  of  line  drawings 
mentioned  earlier. As each new problem, that is,  each new  classification, 
is learned, the appropriate internal structure is that a subroutine is  added 
to the programs  being  written by the internal register  machine.  These 
new subroutines are named; indeed,  they  might  well  be  named  with the 
appropriate English  words.  Moreover, a new predicate  is added to the 
internal language for scanning  objects and this new predicate  will,  if 
things  work out right,  be  used in the near future in the analysis of  new 
classes  of  problems. I am  under no illusion that the creation of sub- 
routines that can  be  called and the creation of new predicates for approx- 
imate  classification of objects  when  faced  with  new  problems constitute a 
sufficient apparatus. Not only  will additional structures be  needed, but 
the articulation of relations  between the structures is at least  as important 
and as delicate a problem.  My  only point in the present  discussion  is that 
it is my firm  conviction that when  we talk about learning  beginning from 
scratch, the hierarchy of problems  solved  will  itself  have a determining 
effect on the creation of the internal hierarchy that will  be  used in solving 
subsequent  problems. In advanced and difficult  areas  5f  problem  solving 
the exact  hierarchy that is  internalized  probably  has a great deal to do 
with the ability to solve  new problems. In areas of  science that have 
received a considerable  development,  breaking through the highly 
developed current hierarchy of concepts and ideas  is  often the most 
important single  step  in  solving an open  problem. 

I believe that computer-learning  experiments can play the same  in- 
sightful  role in understanding  how an internal hierarchy  is  created  as 
have the experiments  of  biochemists  with the chemical  conditions for 
creating the first  lifelike  molecules  (Calvin, 1975). One  does not expect 
in these  biochemical  experiments to move at any  rapid  pace from the 
creation of lifelike  molecules to the synthetic  creation of complicated 
living  organisms. It is the objective  of  such  investigations to gain funda- h 

mental  insight into how the complex  molecules  essential to our forms of 
life  evolved from much  simpler  structures. In the same  way,  experiments 
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on computer learning  provide an opportunity to gain  insight into the 
way that internal hierarchies are formed in the solving  of a hierarchy  of 
problems.  Such  experiments  have  as  yet  only  begun,  because we still 
need the detailed articulation of a learning  theory that will  make  such 
matters practical, but there is  currently a great deal of work  going on 
relevant to these matters in many  different  intellectual  centers throughout 
the world and I am mildly  optimistic about progress in the near future. 

V. PROBLEMS OF PREDICTION 

I find myself  very  much in agreement  with  what  Nelson has to say about 
psychology  being  possibly quite a different  subject from physics.  We can 
expect to need a theory of individual  prediction rather than a theory of 
how  most  organisms  work  most of the time in the same  way. 

I shall not try to summarize  his  arguments but to state my  own  views 
from a slightly  different  viewpoint. From inspection of computer hard- 
ware it is  clearly  ludicrous to think that one can predict the kinds  of 
computer  programs that will  be written for the computer system.  Of 
course, certain very  gross and uninteresting  statements  can  be  made, 
but statements that predict in any  detail the actual programs that will 
be  written are obviously out of the question. In ordinary scientific  terms, 
knowledge  of the hardware in no sense  determines  knowledge of the 
software. It seems to me that there is  good  evidence that the same 
situation is  approximately true for human beings.  Knowledge of how the 
physical hardware of the brain wdrks will not necessarily  tell  us  very 
much at all about the psychological  aspects  of  human  activities,  especially 
the more  complex  ones. For example, it is  nice to know that language 
activity  is ordinarily centered in the left  hemisphere  of the brain, but it 
seems quite evident that  in no foreseeable future will  dissection  of the 
left  hemisphere  of an unknown  person be able to identify the language 
he  actually  spoke,  whether it be  English,  Russian,  Chinese, or what  not. 
Location and identification of more particular skills or memories on the 
part of particular humans  is  clearly an even  more  impossible  task. The 
software of the brain will not be  reduced to the hardware in any way that 
seems  feasible at the present  time, and in this  sense it seems to me a 
strong claim can be  made that psychology  is not going to be  reduced to 
physiology and biology. 
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It is this line of argument that makes  psychology as fundamental a 
science as physics.  On various  occasions  mistaken views have  been  held 
about the reduction of psychology to physiology or, in even more bold 
terms, the reduction of  psychology to physics. Nothing, it seems to me, 
is further from being the case, and it is  because  of  this  absence  of  any 
evidence that any  reduction can take place that theses about behaviorism 
remain important. Psychological  concepts,  complex  skills, and, in a still 
more traditional terminology,  mental  events as occurring at least in other 
persons and other  animals  can  be  known  only from behavioristic  evidence. 
We  will not obtain that evidence from chemical or physical  examination 
of the cells  of the body. We  will not obtain it by rationalistic methods of 
knowing.  Behaviorism as a fundamental methodology of psychology  is 
hese to stay, but the room that  it occupies  is  sufficiently  large to admit a 
dazzling array of mental furniture. Clear  recognition that there  is  mental 
furniture inside the room is why the sign  over the door should  now  be 
changed from behaviorism to neobehaviorism. 

Stanford University 
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NOTE 

In analyzing the observability of the various concepts or relations, I am not trying 
to split any hairs in a philosophical  sense or to challenge the possibility of distinguishing 
between  theoretical and observational terms. I am intending to give an analysis that 
is rather straightforward and not meant to be controversial in character. 


