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1. Motivation and objectives
The generation of microbubbles upon the collision and interaction of liquid bodies in
a gaseous environment is a common occurrence in two-phase flows, including macroscale
phenomena like ship wakes (Barnell & Noblesse 1986; Trevorrow et al. 1994; Reed & Milgram 2002), breaking waves (Melville 1996; Deane & Stokes 2002) and falling rain (Blanchard & Woodcock 1957; Prosperetti & Og̃uz 1993). These collision and interaction
events involve the relative approach of pairs of liquid-gas interfaces. As these interfaces
approach, the smallest length scales of the system are inherently reduced. This disparity
in length scales is numerically challenging to resolve without the simultaneous execution
of subgrid-scale (SGS) impact and breakup models. A possible model was proposed in
a previous report (Chan et al. 2016). In this work, refinements to and enhancement of
the collision detection algorithm necessary for the proposed model, as well as additional
test cases for demonstration of the aforementioned algorithm, are presented. A possible
implementation of the overarching SGS model is also discussed in greater detail, and a
more systematic method for characterizing the detected collisions is discussed.
In Section 2, the implementation of the proposed SGS model is detailed and its components are elucidated more clearly. Refinements to and enhancement of the collision
detection algorithm, as well as additional test cases, are presented in Sections 3 and 4,
and a physics-based characterization of the detected collisions is proposed in Section 5.
Concluding remarks are provided in Section 6.

2. Detailed description of SGS model
In a previous report (Chan et al. 2016), the basic components of a potential SGS
model for the generation of microbubbles in a macroscale environment, such as a breaking
wave, were outlined. To recapitulate, the sequential subproblems involved in the model
are: i) detection of collisions by exhaustive search throughout the simulation domain, ii)
characterization of surface geometry and impact velocity, iii) calculation of film breakup
dynamics, and iv) insertion and mesoscale transport of Lagrangian microbubbles in the
numerical solver. In Figure 1 and the subsequent discussion, subproblems i) to iii) are
described in greater detail.
Once an imminent collision is detected between two approaching phase interfaces, the
relative velocity and effective curvature are computed from the background velocity and
phase field. These quantities are defined more precisely in Section 5. In the case of a
volume-of-fluid (VoF) simulation, the latter would refer to the volume fraction field. The
collision detection algorithm is triggered when the collision is imminent but not necessarily in the immediately succeeding computational time step; this is elaborated on in
Section 3. The relative velocity and effective curvature are then used as input parameters
to the model problem of a drop impacting a deep liquid pool. As explained in greater
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Figure 1. Detailed schematic of SGS model for the generation of microbubbles upon the
impact of two liquid-gas interfaces.
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detail in the previous report (Chan et al. 2016), the key dimensionless parameters governing the drop-pool problem are the liquid-gas density and viscosity ratios ρl/ρg and µl/µg ,
as well as the Weber and Stokes numbers associated with the initial undisturbed motion
of the drop. In the case of an air-water system, the former two parameters are typically
fixed. Using the initial drop velocity U and diameter D, the latter two parameters are
defined respectively as
ρl U 2 D
,
σ
ρl U D
St ≡
.
µg

We ≡

(2.1)
(2.2)

When St is large, the drop velocity is not expected to change significantly throughout
the motion of the drop prior to impact. Thus, the dimensionless parameters based on the
instantaneous drop velocity remain approximately constant in this limit. As discussed
in the preceding report (Chan et al. 2016) and as alluded to later, the physical regime
associated with microbubbles satisfies St  1, justifying the use of Eqs. (2.1) and (2.2)
throughout the model. Alternatively, the impact velocity can be substituted into Eqs.
(2.1) and (2.2) as a first approximation. In a typical mesoscale region of the simulation,
detected collisions are not expected to involve a spherical interface and a flat interface,
but rather two arbitrarily curved interfaces. Effective Weber and Stokes numbers involving the relative velocity and effective curvature of the interfaces will then need to be
calculated for the impacting interfaces in order for the model problem to be well-posed.
In particular, an effective diameter can be derived from the inverse of the effective curvature and directly substituted into Eqs. (2.1) and (2.2). A physics-based derivation of
appropriate effective Weber and Stokes numbers is elaborated on in Section 5.
Once the effective Weber and Stokes numbers are computed for a particular detected
collision, a lookup table constructed with the aid of direct numerical simulations (DNS)
and experiments is then consulted to determine the physical regime in which the detected
collision resides. At low We and St, the drop is expected to bounce; at high We and St,
only one or two bubbles are expected to be formed upon impact and coalescence. At
intermediate We and St, microbubbles have been observed in various experiments, as
detailed in a previously conducted survey of relevant experiments over the years. The
reader is directed to Figure 2 of the preceding report (Chan et al. 2016) for a summary of
the preliminary survey. Experiments and DNS may aid in the refinement of this lookup
table, including potentially the probability of each state occurring for a given set of
effective We and St.
If the effective We and St suggest that microbubbles are likely to be formed, then
the proposed SGS model will proceed to estimate the size distribution of the generated
microbubbles based on the breakup dynamics of a retracting gas film. The radial extent
of the film is expected to be comparable to the inverse of the effective curvature of
the approaching interfaces, leaving the thickness of the trapped gas film as an input
parameter to this model problem. If the rupture of the gas film can be modeled by van der
Waals attractive forces (Baldessari et al. 2007; Kaur et al. 2009), then the film thickness
is typically on the order of 100 nanometers where van der Waals and capillary forces
balance each other. Investigations are ongoing to determine if the initial film thickness
can be modeled more precisely and if other input parameters (in particular, the effective
collision We and St) are relevant.
In the subsequent sections, the discussion will be focused on subproblems i) and ii),

106

Chan, Urzay & Moin

or the topmost tranche of Figure 1, which involve the collision detection itself and the
characterization of the detected collisions.

3. Refined collision detection algorithm (involving triangulation of interfaces)
In the preceding report (Chan et al. 2016), details of a preliminary collision detection
algorithm were also outlined, and the performance of the algorithm was demonstrated via
implementation in the unstructured node-based geometric unsplit VoF proposed by (Kim
et al. 2014). A key modification in the preemption of numerical coalescence is described
here, and some test cases that demonstrate the performance of the collision algorithm in
more complex flow scenarios are also specified.
3.1. Preempting numerical coalescence
As previously discussed [Section 2 and Chan et al. (2016)], the detection of collisions needs
to occur in advance of the liquid bodies coming into contact in the mesoscale simulation
due to errors from numerical discretization. Most of the preceding report (Chan et al.
2016) was centered on the criterion that the collision had to be detected before the
interfaces came within a distance less than a grid-cell width of each other, and some
results at the end of the preceding report relaxed this spacing requirement to two grid-cell
widths. In a mesh with varying cell widths, some average cell width should evidently be
considered instead for the spacing requirement. Here, a heuristic argument is attempted
to justify the choice of the two-grid-cell widths requirement in the context of the current
solver.
Spatial gradients are crucial to finite volume solutions of the semi-discrete NavierStokes equations, as well as the accompanying advection equation for the volume fraction field. In the aforementioned VoF solver, finite volume operators (Ham et al. 2006)
involving the unknowns at each node as well as its node neighbors are used to compute
these gradients. Second-order accurate operators are used, and therefore the stencil of
the operators only involves the neighboring layer of nodes. Application of these operators
to the volume fraction field is performed in the computation of the normal vectors and
mean curvature at each node, which are necessary to solve the conservation and VoF
advection equations. Since the orientation of the normal vectors is also crucial to the
collision detection algorithm, collisions between two interfaces must be detected before
the interfaces become so close that the orientations of their normal vectors influence each
other.
This numerical interference is illustrated with a toy example illustrated in the schematic
depicted in Figure 2. Suppose there are two liquid bodies close to each other, as illustrated in the left subfigure of Figure 2. The dotted lines correspond to the positions of the
true physical interfaces, and the fill of the cells corresponds to the numerical distribution
of liquid and gas in the computational cells. When the liquid bodies are sufficiently far
apart, a single application of the gradient operator at every node only extends one node
layer out, and the liquid bodies are unaware of the presence of each other for the purpose
of the computation of the normal vectors. They are, of course, keenly aware of each other
due to the incompressible formulation of the solver. As such, the numerical distribution
of liquid and gas is expected to closely match the positions of the true physical interfaces.
Suppose the top liquid body is held fixed and the bottom liquid body is moved upwards,
as illustrated by the dotted lines in the right subfigure of Figure 2. Now, the distance
between the interfaces is less than the average size of two grid cells, and the application
of the gradient operator to a mesh node corresponding to one of the liquid bodies is
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Figure 2. Schematic illustrating numerical interference between two liquid bodies in close proximity. Interference occurs on the right, but not on the left. Here, the black boxes refer to individual computational cells. In a node-based setting, these would correspond to median dual cells.
The filled portions correspond to the presence of liquid and the unfilled portions correspond
to the presence of gas. The numerical interfaces are planar (here linear in a two-dimensional
projection) as is usual in a piecewise linear interface calculation (PLIC) VoF scheme. The dotted
lines refer to the positions of the true physical interfaces.

expected to involve information in mesh nodes corresponding to the other liquid body.
The eventual orientation of the normal vectors arising from this computation is likely
to be such that numerical coalescence has taken place between the two bodies, and a
possible configuration is illustrated in the filled portions of the right subfigure of Figure
2. Because of this numerical interference, it is proposed that collisions are detected once
the interfaces come within two-grid-cell widths of each other. This, however, implies that
the collision may not necessarily take place in the immediately succeeding time step if
the interfaces are slowly approaching each other. Note, also, that if the stencil of the
finite volume operators extends beyond one neighboring node level, then the distance
threshold for collisions should be increased correspondingly.
3.2. Additional test cases
In the preceding report (Chan et al. 2016), the performance of the algorithm was primarily demonstrated by means of the drop-pool setup at various grid resolutions. In the
subsequent discussion, the physical setup of several additional flow scenarios is briefly
described and a couple of flow field snapshots from these setups that demonstrate the
performance of the algorithm in more complex flows are highlighted. For brevity, this
report omits other attempted test cases of lower complexity, including drop-pool impacts
at oblique angles and drop-drop impacts.
3.2.1. Many drops
To test the capability of the algorithm in dealing with multiple liquid bodies, 40 randomly seeded non-intersecting drops of randomly selected diameters d ∈ [0.2D, D] were
released at randomly selected velocities u ∈ [0, U ] in the z-direction such that Wemax = 57
and Stmax = 2.0 × 106 using the definitions in Eqs. (2.1) and (2.2). All the random quantities were sampled from a uniform distribution. The initial position of the drops is
illustrated in Figure 3. The performance of the detection algorithm is highlighted in Figure 4 through snapshots of the interface for four collision events at two time instances:
when the collision between the two liquid bodies is first detected, and after the liquid
bodies have collided and coalesced later in time.
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Figure 3. VoF=0.5 isosurface indicating initial positions of drops.

3.2.2. Hydraulic jump
The algorithm was also tested on a hydraulic jump (air-water) with dimensionless
parameters We = 1820, Re = 11000 and Fr = 2. The dimensions of the computational
mesh were 1280 × 256 × 256, and the simulation was initialized using data from previous
work by Mortazavi et al. (2016). The reader is referred to this work for more details
on the dimensionless parameters and the simulation setup: in brief, the characteristic
length and velocity scale used are the height of the jump and the inlet water velocity,
respectively.
An initial run of the algorithm yielded many collisions where the generation of microbubbles was unlikely. These collisions originated from isolated, under-resolved bubbles
that were either oscillating or pinching off into smaller bubbles. Because two liquid bodies were moving towards each other in these scenarios, the collision detection algorithm
identified these events as collisions. However, the effective We and St associated with
these events are extremely low. Also, there is large uncertainty associated with these
events since the originating features are not sufficiently resolved. A possible solution is
to convert these under-resolved macrobubbles to Lagrangian particles. With the application of this conversion procedure, as well as the conversion of under-resolved macrodrops
to Lagrangian particles, the remaining collisions detected after a single time step are
illustrated in Figure 5.

4. Enhanced collision detection algorithm (without triangulation of interfaces)
The refined algorithm described earlier [Section 3 and Chan et al. (2016)] involves the
triangulation of the interfaces present in the system and performs pairwise collision tests
on triangles that have the opportunity to intersect in the next computational time step
regardless of their initial spatial separation. Based on knowledge gleaned from previous
tests, an enhanced collision detection algorithm is proposed that obviates the need to
triangulate the interfaces and restricts collision tests to interfacial mesh nodes that are at
most two cells apart. In the interest of space, the algorithm is only briefly outlined here,
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Figure 4. Snapshots of the VoF=0.5 isosurface for four collision events (one per row) at two time
instances in a domain containing many drops: (left) detection of collision; (right) subsequent
coalescence. The simulation parameters are outlined in the main text. The small and dark
spheres (red color online) indicate mesh nodes where collisions were detected.

and a short test case involving a breaking Stokes wave is highlighted. Other attempted
test cases of lower complexity, such as drop-pool and drop-drop impacts, as well as the
many-drops case discussed above, are omitted in this report for brevity.

110

Chan, Urzay & Moin

Figure 5. VoF=0.5 isosurface and positions of collisions detected in a hydraulic jump. The
simulation parameters are outlined in the main text. The faint spheres (gray color online) are
macrobubbles converted to Lagrangian particles, and the dark spheres (red color online) are
mesh nodes at which collisions were detected. It may also be possible to see a handful of darker
spheres (blue color online) on the left that reside above the main interface. These are macrodrops
converted to Lagrangian particles.

4.1. Outline of algorithm
The refined algorithm outlined in Section 3 demanded the precise intersection of the
approaching triangles within the subsequent computational time step. This requirement
is relaxed in the proposed enhanced algorithm since the fidelity of a collision detection
algorithm need not exceed the grid resolution. This relaxation removes the need for triangulation, and mesh nodes are instead directly evaluated for collision based on existing
collocated quantities like the nodal location, velocity and normal vector.
The foundation of the enhanced collision detection algorithm rests on a node-of-nodeof-node structure, where neighbors of neighbors of nodes are stored in a compressed
sparse format for ease of lookup. An illustration of this structure is shown in Figure 6.
Since the stencil of the finite volume operators only involves node neighbors, the enhanced
algorithm described here stores neighbors two layers out. This storage depth needs to
increase if the operator stencils involve more neighbor layers. At every time step, nodes
containing interfaces are looped over since a collision must involve two interfaces. For
each interfacial node (hereafter denoted node A) with a location ~xA , a velocity ~uA and
a normal vector n̂A , any neighbor-of-neighbor B is selected for testing if
~xB − ~xA
· n̂A ≥ 0.
|~xB − ~xA |

(4.1)

All eligible B in Figure 6 have been shaded assuming the center node of the structure
illustrated in the figure is A and n̂A points upwards in the figure. Out of these nodes,
only interfacial nodes permit a collision. All eligible A-B pairs are tested for collisions
every time step, and a collision has occurred if all the mutual neighbors of A and B do
not contain any liquid, if the two interfaces are facing each other
n̂A · n̂B < 0,

(4.2)
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and if the two interfaces are moving towards each other
~uB − ~uA
~xB − ~xA
·
<0
|~xB − ~xA | |~uB − ~uA |

and

~uB − ~uA
· n̂A < 0.
|~uB − ~uA |

(4.3)

Collisions involving interfaces that both have negative curvatures are rejected because
they cannot be mapped to the drop-pool model problem discussed in the preceding
report (Chan et al. 2016), and are physically unlikely to produce microbubbles. As in
the previous algorithm, neighboring collisions are bundled so the minimal set of unique
collisions is obtained such that each pair of collisions has a unique location and effective
curvature, and collisions with different effective curvatures are not bundled together. Even
after this bundling process has taken place, each collision may only involve a handful of
mesh nodes. In order for the effective curvature of the collision to sample the curvatures
of sufficiently many mesh nodes, the curvature field and any other quantities involved in
the computation of the curvature are smoothed solely for the purpose of computing the
effective curvature of each collision.
Without external intervention, the same pair of interfaces may trigger the collision
detection algorithm time step after time step since the interfaces satisfy the collision
criteria but may not necessarily coalesce immediately. This is circumvented by the following procedure: once a collision is detected, mesh nodes in the neighborhood of the
detected collision are used to generate two axis-aligned bounding boxes (one for each
side of the collision). The extents of these boxes are updated every time step using the
average velocity of the nodes inside the boxes. At every time step, if a node falls within
the limits of both bounding boxes, any collisions involving it are excluded from consideration. This restriction is lifted once sufficient characteristic times for the collision have
elapsed, where the characteristic time is the ratio of the initial separation to the initial
relative speed.
Lastly, each detected collision that fulfills the physical criteria outlined in the SGS
model should result in a bubble insertion event. The model does not, however, offer a
clear choice for the insertion time. It is currently proposed that the bubbles be inserted
once the two liquid bodies corresponding to the detected collision coalesce in the flow
solver. Detection of this event is performed using a grouping algorithm similar to that
used to bundle the collisions.

4.2. Test case: Breaking Stokes wave
The enhanced algorithm was tested on a breaking Stokes wave (air-water) with dimensionless parameters We√= 9.8 × 103 and Re = 4.4 × 105 , using the wavelength λ and
corresponding velocity gλ as the characteristic length and velocity scales in Eqs. (2.1)
and (2.2). Snapshots of the simulation before and after the wave breaking are highlighted
in Figure 7. The computational mesh consisted of 4.2 million mesh nodes, the minimum
grid resolution was 1/216 times the wavelength, and the length of the computational
domain in each Cartesian axis was equal to the wavelength. It can be shown using the
above characteristic scales that the dimensionless Hinze scale takes the approximate
value We−3/5 . In this test case, the dimensionless Hinze scale takes the approximate
value 4 × 10−3 , which is slightly smaller than the minimum grid resolution quoted above.
The initial conditions and physical parameters used are identical to those of Wang et al.
(2016). The first detected collision event is illustrated in Figure 8.
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Figure 6. Median dual mesh illustration of node-of-node-of-node structure. The cell currently
being tested for collisions (denoted as node A in the main text) is the interfacial cell in the center
of the illustration. The thick line splitting this cell represents the interface. Also, we assume node
A has an upward-pointing normal vector. The identity of the shaded cells is discussed in the
main text. The other interfacial cell is denoted as node B in the main text. The two arrows
could represent the normal vector of node B, the unit relative velocity vector of nodes A and B,
or the unit relative displacement vector of the two nodes.

Figure 7. Snapshots of the VoF=0.5 isosurface for a breaking Stokes wave at two time instances:
(left) initially; (right) after about 3.6 characteristic times. The simulation parameters, as well
as the characteristic length and velocity scales used, are outlined in the main text.

4.3. Computational cost
The averaged cost breakdown for a single time step in the previously described VoF
solver including an implementation of the enhanced collision algorithm was obtained for
a preliminary run of the aforementioned breaking Stokes wave test case on 200 cores on
Certainty. The processes dominating the cost breakdown are the solution to the Poisson
equation, the VoF advection procedure and the collision detection algorithm in that order.
Once collisions are detected, the detection of coalescence of the tagged fluid parcels at
each time step begins to contribute to the cost breakdown significantly as well. This
procedure scales with the number of collisions detected in the system, and ongoing work
is being conducted to manage the cost of this step.
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Figure 8. Snapshots of the VoF=0.5 isosurface for the first collision event (at two magnifications
and view angles) at two time instances for a breaking Stokes wave: (left) detection of collision;
(right) subsequent coalescence. The simulation parameters are outlined in the main text. The
small and dark spheres (red color online) indicate mesh nodes where collisions were detected.

5. Characterization of collisions
In general, a phase interface in three-dimensional space has two principal curvatures
and a velocity associated with it. Two approaching phase interfaces will thus have four
curvatures and two velocities associated with them. It is straightforward to transform the
two velocities into a single relative velocity, but not to transform the four curvatures into
a single effective curvature. Recall that the relative velocity and effective curvature are
eventually substituted into Eqs. (2.1) and (2.2) to obtain effective We and St. Here, we
discuss a physical transformation compatible with the physics of the flow in the trapped
gas film that enables us to perform this reduction.
A closer analysis of the drop-pool configuration in the original model problem is first
performed. Prior to significant deformation of the interfaces, the falling drop remains approximately spherical and the pool surface remains approximately flat. In the mesoscale
simulation, the gas film is not resolved, and the collision is detected early in the approach process. At this stage, the interfaces are not expected to significantly deform each
other, and the curvatures of the numerical interfaces in the mesoscale simulation have a
correspondence with the curvatures of the undeformed interfaces in the model problem.
Under these assumptions, a Taylor expansion of the gap height near the point of closest

114

Chan, Urzay & Moin

𝜙 = Angle between principal axes
Figure 9. Schematic illustrating approach of two arbitrarily curved liquid-gas interfaces.

approach can be performed, and the drop surface can be approximated as a paraboloid
near this point. For an illustration of the geometry, the reader is referred to the right
subfigure of Figure 3 of the preceding report (Chan et al. 2016). Then, an approximate
expression for the gap height z near the point of closest approach as a function of the
radial extent r is
r2
z = z0 +
,
(5.1)
2R
where z0 is the gap height at the point of closest approach and R is the radius of the
drop.
At a later stage in the approach process, an analysis of the length and velocity scales
in the system permits (Hicks & Purvis 2011; Hendrix et al. 2016) the application of
the lubrication approximation to the trapped gas layer at sufficiently small interfacial
separations. In particular, z0 ∼ r2 /2R. Under this approximation, the variation of the
flow in the radial coordinate is small, and primarily depends on the variation of the gap
height in the radial coordinate. Because the interfaces are expected to have deformed
significantly from their original shapes at these small separations, Eq. (5.1) applied at an
appropriate time can be used to define the initial conditions for the lubrication problem
when integrated from a suitable start time. The mesoscale curvatures would then directly
influence these initial conditions.
In the case of two arbitrarily curved interfaces, the analysis above can be generalized (Derjaguin 1934; White 1983; Vinogradova 1996) and the Taylor expansion can be
carried out as a function of the four curvatures R1 , R2 , R3 and R4
z = z0 +

r2
,
2Reff

(5.2)

where
1
≡
Reff

s

1
1
+
R1
R3



1
1
+
R2
R4



2

+ sin φ



1
1
−
R1
R2




1
1
−
.
R3
R4

(5.3)

Here, R1 < R2 are the two radii of curvature of the first interface, and R3 < R4 are the
two radii of curvature of the second interface. A schematic of the interfaces is illustrated
in Figure 9. The angle between the principal axes of the two interfaces at the point of
closest approach is denoted by φ. Alternatively, this is the angle between the planes of
principal curvatures of the two interfaces at the point of closest approach. Equation (5.3)
has also been termed the Derjaguin approximation (White 1983), and is only valid if the
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argument of the square root operation is positive, or when the interfaces are diverging in
the first approximation. Note that this does not preclude some of the radii of curvature
from being negative, as long as z is in general increasing with r for small r. Since the
application of the lubrication approximation implies that the characteristics of the flow
are primarily a function of the gap height, application of either Eqs. (5.1) or (5.3) to the
initial conditions of the lubrication problem should be equally valid, allowing us to assert
physical correspondence between the drop-pool configuration and the configuration of
arbitrarily curved interfaces.

6. Conclusions
In this work, refinements to and enhancement of a previously proposed collision detection algorithm are introduced, and the performance of the algorithm in more complex
flows is demonstrated. A physics-based reduction of the approaching interfaces is also
introduced to better characterize the input parameters for the model problem of the
overarching SGS model.
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