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1. Introduction

We examine the application of machine learning–based methods to improve the per-
formance of large–eddy simulations (LES). Sustained advances in high performance com-
puting has led to the availability of large datasets of high–fidelity simulations, and this,
coupled with recent advances in artificial intelligence, has generated interest in the use of
machine learning tools for computational fluid dynamics [see Duraisamy et al. (2019) and
Brunton et al. (2020) for recent reviews]. Specifically, we focus on the use of supervised
learning techniques to train neural networks that leverage direct numerical simulation
(DNS) data to improve predictions of LES quantities of interest such as mean drag and
lift. The equations for LES are the filtered Navier–Stokes equations, which, for an in-
compressible, isothermal flow, are

∂iūi = 0 (1.1)

and

∂tūi + ∂j(ūiūj) = ∂j(ν∂j ūi)− ∂ip̄/ρ− ∂jτij , (1.2)

where τij = uiuj − ūiūj is the subfilter stress, an unclosed term that arises from fil-
tering the non-linear advection term. In this work, we focus on filtering operations—
denoted by an overbar (A)—that are implied by the grid and the numerical discretiza-
tion schemes; thus, these simulations do not distinguish between “subgrid” and “subfilter”
scales (henceforth, we will use the former term). The prediction of the subgrid stress is the
primary modeling challenge in LES. One can, in theory, obtain the exact subgrid stress
by explicit filtering of DNS velocities (with the caveat that it is not apparent exactly
what type of filter is implied by the grid). Thus, the use of neural networks to predict
the subgrid stress is an appealing idea, since it is straightforward to pose the closure
problem in LES as a supervised learning problem; i.e., the neural networks function in
a manner similar to traditional subgrid models such as the dynamic Smagorinsky model
(Germano et al. 1991). In other words, the inputs to the model are local features of the
flow, such as the resolved strain rate and the size of the implied filter, and the predictions
are made locally and at each time step. The neural networks are trained on snapshots
of DNS data, to learn a functional dependence of the subgrid stress or its divergence on
the aforementioned flow features.
Studies that use neural networks for subgrid stress predictions have been carried out

in simulations of homogeneous, isotropic turbulence (Xie et al. (2019) and Zhou et al.
(2019)), with the conclusion that neural network–based models perform just as well as
or better than conventional subgrid models, with generalizability to untrained Reynolds
number cases.
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Table 1. A review of recent work in neural networks for channel flow. Lij is the Leonard’s stress
(Bardina et al. 1980).

Authors Network inputs A priori correlations A posteriori simulations

Gamahara & Hattori (2017) 1-point ∂j ūi 0.7 Accurate
Park & Choi (2021) 1-point S̄ij 0.5 Accurate

5-point S̄ij 0.9 Unstable
Stoffer et al. (2021) 125-point S̄ij ≈ 0.9 Unstable
Kang et al. (2022) 1-point S̄ij + Lij Not reported Accurate

The problem of turbulent plane channel flow, however, has not been satisfactorily
addressed by the same approach. Park & Choi (2021) applied a similar methodology to
the problem, but their results unintuitively showed that the more accurate the network is
in the training stage, the likelier it is to be unstable when applied in an LES. The authors
attributed this to the inability of the coarse LES grid to handle the backscatter of energy
from the subgrid to the grid scales which the accurate networks were predicting. The
authors proposed clipping the backscatter and rescaling the stresses to maintain the net
subgrid dissipation in the domain. Stoffer et al. (2021) also studied channel flow with
a similar procedure, with the primary difference being that the authors accounted for
discretization errors in the advection and diffusion operators in addition to the subgrid
effects. However, the authors still saw divergence of the calculation, and in turn attributed
it to an accumulation of energy at the high wavenumber modes. In other words, the
network was unable to provide sufficient subgrid dissipation. Table 1 summarizes the
findings from these works, and a clear pattern emerges: neural networks with high a priori
correlation coefficients—say, greater than 0.9—are unstable in a posteriori calculations,
while networks with low correlations are always stable and accurate (these correlations
are obtained by comparing the subgrid stress predictions of the network against the
values obtained by filtering and subsampling the DNS, which we henceforth refer to as
the “true” values). Note that a simulation is referred to as “accurate” when the velocity
profiles match the DNS profiles better than a shown reference subgrid model, such as
the dynamic Smagorinsky model with plane-averaged eddy viscosities. We note that high
correlations are achieved in all cases by considering inputs to the network that use non-
local information—i.e., neighboring nodes.
This brief attempts to replicate and explain the source of these instabilities, by running

neural network–based LES using a number of different representative models: one that
has low correlations, one that has high correlations achieved using non-local features, and
one that accounts for the discretization error in the simulation. The rest of the brief is
organized as follows: Section 2 provides an outline of the training and inference process,
including the details of the neural networks; Section 3 presents results from testing the
networks a priori and in simulations; and Section 4 discusses challenges associated with
the approach.

2. Methodology

We consider the turbulent flow in a plane channel at Reτ = 180. While this flow
is known to have low Reynolds number effects, with a log layer not as well defined

124



Neural networks for LES

as in flows at higher Reynolds numbers, it is nonetheless a useful problem to evaluate
a neural network–based method that does not assume the existence of a log law. In
addition, the limited range of scales leads to mesh sizes that allow for rapid turnover
times. A second-order, staggered finite difference discretization is used, which solves the
LES equations using a pressure projection approach. Time integration is done using a
third-order Runge–Kutta method.

2.1. Network input/output

The goal of the training is to learn a a relationship between the subgrid stress (τij) and
the resolved strain rate (S̄ij)

τij = fNN(S̄ij). (2.1)

This ensures that the functional form that the network learns is unaffected by arbitrary
translations of the system. One could further ensure invariance to rotations of the system
by using the invariants of the strain rate, as developed by Ling et al. (2016). For a channel
flow, we expect the pressure gradient to be of little consequence as a feature, so we limit
ourselves to gradients of the velocity. From work on the scale similarity model of Bardina
et al. (1980), it is known that the Leonard’s stress (Lij = ūiūj − ¯̄ui ¯̄uj), which represents
the smallest scales resolved on the grid, is well correlated with the subgrid stress; however,
since the computation of Lij requires an expensive explicit filtering operation, we do not
consider it among the candidate inputs.
Choices for the output of the neural network include the subgrid stress or its diver-

gence, the latter being the term that appears in the momentum equations. The benefit
of learning the stress as opposed to its divergence is that the model appears in conser-
vative form, which is consistent with the governing equations. On the other hand, the
divergence has fewer degrees of freedom to account for (three, rather than six for the
symmetric stress tensor); in addition, one may also account for various errors incurred
in the discretization of the LES equations in a source term.
A crucial aspect of learning the functional form described above is that the inputs to

the network (S̄ij) must necessarily be quantities from LES simulations, while the outputs
(τij) are from DNS simulations. Since the network builds an instantaneous relationship,
we require a method of generating input/output pairs that come from different simula-
tions. It is evident that the solution is not as straightforward as running two concurrent
simulations, one on the LES grid and one on the DNS grid, from the same initial con-
dition. Figure 1 shows a velocity probe placed in the outer layer of two channel flow
simulations run exactly as described above, and while the two solutions appear corre-
lated in the larger motions at initial turnover times of less than 1 [Figure 1(a)], the two
become completely decoupled at longer times [Figure 1(b)], and it is no longer possible
to assemble training pairs from them. One can instead use only DNS snapshots (that
is, instantaneous fields) for training, and to attempt to approximate LES inputs from
the same snapshots, using a combination of explicit filtering and subsampling to the
LES grid. The filter we use is a discretely commutative one developed by Vasilyev et al.
(1998). The filter is defined as

ūj =
1

2
uj +

9

32
(uj+1 + uj−1)− 1

32
(uj+3 + uj−3) (2.2)

and discretely commutes with derivatives up to the fourth order. The filter has a nominal
width of twice the grid spacing. In order to maintain a constant filter size in space, the
filter operation is applied only in the streamwise and spanwise directions, given that the
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Figure 1. Instantaneous streamwise non-dimensional velocity (U+) in LES and DNS at a lo-
cation in the channel midplane (y = δ) at (a) early times (t+) and (b) later times (t+). Circles:
DNS; solid lines: LES.

turbulence in the wall-normal direction is better resolved than in the other two directions
(Lund 2003).

2.2. Training data generation

We consider three neural networks, of which the first (NN-1) and second (NN-2) are
similar, with the only difference being the size of the stencil used to gather the inputs. The
training for these two networks begins by assembling the exact subgrid stress divergence
from explicitly filtering DNS velocity fields and pairing it with the filtered strain rate
tensor.
For the third network (NN-3), to understand the process whereby the training pairs

are generated, we first consider the predictor step of the pressure projection solution to
the incompressible Navier–Stokes equations (Ferziger et al. 2002) with

∂tui = −∂j(uiuj) + ∂j(ν∂jui) + 〈∂ip〉 = Di, (2.3)

where the angle brackets denote a time-averaged quantity and refer to the mean pressure
gradient imposed in the streamwise direction to drive the flow. The predictor step in an
LES simulation, assuming the static Smagorinsky model without a wall-damping function
is used, is

∂tūi = −∂j(ūiūj) + ∂j((ν + νt)∂j ūi) + 〈∂ip〉 = Li, (2.4)

Here, νt is the eddy viscosity, computed as

νt = (Cs∆)2|S̄|, (2.5)

where Cs = 0.11, ∆ = (∆x×∆y×∆z)
1/3, and |S̄| =

√
2S̄ijS̄ij . We train a neural network

to learn the mapping as

S̄ij → Di − Li. (2.6)

The inference LES predictor then becomes

∂tūi = Li +NN(S̄ij), (2.7)

where the last term on the right-hand side is the correction predicted by the neural net-
work. The above correction accounts for both modeling errors and discretization errors.
To correct for the latter, the derivatives for Li are computed using the same finite dif-
ference operators as in the LES simulation (i.e., on the same grid). We note that there
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Table 2. Grid details of channel flow direct numerical simulations (DNS) and large–eddy simula-
tions (LES). The grid is uniform in the streamwise (x) and spanwise (z) directions and stretched
using a hyperbolic tangent function in the wall-normal direction (y).

Nx ×Ny ×Nz ∆x+ ∆y+
min ∆z+

DNS 96× 97× 96 11.8 0.1 5.9
LES 48× 48× 48 23.6 0.2 11.8

are additional errors incurred in the subsequent two steps of the solution procedure,
namely—the solution to the pressure Poisson equation and the corrector step for the
velocity field. However, the modeling errors incurred in the viscous term and the aliasing
errors incurred in the nonlinear advection term are found to be more significant in the
LES resolution of interest. The subgrid stress contribution is subsumed in the correction
to the advection term. We note that these additional sources of correction lead to forces
that are larger on average than those predicted by NN-1.

2.3. Training dataset

The DNS uses 96 × 97 × 96 grid points in the streamwise, wall-normal, and spanwise
directions, respectively. The training data is obtained from 900 statistically stationary
snapshots of the DNS, over 100 dimensionless time units (defined by tuτ/δ), constituting
100 M training points. This necessitates the initialization of the inference LES with a fully
developed turbulent state, as the network has not “seen” the transient development from
the sinusoidal initial condition that is used to trip the flow. During training, 15% of the
data samples are used for validation. The training pairs are non-dimensionalized by wall
units. In addition, the training data is rescaled to be between 0 and 1, not from physical
considerations, but to speed up the convergence of the gradient descent algorithm used to
train the neural network. We observe that the performance of the network is not affected
appreciably in the absence of this rescaling.

The inference LES where the neural network is applied uses 48× 48× 48 grid points,
a uniform coarsening, and the gradients in Eq. (2.4) are computed by subsampling the
DNS grid to the LES grid. Additional details of the grids are provided in Table 2.

2.4. Network architecture

The deep learning model is a fully connected, feed-forward neural network with two hid-
den layers and 128 neurons per layer. The rectified linear unit (ReLU) activation function
is used for the hidden layers. The initial size of the network is based on the work by Park
& Choi (2021). The Adam optimizer is used for the training, with an early stopping
criteria to reduce overfitting. The initial learning rate is set to 10−5. The loss function
is a straightforward mean squared error difference between the true and predicted out-
put, which is the subgrid force summed over all three components. It is characteristic
of the learning problem we are solving that the training process is fairly robust to net-
work size, dataset size, optimization method, learning hyperparameters, and type of data
normalization; an observation that holds across different types of input/output pairs.
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Table 3. Network and performance details

Network inputs Network outputs A priori correlations A posteriori simulations

NN-1 Local S̄ij ∂jτij 0.6 Stable; varying accuracy
NN-2 19-point stencil S̄ij ∂jτij 0.9 Unstable
NN-3 Local S̄ij Li −Di (Eq. 2.4) 0.7 Unstable

3. Results

3.1. A priori testing

Table 3 shows a list of neural networks considered in this work. As explained earlier, the
a priori testing is performed by comparing the predictions of the neural network with the
actual values from the filtered DNS. This is shown in Figure 2 for NN-1, with marginal
probability distribution functions (PDFs) of both the actual values and predictions. We
see that for NN-1, while the divergence in the streamwise direction is moderately well
predicted, the predictions in the wall-normal and spanwise directions are almost uncor-
related with the true values. The network fails to predict the outliers in the dataset. This
is because the local strain rate is insufficient to learn a functional mapping to the subgrid
force. The network has learned a function that is multivalued; i.e. for each unique input
strain rate, there is more than one possible subgrid force.

The inputs to NN-2 are chosen by sampling the strain rate tensor from an increased
number of neighboring points. Defining the degree of separation (DOS) by the number of
edges to be traversed before reaching a particular node from the one where the prediction
is made, we train networks on DOS values of 1 (a 7-point stencil), 2 (a 19-point stencil),
and 3 (a 27-point stencil) (see Figure 3). The training loss curves as a function of training
epoch for these are plotted in Figure 4, as is the curve for a DOS value of 0.

We see an improvement in the training loss by about an order of magnitude before the
gains saturate, based on which we decide to use the 19-point stencil for NN-2. For NN-2,
the correlation coefficient rises from 0.7 to over 0.9 (see Figure 5). The predictions of
the subgrid force improve considerably in the wall-normal and spanwise directions. The
outliers in the dataset are captured much more accurately than in NN-1.

3.2. A posteriori testing

The forward propagation of the trained networks from the previous section are imple-
mented in the LES solver for testing. The following results are observed:

(a) NN-1 : The network is stable in the LES, and the results, shown in Figure 6, show
excellent agreement with the DNS for velocities and to a lesser extent, stresses. This
is unexpected, owing to the poor correlation of the network’s predictions with the true
stress divergence; however, it is in line with what was observed by Park & Choi (2021).
(b) NN-2 : The network is unstable in the LES, with the large subgrid forces that are

predicted acting as drag in the bulk of the flow that eventually overpower the pressure
gradient. Backscatter of energy from the subgrid scales is a probable contributor to this
instability; however, since the network predicts the subgrid force directly, rather than
the stress, it is not possible to quantify the extent to which backscatter is predicted by
the network, since the subgrid production term (−τijS̄ij) is computable only up to a
constant. Averaging of the network outputs in the homogeneous directions akin to the
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Figure 2. Correlation between actual (∂jτ
true
ij ) and predicted (∂jτ

pred
ij ) subgrid force in (a)

streamwise, (b) wall-normal and (c) spanwise directions, for NN-1 (values normalized between
0 and 1), with marginal probability density distributions (PDFs).

averaging used for the dynamic Smagorinsky model in a channel stabilizes the calculation;
however, the resulting solution is largely inaccurate.
(c) NN-3 : The network is unstable in the LES, and an analysis of the initial times of

the solution shows that an increase in the variance of the fluctuations of the forcing near
the wall, which is where the numerical errors are greatest, destabilizes the calculation.

4. Conclusions

Training neural networks to predict local subgrid stresses based on snapshots requires
significant reworking before it can be a viable tool for LES. Below, we identify challenges
the method faces in its present form:
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Figure 3. Schematic of a 27-point stencil showing different degrees of separation from the
central node. Each successive level includes all the nodes from the previous levels. Solid circle:
DOS 0 (1-point stencil); dashed circles: DOS 1 (7-point); dot-dashed circles: DOS 2 (19-point);
dotted circles: DOS 3 (27-point).
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Figure 4. Comparison of training losses as a function of epoch number for networks with inputs
of varying stencil sizes. Circles: 1-point (NN-1); squares: 7-point; solid lines: 19-point (NN-2);
stars: 27-points.

(a) Distribution shift : As observed earlier, the nature of the training requires equiva-
lent LES and DNS states to assemble input-output pairs for the network to learn from.
While explicit filters can qualitatively approximate grid-filtered LES, the two are not
identical, firstly, because the grid filter has a different effective size in each direction
that the finite difference is computed in, and secondly because there exists a relation-
ship only between the exact derivative of the filtered velocities and the finite difference
of the unfiltered velocity (Rogallo & Moin 1984), which is not available in the types of
LES we are concerned with in this work. As an illustration, Figure 7 shows streamwise
velocity spectra at the channel midplane for a DNS, an analytically filtered DNS, and
two LES at the same nominal filter size, one with and one without a subgrid model. We
see that the analytical filter has a low-pass effect with no modification to the spectrum
in the inertial subrange or larger scales. However, both the LES show distinctly differ-
ent spectra than the DNS, with no clear subrange, and with a pileup of energy at the
smallest wavenumbers, owing to insufficient dissipation. Training on the filtered DNS and
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Figure 5. Correlation between actual (∂jτ
true
ij ) and predicted (∂jτ

pred
ij ) subgrid force in (a)

streamwise, (b) wall-normal and (c) spanwise directions, for NN-2 (values non-dimensionalized
using wall units), with marginal probability density distributions (PDFs).

predicting quantities of interest on the LES, therefore, encounters the learning problem
of distribution shift (Quinonero-Candela et al. 2008), where the predictions are made
on data distributions dissimilar to those that the training was done on. Some authors
(Stoffer et al. 2021) have suggested running an LES and DNS in parallel, with subgrid
information transferred from the DNS to the LES at each timestep. This idea was ex-
plored by Bae & Lozano-Durán (2022) recently, and they concluded that roundoff error
accumulation at long times was sufficient to decouple the two simulations.
(b) Inability of LES discretization to handle large correction terms : NN-2 reinforces

the observations made in the literature (see Table 1) that networks with high correlation
coefficients are prone to instability in the inference calculation. We observe from a pri-
ori analysis of NN-1 and NN-2 (Figures 2 and 5, respectively) that the more accurate
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Figure 6. Results from NN-1: (a) averaged streamwise velocity (U+) profile (b) turbulence
statistics in the streamwise (u+

rms), wall-normal (v+rms) and spanwise (w+
rms) directions. Circles:

DNS; solid line: NN-1; dashed line [(a) only]: LES with no subgrid model.
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Figure 7. Streamwise velocity spectrum at y+ = 180, non-dimensionalized by friction velocity
(uτ ) and channel half-height (δ). Circles: DNS; dot-dashed lines: filtered DNS; solid line: LES
with no subgrid model; crosses: LES with dynamic Smagorinsky model; dashed line: −5/3 power
law.

networks predict subgrid forces of high magnitude, suggesting that these large values
destabilize the LES. As mentioned earlier, accurate prediction of backscatter of energy
from the subgrid scales to the grid scales can cause simulations to diverge. Park & Choi
(2021) manually clip the backscatter when it occurs, but one can instead modify the loss
function in the optimization of the network to account for backscatter as

∑N
i=1

(
(τ truei − τpredi )2 +Rmin(0, τpredi · S̄true

i )2
)

N
, (4.1)

where N is the total number of training samples and R is a regularization factor that
controls the extent to which backscatter is penalized. Implementing a network trained
with the above loss function in a calculation does not stabilize it unless the net subgrid
dissipation is maintained in the domain, as done by Park & Choi (2021), and is at the
cost of accuracy. This loss function also requires the prediction of the stress directly,
rather than its divergence. In Reynolds-averaged Navier–Stokes simulations (RANS),
underrelaxation of large forcing terms is a common strategy to drive the solution towards
convergence. However, underrelaxation is not portable to LES, since the averaged profiles
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finite differences solver; dashed line: NN-1 applied in finite volume solver; circles: DNS

−2 0 2 4

∂ jτ+1 j

10−4

10−2

100

PD
F

Figure 9. Probability density function (PDF) of a single snapshot of streamwise subgrid force
(∂jτ

+
1j). Solid line: with gradient computed on the DNS grid; dashed line: with gradient computed

using the LES grid and finite difference operators.

are computed from instantaneous fields, and underrelaxing these would lead to a net
correction that is different (smaller in magnitude) than what was predicted by the model.
(c) Discretization effects : In NN-1 and NN-2, the entire training procedure is ag-

nostic to the discretization of the LES. To highlight the importance of accounting for
discretization error, we take the fully trained NN-1 and apply it in a different solver:
a low-dissipation, edge-based, vertex-centered finite volume code (Domino 2015). The
results, shown in Figure 8, clearly indicate the role that the solver plays. This is an
inherent drawback of grid-filtered LES, that the modeling error and discretization er-
ror are inextricably coupled. It is interesting to note that the network performs well in
the energy-conserving staggered finite difference solver, which suggests that the network
fortuitously provides the right amount of dissipation. Figure 9 shows a snapshot of the
subgrid force obtained from filtered DNS, with and without accounting for the finite
difference error in the computation of the divergence. We see a clear difference in the
tails of the distribution, with the coarse finite difference reducing the magnitude of the
extreme values.
(d) Missing dynamics : Unlike RANS, LES resolve temporal scales, which makes them

inherently unsteady. This time dependence is not accounted for in the training, which
is based on fields frozen in time. One could argue, using Taylor’s hypothesis, that NN-
2 includes flow history effects by the extended spatial stencil; however, we expect this
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assumption to be invalid near the wall (Geng et al. 2015), which could potentially explain
some of the challenges faced by the channel flow that were absent in homogeneous,
isotropic turbulence.
(e) Ill-posed learning problem: The goal of LES in applications is to predict first-order

statistics such as mean drag. Predicting instantaneous subgrid stresses with high accu-
racy does not guarantee that the time-averaged velocity profile will match the DNS, as
challenges (b) and (c) above illustrate. Lozano-Durán & Bae (2022) propose an alterna-
tive method in which the neural network is trained to predict the time-averaged DNS
velocity profile, using the subgrid forcing as a controller.
We note here that all the inference simulations have been performed under condi-

tions where the network is known to be within the space of solutions it was trained to
predict. As with all data-driven methods for turbulent flow simulations, the question
of generalizability is writ large; however, it is clear that even at under these idealized
testing conditions, the current methodology requires reworking, to address the challenges
enumerated above.
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