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1. Motivation and objectives
Immersed Boundary (IB) methods based on solution reconstructions in the neighborhood of the non-grid aligned surfaces are gaining popularity because of their simplicity
and wide range of applicability (Mittal & Iaccarino, 2005; Iaccarino & Verzicco, 2003).
In this class of Cartesian methods, complex surfaces are represented through modified
boundary conditions; the desired boundary values are used together with the computed
solution in the fluid cells away from the boundary to construct an interpolation stencil for
the unknowns. The interpolant is used in lieu of or in combination with the discretized
governing equations in the cells intersected by immersed surfaces. Iaccarino & Verzicco
(2003) and Iaccarino & Kalitzin (2004) have used this method to simulate turbulent
flows within the Reynolds-Averaged Navier-Stokes framework. Verzicco et al. (2001) and
Balaras (2004) carried out Direct Numerical Simulations (DNS) and Large Eddy Simulations (LES). Although these application were successful, a detailed study of the accuracy
of the reconstruction method for turbulent flow simulations has not been reported in the
literature; the simple case of a channel flow non aligned with the Cartesian directions
has been extensively used for validation purposes only in the laminar regime.
The objective of this paper is to illustrate the predictive capability of a newly developed
immersed boundary approach for turbulent flow simulations. The method is based on
three main components: a fully unstructured low-dissipation LES solver, a conservative
IB reconstruction, and a anisotropic adaptive mesh refinement algorithm.
Early on it was recognized that local adaptive mesh refinement (AMR) could significantly improve the performance of IB methods by introducing higher resolution in the
proximity of the non-aligned boundaries (Berger & Leveque 1992, Zeeuw & Powell 1991,
Wu 1998). AMR consists of a successive decomposition of the initial Cartesian cells until
the desired resolution is locally achieved; parent cells are typically split into eight kids
(in three-dimensions), and this naturally leads to a tree-like connectivity structure, OCTREE. The tree can be easily traversed to rebuild all the cell/neighbor information and
grid coarsening and refinement can be easily accomplished. The major limitation of this
approach is its inherent isotropy: cells cannot be split according to a specific directional
criteria (i.e. a gradient). The introduction of anisotropic mesh refinement is a key factor
in performing viscous flow calculations efficiently. An extension of the tree-based AMR
method to anisotropic refinement has been introduced by Wang et al. (1999) with the 2 n tree where each parent cell can offspring 2n kids with n = 1, 2, 3. However, the complexity
of the resulting tree introduces substantial overhead in the computational procedure. The
present approach is based on the use of a fully unstructured solver; cells are not treated
as Cartesian hexahedrons but as generic polyhedrons. No hanging nodes are present and
cell faces are uniquely defined by two associated control volumes. Additional advantages
result when an unstructured solver is used to handle isotropic or anisotropic AMR grids:
mesh smoothing and vertex motion can be employed to improve cell volume transitions,
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Figure 1. Location of unknowns on a generic unstructured polyhedron grid.

parallel decomposition can be very efficient, flexible multigrid agglomeration algorithms
can be used, etc. In this paper only the first aspect, that is related to improving mesh
quality for locally refined meshes, will be discussed.
LES and DNS simulations of turbulent flows on locally refined grids are challenging
even for boundary-conforming grids. Kravchenko et al. (1996) carried out simulations
using a high-order bi-spline discretization and reported very accurate results for turbulent
channels. Further extensions of his methods to more complex flows were hampered by
extremely high computational cost of the numerical approach. One of the objectives of
the present work is to present detailed statistics of the turbulent flow in a channel with
anisotropic local grid refinement with and without mesh smoothing. In addition, the case
of the channel non-aligned with the Cartesian direction is also studied
In the following, a brief overview of the numerical method used in the unstructured
solver is reported; the details of the mesh generation and node-motion are discussed. The
immersed boundary treatment is analyzed for laminar and turbulent channel flows and
a conservative treatment in introduced. Lastly, the application of the current method to
the flow in a jet engine combustor is reported. In this case, the mesh generation method
has been extended to cylindrical coordinate systems to handle only a 40-degree sector of
the combustor.

2. The numerical method
2.1. The unstructured solver CDP
The flow solver CDP† was used to perform all simulations reported in the present work.
CDP is a parallel unstructured finite-volume-based solver that has been developed at
Stanford University’s DOE-funded ASC center, the Center for Integrated Turbulence
Simulations. The version of CDP used in the present contribution is based on a collocated
fractional-step formulation to solve the filtered incompressible Navier-Stokes equations
with dynamic Smagorinsky subgrid scale closure. Details of CDP’s numerics are presented
in Mahesh et al. (2004) with some additional modifications presented in Ham & Iaccarino
(2004). For clarity, the algorithm is described briefly here.
Figure 1 shows the location of data used by CDP’s collocated formulation. The velocity vector ui and pressure p are stored at the control volume centers, and face-normal
component of velocity Uf is stored at internal face centers. Here, we refer to these locations as centers rather than as centroids because they do not, in general, lie at the center
of mass of the control volumes or faces, respectively. On boundaries, the full velocity
† CDP is named after Charles David Pierce (1969–2002)
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vector ub,i is stored at the boundary face centers. Time advancement of the velocity and
pressure for the case of constant time step ∆t then proceeds as follows:
(a) Predict the face-normal velocity Uf using second-order Adams-Bashforth
Ufn+1 = 2Ufn − Ufn−1 ,

(2.1)

where the superscripts represent the time level.
(b) Solve the discretized momentum equation for velocity ûi,p associated with each
cell p
n−1/2

ûi,p − uni,p
∂p
1
n
=−
Ĥi,p + Hi,p
+
(2.2)
∆t
2
∂xi p
where Hi represents the implicit discretization of convective and diffusive terms, and
∂p/∂xi the known cv-based pressure gradient from the previous time step. The details
for Hi can be found in Ham & Iaccarino (2004), and the pressure gradient uses the
following Green-Gauss reconstruction:
∂p
1 X pp + pnb
=
ni,f Af
(2.3)
∂xi
Vp
2
f

(c) Remove the old pressure gradient to get u∗i
u∗i,p − ûi,p
∂p
=
∆t
∂xi

n−1/2

(2.4)
p

(d) Interpolate u∗i to internal faces using an equally-weighted average

1 ∗
ui,p + u∗i,nb ni,f
(2.5)
2
where ni,f is the unit normal facing from cv p to cv nb. On boundary faces, Uf∗ is taken
as the outward face-normal component of the known boundary velocity vector, i.e. U fn+1 .
(e) Solve the following Poisson system for the pressure at the mid-point of the current
time step, pn+1/2
Uf∗ =

X Ufn+1 − Uf∗
f

∆t

Af = −

X ∂p
∂n
f

n+1/2

Af

(2.6)

f

where the face-normal component of the pressure gradient ∂p/∂n is reconstructed as
described in Ham & Iaccarino (2004). to account for the potential skewness of the facenormal relative to the straight line joining the two cv centers associated with the face.
(f) Correct the cv-based velocity using the new pressure
∗
un+1
∂p
i,p − ui,p
=−
∆t
∂xi

n+1/2

(2.7)
p

2.2. Grid generation and smoothing
The generation of Cartesian grids with anisotropic refinement is carried out starting from
a notional description of the domain of interest in (i,j,k) triplets. The immersed surfaces
are described using a triangulated representation (STL, stereo-lithography, Iaccarino &
Verzicco 2003). The surface nodes are converted into a (i,j,k) triplet, staggered with
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respect to the Cartesian grid, such that no conflicts can occur. Given a desired normal
and tangential resolution (∆n, ∆t) on the STL surface, the mesh control volumes are
refined in each Cartesian direction independently until they reach a target size defined
as


∆n
∆xCV
=
M
IN
;
∆t
,
(2.8)
i
|niST L |i

where nST L is the local normal to the STL and i represents each Cartesian direction. A
set of rules have been devised to drive the grid adaption procedure and are introduced
in the following subsection.
The grid refinement algorithm proceeds in steps:
(a) generate initial Cartesian grid covering the region of interest;
(b) iterate until the mesh does not change:
(a) detect intersections between computational cells and the STL surfaces;
(b) compare current and target resolution for the cells cut by the immersed surfaces;
(c) set refinement bits in the three Cartesian direction;
(d) enforce adaptation rules involving neighbors;
(e) perform cell splitting;
(f) rebuild proper unstructured mesh connectivity;
(c) (eventually) smooth the mesh;
(d) compute final intersection between control volumes and STL surfaces;
(e) eliminate all cells fully contained within the STL surfaces (outside the computational domain);
(f) export mesh and IB intersections.
At each step in this procedure the mesh exists in two instances: a fully unstructured
polyhedron grid with face-based connectivity and a notionally Cartesian-based mesh with
elements defined by two (i,j,k) triplets. These are the refinement level representing the
number of layers from the initial grids - and, thus, the cell size - and the index, defining
the position of the west, south, bottom (WSB) corner.
The algorithm to detect and compute the intersection between the computational cells
and the STL surfaces is based on Cartesian ray-tracing (Iaccarino & Verzicco, 2003).
Unique rays are identified and sorted according to their dimensions and location; an
alternating digital tree is used to store the STL triangles and the ray-facet intersection
checks are only carried out for a very limited number of cases, resulting in a very fast
algorithm. The ray tracing method is currently implemented on a face-basis by identifying
and storing intersections between the STL surfaces and the line connecting the face
centroid and the control volume centroid. Each face can store two separate intersections
and this allows for the capture of thin (but two-sided) surfaces as well as complex details
not appropriately resolved by the grid (Fig. 2). This method produces a more consistent
and robust way of handling complex geometry and also allows for a complete decoupling
of the fluid and solid regions. Ray tracing used in combination with a facet-vertex location
algorithm guarantees that the control volumes intersecting all STL surfaces achieve the
user-specified normal and tangential resolution.
2.3. Anisotropic mesh refinement
Anisotropic refinement algorithms developed in two-dimensions do not extend in 3D
in a straightforward manner, although this has often been incorrectly reported in the
literature. In fact, for truly three-dimensional algorithms, several additional constraints
must be imposed. In the present implementation the following are used:

Automatic mesh generation

23

b)

a)

F

I1
CV1

I1
CV2

F

CV1

I2
CV2

I2

PSfrag replacements

PSfrag replacements

Figure 2. Examples of intersection for the face-based ray-tracing algorithm. a) thin surfaces b)
under-resolved surfaces. I1 and I2 are the intersections stored at the face F corresponding to
the left and right control volume, respectively.
a)
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Figure 3. Examples of refined cells that violate the 3D rules: a) violation of rule 2; b)
violation of rule 3.

(a) The maximum level difference in any direction is one, i.e. any neighbor can be
only one level coarser or one level finer. This rule is sufficient to define a 2-dimensional
algorithm.
(b) all faces associated with a given direction (e.g. W,E, etc.) must have the same level
in both tangential directions. This also makes the pairing required for coarsening more
straight-forward.
(c) Face-normal rule: a give face normal must pass through the centroid of at least
one of its 2 cv neighbors. Alternatively stated, a face must completely span at least one
of its two cells.
(d) Refinement bias: If a requested refinement will lead to a rule violation, neighbors
are first refined to err on the side of refinement.
2.4. Generic coordinate systems
The extension of the present mesh generation approach to generic coordinate systems is
rather simple, as most of the algorithm is developed in integer/notional space using the
(i, j, k) triplets. The actual coordinate system is used at the beginning of the process to
build the integer space counterpart and at the end to recover the physical dimensions. It
must be noted that the STL geometrical description of the geometry is assumed always
to be in Cartesian coordinates. This leads to an STL tessellation consisting of non-planar
triangles (in Cylindrical coordinates, for example). It is possible to correct this by defining
a different coordinate system in the definition of the original geometry used to construct
the STL representation. However, present results show that the representations of the
surfaces is quite accurate even directly converting the facets to the Cylindrical system.
This would not be the case for facets crossing the singularity axis.
The meshing algorithm has also been modified to handle periodic geometries; in CDP
the periodic plane must have consistent one-to-one matching grids. In the present implementation the concept of face-couples has been introduced. During the generation of
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Figure 4. Comparison of Cartesian adapted mesh before (left) and after (right) mesh
smoothing.

the initial, uniform grid, the faces belonging to periodic planes are coupled (at this stage
they are guaranteed to be corresponding). In each successive refinement step, the cells
connected to a periodic couple are forced to be split in the same way so that matching grids across the periodic planes are guaranteed. The same concept can be used to
build a block decomposition of the mesh and to perform the grid generation on a parallel machine. This is currently under development. Finally it must be noted that once
the Cylindrical coordinates (or any other generic orthogonal system) are converted to a
Cartesian system they are ready for use in CDP.
2.5. Mesh smoothing
CDP’s numerical method, as described previously, is known to conserve kinetic energy
ui ui /2 in the inviscid limit apart from a dissipative term associated with the pressure
that must be present to ensure velocity-pressure coupling (Ham & Iaccarino, 2004). It is
thus a potential candidate for LES, in which kinetic energy conservation is known to be
an important property for accurate solutions. If implemented directly on the Cartesian
adapted grids described previously, however, the algorithm will not be second-order accurate due to the equally weighted averages required to interpolate quantities to faces. In
fact, the pressure gradient reconstruction described by equation 2.3 is not even consistent
when the face location does not correspond to the mid-point between cell centers.
To solve this problem of consistency, the mesh is modified by moving the nodes and
face-center locations to the simple average of the associated cv centers. For the faces,
this means the new face centers will be exactly half way between its two associated cv’s,
ensuring consistency and improving the accuracy of any face-based interpolations that
use equally-weighted averages.
Figure 4 illustrates one such mesh before and after application of this mesh smoothing
operation. Here the smoothing has been applied in 2 dimensions only for clarity.
While such mesh smoothing algorithms are known to have problems with robustness
and realizability when applied to general unstructured meshes, e.g. cvs falling outside the
volume described by the modified node locations, our experience to date indicates that
this algorithm always produces realizable grids when starting from a Cartesian adapted
grid.
2.6. Immersed boundary reconstruction
Before describing the IB reconstructions considered in the present work, it is useful to
describe the manner in which boundary conditions are applied in the CDP code. This is
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Figure 5. Laminar channel flow grid with contours of streamwise velocity for angle α = 15 o .

important because it is desirable to implement the IB capability in a way that minimizes
modifications or ideally uses this same methodology for applying boundary conditions.
For boundary conforming grids, the CDP solver requires 1) an expression for the
momentum flux at all boundary faces (as an implicit function of the nearest cv velocity
value only), and 2) a specified face-normal velocity. This second requirement is critical
to produce a well-posed Poisson system.
For the IB faces, then, the boundary conditions can be applied by using a weighted
least-squares reconstruction of the nearest velocity and its immediate neighbors, along
with the known boundary velocity (i.e. ui = 0 for no-slip walls) and location (from the
ray-tracing algorithm). This allows us to discretize and solve the Navier-Stokes equations
in the cells cut by the boundary, treating the IB faces much like normal boundary faces.
In the present work we have used equal weights in the least squares reconstructions,
although one could argue that the known boundary velocity should have a larger weight
because is is exactly known.
To achieve mass conservation and formulate the Poisson system properly, the global
flow out of the boundary, including IB boundaries, must be zero. One way to achieve this
is to introduce a constant global correction based on the net computed mass flux. Such
an approach will conserve mass globally but not locally. Alternatively, the correction can
be applied locally, either through a mass source or a sink introduced in each cell (Kim
et al. 2001) or by modifying the face-normal component of the reconstructed IB velocity
vectors such that mass is conserved in each cv.

3. Numerical results
3.1. Laminar channel flow
To test the accuracy of these IB reconstructions, a laminar channel flow simulation with
periodic boundaries was performed in which the channel was oriented at angle α to the
grid, and the channel walls were treated with the IB method. For a channel with walls at
y = −1 and y = 1, the exact solution for this problem is of course the parabolic profile.
Figure 5 illustrates one such grid and solution.
Figure 6 shows the rate of error reduction in streamwise velocity and pressure respectively against relative grid size for this laminar channel problem.
The most accurate approach is the “exact” reconstruction, in which the exact laminar
profile is interpolated to the IB face locations as a Dirichlet velocity. The Navier-Stokes
equations are still solved in the fluid cells containing these faces. Because of the grid
symmetry, the integrated global mass flux through the IB wall is in fact zero, allowing
us to solve the Poisson system without modifying these velocities. The rate of L ∞ error
reduction in both pressure and velocity is approximately 2nd -order for this case. In general, the exact reconstruction is not known, so this condition cannot be used. In addition,
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Figure 6. L∞ error against relative grid spacing for four different IB reconstructions, steady
laminar channel flow with IB walls, angle α = 15o .
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Figure 7. Computational grids for channel DNS; a) α = 0; b) α = 45.

even if it were known, discrete conservation of mass cannot be guaranteed, so some sort
of correction in the face-normal direction will be required.
The least accurate approach – labeled “stairstep” – is that in which the no slip condition
is applied directly to the stairstep boundary. This has the expected 1st -order behavior
for both velocity and pressure.
The most instructive aspect of this investigation comes from comparing the two IB
reconstructions. For the case “IB global”, the IB face velocities are interpolated using a
linear least-squares reconstruction and then corrected by a single global correction to yield
zero mass flux through the boundary. For this case, the rate of error reduction is 2 nd -order
for both velocity and pressure, with error levels similar to the exact reconstruction. While
such a reconstruction is possible in general, it will not yield local mass conservation, and
mass will tend to flow into the IB boundary in certain regions and out of the boundary
in other regions. Such an effect may be undesirable. Additionally, if multiple boundaries
are immersed in the same simulation, it does not necessarily make sense to correct all
face-normal components with the same correction. This makes the IB boundary condition
complex, forcing the management of different corrections for each set of faces associated
with a given boundary.
The case “IB local” uses the same linear least squares reconstruction to get the velocity
vector at the IB faces, but the face-normal velocities are then corrected locally such that
the net mass flux through the IB faces of each cell is zero. This reconstruction thus has
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Figure 8. Minimum channel DNS simulations. Left: mean velocity, right: RMS turbulence
fluctuations.

both local and global mass conservation. For this particular problem, the rate of error
reduction is initially 2nd -order for velocity but 1st -order for pressure. Additionally, the
velocity rate of error reduction falls off from 2nd -order, presumably because the solution
is contaminated by the pressure errors.
In conclusion, it seems as though there is no free lunch; one cannot simultaneously
achieve 2nd -order behavior and local mass conservation using the present IB approaches.
Clearly, the reconstruction is important in reducing the absolute level of velocity error
relative to the stairstep approximation; however the local correction will eventually contaminate the velocity through the 1st -order behavior of pressure. The importance of these
1st -order pressure errors must be investigated in the context of turbulent simulations,
which is the focus of this contribution.
3.2. Turbulent channel flow
To investigate the ability of the IB method to model turbulent flows with resolved wall
boundary layers, a locally-adapted grid was generated based on the well known grid
resolution requirements for the LES of turbulent channels at Reτ = 180.
Once again, the grid was generated at an angle to the wall, and the IB method with
local face-normal corrections was used to simulate the walls.
Periodic boundary conditions were applied in both the streamwise and spanwise directions. Figure 7 shows the resulting mesh for angles α = 0 and α = 45, representing
the best and worst case scenario in terms of simulation cost. The computational grid
consisted of approximately 46,000 and 482,000 control volumes, respectively.
DNS simulations were carried out for a minimum channel; the domain size was π
and 0.289π in the streamwise and spanwise directions, respectively. Fig. 8 compares the
mean velocity and the RMS turbulence velocity fluctuations for the two cases. The mean
velocity compares well. However, the discrepancies in the RMS values are significant.
Some of this discrepancy might be a result of inadequate averaging for the significant
more expensive α = 45 case, and this is the subject of ongoing investigation. In any case,
the expected near wall behavior is accurately captured in both cases.
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a)

b)

Figure 9. Combustor mesh. a) grid in a longitudinal plane, b) close-up in the injector region.

Figure 10. Combustor mesh in three successive axial planes.

3.3. Combustor geometry
Gas turbine engine combustor geometries are typically simple annular or cylindrical cavities. The difficulty in generating grids comes from the requirement to accurately capture
the mixing of fuel/oxidizer and the successive flame quenching process. The former requires the geometrical modeling of the fuel injector and the latter the modeling of air
dilution holes. The fuel injector in the Pratt Whitney combustor reported in Fig. 9
consists of three coaxial swirlers with blades and tangential slots; eighteen injectors are
present in the full combustion chamber (20 degree periodicity). Dilution holes are shaped
to minimize separation and to produce highest possible jet penetration into the cross-flow
stream; about ten holes of different size (not shown in the figures) are present in each
sector. It must be noted that it is possible to generate fully unstructured tetrahedral
grids in such geometry, but typically the mesh quality is not sufficient to obtain highly
accurate LES simulations.
The automatic mesh procedure described above was used to generate a grid in a twosector combustor; the grid was built in Cylindrical coordinate system imposing periodicity
of two longitudinal planes at 40-degrees. Views of the grid in longitudinal planes through
the injector (Fig. 9) and in axial planes within the combustor (Fig. 10) are reported. The
grid was generated automatically by specifying a desired resolution at solid walls, with
additional clustering in the injector region. A total of about 7 million control volumes
was used.
Preliminary calculations have been performed to evaluate the quality of the LES solutions obtained on the present grids. Qualitative results are shown in Fig. 11 where
the full longitudinal view of the combustor is presented. In this case, the distinctive signature of the dilution air jets are visible together with the swirling cone at the exit of
the injector. In Fig. 12, a close-up of this region is reported at various times, starting
from the initial vortex roll-up (the calculation was impulsively started from rest with an
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Figure 11. Instantaneous snapshot of the velocity magnitude within the combustor chamber
showing the dilution air jets and a cross-section the swirl cone generated by the injector.

a)

b)

c)

Figure 12. Time development of the mixing and swirl cone at the exit of the injector: a)
initial vortex roll-up; b) incipient breakdown; c) fully developed turbulence.

assigned velocity at the inlet) to the fully developed turbulent state. In this case, it is
clear that the solution remains very realistic and the breakdown to turbulence occurs
through a physical instability mechanism in the shear layers. Current work is focused on
the validation of the present calculations through comparisons with similar body-fitted
simulations and to experiments. In addition, work is ongoing to describe the instability
mechanisms in this environment.

4. Conclusions
The IB method combined with Cartesian grid generation with local anisotropic refinement has been investigated as a possible method of simulating turbulent flows in complex
geometry. A mesh smoothing algorithm has been proposed to improve the quality of the
resulting grids by ensuring consistency of the unstructured discretization. The expected
second-order behavior of the method has been demonstrated by performing laminar channel simulations with the channel boundaries treated using the IB method with a global
correction to the normal velocity to achieve global mass conservation. When the correction was applied locally to achieve local conservation, however, the behavior was less
than second order, although significantly better than the first-order stairstep boundary
representation. Finally, to demonstrate the capability of the method, turbulent channel
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simulations at Reτ = 180 were performed with the grid aligned and at 45 degrees with
respect to the channel walls. Results were satisfactory in terms of mean velocity and differed more significantly for the RMS quantities. The calculation of the flow within a gas
turbine combustion chamber is reported to illustrate the ability of the present technique
to treat complex geometries.
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