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Abstract: Optical physics and well-chosen intimately-integrated devices allow dense, low-energy 
communications if we also use optical parallelism and timing precision to eliminate most receiver, 
time-multiplexing and timing circuits that otherwise dissipate most of the energy. © 2021 D. A. B. 
Miller  

Power dissipation in large information processing systems may be dominated by the energy required to send 
information at essentially all length scales, and optics has the potential to solve both the interconnect energy and 
communication density limits of large machine. For a recent extensive analysis, and extended versions of 
arguments presented here, see Ref. [1] 

The problems with interconnect energy extend even down to the level of gates in electronic chips, where the 
energy to charge the internal capacitance in a gate may be comparable to the energy required to charge the line that 
connects to the next gate. So, even though individual logic gates may run at femtojoule or lower energies per 
operation, communication, especially for longer distances on chip and any distance off chip, can dominate power. 
Energies for off-chip electrical links typically start at picojoule per bit (pJ/b)  levels. So, even at the chip edge, we 
need 100’s of watts of power to send 100’s of Tb/s of information. Once we get to the edge of the chip in 
particular, electrical wiring also has severe limitations in carrying the necessary density of information on and off 
high-performance chips 

Optics has the potential to solve such energy, certainly for all links off the chip and for all longer distances, and 
potentially offers extremely large information densities at such length scales. Optics does not have to charge the 
signal wire to the logic voltage, and has almost no distance-dependent loss over the small to intermediate distances, 
from the edge of the chip up to the edge of the datacenter. The resistance and capacitance of electrical wires 
essentially also strongly limit interconnect densities, especially for connections on and off the chip and for all 
longer distances. Optics avoids such problems also, and its short wavelength allows very high densities of spatial 
channels. Practically, though, such optical links typically also start at pJ/b energy dissipation. Why is this?   

Historically, optoelectronic output devices such as lasers might themselves have taken such energies, and pushing 
lasers to small fractions of a picojoule per bit is relatively challenging, though possible. Simple silicon photonic 
Mach-Zehnder interferometers can also be pJ/b devices. But we have had modulators, such as Ge quantum well 
QCSE (quantum-confined Stark effect) devices on silicon, for some time that can operate at even sub-fJ/b levels 
[2], even without resonators or nanoscale optical confinement, and many devices can be enhanced into the few fJ/b 
level or below using resonators or nanophotonic confinement. Arguably, we should do some more technological 
work to build such mechanisms into large-scale fabrication processes, but new physics is not required for low-
energy modulators, even if it is a good research direction to look for new low-energy opportunities. 

Once we implement low-energy integrable optoelectronic modulators, which is now a question of technological 
choice, what then remains the source of energy dissipation? The answer to that question is not optoelectronics. 
Rather, it is electronic circuits. And though electronic technology does continue to advance, we are into an era of 
diminishing returns in reductions in energy dissipation in electronics. The key, then, is to use features of optics to 
allow us to eliminate circuits. If we could make an optical link function as simply as a short wire on a chip, then 
we have a path to true fJ/b optical links.  

There are at least three types of circuits that dissipate significant energy in links: receiver amplifiers, time-
multiplexing circuits, and clock and date recovery circuits. This is before we even consider other kinds of circuits 
like error correction or sophisticated circuits for multilevel or coherent signal detection. 
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The key to eliminating much or all receiver amplifier circuitry is integration of low-capacitance detectors right 
beside transistors or within microns. Micron scale photodetectors already have sub-fF capacitance in themselves. 
Several microns of wire corresponds to ~ 1 fF of capacitance. With total input capacitances of ~ 1 fF, then ~ 1 fJ of 
received optical energy can swing the input by ~ 1 V. Therefore, with some work reducing the input capacitance 
below 1 fF, also using lower voltage swings, and possibly ~ 1 gain stage of amplification, either from a transistor 
stage or possibly avalanche multiplication in a photodiode, total input energies could be brought into the sub-fJ 
range, including the amplifier energy. Nanometallic (or “plasmonic”) concentration of light into deeply 
subwavelength detectors also offers potential advantages even it is lossy, because the reduction in detector 
capacitance and more than compensate the loss. With a launched optical energy from an efficient modulator of 
several fJ, and an optical system with a total loss < 10dB, then total energies ~ 10fJ/b or less are quite conceivable. 

In time-multiplexing, we necessarily dissipate significant circuit energy because bits have to be shuffled around in 
registers, and we have to run some circuitry very fast, which is generally less efficient in energy per bit. The key to 
eliminating time-multiplexing energy is simply to stop time-multiplexing. The key to that is to run with much 
larger numbers of optical channels, and to run the electronics at the clock rates where it is efficient, i.e., several 
GHz to possibly ~ 10 GHz, but likely not much higher. The good news is that we have potentially very large 
numbers of optical channels available. Using large numbers of wavelength-division multiplexed channels might be 
challenging, though maybe 100’s or more could be used. However, the largest unused resource is spatial modes. 
We could run with multiple modes in one fiber, but an even larger resource is free-space optics. We can readily 
operate with 1000’s to 10,000’s of light beams in free-space array imaging interconnects, and there is headroom up 
to millions of channels (think of the number of pixels in a cell phone camera, for example). The optics for such 
free-space systems has been known for several decades. See [3] for a deep analysis of spatial channels. 

Finally, to remove clock and data recovery circuits, we note first of all that propagation time delays are very 
predictable in optics. Simply using fibers cut to lengths, or, even better, free space imaging links of known length, 
we could run entire systems up to 10’s of meters in size entirely synchronously. This idea has not been explored to 
any significant degree, possible because such precise synchronicity is not possible in any even moderately large 
electronic system; the temperature coefficient of the resistance of metals leads to very unreliable time delays. 
Again, however, this is an untapped resource in optics for such systems. 

What do we need technologically to achieve this? In summary: 

(1) We need to pursue integration of strong optoelectronic mechanisms, such as quantum-confined Stark 
effect modulators, with silicon technology to allow convenient and low energy devices. 

(2) We need very low capacitance integration of photodetectors with electronics, eliminating most or all 
receiver amplifier circuit energies. 

(3) We should work to eliminate most or all of the loss in optical couplers – e.g., from fibers to waveguides, 
from free-space to waveguides, and from free-space to fibers; we need percents of loss, not dB’s of loss in 
such elements. This is an opportunity for nanophotonic structures. 

(4) We should exploit the opportunities for massive parallelism in optics, possibly in wavelength, but even 
more promisingly, in free-space optics. Essentially, we should be running 10’s of thousands of channels at 
moderate clock rates, eliminating most or all of the multiplexing and timing circuit energies.  

All of these technological requirements are things we would want to do anyway, but possibly the increasingly 
serious challenges in our high-performance systems will drive us to make the necessary technological investments. 
The potential pay-off in reduced power dissipation and increased capacity in our systems is very large.  
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