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Abstract

Numerical simulations are an important tool for prediction of turbulent flows. Today, most simu-

lations in real-world applications are Reynolds-averaged Navier-Stokes (RANS) simulations, which

average the governing equations to solve for the mean flow quantities. RANS simulations require

modeling of an unknown quantity, the Reynolds stress tensor, using turbulence models. These mod-

els are limited in their accuracy for many complex flows, such as those involving strong stream-line

curvature or adverse pressure gradients, making RANS predictions less reliable for design decisions.

For RANS predictions to be useful in engineering design practice, it is therefore important to quantify

the uncertainty in the predictions. More specifically, in this dissertation the focus is on quantifying

the model-form uncertainty associated with the turbulence model.

A data-free eigenperturbation framework introduced in the past few years, allows to make quan-

titative uncertainty estimates for all quantities of interest. It relies on a linear mapping from the

eigenvalues of the Reynolds stress into the barycentric domain. In this framework, perturbations

are added to the eigenvalues in that barycentric domain by perturbing them towards limiting states

of 1 component, 2 component, and 3 component turbulence. Eigenvectors are permuted to find the

extreme states of the turbulence kinetic energy production term. These eigenperturbations allow

to explore a range of shapes and alignments of the Reynolds stress tensor within constraints of

physical realizability of the resulting Reynolds stresses. However, this framework is limited by the

introduction of a uniform amount of perturbation throughout the domain and by the need to specify

a parameter governing the amount of perturbation.

Data-driven eigenvalue perturbations are therefore introduced in this work to address those

limitations. They are built on the eigenperturbation framework, but use a data-driven approach to

determine how much perturbation to impose locally at every cell. The target amount of perturbation

is the expected distance between the RANS prediction and the true solution in the barycentric

domain. A general set of features is introduced, computed from the RANS mean flow quantities.

The periodic flow over a wavy wall (for which also a detailed high-fidelity simulation dataset is

available) serves as training case. A random forest machine learning model is trained to predict

the target distance from the features. A hyperparameter study is carried out to find the most

appropriate hyperparameters for the random forest. Random forest feature importance estimates
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confirm general expectations from physical intuition. The framework is applied to two test cases,

the flow over a backward-facing step and the flow in an asymmetric diffuser. Both test cases and

the training case exhibit a flow separation where the cross sectional area increases. The distribution

of key features is studied for these cases and compared against the one from the training case. It is

found that the random forest is not extrapolating. The results on the two test cases show uncertainty

estimates that are characteristic of the true error in the predictions and give more representative

bounds than the data-free framework does.

The sets of eigenvectors from the RANS prediction and the true solution can be connected

through a rotation. The idea of data-driven eigenvector rotations as a data-driven extension to the

eigenvectors is studied. However, continuousness of the prediction targets is not generally achievable

because of the ambiguity of the eigenvector direction. The lack of smoothness prevents the machine

learning models from learning the relationship between the features and the targets, making data-

driven eigenvector rotations in the discussed setup not practical.

The last chapter of this dissertation introduces a data-driven baseline simulation, which corre-

sponds to the expected value in the data-driven eigenvalue perturbation framework. The Reynolds

stress is a weighted sum of the Reynolds stresses from the extreme states. A random classification

forest trained to predict which extreme state is closest to the true Reynolds stress is used to compute

these weights. It does so by giving a probabilistic meaning to the raw predictions of the constituent

decision trees. On the test cases, the data-driven baseline predictions are similar but not equal to

the data-free baseline. They complement the uncertainty estimates from the data-driven eigenvalue

perturbations.

iv



Acknowledgments

The authors wish to thank Los Alamos National Laboratory and the Gerhard Casper Stanford Graduate 
Fellowship.  Their support made this research possible.

v



THIS PAGE DELIBERATELY LEFT BLANK



Contents

Abstract iii

Acknowledgments v

1 Introduction 1

1.1 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1

1.1.1 Turbulent Flow Simulations . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1

1.1.2 Uncertainty Quantification . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3

1.2 Data in Turbulent Flow Simulations . . . . . . . . . . . . . . . . . . . . . . . . . . . 5

1.2.1 Calibration, Correction, and Modification . . . . . . . . . . . . . . . . . . . . 5

1.2.2 Machine Learning Concepts . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6

1.2.3 Machine Learning in Turbulent Flow Simulations . . . . . . . . . . . . . . . . 7

1.3 Present Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

2 Methodology 11

2.1 Turbulent Flow Simulations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

2.1.1 Direct Numerical Simulations . . . . . . . . . . . . . . . . . . . . . . . . . . . 12

2.1.2 Large Eddy Simulations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13

2.1.3 Reynolds-averaged Navier-Stokes Simulations . . . . . . . . . . . . . . . . . . 13

2.2 Cases . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15

2.2.1 Periodic Flow over wavy Wall . . . . . . . . . . . . . . . . . . . . . . . . . . . 16

2.2.2 Backward-facing Step . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18

2.2.3 Asymmetric Diffuser . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18

2.2.4 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21

2.3 Uncertainty Quantification . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21

3 Data-free Eigenperturbation Framework 23

3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

3.2 Reynolds Stress Realizability . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 24

vii



3.3 Invariant Maps . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25

3.4 Data-free Eigenvalue Perturbations . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26

3.5 Data-free Eigenvector Permutations . . . . . . . . . . . . . . . . . . . . . . . . . . . 28

3.6 Convergence . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 28

3.7 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29

3.8 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30

4 Data-driven Uncertainty Quantification 33

4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33

4.2 Data-driven Eigenvalue Perturbations . . . . . . . . . . . . . . . . . . . . . . . . . . 34

4.2.1 Training Dataset and Features . . . . . . . . . . . . . . . . . . . . . . . . . . 35

4.2.2 Machine Learning Algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . . 37

4.2.3 Random Forest Training . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38

4.2.4 Feature Importance . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41

4.2.5 Feature distribution . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42

4.2.6 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45

4.3 Data-driven Eigenvector Rotations . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46

4.3.1 Rotation Representation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

4.3.2 Eigendecomposition . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

4.3.3 Eigenvector Data Wrangling . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

4.4 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 48

5 Data-driven Baseline 50

5.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 50

5.2 Weight Computation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 50

5.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 54

5.4 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55

6 Discussion 56

6.1 Summary of Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 56

6.2 Future Directions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 58

A Data-driven Eigenvector Rotation 60

A.1 Rotation Representations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 60

A.2 Data-wrangling Study . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 61

A.2.1 Data-wrangling Approaches . . . . . . . . . . . . . . . . . . . . . . . . . . . . 61

A.2.2 Jet in Cross-flow . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 62

A.2.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 63

A.2.4 Prediction of Correlated Quantities . . . . . . . . . . . . . . . . . . . . . . . . 64

viii



B Data-driven Baseline 66

B.1 Sensitivity to Number of Trees . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 66

C Implementation 68

C.1 Machine Learning Library . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 68

C.2 Flow Solver . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 68

C.2.1 File structure . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 69

C.2.2 Mesh Generation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 69

C.3 Additional Computational Costs Analysis . . . . . . . . . . . . . . . . . . . . . . . . 77

C.4 Parallelization in OpenMP . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 79

C.5 Wrapper Function Approach . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80

ix



List of Tables

2.1 Grid resolution of single wavelength region for wavy wall. Level 3 corresponds to

baseline level. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17

2.2 Grid resolution for the asymmetric diffuser. Level 3 corresponds to baseline level. . . 20

4.1 Non-dimensional features used for the random regression forest. The following vari-

ables are used: the mean rate of strain and rotation Sij = 1
2 (∇uij +∇uji), Wij =

1
2 (∇uij −∇uji); the turbulence time scale τt =

k
ϵ ; the unit vector along the stream-

line si = ui/u; and the gradient of the streamline aligned velocity gi = sj
∂uj

∂xi
. . . . . 36

4.2 KDE bandwidth parameter values tested and selected during cross validation. . . . . 43

5.1 Extreme states for data-driven baseline. . . . . . . . . . . . . . . . . . . . . . . . . . 51

A.1 Root mean squared training errors for wavy wall and jet in cross-flow datasets for 6

degree of freedom rotation representation, scaled by output standard deviations. . . 63

C.1 Additional computational costs for data-free and data-driven eigenvalue perturba-

tions. Normalized by baseline value. . . . . . . . . . . . . . . . . . . . . . . . . . . . 78

x



List of Figures

2.1 Periodic flow over wavy wall setup. Inflow from the left, outflow to the right. . . . . 16

2.2 Wavy wall mesh convergence. Stream-wise velocity profiles at different downstream

locations for 5 different mesh resolutions. Baseline mesh resolution in red. . . . . . . 18

2.3 Backward-facing step setup. Inflow from the left, outflow to the right. . . . . . . . . 19

2.4 Asymmetric diffuser setup. Inflow from the left, outflow to the right. . . . . . . . . . 20

2.5 Asymmetric diffuser mesh convergence. Stream-wise velocity profiles at different

downstream locations for 5 different mesh resolutions. Baseline mesh resolution in red. 21

2.6 Baseline RANS results for (a) backward-facing step and (b) asymmetric diffuser.

Streamwise velocity profiles at different downstream locations (black) and experi-

mental data (red). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22

3.1 Invariant maps. (a) anisotropy-invariant map by Lumley and Newman [1977]. (b)

barycentric map by Banerjee et al. [2007] . . . . . . . . . . . . . . . . . . . . . . . . . 25

3.2 Data-free eigenvalue perturbations in the barycentric domain. . . . . . . . . . . . . . 27

3.3 Data-free eigenvalue perturbation results backward-facing step. Individual solutions

(a) and envelopes (b) for ∆B = 0.05, and envelopes for ∆B = 1 (c). . . . . . . . . . . 31

3.4 Data-free eigenvalue perturbation results asymmetric diffuser. Individual solutions

(a) and envelopes (b) for ∆B = 0.1, and envelopes for ∆B = 1 (c). . . . . . . . . . . 32

4.1 Data-driven eigenvalue perturbations in the barycentric domain. . . . . . . . . . . . 34

4.2 Data-driven eigenvalue perturbations targets. . . . . . . . . . . . . . . . . . . . . . . 36

4.3 Hyperparameter study. Training errors (solid lines) and test errors (dotted lines) for

different hyperparameter values of (a) maximum tree depth, (b) minimum sample

count, and (c) active variable count. . . . . . . . . . . . . . . . . . . . . . . . . . . . 39

4.4 Predicted perturbation strength vs. actual discrepancy between RANS and DNS

Reynolds stress in barycentric coordinates. . . . . . . . . . . . . . . . . . . . . . . . . 40

4.5 Normalized feature importance scores for random regression forest of perturbation

strength. Feature numbers as in Table 4.1. Normalized to sum to 1. . . . . . . . . . 42

xi



4.6 Kernel-density-estimated log-scale probability distributions for (a) non-dimensional Q

criterion and (b) non-dimensional wall distance. Computed for wavy wall, backward-

facing step, and asymmetric diffuser datasets. . . . . . . . . . . . . . . . . . . . . . . 44

4.7 Data-driven eigenvalue perturbation envelopes for backward-facing step. . . . . . . . 45

4.8 Data-driven eigenvalue perturbation envelopes for asymmetric diffuser. . . . . . . . . 45

4.9 Spatial distribution of eigenvector components without (a) and with (b) manual data

wrangling, each from left to right for v11, v12, v31, and v32. . . . . . . . . . . . . . . 48

5.1 Data-driven baseline random classification forest targets. . . . . . . . . . . . . . . . . 52

5.2 Data-driven eigenvalue perturbation with data-driven baseline results backward-facing

step. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 54

5.3 Data-driven eigenvalue perturbation with data-driven baseline results asymmetric dif-

fuser. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 54

A.1 Jet in cross-flow geometry. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 62

B.1 Cumulative data-driven baseline weights averaged over all training samples as a func-

tion of the number if trees. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67

xii



Chapter 1

Introduction

1.1 Motivation

1.1.1 Turbulent Flow Simulations

Fluid turbulence is a central problem across a variety of disciplines in science and engineering,

including Mechanical, Aerospace and Civil Engineering; Biomedical, Oceanographic, Meteorological

and Astrophysical Sciences, besides others. The ability to reliably predict the evolution of turbulent

flows would enable advances across these fields. The governing equations in fluid turbulence are the

Navier-Stokes equations, which describe the conservation of mass and momentum. They are known

and well-understood, balancing the inertial terms with the divergence of the stresses and other source

terms. However, the determination of solutions to the Navier-Stokes equations is challenging in that

they are non-linear and in that for turbulent flows many different scales need to be resolved.

We can approach the Navier-Stokes equations analytically, but despite over a century of focused

research no general close-form solutions are available to predict the evolution of turbulence. Still,

theoretical results exist for some aspects of turbulence. Kolmogorov et al. [1991] introduced the

idea of the universal equilibrium range for small scales. At the smallest scales, the turbulence is

homogeneous and isotropic. It is independent of the larger scales of the flow, but determined by

the kinematic viscosity of the fluid. Only the statistics at larger scales are anisotropic, arising from

the mechanism which generates or maintains the turbulence [Davidson, 2015]. For 2-dimensional

turbulent flow near a wall, the logarithmic law of the wall predicts a solution for the mean velocity

profile [Kármán, 1930]. A small layer right at the wall, the viscous sublayer, is dominated by

viscous effects, while the mean velocity in the logarithmic layer takes on a self-similar, logarithmic

profile [Schlichting and Gersten, 2000]. Theoretical results as the Kolmogorov’s turbulence or the

logarithmic law of the wall are useful in fluid turbulence predictions. They can be used, amongst

others, for model calibration or model validation exercises.
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Experiments are another approach to finding solutions to turbulent flow problems. They are

routinely designed and used in practice, for example for flight tests to validate the design of an

aircraft, or similarly for engine tests. For the flight tests, however, it is easy to see that experiments

can be less practical during an iterative design process because they are prohibitively expensive

and because of potential risks to the test pilots at less mature design stages. In many instances,

experiments are also limited by accessible operation conditions. One such instance is the design

of space shuttles, where the extreme conditions at reentry (combining hypersonic velocities and

high enthalpies) cannot be appropriately replicated in experimental facilities. Furthermore, even

if experiments are possible, they do not always provide measurements of all quantities and at all

locations of interest.

As a result, numerical simulations of turbulent flows have become the standard tool to predict

fluid turbulence. With the present state of computational resources, however, a brute-force numerical

resolution of turbulent time and length scales encountered in engineering problems, called Direct

Numerical Simulation (DNS), is not viable for problems of engineering interest. This is a consequence

of the non-linearity of the Navier-Stokes equations and the large range of scales, i.e. from the smallest

turbulent eddies to the scale of the engineering device of interest. Thus, all investigations have to

resort to some degree of modeling.

Turbulence models are constitutive relations attempting to relate quantities of interest to flow

parameters using assumptions and simplifications derived from physical intuition and observations.

Reynolds-averaged Navier-Stokes (RANS)-based models represent the pragmatic recourse for com-

plex engineering flows, with a majority of simulations, in both academia and industry, resorting

to this avenue. They use a decomposition of all flow quantities into an averaged and a fluctuating

component φ = φ+φ′, denoted by overbar and prime, respectively. In many cases, the averaged flow

quantities are of primary interest. Averaging the governing equations allows for solving for those

averaged quantities directly, but it introduces a term in the momentum equations that requires

further modeling assumptions or simplifications, i.e. it is unclosed. This term is referred to as the

Reynolds stress tensor, Rij = −u′
iu

′
j , where u′

i are components of the fluctuating velocity field after

averaging. The Reynolds stress tensor is the key quantity of interest in turbulence modeling.

The usage of existing domain knowledge is a critical concept in physics modeling in general,

and in turbulence modeling in particular. Galilean invariance is one important such concept, stat-

ing that the Navier-Stokes equations are invariant under a change in the coordinate system. The

invariant transformations include spatial translation, rotation, and reflection, as well as temporal

translation [Oberlack, 1997]. It is desired for models to satisfy Galilean invariance; this makes them

frame-independent. Models that do not satisfy Galilean invariance might lead to inaccurate and

unrealizable results outside a specific set of flow configurations.

Turbulence models fall into one of two broad categories: Reynolds stress models and eddy vis-

cosity models. Reynolds stress models, based on work from Chou [1945], Rotta [1951], predict the
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Reynolds stresses directly by deriving transport equations for each stress. Those Reynolds stress

transport equations involve their own unclosed terms that require modeling. Reynolds stress models

yield better results, particularly in more complex flows, but they are computationally expensive and

numerically less robust [Maduta and Jakirlic, 2017]. Eddy viscosity models are computationally less

expensive, but also more limited in their prediction accuracy. They can be further divided into linear

and non-linear eddy viscosity models. Linear models are the most popular class of turbulence mod-

els. They rely on the so-called Boussinesq approximation [Boussinesq, 1877], relating the Reynolds

stress tensor to the mean rate of strain tensor through a quantity that represents the diffusion of the

momentum induced by turbulence, the eddy viscosity νt. Well known linear eddy viscosity models

include the Spalart-Almaras (SA) model [Spalart and Allmaras, 1992], the k−ϵ model [Launder and

Spalding, 1974, Chien, 1982], and the k − ω model [Wilcox, 2002, Menter, 1994].

1.1.2 Uncertainty Quantification

Reliable prediction of turbulent flows requires the resolution of all temporal and spatial scales.

RANS-based models, however, use simplifications of the actual physics. The prediction accuracy is

expected to be limited, particularly for specific flow phenomena. In this light, uncertainty quantifica-

tion for turbulence models attempts to assess the trustworthiness of model predictions of quantities

of interest. Estimates of the uncertainty in the predictions are crucial for the usefulness of those

predictions in the engineering design process. There are different possible sources of uncertainty in

the numerical predictions. Those sources are commonly classified into the two categories of aleatoric

and epistemic uncertainty.

Aleatoric uncertainty: Aleatoric uncertainty, also known as statistical uncertainty, is attributed

to stochastic behavior that cannot be known. It leads to an inherent variability when repeating

a certain experiment multiple times. One classical example is rolling a dice. No additional

effort or knowledge can realistically predict the outcome of it, so this component of uncertainty

cannot be reduced.

Epistemic uncertainty: Epistemic uncertainty, also known as model-form uncertainty, on the

other hand is attributed to missing knowledge that one, in principle, could have. A very

topical example is the usage of turbulence models in RANS simulations. Theoretically, it

would be possible to run a DNS, resolving all spatial and temporal scales to obtain a reliable

solution; this uncertainty is therefore considered reducible. Practically, for applications of

engineering interest that would exceed the budget of time and computational resources, and

so turbulence models are employed.

The Boussinesq approximation in turbulence models makes strong assumptions on the shape

and orientation of the Reynolds stress tensor, which are not always justified. Eddy viscosity models

hence do not perform well on many realistic flows [Craft et al., 1996, Schobeiri and Abdelfattah,
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2013]. Particularly flows involving strong streamline curvature or adverse pressure gradients, as

encountered often in turbomachinery applications, represent a great challenge. Turbulence models

therefore introduce a high degree of model-form uncertainty into the simulations. It is important to

study this uncertainty in the flow prediction to estimate the range of likely results.

Different approaches to model-form uncertainty quantification for turbulent models exist. Some

require prior knowledge, or assumptions, on the distribution of certain parameters. Those ap-

proaches are referred to as parametric methods. On the other hand, non-parametric methods are

concerned with uncertainty sources that are not explicitly connected to parameters, but for example

to functional dependencies in the modeling.

RANS models typically involve a number of empirical constants or parameters that affect the

solution. For two-equation eddy viscosity models, these are models such as the k − ϵ model or the

k−ω model, a constant factor is introduced when computing the eddy viscosity from the transported

quantities; in the case of the k − ϵ model it is Cµ: νt = Cµk
2/ϵ. Most modeled terms in the trans-

port equations include similar coefficients, although the most appropriate values might be unknown.

While not part of the turbulence model, other parameters of the flow case itself, such as inflow con-

ditions, can be studied in the same way. With prior knowledge of the expected distributions of those

parameters, parametric methods can be used to propagate the uncertainty and obtain distributions

of the flow predictions. One popular and intuitive approach is Monte Carlo sampling. The idea is

to sample repeatedly new values from the known distribution of the parameter and run determin-

istic simulations based on these sampled values. The predictions from those simulations will follow

their own distribution, which can be used to estimate the uncertainty associated with the studied

parameter. This approach is non-intrusive as it does not require any modification of the code, only

repeated execution. Monte Carlo estimates have a relatively slow convergence rate of 1/
√
n, where n

is the number of samples, and sampling from the joint distribution of several uncertain parameters

requires even more samples. Fluid mechanics simulations are usually computationally expensive,

making Monte Carlo sampling less practical. One alternative are polynomial chaos methods, which

interpret uncertain parameters as random fields instead of repeatedly sampling fixed values to re-run

the code. For polynomial chaos expansions, a surrogate model is built using an expansion of or-

thogonal polynomials of the uncertain parameters. That expansion is truncated in polynomial order

and substituted into the governing equations [Pettersson et al., 2015]. This approach is intrusive,

and the resulting problem is more complex than the original problem. However, it requires only a

one-time solution of the reformulated model [Najm, 2009].

For the non-parametric methods, one approach is finding bounds for quantities of interest using

theoretical arguments. Howard [1963] first introduced an upper bound on turbulent heat transport.

In his approach, he considered all possible fields that satisfy two integral constraints on the energy

balance. Busse [1969] extended the set of constraints to include the continuity equation. The

resulting set of fields is a superset of the fields meeting the constraints of the full Navier-Stokes
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equations. Therefore, using a variational approach to maximize the turbulent heat transport leads

to an upper bound on the actual heat transport Busse [1970]. Naturally, this approach is more

equipped to find maximum bounds than minimum bounds. These upper bounds also tend to be

overly conservative and not representative of the likely solution [Howard, 1972].

A different non-parametric approach is related to the idea of the realizability constraints of

the Reynolds stress tensor [Schumann, 1977, Speziale et al., 1994]. Emory et al. [2013] intro-

duced an eigenperturbation framework to explore the range of physically plausible shapes of the

Reynolds stress tensor. This framework uses the mapping from the eigenvalues of the Reynolds

stress anisotropy tensor to the 2-dimensional barycentric domain that was defined by Banerjee et al.

[2007]. In that domain, the constraints are represented as a triangle, and the corners of the tri-

angle correspond to limiting states of turbulence. Additional simulations are carried out in the

eigenperturbation framework, perturbing the eigenvalues, which define the shape of the Reynolds

stress tensor, towards these limiting states. The framework was extended by Iaccarino et al. [2017]

to perturbing the eigenvectors as well, which define the orientation of the Reynolds stress tensor.

More specifically, they modulated the alignment of the Reynolds stress tensor to find the extreme

values of the turbulence kinetic energy production term by permuting eigenvectors. This framework,

however, perturbs uniformly throughout the domain, regardless of the expected local inaccuracy of

the RANS model, and it requires setting a parameter that prescribes the amount of perturbation

imposed .

Gorlé et al. [2012], Gorlé et al. [2014] introduced a marker function for deviation from parallel

shear flow that indicates linear eddy viscosity model inaccuracy, with the idea of using it to determine

where and where not to add eigenperturbations for uncertainty quantification. This is an intrusive

approach. It can be interpreted as a step towards a data-driven approach in which a classifier

determines where the flow is perturbed, and the single feature used is that marker function. While

not permitting to locally vary the amount of perturbation beyond on or off, it allows for perturbations

connected to the expected inaccuracy of the turbulence model.

1.2 Data in Turbulent Flow Simulations

1.2.1 Calibration, Correction, and Modification

Traditionally, experimental data and theoretical results have been used extensively in the context

of turbulence modeling for model calibration or to define model corrections. Almost all turbulence

models involve some empirical constants in their formulations. These constants are tuned to opti-

mize the RANS predictions with respect to specific calibration cases [Hanjalić and Launder, 1972].

Common calibration cases are statistically 1- and 2-dimensional flows such as the decay of homoge-

neous isotropic turbulence, homogeneous shear flow, or flat plate boundary layers [Banko and Eaton,

2020]. The accuracy of the model predictions at least partially depends on the choice of calibration
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case, and different constants may be used depending on the target case. To extend the applicability

of a turbulence model, corrections and modifications can be introduced, which also are calibrated

on suitable data [Pope, 1978, Sarkar, 1992]. Wall functions are used for RANS simulations to cir-

cumvent demanding requirements to the grid near the boundaries, where boundary layers otherwise

would require very fine grid resolutions. Theory from the logarithmic law of the wall on the universal

behavior of the near wall turbulence is used to provide appropriate boundary conditions for lower

resolved grids [Kalitzin et al., 2005].

Historically, however, most advancements of turbulence models were made by making physical

arguments, not by expanding the usage of data. For the k − ϵ model, for example, the realizable

variant introduced a new transport equation for the turbulence dissipation rate as well as a new

eddy viscosity formulation based on realizability constraints [Shih et al., 1995]. Wilcox made several

improvements to the k − ω model, including a modification adding a cross-diffusion term and a

built-in stress-limiter to expand the range of applicability of that turbulence model [Wilcox, 2008].

One other known limitation of the k − ϵ model is that the appropriate velocity scale for compu-

tation of the eddy viscosity is v′2 near the wall, not the turbulent kinetic energy. Here, v′ is the

fluctuating component of the wall-normal velocity. Results integrated to a no slip boundary using

the standard k − ϵ are therefore very inaccurate [Rodi and Scheuerer, 1986]. Damping functions

are one strategy of mitigating this problem, fitting corrective functions to the eddy viscosity, but

they do not fix the underlying incorrectness of the turbulence model. Durbin [1991] introduced a

four-equation formulation, the v′2 − f model, to use the appropriate velocity scale in that near-wall

region. This model shows strongly improved predictions for many flows involving flow separation and

reattachment such as boundary layer flows with zero and adverse pressure gradients [Durbin, 1993],

the backward-facing step [Durbin, 1995], or the asymmetric 2-dimensional diffuser [Iaccarino, 2001].

These examples exemplify how the historical model improvement process has been done through

arguments rooted in physical considerations rather than through significantly broadening the use of

the available data sources.

More recently efforts have been devoted to training machine learning models to enhance RANS

predictions. This development has been brought about by a more widespread availability of DNS

data bases, by advances in computational hardware, by more advanced algorithms, and by the

increased popularity and accessibility of data science tools [Brunton et al., 2020].

1.2.2 Machine Learning Concepts

Machine learning is defined as the development of algorithms that are able to learn and adapt

without following explicit instructions, by using statistical models to analyze and draw inferences

from patterns in data. The concept of data is very important, without data there is no machine

learning, and the quality of the data affects the quality of the output.

Machine learning algorithms can be categorized in unsupervised learning, supervised learning,
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and reinforcement learning algorithms. In unsupervised learning, algorithms are used on unlabeled

datasets for clustering or for dimensionality reduction. For supervised learning algorithms, labeled

data exists, meaning that each sample has one or more features as well as one or more target values

that have to be predicted. The different algorithms then define general functional relationships

between the features and the targets. For a particular model trained on particular data, the specifics

of the relationship is defined by a large number of parameters. These parameters are determined

during training to optimize the prediction accuracy. A large number of algorithms exist, including

linear regression, neural networks, random forests, or k-nearest neighbors. Random forests are

ensemble learners, meaning that they leverage a number of decorrelated, simple decision trees to

make one single prediction [Breiman, 2001]. Each decision tree is a hierarchical structure of nodes,

where each node has child nodes except for the final leaf nodes. A decision tree is evaluated by

making splits based on a specified variable and corresponding threshold value until a leaf node is

reached, where a value is assigned [Breiman et al., 1984]. If at some split the current variable

value is smaller than the threshold value, one moves on to the left child node; else, to the right one.

Random forests have become relatively popular in the field of data-driven physics simulations. Some

of their advantages include a good performance and, unlike many other machine learning models,

a relatively easy interpretability. The goal of supervised learning is to train an algorithm to make

accurate predictions on unseen data. One important concept here is the notion of generalization,

which means that a model should perform similarly well on unseen data as it does on the training

data. Supervised learning can be further divided into classification problems, where the targets are

categorical, and regression problems, where they are ordered variables. Random forests work with

both types of problems. In the case of classification, the prediction is made based on the most

frequent prediction of the constituent decision trees; in the case of regression, it is the arithmetic

mean of the predictions across all trees. Reinforcement learning is a framework in which an agent

is trained to optimize some reward when interacting with an uncertain environment [Sutton and

Barto, 1998].

1.2.3 Machine Learning in Turbulent Flow Simulations

In recent years, it has become very popular to use machine learning techniques to improve RANS

predictions, either through directly predicting the Reynolds stress tensor, or through developing

correction models based on specific traditional turbulence models.

Ling et al. [2016b] introduced a tensor basis neural network using deep learning to predict the

Reynolds stress anisotropy tensor. This approach embeds rotational invariance, a fundamental

principle ensuring that the physics do not depend on the orientation of the coordinate system [Ling

et al., 2016a]. The tensor basis is constructed from the mean rate of strain and the mean rate of

rotation tensors, and five invariants are used as features [Pope, 1975]. Banko and Eaton [2020]

proposed the concept of optimal tensor basis expansions to separate errors due to insufficiency of
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the tensor basis and errors due to suboptimal learning by the machine learning algorithm. Wu

et al. [2018] used random forests to predict Reynolds stress discrepancies. The target of the machine

learning model was a post-hoc, local correction term for the RANS model’s predictions, without

estimation of the structural uncertainty. Parish and Duraisamy [2016] presented the field inversion

and machine learning (FIML) framework, in which they used inverse modeling and trained Gaussian

processes to predict a corrective term for turbulence models. That term had the form of a multiplier

to the turbulence kinetic energy production. Using Gaussian processes, they were able to both

augment the model predictions and give confidence intervals on those predictions. Singh et al.

[2017] used that FIML framework and trained neural networks to estimate a correction factor to the

production term in the eddy viscosity transport equation of the Spalart-Allmaras turbulence model.

They did not formally quantify the uncertainty, but they studied the sensitivity of their predictions

with respect to the training data set.

Duraisamy et al. [2019], Brunton et al. [2020] provide more comprehensive reviews of how data

have been used to enhance turbulent flow simulations.

Wang and Dow [2010] studied the structural uncertainties of the k − ω turbulence model by

modeling the eddy viscosity discrepancy (i.e. the difference between reference high-fidelity data and

RANS predictions) as a random field. Their approach is based on Monte Carlo sampling, but given

its slow convergence, a considerable number of simulations are required in order to obtain meaningful

uncertainty estimates. Geneva and Zabaras [2019] trained a deep Bayesian neural network to predict

directly the Reynolds stress tensor. Their framework incorporates uncertainty estimation for the

trained black-box model, but does not extend to other turbulence models, and furthermore uncer-

tainty estimation was done using Monte Carlo sampling. Ling and Templeton [2015] trained support

vector machines, Adaboost decision trees, and random forests to identify regions of uncertainty in

the flow, without making quantitative estimates of the uncertainty in the RANS predictions.

1.3 Present Work

This dissertation is concerned with quantifying the model-form uncertainty associated with the

turbulence model. It employs a data-driven approach while ensuring physical realizability of the

Reynolds stresses. Direct application of machine learning models to problems in physical sciences,

such as fluid flow and turbulence modeling, may not completely account for the domain knowledge

and more importantly, all the essential physics-based constraints required. There are essential physics

based constraints that any prediction of the Reynolds stresses must follow, such as the realizability

constraints. Schumann [1977] was the first to articulate the realizability constraints in the context
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of turbulence closures, requiring models to yield a Reynolds stress tensor that ensure that

Rαα ≥0, (1.1a)

R2
αβ ≥RααRββ , and (1.1b)

det(R) ≥0. (1.1c)

The Greek indices α, β = 1, 2, 3 do not indicate summation. Models that are integrated into Com-

putational Fluid Dynamics (CFD) software and that do not adhere to the constraints given in

Equations 1.1 are likely to make unphysical predictions. Realizability is necessary for the physical

plausibility of the solution, and it can lead to increased stability of the model [Beck and Kurz, 2021].

In this dissertation, a data-driven methodology is outlined that introduces physics-constrained

perturbations to estimate model-form uncertainty in turbulence models. The methodology is based

on the data-free eigenperturbation framework by Emory et al. [2013], Iaccarino et al. [2017], removing

the known limitations of the spatial uniformity of the perturbations and the unknown perturbation

magnitude parameter. A new perturbation strength parameter is introduced, which is defined as the

distance between the projections of the turbulence model prediction and true Reynolds stresses in the

barycentric domain. That distance is larger the more different the shapes of the two tensors are and

serve as a metric of inaccuracy of the turbulence model prediction. At the same time, the distance can

be used to perturb at a spatially varying strength in that domain to compute the envelopes from the

eigenspace framework for quantities of interest. A machine learning algorithm is trained to predict

these perturbation strengths from features based on the mean flow. These steps together ensure

that this framework is both physics constrained and data driven. The machine learning algorithm

is integrated into CFD software suites for inference while running RANS simulations, allowing it to

predict how strongly to perturb locally in the turbulent flow simulations for the construction of the

envelopes. Tests for robustness and reliability are carried out.

The data-driven approach for estimating the model-form uncertainty is extended to a data-driven

baseline. That data-driven baseline uses the same limiting states of turbulence that are used for

construction of the envelopes to compute a weighted averaged Reynolds stress tensor. It can be

interpreted as an expected value for the data-driven uncertainty envelopes from the data-driven

eigenvalue perturbations.

This thesis begins with an overview of Reynolds-averaged Navier-Stokes simulations and the

training and test cases in Chapter 2, followed by a review of the existing data-free eigenperturbation

framework in described in Chapter 3. That data-free framework is evaluated on the test cases, and

drawbacks of uniform perturbations with an unknown parameter ∆B are pointed out. These moti-

vate the introduction of data-driven eigenvalue perturbations in Chapter 4, which overcome those

issues by using a machine learning algorithm to predict a local perturbation strength. Additionally,

the idea of data-driven eigenvector rotations is discussed, but not further pursued because ambiguity
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in the eigenvectors prevents successful training of a machine learning model. Chapter 5 introduces

a data-driven baseline, which adds a probabilistic meaning to a random forest by using weights to

compute the Reynolds stress from the limiting states. Finally, Chapter 6 offers a discussion of the

presented work and directions for future research.



Chapter 2

Methodology

2.1 Turbulent Flow Simulations

Turbulence is defined by random, chaotic motion of the fluid. For engineering purposes, it can be

more appropriate to describe it in terms of the statistical moments of the various flow variables

rather than instantaneous snapshots of the solution. One characteristic feature of turbulence is the

large separation of scales. The chaotic motion in turbulent flow can be decomposed into individual

eddy structures of swirling fluid. These eddies have different sizes in the spatial domain as well as

in the temporal domain. The large separation of scales refers to the observation that in turbulent

flows the largest scales, both spatially and temporally, are much larger than the smallest ones. The

Reynolds number

Re =
UL

ν
(2.1)

is a non-dimensional number used to characterize turbulent flows. It involves a velocity scale U , a

length scale L, and the kinematic viscosity ν, and it corresponds to the ratio of inertial to viscous

forces. The separation of scales increases with a larger value of the Reynolds number.

Numerical simulations of turbulent fluid motion rely on the basic physical principles of mass,

momentum, and energy conservation. The governing equations resulting from those conservation

laws are, for the incompressible case,

∂uj

∂xj
= 0, (2.2a)

∂ui

∂t
+ uj

∂ui

∂xj
=

∂

∂xj

[
−1

ρ
pδij + ν

∂ui

∂xj

]
, and (2.2b)

∂E

∂t
+

∂

∂xj
[(E + p)uj ] = − ∂qj

∂xj
+

∂

∂xk
(ujτjk) . (2.2c)

Equation 2.2a corresponds to mass conservation and is known as the continuity equation. Equation

11
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2.2b is actually three equations, one for each of the spatial dimensions indicated by the subscript

i. They describe momentum conservation in absence of any body forces, and they are known as

the Navier-Stokes equations. Equation 2.2c is the energy equation. The flow variables ui, p, ρ,

E in these governing equations correspond to velocity, pressure, density, and energy, respectively.

Further,

E = e+
1

2
ρuiui, (2.3a)

τij = ν

(
∂ui

∂xj
+

∂uj

∂xi
− 2

3

∂uk

∂xk

)
, and (2.3b)

qi = α
∂T

∂xi
(2.3c)

are the total energy, the viscous stress tensor, and the heat flux, respectively. Here, e is the internal

energy and T is the temperature. The fluid parameters ν and α are the kinematic viscosity and the

thermal diffusivity.

Generally, the specification of further physical relationships might be required, for example the

equation of state, which typically relates pressure, temperature, and density. One example is the

ideal gas law

p = ρRmT, (2.4)

where Rm is the specific gas constant of the fluid.

For incompressible cases, the energy equation is decoupled from the other governing equations.

Then it is sufficient to consider the continuity equation and the momentum equations only.

For numerical simulations, the whole solution domain is discretized both spatially and temporally.

The set of governing partial differential equations stated above is converted into a system of algebraic

equations, and the solution is numerically integrated in time.

2.1.1 Direct Numerical Simulations

The large separation of scales inherent in turbulent flows leads to very small flow features, which

requires an accordingly fine discretization. Simulations resolving all scales, also know as Direct

Numerical Simulations (DNS), provide reliable solutions to flow problems and could theoretically be

used to answer questions of engineering interest. Resolving all scales implies a spatial discretization

on the level of the Kolmogorov length scale η, which is the length of the smallest flow features. At

that length scale, all turbulent kinetic energy is dissipated into heat. The Kolmogorov length scale

varies with the Reynolds number as

η ∝ Re−3/4. (2.5)

The number of grid points in any spatial dimension is inversely proportional to the discretization

size. For a 3-dimensional mesh, the number of grid points N hence scales with the Reynolds number
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as

N ∝ Re9/4, (2.6)

setting demanding requirements for high Reynolds number flows.

With current computational resources, the Direct Numerical Simulation resolving all scales of a

turbulent flow is not practical in industrial design practice, even for relatively simple problems. It is

mainly used in academic settings where fundamental turbulence problems are studied. For all other

applications, lower fidelity solutions are used.

2.1.2 Large Eddy Simulations

DNS are extremely expensive because they require resolution of even the smallest scales in the flow.

Large Eddy Simulations (LES) tackle this problem by filtering the solution, only resolving the larger

structures in the flow. The filter is the size of the grid resolution, and the non-resolved scales are

referred to as the sub-grid scales (SGS). The missing contributions from sub-grid scales take on the

form of an unknown tensor, the Leonard tensor, and they are modeled through SGS models.

The problem of the prohibitively expensive DNS is alleviated in LES, although particularly the

exact approach for the flow near walls determines how much the computational costs can be reduced.

This reduction of costs comes at the expense of reduced accuracy of the predictions. While they

have become common in certain areas such as weather forecast, LES remain still quite expensive

from a computational point of view for many industrial applications.

2.1.3 Reynolds-averaged Navier-Stokes Simulations

Reynolds-averaged Navier-Stokes (RANS) simulations represent a popular trade-off between com-

putational costs and prediction accuracy for complex engineering flows. Most simulations performed

in industry and in academia are RANS simulations. While LES use filtering of the flow field, the

general idea of RANS simulations is to average the original set of governing equations. In many

engineering applications, the questions that need to be answered in the design process relate more

to averaged quantities than to the instantaneous flow field. Examples are the mean pressure drop

over some component, or the mean heat flux from a wall. RANS simulations boost efficiency by

solving for those averaged quantities directly. The spatial scales of the averaged fluid motion are

much larger than the scales of the small turbulent structures. This allows for significantly coarser

grids compared to DNS and also LES, reducing the computational costs. Reynolds-averaging is

used, which decomposes each variable ϕ into its averaged ϕ and its fluctuating component ϕ′.

ϕ = ϕ+ ϕ′ (2.7)
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The Navier-Stokes equations are however non-linear, and therefore application of this Reynolds-

averaging introduces an unclosed term into the RANS equations. That term takes on the form of

the divergence of an unknown tensor, the so-called Reynolds stress tensor, which can be interpreted

as the covariance matrix of the velocity vector.

Rij = −u′
iu

′
j (2.8)

The resulting set of RANS equations is
∂uj

∂xj
= 0 (2.9)

for mass conservation and

∂ui

∂t
+ uj

∂ui

∂xj
=

∂

∂xj

[
−1

ρ
pδij + ν

∂ui

∂xj
+Rij

]
(2.10)

for momentum conservation.

The downside of RANS simulations is that modeling is required for the Reynolds stress. Turbu-

lence models (or RANS models) are constitutive relations attempting to model the Reynolds stress

from the mean flow quantities using assumptions and simplifications derived from physical intuition

and observations. The accuracy of the RANS predictions depends on the accuracy of the turbulence

model. This is part of the trade-off that is made when using RANS simulations.

The eddy viscosity hypothesis is a common assumption in these turbulence models, relating the

Reynolds stress via some eddy viscosity νt to the mean rate of strain tensor

Rij = 2νtSij −
2

3
kδij , (2.11)

where S is the mean rate of strain tensor

S =
1

2

(
∂ui

∂xj
+

∂uj

∂xi

)
(2.12)

and k is the turbulent kinetic energy

k =
1

2
u′
ju

′
j . (2.13)

For the remainder of this dissertation, all flow variables without an explicit overbar or prime will

denote averaged quantities.

Turbulence Model

The turbulence model used in this dissertation is the k − ϵ model [Launder and Spalding, 1974]. It

is a two-equation eddy viscosity model, meaning that it carries two additional transport equations.

The first one is for the turbulent kinetic energy, and the second one for the turbulence dissipation



CHAPTER 2. METHODOLOGY 15

rate

ϵ = ν
∂u′

i

∂xj

∂u′
i

∂xj
. (2.14)

Other two-equation turbulence models transport quantities different than the turbulence dissipation

rate, but virtually all use the turbulence kinetic energy. One advantage of two-equation models over

one-equation models transporting the turbulent kinetic energy is that they are complete, meaning

that they allow calculation of independent time and length scales that, based on dimensional argu-

ment, should be sufficient in determining the eddy viscosity [Wilcox, 2002]. The k − ϵ model was

developed to improve the mixing length model in complex flows by avoiding prescription of a length

scale [Bardina et al., 1997]. It predicts the eddy viscosity from the turbulent kinetic energy and the

turbulence dissipation rate as

νt = Cµ
k2

ϵ
. (2.15)

The additional transport equations for k and ϵ are

uj
∂k

∂xj
=

∂

∂xj

[
Dk

∂k

∂xj

]
+Rij

∂ui

∂xj
− ϵ (2.16)

and

uj
∂ϵ

∂xj
=

∂

∂xj

[
Dϵ

∂ϵ

∂xj

]
+

C1ϵ

ρk

(
Rij

∂ui

∂xj
+ C3

2

3
k
∂uj

∂xj

)
− C2

ϵ2

k
. (2.17)

The k − ϵ turbulence model predicts free shear flows with small pressure gradients reasonably

well. It is more limited in the near wall region and in case of strong pressure gradients. Like most

eddy viscosity models, it is also limited in its prediction accuracy for flows with adverse pressure

gradients or strong streamline curvature. The model has little sensitivity to free stream boundary

conditions [Bardina et al., 1997].

Solver

For all simulations carried out for this dissertation, the OpenFOAM flow solver is used. Open-

FOAM is a free and open source software for numerical solvers, particularly for computational fluid

dynamics. It offers a wide range of features for different types of simulations, models, flow types,

boundary conditions, numerical discretizations, and more. Originally presented as FOAM in 1999

[Weller et al., 1998], nowadays OpenFOAM is one of the leading free CFD packages, available for

Linux, Mac, and Windows. More details on OpenFOAM can be found in Appendix C.2.

2.2 Cases

Three cases are used for this work: The periodic flow over a wavy wall, the backward facing step,

and the asymmetric diffuser. All three flows are incompressible and 2-dimensional. They also all
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exhibit flow separation near the bottom wall resulting from changes in cross-sectional area and the

corresponding adverse pressure gradients. The wavy wall case is mainly used as a training case for

the data-driven component of this work, and the backward-facing step as well as the asymmetric

diffuser cases are used as test cases to evaluate the performance of the RANS baseline and all

perturbed simulations.

2.2.1 Periodic Flow over wavy Wall

Figure 2.1 shows the setup of this case. The shape of the bottom wall is a sinusoidal wave, while

the top wall is flat. The average channel height to wavelength ratio is H/λ = 1.0, and the double

amplitude to wavelength ratio is 2A/λ = 0.1. The bottom wall is then defined as

y = A cos

(
2πx

λ

)
. (2.18)

The Reynolds number based on the average channel height and the bulk velocity at wave crest is

Re =
HUb

ν
= 6, 850. (2.19)

Statistically converged DNS data from Rossi [2006] exist for this case.

Figure 2.1: Periodic flow over wavy wall setup. Inflow from the left, outflow to the right.
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OpenFOAM requires the specification of discretization schemes for gradient, divergence, Lapla-

cian, and surface normal computation. For gradients, the standard finite volume discretization

central differencing is used. The divergence is computed using the limitedLinear scheme, a linear

second-order scheme that limits towards upwind in regions of rapidly changing gradient [Foundation,

2017]. For the Laplacian, linear interpolation is used for the diffusion coefficient and a second order

corrected surface-normal gradient scheme. That corrected surface-normal scheme is also used for all

other surface-normals.

For inflow and outflow, the cyclic boundary condition is used, which couples both boundaries

for the periodicity of the flow. This ensures periodicity of the solution. A momentum source of type

patchMeanVelocityForce is used at the inlet to set the correct flow rate. On the walls, noSlip

and zeroGradient boundary conditions are applied to velocity and pressure, respectively. The

kLowReWallFunction and epsilonWallFunction wall functions are used for k and ϵ, respectively.

Both wall functions are applicable for low- and high-Reynolds number flow cases. In order to avoid

unphysical effects from the inflow and outflow conditions and the momentum force at the inlet,

the actual computational domain is extended in both the inflow and the outflow direction. The

sensitivity of the solution to different domain lengths was studied, and it was found that a domain

twice as large as the one-period case shown in Figure 2.1, reaching a half wave length in both the

inflow and the outflow direction, yields good results. Despite the double length of the domain, all

grid resolution numbers for this case are given for the single wavelength region of interest.

1 2 3 4 5

nx 90 128 182 256 362

ny 90 128 182 256 362

ntot 8,100 16,384 33,124 65,536 131,044

Table 2.1: Grid resolution of single wavelength region for wavy wall. Level 3 corresponds to baseline
level.

A 2-dimensional, structured grid with 182 × 182 cells is used. A mesh convergence study is

performed. Five different meshes are tested, two coarser ones and two finer ones, with the number

of grid points changing by a factor of roughly 2 between meshes. Table 2.1 lists the resolutions for

the different grids; level 3 corresponds to the baseline resolution.

Figure 2.2 shows the resulting velocity profiles for the different resolutions. The solution per-

taining to the baseline resolution that is used for this work is plotted in red. Very little sensitivity

to the resolution is observed, in particular regarding flow separation and the near-wall behavior.
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Figure 2.2: Wavy wall mesh convergence. Stream-wise velocity profiles at different downstream
locations for 5 different mesh resolutions. Baseline mesh resolution in red.

2.2.2 Backward-facing Step

The bottom wall of the backward facing step is a step function, going down from H for negative x

values to 0 for positive x values. The setup is shown in Figure 2.3. The channel height is 8H before

and 9H after the step. The Reynolds number based on the step height and the bulk velocity before

the step is

Re =
HUb

ν
= 36, 000. (2.20)

Experimental data from Driver and Seegmiller [1985] exists for several downstream locations across

the channel height.

The inlet is 130 H before the step, the outlet is 50 H after the step. The wall bound-

ary conditions are the same for the backward-facing step as they are for the wavy wall, while

inflow and outflow conditions are different since the flow is not periodic. The velocity is set

through a flowRateInletVelocity boundary condition at the inlet and a zeroGradient bound-

ary condition at the outlet. The turbulence variables k and ϵ also use zeroGradient outlets, but

turbulentIntensityKineticEnergyInlet and fixedValue boundary conditions at the inlet, re-

spectively. The pressure has a fixedValue outlet and a zeroGradient inlet.

The mesh is 2-dimensional and has 176 × 128 and 224 × 256 cells before and after the step,

respectively. The numerical discretization is the same for the backward-facing step as it is for the

wavy wall, except for that an extra term for boundedness of the solution variable is included that

can improve the convergence of the solution [Foundation, 2017].

2.2.3 Asymmetric Diffuser

Diffusers are components common in turbomachinery which are used to decelerate the flow and

convert kinetic energy into static pressure. The diffuser starts with a channel height of 1.0H that
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Figure 2.3: Backward-facing step setup. Inflow from the left, outflow to the right.

expands along a downward slope of the bottom wall to 4.7H, as shown in Figure 2.4. The Reynolds

number based on the initial channel height H and the inlet centerline velocity Ucl is

Re =
HUcl

ν
= 20, 000. (2.21)

This configuration was first studied experimentally by Obi et al. [1993]. Buice and Eaton [1995]

revisited this case, focusing on avoiding 3-dimensional effects in the flow. The reference data used

here has experimental measurements at several downstream locations across the channel height and

is from Buice and Eaton [2000].

The inlet section before the expansion is 40H long, and the outlet section after the expansion

30H. The numerical discretization is the same for the asymmetric diffuser as it is for the wavy

wall. The asymmetric diffuser uses the same wall boundary conditions as the wavy wall and the

backward-facing step cases. For velocity, k, and ϵ, fixedValue boundary conditions were used at

the inlet. The value for velocity is chosen to match the flow rate, for k and ϵ to be close to the ones

of the fully developed flow further downstream in the inlet section. At the outlet, zeroGradient

boundary conditions are used. As for the backward-facing step, the pressure has a fixedValue

outlet and a zeroGradient inlet.
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Figure 2.4: Asymmetric diffuser setup. Inflow from the left, outflow to the right.

1 2 3 4 5

nx 146 208 295 416 591

ny 45 64 91 128 181

ntot 6,570 13,312 26,845 53,248 106,971

Table 2.2: Grid resolution for the asymmetric diffuser. Level 3 corresponds to baseline level.

The mesh is 2-dimensional and has 295× 91 cells. A mesh convergence study is performed. Five

different meshes are tested, two coarser ones and two finer ones, with the number of grid points

changing by a factor of roughly 2 between meshes. Table 2.2 lists the resolutions for the different

grids; level 3 corresponds to the baseline resolution.

Figure 2.5 shows the resulting velocity profiles for the different resolutions. Again, the solution

pertaining to the baseline resolution is plotted in red. Very little sensitivity to the resolution is

observed, in particular regarding flow separation and the near-wall behavior.
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Figure 2.5: Asymmetric diffuser mesh convergence. Stream-wise velocity profiles at different down-
stream locations for 5 different mesh resolutions. Baseline mesh resolution in red.

2.2.4 Results

The results of the baseline RANS simulations for the backward-facing step and the asymmetric

diffuser using the k − ϵ turbulence model are shown in Figure 2.6. The RANS simulation does

exhibit a recirculation region for the backward-facing step. However, particularly for the x/H = 1

and x/H = 4 profiles the exact extent of the recirculation zone is not well captured. For the

asymmetric diffuser, the baseline simulation does not show any indication of a flow separation on

the downward slope, while the experimental data confirm the presence of a recirculation zone.

2.3 Uncertainty Quantification

The results presented in Section 2.2.4 illustrate a typical situation in computational engineering:

Simulations do not accurately represent experimental findings. Given the simplicity of the present

application and the mesh convergence study carried out, it is concluded that the turbulence model

is a major source of inaccuracy in the simulations. There is no shortage of different turbulence

models [Iaccarino, 2001, Cokljat et al., 2003] that are known to provide better representation of the

effect of adverse pressure gradients. However, it is useful to establish if it is possible to assess the

effect of model inaccuracy and to estimate bounds on the predictions to understand the sensitivity

of the results to the modeling assumptions. As discussed in Section 1.1.2, uncertainty is commonly

classified into aleatoric and model-form uncertainty. This dissertation is concerned with quantifying

the model-form uncertainty associated with the turbulence models of RANS simulations.

As described in section 2.1.3, turbulence models, and in particularly linear eddy viscosity models,

make strong assumptions when predicting the Reynolds stress for RANS simulations. The eddy

viscosity hypothesis assumes that the Reynolds stresses are aligned with the mean velocity gradient

tensor through some isotropic eddy viscosity. Experience confirms that RANS models are unable
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(a)

(b)

Figure 2.6: Baseline RANS results for (a) backward-facing step and (b) asymmetric diffuser. Stream-
wise velocity profiles at different downstream locations (black) and experimental data (red).

to appropriately represent the physics in many complex flows of engineering interest. At the same

time, the higher fidelity alternatives of DNS and LES are computationally too expensive for most

applications. It is therefore of great importance to make meaningful uncertainty estimates on the

predictions made during RANS that can be used to supplement the engineering design process. An

eigenperturbation framework is used. This allows exploring different shapes and orientations of the

Reynolds stress tensor while ensuring physical realizability of the predictions.



Chapter 3

Data-free Eigenperturbation

Framework

3.1 Introduction

Emory et al. [2001, 2013] introduced a data-free eigenperturbation framework using physics con-

straints to ensure Reynolds stress realizability. Given an initially realizable Reynolds stress tensor,

this framework ensures that the perturbed Reynolds stresses remain positive semi-definite. The

Reynolds stress tensor can be decomposed into the anisotropic and deviatoric components as

Rij = 2k(bij +
δij
3
). (3.1)

The Reynolds stress anisotropy tensor can be expressed as

binvnl = vinΛnl (3.2)

where vnl is the matrix of orthonormal eigenvectors and Λnl is the traceless diagonal matrix of

eigenvalues λk. Multiplication by vjl yields

bij = vinΛnlvjl. (3.3)

This is substituted into Equation 3.1 to yield

Rij = 2k(vinΛnlvjl +
δij
3
). (3.4)

The tensors v and Λ are ordered such that λ1 ≥ λ2 ≥ λ3. In this representation, the shape,

23
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the orientation and the amplitude of the Reynolds stress ellipsoid are directly represented by the

turbulence anisotropy eigenvalues λl, eigenvectors vij and the turbulent kinetic energy k, respectively.

To account for the errors due to closure assumptions, the eigenperturbation approach introduces

perturbations into the modeled Reynolds stress tensor during the CFD solution iterations. This

perturbed form is expressed as:

R∗
ij = 2k∗

(
δij
3

+ v∗inΛ
∗
nlv

∗
lj

)
(3.5)

where ∗ represents the perturbed quantities. Thus, k∗ = k +∆k is the perturbed turbulent kinetic

energy, v∗in is the perturbed eigenvector matrix, and, Λ∗
nl is the diagonal matrix of perturbed eigen-

values, λ∗
l . For this work, no direct perturbations to the turbulent kinetic energy are considered.

Section 3.4 reviews the data-free eigenvalue perturbations, and section 3.5 the data-free eigenvector

perturbations.

3.2 Reynolds Stress Realizability

The Reynolds stress tensor is the covariance matrix of the velocity fluctuations. As such, it inherits

certain physical properties that constrain which values are realizable. Turbulence models must satisfy

these constraints in order not to violate essential physics. Schumann [1977] presented requirements

for the shape of the Reynolds stress tensor to ensure physical realizability, in that the Reynolds

stress tensor must be a positive semi-definite matrix. The exact constraints are

Rαα ≥0, (3.6a)

R2
αβ ≥RααRββ , and (3.6b)

det(R) ≥0. (3.6c)

The first constraint, Equation 3.6a, is a consequence of the real velocities. It can be interpreted

as requiring non-negative kinetic energies. The second constraint, Equation 3.6b, is a consequence

of Schwarz’ inequality. It states that the cross-correlations are bounded by the magnitudes of the

respective auto-correlations of the velocity fluctuations. The third constraint, Equation 3.6c, is a

consequence of real-valued velocities.

Both the existent data-free and the proposed data-driven framework are designed to ensure

realizability of the Reynolds stresses in all calculations.
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Figure 3.1: Invariant maps. (a) anisotropy-invariant map by Lumley and Newman [1977]. (b)
barycentric map by Banerjee et al. [2007] .

3.3 Invariant Maps

Invariant maps are a general method of visualizing Reynolds stress anisotropy. By constructing

these maps from invariant properties of the Reynolds stress tensor, different tensors with the same

eigenvalues but different eigenvectors are projected to the same location in the map. Since the

eigenvalues define the shape of the Reynolds stress tensor, that means that the invariant maps

visualize the shape of the Reynolds stress tensor. Lumley [1979] introduced the Reynolds stress

anisotropy tensor bij (see Equation 3.1) and its three invariants

I = bii, II = −0.5 bijbji, II = det (bij) . (3.7)

The 2-dimensional anisotropy-invariant map introduced by Lumley and Newman [1977] uses the

second and third invariant to visualize the shape of the Reynolds stress in terms of 1, 2, and 3

component turbulence. This map also defines a triangular area of physically realizable Reynolds

stresses which can be seen in Figure 3.1 (a). The corners of the triangle correspond to the limiting

states of 1 component (1c), 2 component (2c), and 3 component (3c) turbulence, respectively.

1 component: 1c turbulence means that the velocity fluctuations are much larger in one direction

than in the two other directions, with the fluctuations in those other two directions being zero

for purely 1c turbulence. When interpreting the Reynolds stress tensor as an ellipsoid, that

limiting state would correspond to a rod like shape.

2 component: 2c turbulence means that the fluctuations in two directions are dominant, and for
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purely 2 components the fluctuations in the third direction are zero. The shape of a ellipsoid

of 2 component turbulence resembles that of a flat disk.

3 component: 3c turbulence, finally, corresponds to the isotropic state in which the velocity fluc-

tuations that are equal in magnitude in all directions. The ellipsoid in that case is perfectly

spherical.

Since the invariants II and III are nonlinear functions of the Reynolds stress anisotropy tensor,

the mapping itself is non-linear. A convex combination of the 1c and 3c Reynolds stresses is realizable

and should therefore not be outside the triangle. Any convex combination of the 1c and 3c locations

in Lumley’s triangle other than the endpoints will, however, be outside the triangle. The actual

trajectory of locations of all convex combinations is instead given as the curved black line connecting

the 1c and 3c locations.

Banerjee et al. [2007] introduced the barycentric map, which is equivalent but which uses a linear

relationship based on the eigenvalues of bij . That linearity leads to an undistorted visualization of the

Reynolds stress tensor. Figure 3.1 (b) shows the barycentric map. In this 2-dimensional barycentric

map, all realizable solutions lie withing an equilateral triangle. Again, the corners of the triangle

correspond to the three limiting states of turbulence. Because of the linearity of this mapping, the

locations of the three limiting states are connected through straight lines.

3.4 Data-free Eigenvalue Perturbations

In this context, the eigenvalue perturbation presented in section 3.1 can be expressed as perturbations

towards the three corners of the barycentric map. The Reynolds stresses are then perturbed to

the limiting states of turbulence. The expression for the Reynolds stresses with only eigenvalue

perturbations is given by

R∗
ij = 2k

(
δij
3

+ vinΛ
∗
nlvlj

)
, (3.8)

where Λ∗
nl represents the diagonal matrix of perturbed eigenvalues. The perturbed eigenvalues can

be expressed by the mapping

λ⃗∗ = B−1z⃗∗. (3.9)

Here, z⃗∗ = z⃗ + ∆B(z⃗
t − z⃗) is the representation of the perturbation in the barycentric triangle

with z⃗ being the unperturbed state in the barycentric map, z⃗∗ representing the perturbed position,

z⃗t representing the state perturbed toward and ∆B is the magnitude of the perturbation. This

magnitude is a free parameter that has to be specified and that can take on values between 0 and

1, corresponding to no perturbation and full perturbation to the extreme states, respectively. It is

uniform throughout the whole computational domain, and in the example shown in Figure 3.2 the
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Figure 3.2: Data-free eigenvalue perturbations in the barycentric domain.

value is ∆B = 0.8. In this context, Equation 3.9 can be simplified to

λ⃗∗ = (1−∆B)λl +∆BB
−1z⃗t. (3.10)

Here, B defines a linear map between the perturbation in the barycentric triangle and the eigenvalue

perturbations. With the three vertices z1C , z2C , and z3C as the target states, we have

B−1z1C = (2/3,−1/3,−1/3)T

B−1z2C = (1/6, 1/6,−1/3)T (3.11)

B−1z3C = (0, 0, 0)T .

Figure 3.2 shows the triangle in the barycentric map as well as one realizable location z⃗ obtained

from a RANS turbulence model. These eigenvalue perturbations add three perturbed simulations

to the baseline calculation, one for each limiting state, leading to a total of four calculations. The

uncertainty estimates are constructed by computing the range of values across the four calculations.

Minimum and maximum values of that range form envelopes for any quantity of interest.
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3.5 Data-free Eigenvector Permutations

Iaccarino et al. [2017] introduced the eigenspace framework which adds perturbations to the eigen-

vectors. These perturbations take on the form of a permutation of the first and third eigenvector,

hence they are also called eigenvector permutations, and they sample the extreme states of the

turbulent kinetic energy production term. The production term constitutes the transfer of kinetic

energy from the mean flow field to velocity fluctuations. In the turbulent kinetic energy transport

equation, Equation 2.16, this production term

P = Rij
∂ui

∂xj
(3.12)

is the contraction of the Reynolds stress and the velocity gradient tensor. For linear eddy viscosity

models, the eigenvectors of the Reynolds stress are the same as the ones of the mean rate of strain

tensor. The extreme states of the production are obtained by modulating the alignment of the

eigenvectors. Unperturbed they yield a production maximum, while a permutation of the first and

third eigenvector yields a production minimum.

In this eigenspace framework, besides the eigenvalues also the eigenvectors are perturbed. For

purely isotropic turbulence, that is the 3 component limiting state with ∆B = 1, permuting the

eigenvectors does not make a difference. Therefore, the eigenspace framework involves five simula-

tions in addition to the baseline for computing the uncertainty estimates: 1c, 2c, 3c, as well as 1

component permuted (1cp), and 2 component permuted (2cp).

3.6 Convergence

Adding the perturbations to the RANS model predictions, despite satisfying the discussed constraints

of realizability, can lead to erratic behavior. This is particularly the case for large values of ∆B . The

results shown in the following section 3.7 show the perturbed simulations can exhibit unphysical

mean velocity profiles with multiple recirculation zones. This behavior of the perturbed flow leads

to more difficulties at obtaining a converged solution in those cases. More specifically, two different

problematic behaviors are observed. The first one is that even when using a steady state solver the

solution might not actually reach a steady state. Instead, low frequency dynamics may develop. The

second one is that the solution might directly diverge, without even reaching any such low frequency

dynamical state. Different strategies are employed to overcome these two problems.

Low frequency dynamics: In case of a transient solution to the steady state problem, ensemble

averaging over a large number of iterations is performed. Typically, several thousand iterations

are used. At least two separate intervals (of a certain number if iterations each) are used for

averaging. If the individual averages of the first two intervals match, an overall average is
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computed from all iterations; if they differ, more intervals and iterations are added until the

averages converge. The sampling for averaging does not start until a state of low-frequency

dynamics is reached. Residual plots are used to guide finding the appropriate starting point.

Divergent solution: The averaging alone cannot prevent divergence of the RANS solution. In

those cases, the amount of perturbation has to be explicitly limited in the particular calculation.

The limit acts as a maximum distance that is allowed between the location in the barycentric

domain from the RANS prediction and the perturbed Reynolds stress.

Almost all eigenperturbation results for uncertainty estimation shown in this dissertation, both

data-free and data-driven, rely on the averaging in order to obtain a steady state solution. A few

calculations also require limiting the amount of perturbation. Such perturbation limiters have been

employed in previous studies already in order to ensure convergence of the simulations.

3.7 Results

The eigenvalue perturbations of the data-free framework are applied to the backward-facing step and

the asymmetric diffuser test cases. The parameter ∆B must be specified in this framework, and for

each test case two different ∆B values are used: one with a small perturbation and one perturbing

all the way to the extreme states. Figures 3.3 and 3.4 show the results for the backward-facing step

and asymmetric diffuser, respectively. Each figure has three subfigures (a) - (c), where (a) and (b)

show the individual solutions and the envelopes for the small perturbation, respectively, and where

(c) shows the envelopes for full perturbation. The envelopes are the ranges of values across all for

simulations as can be seen in subfigures (a) and (b).

As expected, the stronger perturbations in the (c) plots lead to much larger uncertainty estimates

than the ones resulting from smaller perturbations in the (b) plots. It can be seen that for the small

∆B values the resulting envelopes are not representative of the true uncertainty in the flow, which

is the discrepancy between the experimental data and the baseline solutions. For the backward-

facing step, the envelopes are so small that they are barely visible; and also for the asymmetric

diffuser, the envelopes are not large enough, not suggesting any flow separation occurring on the

bottom wall. With full perturbations, on the other hand, the resulting envelopes show a much more

extreme behavior. They encompass large parts of the experimental data and generally suggest flow

separation in the regions where the flow actually separates. However, in most places they go far

beyond the experimental data, overestimating the uncertainty in the RANS predictions; and in some

locations they suggest there might be flow separation or double recirculation zones where in reality

there are none, such as near the top wall of the asymmetric diffuser for x/H = 27. In particular

these unphysical recirculation zones can unexpectedly tighten the envelopes locally, as can be seen

at the most downstream profile of the asymmetric diffuser.
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3.8 Conclusion

The data-free eigenperturbation framework is a useful approach to explore a range of shapes and

orientations that the Reynolds stress tensor could take on in order to estimate the model-form

uncertainty in RANS predictions associated with the turbulence model. Moreover, this framework

ensures that the Reynolds stresses remain realizable through the barycentric map.

However, there are two main drawbacks of this data-free approach. First, the perturbations are

uniform throughout the whole domain. Turbulence models are typically tuned to perform better in

certain flow conditions than in others through adjusting empirical constants. Each of the test cases

exhibits distinctly different flow conditions throughout its domain, amongst those parallel shear flow

in the inlet section and a flow separation at the bottom wall where the cross section expands. It

is therefore to be expected that the accuracy of a turbulence model varies spatially, depending on

the local flow conditions. Yet, the data-free framework only considers uniform perturbations. The

magnitude of perturbation is the same at every cell, suggesting that so is the expected inaccuracy of

the turbulence model. Second, even assuming that one single value for that magnitude of perturba-

tion parameter ∆B would suffice, it would still be unspecified. The results presented in section 3.7

illustrate the enormous impact that this parameter has on the uncertainty estimates. With a small

value, the envelopes are much too small to guide the analysis of uncertainties, while a large value

leads to overly extreme behavior. Some intermediate value must be specified to give appropriate

uncertainty estimates, but the present method gives no guidance on how to select ∆B .
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(a)

(b)

(c)

Figure 3.3: Data-free eigenvalue perturbation results backward-facing step. Individual solutions (a)
and envelopes (b) for ∆B = 0.05, and envelopes for ∆B = 1 (c).
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(a)

(b)

(c)

Figure 3.4: Data-free eigenvalue perturbation results asymmetric diffuser. Individual solutions (a)
and envelopes (b) for ∆B = 0.1, and envelopes for ∆B = 1 (c).



Chapter 4

Data-driven Uncertainty

Quantification

This chapter contains large portions of the following publications: J. F. Heyse, A. A. Mishra, G.

Iaccarino, Estimating RANS model uncertainty using machine learning, 2021 [Heyse et al., 2021a]; J.

F. Heyse, A. A. Mishra, G. Iaccarino, Data driven & physics constrained perturbations for turbulence

model uncertainty estimation, 2021 [Heyse et al., 2021b].

4.1 Introduction

The data-free eigenperturbation framework is an innovative approach to estimating the model-form

uncertainty associated with turbulence models. Through the perturbations to the eigenvalues and

eigenvectors, a range of shapes and orientations of the Reynolds stress tensor are explored while

ensuring the realizability of the perturbed Reynolds stresses. As mentioned before, this approach

has two significant downsides: The amount of perturbation is uniform throughout the domain and

the perturbations require the specification of one unknown parameter, ∆B .

These limitations motivate the introduction of a new, data-driven approach to uncertainty es-

timation. More specifically, data-driven eigenvalue perturbations are introduced for a non-uniform

uncertainty estimation framework [Heyse et al., 2021a]. Furthermore, the idea of data-driven eigen-

vector rotations is discussed.

33
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4.2 Data-driven Eigenvalue Perturbations

The parameter ∆B prescribes the magnitude of the data-free perturbations in the barycentric do-

main. In the data-driven framework, a non-uniform perturbation strength p is introduced to de-

termine how strongly the shape of the Reynolds stress is perturbed. This perturbation strength

is predicted by a machine learning model from local features based on the mean flow. Figure 4.1

illustrates this approach. As in the data-free variant, the Reynolds stress location in barycentric

coordinates z⃗ is perturbed towards each of the three corners. The new perturbation strength de-

fines the distance between the unperturbed and the perturbed locations. If the distance between

unperturbed Reynolds stress and respective extreme state is smaller than p, as for the 3c state in

the illustration, then the extreme state is chosen. The perturbed Reynolds stresses still lie within

the triangle, meaning that they are always physically realizable.

Figure 4.1: Data-driven eigenvalue perturbations in the barycentric domain.

In order to define the task for a machine learning algorithm to learn, inputs and outputs must

be defined on a training case. The inputs are a set of features computed from mean flow quantities

of the RANS solution. For the output, a higher fidelity solution such as DNS is required. It is the

distance between the RANS and the DNS Reynolds stress locations in barycentric coordinates.



CHAPTER 4. DATA-DRIVEN UNCERTAINTY QUANTIFICATION 35

4.2.1 Training Dataset and Features

The wavy wall case (see Section 2.2.1), where DNS data are available, is selected as the training

case. In a first step, the DNS Reynolds stress data are interpolated to the RANS mesh. Since the

wavy wall case is 2-dimensional, the Reynolds stress is linearly interpolated at every RANS cell from

four DNS cells. Those four cells are the respective closest ones from each of the four quadrants in

2-dimensional space centered around the RANS point. With

x⃗RANS =

[
xRANS

yRANS

]
and x⃗DNS =

[
xDNS

yDNS

]
, (4.1)

the four quadrants are defined as

(xDNS < xRANS , yDNS < yRANS) ,

(xDNS < xRANS , yDNS > yRANS) ,

(xDNS > xRANS , yDNS < yRANS) , and

(xDNS > xRANS , yDNS > yRANS) .

The features are computed from the mean flow solution of the RANS simulation, and the target

perturbation strengths are computed using both the RANS and the DNS solution as

p (x⃗i) = ∥z⃗DNS (x⃗i)− z⃗RANS (x⃗i) ∥2, (4.2)

where z⃗ again refers to the location in barycentric coordinates. The perturbation strength is therefore

smaller, when the shapes of the true DNS and the RANS Reynolds stresses are more similar and

vice versa.

Figure 4.2 shows the spatial distribution of the target perturbation strength values. The color

scale is from 0 to 1, which are the minimum and maximum distance possible in the barycentric

domain. Larger values are reached near the walls, particularly near the bottom wall in the area of

the flow separation. That is expected since that is a very challenging part for turbulence models

and the reason that the periodic flow over a wavy wall case is chosen as the training case. Further

away from the walls, the target values drop, except for some band with medium values around or

slightly above the centerline.

A set of 12 features was chosen as shown in Table 4.1. All features are non-dimensionalized, and

many are scaled to lie within certain intervals. The first six features are computed from the velocity

gradient tensor. Starting with the divergence of the velocity, the traces of S2, S3, W2, and W2S2

are used, as well as the Q criterion. The turbulence time scale

τt =
k

ϵ
(4.3)
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Figure 4.2: Data-driven eigenvalue perturbations targets.

# description formula # description formula

1
divergence of

velocity
tr(S)

|tr(S)|+τ−1
t

7
ratio of k production

to dissipation
P

|P |+ϵ

2 trace of S2 tr(S2)

|tr(S2)|+τ−2
t

8
ratio of turbulence to
mean strain time scale

k/ϵ
|k/ϵ|+S−1

3 trace of S3 tr(S3)

|tr(S3)|+τ−3
t

9 Mach number u/c0

4 trace of W2 tr(R2)

|tr(R2)|+τ−2
t

10 turbulence intensity
√
k/u

5 trace of W2S2 tr(R2S2)

|tr(R2S2)|+τ−4
t

11 wall distance min(
√
kdw/50ν, 4)

6 Q criterion W 2−S2

W 2+S2 12
marker indicating

deviation from shear flow
|gjsj |/g ∗

√
k/u

Table 4.1: Non-dimensional features used for the random regression forest. The following variables
are used: the mean rate of strain and rotation Sij = 1

2 (∇uij +∇uji), Wij = 1
2 (∇uij −∇uji); the

turbulence time scale τt = k
ϵ ; the unit vector along the streamline si = ui/u; and the gradient of

the streamline aligned velocity gi = sj
∂uj

∂xi
.
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is used to non-dimensionalize the first ones of these features. Further features are the ratio of

turbulence kinetic energy production to dissipation rate, the ratio of turbulence to mean strain time

scale, the Mach number, the turbulence intensity, the non-dimensional wall distance, and the marker

indicating deviation from parallel shear flow [Gorlé et al., 2012]. The set of features is inspired by

other work done at the intersection of fluid mechanics and machine learning , and it is kept general

in order to be useful also for application in different flow environments. For example, in the present

incompressible environment the first feature, the divergence of the velocity, is zero, and hence for

the given cases this feature should not be informative. In a compressible environment, however, it

would be expected to become relevant.

4.2.2 Machine Learning Algorithm

A random regression forest is chosen as the machine learning model. Random forests are ensemble

learners that are based on a number of decision trees [Breiman, 2001]. The details of regression trees

and random forests are discussed in the following subsections. The random forest is implemented

using the OpenCV library [Bradski, 2000].

Regression Trees

Regression trees are decision trees that are used to predict ordered variables [Breiman et al., 1984].

Decision trees are algorithms that work by defining a hierarchical structure of nodes at which splits

are performed. Starting from the root node, at each split one feature is compared against a corre-

sponding threshold value. Depending on the difference between the feature values and the thresh-

old, the algorithm continues at one of two child nodes. This continues until a so-called leaf node is

reached, which assigns a value. Decision trees can be visualized in a tree like structure, hence the

name, with the initial root node at the top and the leaves at the bottom.

They are built starting from the root and advancing recursively, finding the optimal split at each

node. For the regression problem, the optimal split of a decision tree is the one that minimizes the

root mean squared error over all features. Each regression tree is trained on a different random

subset of the training samples. Furthermore, at each node the optimal split is found for a random

subset of features called the active variables. These random subsets of both training samples and

the features are used to establish decorrelation between the individual regression trees. The value

at a leaf node is the average over all the training samples that fall into that particular leaf node.

This structure enables regression trees to learn non-linear functions. They are also robust to

extrapolation, since they cannot produce predictions outside the range of the training data labels,

and to uninformative features, which are features that are considered but not relevant for problem

[Ling and Templeton, 2015, Milani et al., 2017].
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Random Forests

Random forests are a supervised learning algorithm. They are ensemble learners, meaning that they

leverage a number of simpler models to make a prediction. In this case of a random forest, the

simpler models are regression trees.

In machine learning models, the means squared error can be decomposed into the squared bias

of the estimate, the variance of the estimate, and the irreducible error:

MSE(x) =
(
E
[
f̂(x)

]
− f(x)

)2

︸ ︷︷ ︸
squared bias

+E

[(
f̂(x)− E

[
f̂(x)

])2
]

︸ ︷︷ ︸
variance

+ σ2
e︸︷︷︸

irreducible error

, (4.4)

where f̂(x) is the model prediction and f(x) is the true value. As the name suggests, the irreducible

error stems from noise in the data and cannot be reduced through the model. Bias is introduced

through assumptions that are made in the model before the training. The more flexible a model

is, the lower is its bias. Variance is related to generalization. It measures how much the model

predictions would change if trained on different data. High variance indicates strong overfitting and

poor generalization.

In many machine learning models one can vary the model flexibility. A more flexible model is

able to learn more complex relationships and will therefore reduce the bias of the predictions. At

the same time, a more flexible model increases the likelihood of overfitting to the training data and

thereby of increasing the variance. The search for the optimum model complexity to achieve both

low bias and low variance is commonly referred to as the bias-variance trade-off.

Binary decision trees are very flexible and tend to overfit strongly to the training data. Hence,

they have a low bias and a high variance. Random forests base their predictions on a number of

decorrelated decision trees. Decorrelation is achieved by bagging, which is the training on random

subsets of the training data, as well as randomly sampling the active variables at each split. Since the

trees are decorrelated, the variance of the random forest predictions is reduced and generalization

improved. At the same time, random forests are able to keep the low bias of the decision trees.

This makes random forests, despite their simplicity, powerful predictors for a range of applications

[Breiman, 2001].

4.2.3 Random Forest Training

In machine learning models, hyperparameters are parameters that are not learned during model

training, but that instead are set before training and used to define the functional form of the model

and control the learning process. The impact of four different hyperparameters on the learning of the

random regression forest model is studied: the maximum tree depth, the minimum sample count,

the active variable count, and the number of trees. The minimum sample count is the minimum

number of samples required at a particular node in order to do further splitting. The active variable
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(a)

(b)

(c)

Figure 4.3: Hyperparameter study. Training errors (solid lines) and test errors (dotted lines) for
different hyperparameter values of (a) maximum tree depth, (b) minimum sample count, and (c)
active variable count.
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count is the number of features randomly chosen at each node to find the optimal split. For each

of the first three hyperparameters a couple of different values are studied over a range of 1 to 200

regression trees. Figures 4.3 (a) to (c) show the training and testing error of the random forest

training of those studies plotted against the number of trees. Each solid line corresponds to the

training error for a specific value of the particular hyperparameter, and each dotted line corresponds

to the testing error. To improve readability, these errors are plotted for every third number of trees

only. For these studies, the dataset is first randomly shuffled and then split into a training set

comprising 80% of the samples and a testing set comprising 20% of the samples. The shuffling is the

same for all individual tests, so that every random forest model in this subsection is trained on the

same training samples and tested on the same testing samples. Only after making a choice on the

hyperparameters, a final random forest is trained on the full dataset to achieve best performance

when employed at the asymmetric diffuser case.

Figure 4.4: Predicted perturbation strength vs. actual discrepancy between RANS and DNS
Reynolds stress in barycentric coordinates.

The random forest is evaluated on the training data, for which the target perturbation strength

values exist. The root mean squared error between the predictions and the target values, scaled

by the standard deviation of the target distribution, is 0.0201. The error on the training data is

therefore fairly small, suggesting that the random forest is able to learn the relationship between

the features and the target values. Figure 4.4 shows a scatter plot of target and predicted values.

It further demonstrates that the training was successful.
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4.2.4 Feature Importance

To enhance decorrelation of the decision trees, each tree is trained on a random subset of all training

samples. Those samples that are not used for the training are referred to as out-of-bag samples.

Random forests allow for the computation of feature importance scores. These scores are determined

evaluating the random forest on the out-of-bag samples. To estimate the importance of a specific

feature, the values of that feature are permuted among all out-of-bag samples. The random forest is

evaluated both with and without permuting. Depending on how much the prediction deteriorated

from permuting the respective feature, an importance score is calculated.

It is important to note that there are certain limitations to this feature importance score. First, if

there are several correlated features then the importance score will be split between those variables.

For example, let feature i be φi = y and feature j be φj = y3. These two features are perfectly

correlated, and either one could be used to do the same splits in a random forest, meaning that they

should be of equal importance. During training, at each node where φi and φj would provide the

optimal split the random forest will choose one of the two, depending on noise, truncation errors, or

simply the ordering of the features. When estimating the feature importance the score will only be

increased for each φi and φj when they were respectively used for a split. It is not transparent to

the user when that happens and how the feature importance score is split between those variables.

Second, the feature importance score only indicates if a certain feature is important, but not in which

way it is changing the predictions. The many individual splits in a random forest allow for very

non-linear functional relationships. A more comprehensive investigation would therefore be needed

to extract those types of information from the trained random forest. Third, the scores are computed

as an aggregate over the whole training dataset. With turbulent flow cases the emphasis is usually

on specific physics that appear in parts of the domain, but not everywhere. In the present context,

for example, particular focus is on the flow separation due to a widening of the cross-section and

a resulting adverse pressure gradient. The feature importance estimates involve the whole training

data, and unless that dataset is already filtered to some subset of interest the resulting scores will

accordingly reflect the predictions everywhere in the domain. Milani et al. [2018] proposed the so-

called pointwise feature usage metric to overcome this third limitation. It works by tracing back

for each sample the number of times that each feature was accessed in the random forest to make

the prediction. This allows for a spatial distribution of importance scores of the features. However,

those scores only reflect how often a certain feature was accessed, not how much it changed the

prediction.

With these limitations in mind, the feature importance scores are computed for the random

forest of the perturbation strength using the build-in function from the OpenCV library. Figure 4.5

shows the resulting scores, normalized to sum to 1. Feature #11, the non-dimensional wall distance,

is clearly the dominant feature. This is not surprising, since the flow separation from the wall with

subsequent reattachment is the major challenge of the training case, and similar behavior has been
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Figure 4.5: Normalized feature importance scores for random regression forest of perturbation
strength. Feature numbers as in Table 4.1. Normalized to sum to 1.

observed in related studies before [Milani et al., 2018]. Of the remaining features, there is none

that stands out as much as the non-dimensional wall distance, with the absolute differences between

the scores being much smaller. Still, some observations can be made regarding which features have

more and which ones have less impact on the predictions of the random forest. As discussed when

presenting the features in section 4.2.1, the first feature, which is the divergence of the velocity,

should be uninformative in this incompressible setting. The corresponding feature importance score

confirms this, being virtually zero.

4.2.5 Feature distribution

Machine learning supervised learning models are generally trained on training data, fitting typically

many parameters to make later predictions on unseen data, where unseen means that those samples

are not used during the training process. In order for the predictions to be accurate, in most cases

the unseen samples are expected to be similar to the ones used for training. The idea is that the

model learns to interpolate between similar data points it has seen during training. The opposite of

this interpolation is extrapolation. It refers to the task of making predictions on unseen data which

is different from any samples that the model has been trained on. Naturally, extrapolation is a much

harder task for machine learning algorithms, leading to less confidence in predictions made in such

settings. In turn, achieving good generalization is much more likely for interpolation tasks.

To build trust into the predictions of the present random forest it is therefore desired to study if
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the task of predicting the perturbation strength is interpolating or extrapolating the training data.

This section compares the distributions of two key features between the training dataset and the

test cases to examine the nature of the task at hand. All features are computed from the baseline

datasets.

In the previous feature importance study, the non-dimensional wall distance has been deter-

mined to be the dominant feature for the random forest predictions. The second most important

feature is the non-dimensional Q criterion. Kernel density estimation (KDE) is used to estimate

the distributions of the features from the datasets. KDE is a non-parametric algorithm to estimate

probability density functions from a finite data sample [Rosenblatt, 1956, Parzen, 1962]. It requires

specification of a kernel, i.e. a non-negative function, and a bandwidth parameter. The bandwidth

parameter determines how much the estimated probability density is smoothed out, where larger

bandwidth values lead to a smoother solution. Some popular choices for the kernel are Gaussian,

top hat, exponential kernels. For this study, a Gaussian kernel is used. It is defined as

K(x) =
1√
2π

e−
1
2x

2

. (4.5)

Appropriate values for the bandwidth parameter are determined by cross-validation on the wavy

wall training dataset.

k-fold cross validation is a validation technique commonly used in machine learning model train-

ing to estimate prediction performance on unseen data. It works by randomly dividing the dataset

into k partitions and training the model on k subsets of the partitions, where for each subset one of

the partitions is left out. The trained model then makes predictions on that unused partition and a

prediction error is computed. Averaging the prediction error across all k trained models estimates

the overall prediction error. This technique can be employed to tune a hyperparameter by apply-

ing it over a for a range of values for the parameter. The parameter value that yields the lowest

validation error is then chosen.

feature tested values selected value

wall distance 0.00100, 0.00316, 0.01000, 0.03162, 0.10000 0.01000

Q criterion 0.00010, 0.00032, 0.00100, 0.00316, 0.01000 0.00100

Table 4.2: KDE bandwidth parameter values tested and selected during cross validation.

The scikit-learn Python library [Pedregosa et al., 2011] is used for the KDE calculations. More

specifically, the cross validation for the bandwidth is performed using the GridSearchCV function

from the model selection subpackage; and the KernelDensity function from the neighbors sub-

package estimates the kernel densities.
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In this case, 5-fold cross validation is used to determine the best values for the bandwidth

parameter for the two studied features on the wavy wall dataset. A range of five parameter values

is tested in this study for each of the features. Table 4.2 lists the tested and selected values. The

bandwidth values with the best scores are selected; they are 0.01 for the non-dimensional Q criterion

and 0.001 for the non-dimensional wall distance.

Figure 4.6: Kernel-density-estimated log-scale probability distributions for (a) non-dimensional Q
criterion and (b) non-dimensional wall distance. Computed for wavy wall, backward-facing step,
and asymmetric diffuser datasets.

With the Gaussian kernel and these bandwidth values, the probability density functions are

estimated for the each of the three cases on the two features. Figure 4.6 shows the kernel-density-

estimated logarithmic probability densities. Figure 4.6(a) corresponds to the non-dimensional Q

criterion, Figure 4.6(b) to the non-dimensional wall distance. The probability density associated

with the wavy wall training data set is plotted in red. It can be seen that for both features the

distributions follow a very similar trend across all three datasets. For the Q criterion, there is a

peak around 0, and for the wall distance it is at 4 where all values are capped for that feature.

Particularly for the wall distance the estimated probability densities are fairly choppy. A larger

bandwidth parameter could have been appropriate to smoothen out the solution for the most part,

only the large peak at 4 is better resolved with the smaller bandwidth. In any event, the general

distribution of this feature is clearly discernible with the given bandwidth parameter. The features

of the wavy wall dataset are generally distributed the broadest amongst the datasets, meaning that

they have the smallest peak value but generally larger values in the less frequent ranges. There are

no regions visible outside the value range of the training dataset but in the value ranges of the test

datasets. The smaller peak values are not concerning since there are still many samples in those
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peak regions in the training set. The broader distribution for less frequent features is encouraging,

as it suggests that the task is an interpolation rather than an extrapolation task.

4.2.6 Results

Figure 4.7: Data-driven eigenvalue perturbation envelopes for backward-facing step.

Figure 4.8: Data-driven eigenvalue perturbation envelopes for asymmetric diffuser.

Figures 4.7 and 4.8 show the results of data-driven eigenvalue perturbations for the the backward-

facing step and the asymmetric diffuser case.

The data-driven eigenvalue perturbation envelopes for the backward-facing step are effective at

characterizing the uncertainty in the recirculation region behind the step. Where for the data-free

perturbations the extreme behavior at ∆B = 1 produced wider envelopes while at the same time not

encompassing all the experimental data (due to a double recirculation zone in one of the perturbed
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calculations around x/H = 4), the data-driven envelopes are somewhat tighter around the baseline

and the reference data, covering all data points in the region of interest near the bottom wall.

While they are still somewhat wider than the true error in the prediction, the data-driven en-

velopes for the asymmetric diffuser similarly do not show any more the overly extreme behavior

present in the data-free ∆B = 1 simulations. Unphysical double recirculation zones (e.g. near the

top wall at X/H = 27) as well as extraordinarily wide envelopes (e.g. on the downward slope at

X/H = 6) are absent. Instead, the envelopes generally correlate well with the discrepancy between

the RANS baseline and the experimental data, suggesting an under- and overprediction of the veloc-

ity accordingly where appropriate, and they encompass the experimental data points in all regions

of interest.

4.3 Data-driven Eigenvector Rotations

In the data-free variant, the eigenvectors are perturbed by permuting the first and third of the

eigenvectors, thereby modulating the alignment of the eigenvectors with the mean rate of strain

tensor. The minimum and maximum values of the turbulent kinetic energy production term are

obtained. For any intermediate values between those extreme states, however, we cannot prove

such a unique relationship, making it less suitable to think in terms of that production term for a

data-driven approach to eigenvector perturbations.

While at inference time only the RANS eigenvectors vR are available, when defining the machine

learning task there are also the DNS eigenvectors vD. Each of these two sets of eigenvectors forms

an orthonormal matrix. It is possible therefore to think of the perturbation as some rotation

Q = vDvTR (4.6)

applied to the RANS eigenvectors in order to recover the DNS eigenvectors.

QvR = vDvTRvR = vD (4.7)

This section will discuss the idea and practicality of involving such a rotation of the eigenvectors.

For a machine learning algorithm to be able to learn the relationship between the inputs and the

outputs, that relationship must be continuous. The features are all uniquely defined and based on

the mean flow RANS solution, which in itself is continuously and smoothly distributed across the

domain. We thus require the training outputs of the rotation to be continuously distributed across

the domain as well. There are two stages in the training output generation. The first is going from

the continuously distributed Reynolds stress anisotropy tensors to the eigendecompositions, and the

second one is going from those sets of eigenvectors to parameterization of the rotation, for which

several techniques exist.
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4.3.1 Rotation Representation

The rotation matrix Q has 9 entries, but it is orthonormal and therefore has fewer degrees of

freedom. Hence, a parameterization with fewer degrees of freedom is sought while maintaining

continuousness. A brief review of possible techniques is given in Appendix A.1. A 6 degrees of

freedom approach using Gram Schmidt orthonormalization ensures continuousness while reducing

the size of the representation. It corresponds to predicting the first two columns of the rotation

matrix.

4.3.2 Eigendecomposition

The eigendecompositions, however, are not uniquely defined: While eigenvalues are unique, the neg-

ative of an eigenvectors also is an eigenvector, meaning that they are ambiguous. When perturbing

eigenvectors through rotation using a trained machine learning model that ambiguity is not an issue

because the rotated negative eigenvector equals the negative rotated eigenvector. For training of the

machine learning model, however, it leads to problems as the outputs that are to be learned are not

guaranteed to be a continuous function of the features.

4.3.3 Eigenvector Data Wrangling

MATLAB R2020b was used for training data preparation, including the eigendecompositions. Figure

4.9a shows the distribution of eigenvector components of the RANS training data. Only the first

two components each of the first and the third eigenvector are shown because this training case is

2-dimensional, and therefore all other components are constant. It can be seen that the distribution

of eigenvector components is very discontinuous throughout large parts of the domain. A perfectly

smooth distribution can not be generally achieved. The reason for this is that the eigenvalues are

sorted by in descending order, and the eigenvectors are ordered accordingly. When at some point

while moving through the domain one eigenvalue becomes larger than one of the other eigenvalues,

then those two eigenvalues swap places in the sorting to maintain descending order. Since both

eigenvalues approach the same value at that point the distribution of eigenvalues remains continuous.

The two associated eigenvectors also swap places; however, they do not approach the same value,

which leads to a discontinuity. Data-wrangling can be used to process the eigendecomposition and

obtain a smoother distribution before using the eigenvectors for training of the machine learning

model. Several approaches are presented in Appendix A.2. For 2 dimensions, a manual approach

can yield good results as can be seen in Figure 4.9b. The components are continuously distributed

almost everywhere in the domain. However, neither the manual nor any of the other approaches is

practical when moving to 3-dimensional cases with unstructured meshes. Therefore, it is concluded

that using rotations for the eigenvectors is not a viable approach in this data-driven setting.
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(a)

(b)

Figure 4.9: Spatial distribution of eigenvector components without (a) and with (b) manual data
wrangling, each from left to right for v11, v12, v31, and v32.

4.4 Conclusion

The data-free eigenpertubation framework explained in Chapter 3 uses an innovative approach to

estimate the model form uncertainty from turbulence models in RANS simulations while ensuring

physical realizability of the Reynolds stress tensor. As reported in section 3.8, however, the data-

free eigenvalue perturbation framework suffers from two major disadvantages. First, it perturbs

uniformly throughout the domain, suggesting that the expected inaccuracy of the turbulence model

is everywhere the same. Second, it requires specification of the parameter ∆B . That parameter has

a tremendous impact on the resulting envelopes, yet it is unknown which value to choose.

The data-driven eigenvalue perturbations introduced in this chapter overcome both of these

drawbacks. By using a data-driven approach with a non-uniform perturbation strength predicted

from a machine learning model based on local mean flow features the amount of perturbation added

is set at each cell individually based on the expected inaccuracy of the turbulence model prediction.

Consequently, the perturbations are non-uniform, and no unknown parameter has to be set. The
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results presented in section 4.2.6 show a clear improvement. The overly extreme behavior from

some of the data-free perturbations is absent. Instead, the predicted uncertainty correlated well

with the true uncertainty (i.e., the discrepancy between RANS baseline and reference data) in the

predictions. Generally, the envelopes still tend to be somewhat wider than the true uncertainty.

However, they are not meant to be interpreted as a precise prediction of the discrepancy, but as an

indicator where and, very importantly, how the RANS predictions could be off. The data-driven

envelopes do a good job at that, particularly for the asymmetric diffuser case, where they generally

correctly suggest under- and overprediction of the velocity profiles.

For the eigenvectors, a data-driven rotation approach was discussed. Because of the ambiguity

in the sign of the eigenvectors, however, generating training data for a data-driven approach is not

practical. While for 2-dimensional problems data-wrangling could resolve this issue, no effective

solution has been found for general 3-dimensional problems.



Chapter 5

Data-driven Baseline

5.1 Introduction

The data-driven perturbation framework enables construction of ranges that, for line plots, can be

visualized as envelopes around the baseline calculation. This form of visualization can easily lead to

the wrong assumption that the baseline and the envelope correspond to some expected solution and a

corresponding confidence interval. In reality, the baseline solution is data-free and is not guaranteed

to represent the expected value in this framework. That raises the question if it is possible to obtain

a data-informed estimate in this perturbation framework that would be closer to the expected value.

This question motivates the introduction of a new, data-driven baseline simulation to complement

the uncertainty envelopes. In this data-driven baseline, the Reynolds stress anisotropy tensor is

computed as a weighted average of the Reynolds stress anisotropy tensors from the extreme states.

5.2 Weight Computation

The weights are computed from a random classification forest using the same set of features as

used for the data-driven eigenvalue perturbations. The list of extreme states, given in Table 5.1,

comprises not only the three data-driven eigenvalue perturbations, but also those data-driven eigen-

value perturbations combined with the eigenvector permutations. In the case of data-free eigenvalue

perturbations towards the 3 component state with ∆B = 1, purely isotropic turbulence is reached,

and thus permuting the eigenvectors does not change the resulting Reynolds stress. For the given

data-driven eigenvalue perturbations, however, the eigenvalues perturbed to the 3 component state

do not generally reach the extreme state of isotropic turbulence. Consequently, permuting the eigen-

vectors generally does modify the resulting Reynolds stress, and therefore the 3cp state is included

in the list of extreme states. The Reynolds stress anisotropy tensor of the data-driven baseline is

50
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then computed as

b∗ij =
∑
k

wkb
k
ij , (5.1)

where k loops over the six extreme states, and where wk and bkik are the weight and Reynolds stress

anisotropy tensor, respectively, for the corresponding extreme state.

perturbations 1c 2c 3c 1cp 2cp 3cp

data-driven λ∗
i yes yes yes yes yes yes

data-free v∗ij no no no yes yes yes

Table 5.1: Extreme states for data-driven baseline.

Every random forest F consists of a number of trees nt, and it works by making a prediction on

every constituent tree fi, i = 1, ..., nt. Depending on the type of the problem, there are different

ways to aggregate the individual responses fi (φ⃗) to a combined random forest prediction F (φ⃗) for

a given feature vector φ⃗. In case of a random regression forest, as used for the perturbation strength

of the data-driven eigenvalue perturbations, a continuous variable is predicted, and the response of

the random forest is the arithmetic mean of the predictions made by the trees.

Freg (φ⃗) =
1

n

nt∑
i=1

fi (φ⃗) (5.2)

Random classification forests predict categorical variables, which take on discrete and not neces-

sarily numerical values. Hence the arithmetic mean is usually not defined. Instead, the class most

frequently predicted across the individual trees is returned as the response of the random forest.

Fclass (φ⃗) = argmax
j

nj (φ⃗) (5.3)

Here,

nj (φ⃗) =

nt∑
i=1

I (j = fi (φ⃗)) (5.4)

is the number of votes for a class j among all the decision trees.

For the data-driven baseline, a random classification forest is used, yet it is evaluated differently

from the standard way that is described in Equation 5.3. First, the random classification forest is

trained to predict the limiting state with the Reynolds stress anisotropy that is the closest to the

true one from the DNS data. The measure of proximity is the distance ∆j induced by the Frobenius
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norm between the tensors.

∆j =

√
1

9

∑
k,l

(
b
(j)
kl − b

(DNS)
kl

)2

(5.5)

For the training data preparation, for each sample the Frobenius norm of the differences between

the DNS Reynolds stress and each of the six limiting states is computed. The target class for each

sample is then defined as the one with the smallest norm value.

jtrue = argmin
j

∆j (5.6)

When applying the eigenvalue perturbation framework to the backward-facing step and asymmetric

Figure 5.1: Data-driven baseline random classification forest targets.

diffuser test case, the uncertainty envelopes are constructed as the range between the minimum and

maximum predictions from the perturbed simulations and the baseline simulation. Looking at the

individual predictions of the perturbed simulations instead of the envelopes illustrates the flow

behavior following from the different limiting states. Figure 3.4a shows these individual predictions

for the asymmetric diffuser when using a small amount of perturbation. In that figure, the predictions

from the 1c and 2c state actually move away from the experimental reference data, while the 3c

state makes the more accurate predictions. These 3c results do not go far enough to predict flow
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recirculation, the amount of perturbation is too small, but they correctly suggest that the baseline

simulation overestimates the velocity in the bottom half of the domain. Most of the results presented

in this dissertation only show the final uncertainty envelopes, but this trend that the 3c results

are the closest to the reference data is consistently observed during the envelope construction: It

typically is the 3c state among the perturbed calculations that suggests a flow separation where the

turbulence model fails to predict it. Figure 5.1 shows the spatial distribution of the target extreme

states for the data-driven baseline random classification forest. The results show that the 3c state

is the most dominant one, confirming the observation made during the envelope construction. The

1c extreme state is the second most frequent one. Generally, targeting the extreme states with

permuted eigenvectors happen less frequently only (1cp) to barely at all (2cp and 3cp).

The nt decision trees each make their prediction as to which extreme state would be the closest

to the real stress, and the weights of the data-driven baseline are computed to be proportional to

the number of votes that the extreme states receive.

wj (φ⃗) =
nj (φ⃗)

nt
, j ∈ {1c, 2c, 3c, 1cp, 2cp, 3cp} (5.7)

Each weight takes on a value between zero and one, and the six weights sum to one. This approach

gives a probabilistic meaning to the predictions of the individual trees. In a regular random clas-

sification forest, the actual number of votes for a class is not important, only if it has more votes

than any other class or not: In a two class random forest with 100 trees, the prediction would be

the same for a 100 − 0 tally as it would be for a 51 − 49 tally, although the observer’s confidence

in the prediction should likely be higher in the former case. The present approach, on the other

hand, is able to capture and exploit this measure of confidence inherent to the design of random

classification forests.

Random forests are used for the data-driven eigenvalue perturbations, but theoretically any other

machine learning regression algorithm could be used instead if preferred by the user. However, The

very way that the weights are computed for this data-driven baseline is unique to random forests as

a machine learning model. Other machine learning models use different approaches to determining

which class to predict. For classification problems in neural networks, for example, typically a

softmax function

σj (φ⃗) =
eφj∑
i e

φi
(5.8)

is used as the very last layer to normalize the output to a probability distribution. This probability

distribution for the given classes could serve as weights for the data-driven baseline.

The usage of a second random forest in addition to the one for the data-driven eigenvalue pertur-

bations increases the computational costs at every iteration of the flow solving process. Appendix

C.4 describes how OpenMP is used to parallelize the evaluation of the two random forests. The in-

dividual trees are of particular importance for this approach. A basic study, presented in Appendix
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B.1, shows that the sensitivity of the weight predictions with respect to the number of trees is low

for small numbers of trees already.

5.3 Results

Figure 5.2: Data-driven eigenvalue perturbation with data-driven baseline results backward-facing
step.

Figure 5.3: Data-driven eigenvalue perturbation with data-driven baseline results asymmetric dif-
fuser.

Figures 5.2 and 5.3 show the results of the data-driven baseline for the backward-facing step and

the asymmetric diffuser, respectively. Looking at the flow recirculation region for the backward-

facing step, it can be seen that at some locations the data-driven baseline appears to be better at
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predicting the velocity profile than the data-free baseline does, for example at x/H = 4. At other

locations, such as x/H = 6, the data-free baseline performs better.

For the asymmetric diffuser, the data-driven baseline consistently moves into the direction of the

experimental data points compared to the data-free baseline. However, it still misses most of the

discrepancy between data-free baseline and experimental data, and in particular it does not go as

to indicate a flow separation near the bottom wall.

5.4 Conclusion

The data-driven baseline is introduced to take advantage of the structure of random forests to

find a data-informed estimate while remaining in the general framework using perturbations of the

Reynolds stress tensor towards the extreme states. It uses the raw predictions of the random forest,

which usually are not used beyond selecting the most most frequently predicted class, and assigns

a probabilistic meaning to them. The results for the two test cases suggest that this data-driven

baseline is similar (but not equal) to the data-free baseline, making it a meaningful addition to this

eigenperturbation framework that complements the data-driven eigenvalue perturbations.



Chapter 6

Discussion

RANS simulations are an indispensable tool for the prediction of complex flow. They trade the accu-

racy of higher fidelity types of simulation such as LES or DNS for a less expensive averaged solution

that, however, has to rely on modeling for a key quantity, the Reynolds stress tensor. Turbulence

models are used to predict the Reynolds stress tensor based on assumptions about the functional

relationship between it and the available mean flow quantities. Through those assumptions, tur-

bulence models introduce epistemic uncertainty into the simulations, and in fact there are many

known limitations to turbulence models, such as flows with strong streamline curvature or flows

with adverse pressure gradients. To use RANS solutions to inform the decisions in the engineering

design process, quantitative estimates of the uncertainty in the predictions are thus very important.

The existent data-free eigenperturbation framework adds perturbations to the eigenvalues and the

eigenvectors to explore a range of shapes and alignments for the Reynolds stress tensor. By acting in

the barycentric domain it ensures the physical realizability of the eigenvalue perturbations. However,

these perturbations suffer from their uniformity, the amount of perturbation is the same everywhere

in the domain, regardless of the expected local inaccuracy of the turbulence model prediction, and

from the ambiguity of the parameter ∆B , which is of critical importance but for which the most

appropriate value is unknown.

6.1 Summary of Contributions

Motivated by those drawbacks, in this dissertation the data-driven eigenvalue perturbations are

introduced. Unlike the data-free variant, the data-driven framework perturb at a locally varying

strength that is determined by the discrepancy between the Reynolds stress anisotropy tensor shapes

of the RANS prediction and the true values. This discrepancy is measured as the distance between

their locations in the barycentric domain. A machine learning model can be used to predict this

local perturbation strength based on mean flow features during the turbulent flow simulations.
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In the present case, a random forest is used as the machine learning model. Twelve general

features are defined based on the mean flow quantities available for the k − ϵ model. A study is

carried out to find the best set of hyperparameters, and the model is trained on the wavy wall

training case, for which the true Reynolds stress tensors are known. The random forest is well

able to learn the functional relationship between this features and the target perturbation strength.

Random forests allow for an estimation of the feature importance. There are known limitations to

this process, but it can be used for certain analyses. The highest importance score is assigned to the

non-dimensional wall distance, underscoring the significance of that feature. The divergence of the

velocity, a feature expected to be uninformative, receives a near-zero importance score, increasing

trust in the prediction capability of the trained random forest. Further, the distribution of the

features is compared between the training case and test cases. Kernel density estimation is used to

compute approximate probability densities for the two most important features. The range of values

occurring in the training dataset is broader than in the datasets from the test cases, meaning that

the task is an interpolation task and suggesting that the machine learning model should be able to

generalize to the test cases.

The data-driven eigenvalue perturbation framework is tested on two test cases, both exhibiting

flow separation following a widening of the cross-sectional area. Depending on the value of ∆B ,

the uncertainty estimates of the data-free framework can be either much too small or much more

extreme compared to the reference data. The results of the data-driven framework show envelopes

that are more characteristic of the actual discrepancy between the RANS predictions of the velocity

profiles and the reference ones. The width and location of the envelopes generally correlates with

the observed true uncertainty. The data-driven eigenvalue perturbations also work without explicit

specification of any parameter after model training. Thus, this data-driven approach successfully

overcomes the drawbacks of the data-free eigenvalue perturbation framework.

A data-driven approach is also studied for the perturbation of the eigenvectors. More specifically,

the idea of finding a rotation between the turbulence-model-predicted and the true eigenvectors is

discussed. For a data-driven approach, continuousness of the relationship between features and tar-

gets is important. The features are spatially continuously distributed. For the targets, there are two

critical steps, the eigendecomposition and the rotation parameterization. While a continuous param-

eterization of the rotation is possible, the ambiguity of the eigenvectors prevents full continuousness

of the target distribution. Different data-wrangling techniques are explored to solve the ambiguity

of the eigenvectors. For the general case, however, none is found to be successful as the machine

learning model is unable to learn the relationship sufficiently well. With the present approaches, a

rotation-based data-driven approach to perturbing the eigenvectors is therefore not viable.

Finally, the data-driven baseline is introduced. It is motivated by the lack of an expected value to

accompany the data-driven envelopes from the eigenvalue perturbations. The data-driven baseline

is based on a random forest predicting which limiting state’s Reynolds stress anisotropy tensor is
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the closest to the true one. That random classification forest makes categorical predictions which

are unable to convey the relative confidence in all possible choices. Instead of using the Reynolds

stress of the predicted limiting state, weights are computed based on the raw number of individual

tree votes that every limiting state received. The Reynolds stress tensor of the data-driven baseline

then is the weighted average of the Reynolds stresses of the limiting states. This gives the individual

decision tree predictions a probabilistic meaning, and it allows to interpret the resulting simulation

as the expected value in this data-driven eigenperturbation framework. Since this approach is based

on the individual votes of all decision trees, particularly focus is put on the impact of the number

of trees. A sensitivity study is performed to determine an appropriate number of trees.

The results of this data-driven baseline applied to the two test cases are not fundamentally

different from the data-free baseline, and the data-driven baseline does not indicate recirculation

regions where the data-free baseline fails to. It is worth pointing out, however, that the data-driven

results tend to be closer to the experimental reference data, bringing some modest improvement.

Furthermore, this approach is not directly attempting to predict the true Reynolds stress, instead

estimating what the expected value is inside this eigenperturbation framework. As such, the data-

driven baseline is a useful complement to the uncertainty envelopes from the data-driven eigenvalue

perturbations.

6.2 Future Directions

The proposed data-driven and physics-constrained framework for estimating the model-form uncer-

tainty of turbulence models overcomes limitations of the data-free variant and is successfully applied

to the test cases. There are still open questions however, that should be the topic of future research.

The set of features chosen for this work is designed as a general one that could be applied in

different settings. The variable importance scores allow to draw some conclusions already on the

significance of the different features. One example is the divergence of the velocity, which should be

uninformative for the given incompressible cases and where the variable importance scores confirm

that the random forest does not base its predictions on that feature. A more rigorous investigation

of the set of features from a data science point of view would be interesting. One of the topics

that could be studied is a more comprehensive understanding of which features are significant when

estimating the inaccuracy of the turbulence model predictions. The non-dimensional wall distance

is observed to have a higher importance, yet the values are capped, so presumably the significance

of this feature drops when moving further away from the wall. A spatially non-uniform feature

importance could open up the idea of multiple machine learning models for different regions.

The three cases used in this dissertation (see Section 2.2), one for training and two for testing,

do not only focus on similar physics, namely the separation of the flow due to an adverse pressure

gradient at some widening of the cross-sectional area, but they are also all 2-dimensional. Applying
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this framework to truly 3-dimensional cases would be a valuable addition.

Similarly, the framework is applied in this dissertation to the k − ϵ turbulence model. Directly

using a model trained on data base on one turbulence model and applying it with a different turbu-

lence model is questionable. Typically, different turbulence models do not carry the same mean flow

quantities that are used to compute the features. The k − ω model, for instance, uses the specific

dissipation rate ω instead of the turbulence dissipation rate ϵ. While k could be used to match

the units, [ϵ] = [kω] (the square brackets indicating commensurability of the enclosed terms), the

physical meaning of ϵ and kω is not actually the same. It is expected, that a cross-use of turbulence

models is not beneficial, but that fully switching the turbulence model (and, where necessary, ad-

justing the definitions of the features) would be successful. Testing this could be a future direction

of research.

Finally, the results of the data-driven baseline correspond to the expected value from a random

forest predicting which of the limiting states is closest to the true Reynolds stress anisotropy tensor.

The data-driven baseline is therefore formally not predicting the true Reynolds stress anisotropy

tensor itself. Attempting a direct prediction of the true Reynolds stress anisotropy tensor would

constitute introducing a new, data-driven turbulence model. This could be the goal of future re-

search, exploring ways to build such a new, data-driven turbulence model in the eigenperturbation

framework.



Appendix A

Data-driven Eigenvector Rotation

A.1 Rotation Representations

The rotation matrix relating the two sets of eigenvectors (see Equation 4.6) is a 3 × 3 matrix

Q ∈ SO(3). This matrix is one possible approach of parameterizing the rotation in 3 dimensions.

Two criteria are used to compare this representation against other ones [Grassia, 1998, Zhou et al.,

2019].

1. The degrees of freedom. A rotation in 3 dimensions has 3 degrees of freedom, yet the rotation

matrix has 9 entries. A method with fewer degrees of freedom is wanted because (1) a simpler

method is expected to be more robust to be learned by a machine learning model, and (2)

depending on the choice of machine learning model it might be computationally faster to make

a prediction with fewer outputs.

2. The continuousness. A representation that is continuous is wanted to ensure that the machine

learning model is tasked to predict a smooth function from the features to the parameterized

rotation. Techniques that are not uniquely defined are not continuous.

The simplest rotation representation is using Euler angles. For this method, three angles are used

to describe a successive rotation around three given axes. Consequently, this method has 3 degrees

of freedom, which is the minimum number required to parameterize a rotation in 3 dimensions. This

method, however, is not continuous. That can be seen, for example, in the 2π periodicity of the

angles or in the gimbal locks, which occur when two of the three rotation axes align and one degree

of freedom is lost. Because of these shortcomings, Euler angles are not suited for the problem of

parameterizing the rotation between the two sets of eigenvectors.

Quaternions are an approach with 4 degrees of freedom. A quaternion corresponds to a rotation

60



APPENDIX A. DATA-DRIVEN EIGENVECTOR ROTATION 61

around the axis ω by an angle θ defined as

q̊ =


qx

qy

qz

qw

 =


sin

(
θ
2

)
ωx

sin
(
θ
2

)
ωy

sin
(
θ
2

)
ωz

cos
(
θ
2

)

 . (A.1)

This representation does not suffer from the periodicity or the gimbal lock issues which prohibited the

use of Euler angles. However, quaternions double-span the space of 3-dimensional rotations because

−q̊ leads to the same rotation as q̊. This representation is not unique and hence not continuous,

therefore it is not suited for the given problem.

A different method with 6 degrees of freedom is using the first two columns of the rotation matrix

v1 and v2. After normalizing the first columns to unit length a Gram Schmidt process can be used

for the second column, and the third column follows from the cross product of the first two:

Q =
[
q⃗1 q⃗2 q⃗3

]
=

[
N (v⃗1) N (v⃗2 − q⃗1 · v⃗2) q⃗1 × q⃗2

]
, (A.2)

where

N (⃗a) =
a⃗

∥a⃗∥
. (A.3)

This representation is continuously defined while reducing the number of degrees of freedom com-

pared to the full rotation matrix. It is therefore chosen for the given problem.

A.2 Data-wrangling Study

The eigenvectors are not unambiguously defined which can lead to problems for the machine learn-

ing algorithm. Section 4.3.3 shows how for 2-dimensional problems a manual data-wrangling can

alleviate this problem by improving continuousness of the eigenvectors. This section describes a

more detailed study of four different approaches to pre-process the eigendecomposition. Since the

objective is to obtain a dataset from which a machine learning algorithm is able to learn the rela-

tionship, the metric used to evaluate the success of the data-wrangling approaches is the training

errors of the models trained on their respective pre-processed datasets. In addition to the wavy wall

training case, which is 2-dimensional and on a structured grid, the jet in a cross-flow is used as a

second training case with a 3-dimensional and an unstructured grid.

A.2.1 Data-wrangling Approaches

Four different approaches were studied for the pre-processing of the eigenvectors. For all of them

only the first two eigenvectors are actually specified, while the third eigenvector follows as the cross
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product of the first two ones since the eigenvectors from an orthonormal matrix.

1. No data-wrangling. The eigendecompositions as returned from MATLAB R2020b are used

(see Figure 4.9a for the 2-dimensional wavy wall case).

2. Manual pre-processing. The sign of the eigenvectors is flipped based on threshold values and

locations defined manually in an iterative approach, until a smoother distribution is obtained.

This is more practical for the 2-dimensional wavy wall case (see Figure 4.9b) than it is for the

general case with an unstructured 3-dimensional grid.

3. Octant method. The eight octants are defined based on the signs of the three coordinates. In

this approach, for the first two eigenvectors the signs are chosen so that the eigenvectors lie in

the smallest octant. Effectively, that means that their z coordinates are positive.

4. Pressure gradient alignment. Eigenvectors are sorted and chosen for maximum alignment with

pressure gradient. Of the six possible choices (three eigenvectors with each two orientations)

the first eigenvector is defined as the one with the largest dot product with the pressure

gradient, and then similarly the second eigenvector is the one with the largest dot product of

the remaining four possible choices (two eigenvectors remaining with each two orientations).

This is the only approach sorting the eigenvalues not by magnitude but by the order given

from the eigenvector-pressure-gradient alignment.

A.2.2 Jet in Cross-flow

Figure A.1: Jet in cross-flow geometry.
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The second training case for this data-wrangling study is the jet in cross-flow case. A jet, coming

from a plenum volume, enters a square channel at a 30◦ angle (see Figure A.1). The bulk velocity

ratio between the jet and the cross-flow is 1. The Reynolds number based on channel width and

channel bulk velocity is 25, 000. High-fidelity large eddy simulation (LES) data is available from

Milani et al. [2019].

A.2.3 Results

For each of the two cases and for each of the 4 data-wrangling approaches, six random forests were

trained for the six degree of freedom representation chosen for the rotation from the RANS to the

high fidelity eigenvectors. Table A.1 shows the resulting root mean squared training errors. These

training errors were scaled by the respective standard deviation of the target variables vij . For a

successful training of the machine learning models the root mean squared errors should be clearly

smaller than the standard deviations of the respective predicted quantities, and they should be so

for all six random forests of the respective configuration. In the given table, this corresponds to the

scaled training error values to be clearly smaller than 1 throughout the whole row. Evaluating the

performance on the training data as opposed to some independent test case should lead to smaller

errors. This choice therefore can be interpreted as a best case performance, and a poor performance

even more signifies the inadequacy of the respective data-wrangling method.

dataset method v11 v12 v13 v21 v22 v23

w
av
y
w
a
ll

none 1.888 1.616 0.102 0.428 1.578 0.121

manual 0.204 0.222 0.110 0.080 0.128 0.045

octant 1.448 1.329 0.079 0.377 1.229 0.099

∇p 3.341 3.269 0.092 0.214 2.367 0.046

je
t
in

cr
os
s-
fl
ow

none 4.168 2.497 0.503 0.833 1.335 0.619

manual 1.417 0.970 0.625 0.356 0.548 0.719

octant 3.186 1.514 0.378 0.614 1.042 0.525

∇p 11.595 5.757 0.527 0.815 1.300 0.610

Table A.1: Root mean squared training errors for wavy wall and jet in cross-flow datasets for 6
degree of freedom rotation representation, scaled by output standard deviations.

The results show that the only configuration for which the scaled errors are consistently much

smaller than 1 is the one using the manual data-wrangling approach on the 2-dimensional wavy

wall dataset. For all other configurations, there are at least some of the training errors too large.
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One general trend is that the training errors increase noticeably when going from the wavy wall to

the 3-dimensional jet in cross-flow dataset. The manual method overall yields the lowest training

errors also for the jet in cross flow case. However, those values are still too large. This suggests that

none of the methods generally solve the issue of eigenvector ambiguity in the context of learning the

rotation from the RANS eigenvectors to the higher fidelity ones.

A.2.4 Prediction of Correlated Quantities

For the present Gram Schmidt parameterization, random forests are trained to predict 6 variables

for the 6 degrees of freedom of that parameterization. The OpenCV library allows only for scalar

predictions of random forest. The prediction of the rotation thus requires 6 individual random forests.

These models make independent predictions, although the actual quantities that they are predicting

are not independent. For example, the first three and the second three variables each correspond

to vectors of unit length, so knowing two values for one of those vectors v⃗ should leave only at

most two options for the third component, namely v3 = ±
√

1− v21 − v22 . Besides, the two vectors

are expected to be orthogonal, adding further dependency to the values of the parameterization.

This sections assesses if this limitation in the machine learning model at predicting dependent non-

scalar quantities is the reason for the poor performance. Two different techniques to alleviate the

independence of the predictions are studied. The first is using chained random forests, the second

neural networks

The idea of the chained random forests is to make the six predictions sequentially, and to use the

predictions of all previous random forests as inputs for the next one as shown in Equations A.4a-f.

F11 = F11 (φ⃗) (A.4a)

F12 = F12 (φ⃗, F11) (A.4b)

F13 = F13 (φ⃗, F11, F12) (A.4c)

F21 = F21 (φ⃗, F11, F12, F13) (A.4d)

F22 = F22 (φ⃗, F11, F12, F13, F21) (A.4e)

F23 = F23 (φ⃗, F11, F12, F13, F21, F22) (A.4f)

While the first variable is predicted from the features exclusively, the other variables incorporate

the increasing amount of knowledge about the previous predictions into their own predictions.

Neural networks, in contrast, are natively well-suited to predict vector quantities. The only

difference is the final layer that reduces the hidden state to a vector of size 6 instead of a scalar.

That makes them suitable candidates for predicting correlated vector quantities.

The results, however, of both the chained random forests and the neural networks show no

improvement over the ones from the standard random forests: The training errors stay on the same
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high level. It is concluded the fact that the random forests fail to capture the correlation between

the predicted variables is not the reason for the poor training performance.



Appendix B

Data-driven Baseline

B.1 Sensitivity to Number of Trees

The data-driven baseline uses the individual responses of the random classification forest’s decision

trees to compute the weights for the extreme states. The number of trees is a key parameter in this

framework, and hence it is the goal to study the sensitivity of the weights to the number of trees of

the random forest.

Random forests are trained with the number of trees parameter varying from 1 to 200. For each

of the 200 random forests, the weights w
(l)
jk are predicted on the training set of size N using the votes

based methodology outlined in Section 5.2. The subscripts and superscript j, k, and l specify the

extreme state, the sample, and the number of trees of the random forest, respectively. A true set

of weights to assess convergence is not defined in this setting; instead, the training set predictions

from the largest random forest with 200 trees are used as reference values. The discrepancy

∆w(l) =

√
1

6N

∑
j,k

(
w

(l)
jk − w

(200)
jk

)2

(B.1)

between the weights predicted from the lth random forest and the reference weights is used as a

measure of convergence. It is the root mean squared value over all samples and weights for a given

number of trees of the random forest.

Figure B.1 shows that discrepancy plotted on a logarithmic scale and as a function of the number

of trees. For very small numbers of trees, the discrepancy is O(1e−1). It decreases with an increasing

number of trees, until a point of diminishing returns is reached with the discrepancy being O(1e−2).

There are six non-negative weights that sum to 1, and so the weights are expected to beO(1/6). From

somewhere around a number of trees of 40 on, as chosen for the data-driven eigenvalue perturbations

already, the discrepancy is one order of magnitude smaller than that expected magnitude of the
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Figure B.1: Cumulative data-driven baseline weights averaged over all training samples as a function
of the number if trees.

weights. Thus, the random classification forest for the data-driven baseline is chosen to have 40

trees.



Appendix C

Implementation

C.1 Machine Learning Library

Implementing the needed machine learning algorithms from scratch can be useful. Amongst others,

it gives full control to all details of the algorithms. Using instead an existing library, however,

has several other advantages. Any implementation, both from scratch or from an existing library,

poses the risk of containing bugs. An existing library, however, has usually undergone thorough

testing and verification exercises, increasing the likelihood of the implementation being correct.

Furthermore, such libraries are optimized for efficient training and evaluation of the machine learning

algorithms. Since the machine learning models introduced in this dissertation are evaluated at every

time step/iteration of the flow simulations that evaluation time is of particular importance. Finally,

an existing library offers the opportunity to quickly change the used machine learning algorithm

without the need of major changes to the code. That gives more generality to the implementation

of the eigenvalue perturbations. Using different machine learning models such as neural networks

can be achieved with minor code modifications only.

The OpenCV is a library of machine learning algorithms for C++. While it is mainly aimed at

computer vision, it does contain implementations for other standard ML algorithms such as neural

networks and random forests. As an open-source library, it is used by a wide range of people, leading

to an online community as an additional resource.

C.2 Flow Solver

The OpenFOAM flow solver is used. Like the OpenCV library, it is open-source and written in C++.

Choosing an open-source solver has the advantage that the present work can be adopted more easily

by other researchers. Connecting OpenFOAM and OpenCV is relatively straightforward since both

are written in C++.
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C.2.1 File structure

In OpenFOAM, problems are set up in case directories which follow a certain structure. Every case

directory has a system and a constant subdirectoy, as well as time directories of which only the 0

directory is required to start a calculation.

The system directory contains always contains the controlDict, fvSchemes, and fvSolution

files. In the controlDict file, run control parameters are set, such as the time step, the final time,

the writing interval, or the writing precision. The numerical discretization schemes mentioned during

the presentation of the cases in Section 2.2 are specified in the fvSchemes file. The fvSolution

file is used to prescribe tolerances and other controls for the solvers. Another common file is the

blockMeshDict, which allows to set up basic meshes made of blocks. An example is presented in the

following Section C.2.2. The mesh is stored in the constant/polyMesh directory. The fvOptions file

can be used to define other features, such as the patchMeanVelocityForce used to prescribe a flow

rate for the periodic boundary conditions of the wavy wall case. To use MPI, the decomposeParDict

allows to specify a partitioning of the physical domain into partitions, and the command

$ decomposePar

executes the decomposition. The decomposed solutions on the different partition can be brought

back together through the

$ r econs t ruc tPar

command.

The constant directory contains information on the mesh and properties files. As mentioned,

the mesh is located in the polyMesh subdirectory. The transportProperties file is used to spec-

ify fluid parameters such as the viscosity. The simulation type (laminar, RANS, LES, or DNS)

as well as corresponding information (for instance the turbulence model) can be specified in the

turbulenceProperties file. The g file is optional and allows to specify gravity.

The solution is stored in the time directories. The 0 directory takes on a very central role,

containing the initial conditions as well as boundary conditions for all flow variables. Each time

directory contains a separate file for each flow variable to store the variable’s data. There are

further files for uniform quantities such as the time.

C.2.2 Mesh Generation

Mesh generation can be done through the blockMeshDict file in the system directory. It allows

generation of mesh blocks with structured meshes. Several blocks can be used to define more complex

geometries. This requires that the cell locations on the corresponding interfaces match for the two

neighboring blocks. Listing C.1 shows the file used to generate the mesh of the wavy wall flow case

from section 2.2.1.
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Listing C.1: blockMeshDict for wavy wall case.

/∗−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−∗\
| ========= | |
| \\ / F i e l d | OpenFOAM: The Open Source CFD Toolbox |
| \\ / O pera t i on | Version : 1 .5 |
| \\ / A nd | Web: h t t p ://www. openfoam . org |
| \\/ M an ipu l a t i on | |
\∗−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−∗/

FoamFile

{
ve r s i on 2 . 0 ;

format a s c i i ;

class d i c t i ona ry ;

ob j e c t blockMeshDict ;

}

// ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ //

convertToMeters 1 . 0 ;

nxy 182 ;

v e r t i c e s

(

( −0.50 1 .00 0 . 01 ) // v e r t e x # 000

( −0.50 1 .00 −0.01) // v e r t e x # 001

( −0.50 −0.05 0 . 01 ) // v e r t e x # 002

( −0.50 −0.05 −0.01) // v e r t e x # 003

( 0 .50 1 .00 0 . 01 ) // v e r t e x # 004

( 0 .50 1 .00 −0.01) // v e r t e x # 005

( 0 .50 −0.05 0 . 01 ) // v e r t e x # 006

( 0 .50 −0.05 −0.01) // v e r t e x # 007

( 1 .50 1 .00 0 . 01 ) // v e r t e x # 008

( 1 .50 1 .00 −0.01) // v e r t e x # 009

( 1 .50 −0.05 0 . 01 ) // v e r t e x # 010
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( 1 .50 −0.05 −0.01) // v e r t e x # 011

) ;

b locks

(

hex ( 0 2 3 1 4 6 7 5) ( $nxy 1 $nxy ) simpleGrading (

(

( 15 25 16 .0000)

( 60 30 1 .0000)

( 25 45 0 .0500)

)

1 .00

1 .00

)

hex ( 4 6 7 5 8 10 11 9) ( $nxy 1 $nxy ) simpleGrading (

(

( 15 25 16 .0000)

( 60 30 1 .0000)

( 25 45 0 .0500)

)

1 .00

1 .00

)

) ;

edges

(

s p l i n e 2 6 (

(−0.50000 −0.05000 0 .01000)

(−0.45000 −0.04755 0 .01000)

(−0.40000 −0.04045 0 .01000)

(−0.35000 −0.02939 0 .01000)

(−0.30000 −0.01545 0 .01000)

(−0.25000 0.00000 0 .01000)

(−0.20000 0.01545 0 .01000)
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(−0.15000 0.02939 0 .01000)

(−0.10000 0.04045 0 .01000)

(−0.05000 0.04755 0 .01000)

( 0 .00000 0.05000 0 .01000)

( 0 .05000 0.04755 0 .01000)

( 0 .10000 0.04045 0 .01000)

( 0 .15000 0.02939 0 .01000)

( 0 .20000 0.01545 0 .01000)

( 0 .25000 −0.00000 0 .01000)

( 0 .30000 −0.01545 0 .01000)

( 0 .35000 −0.02939 0 .01000)

( 0 .40000 −0.04045 0 .01000)

( 0 .45000 −0.04755 0 .01000)

( 0 .50000 −0.05000 0 .01000)

)

s p l i n e 3 7 (

(−0.50000 −0.05000 −0.01000)

(−0.45000 −0.04755 −0.01000)

(−0.40000 −0.04045 −0.01000)

(−0.35000 −0.02939 −0.01000)

(−0.30000 −0.01545 −0.01000)

(−0.25000 0.00000 −0.01000)

(−0.20000 0.01545 −0.01000)

(−0.15000 0.02939 −0.01000)

(−0.10000 0.04045 −0.01000)

(−0.05000 0.04755 −0.01000)

( 0 .00000 0.05000 −0.01000)

( 0 .05000 0.04755 −0.01000)

( 0 .10000 0.04045 −0.01000)

( 0 .15000 0.02939 −0.01000)

( 0 .20000 0.01545 −0.01000)

( 0 .25000 −0.00000 −0.01000)

( 0 .30000 −0.01545 −0.01000)

( 0 .35000 −0.02939 −0.01000)

( 0 .40000 −0.04045 −0.01000)

( 0 .45000 −0.04755 −0.01000)

( 0 .50000 −0.05000 −0.01000)
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)

s p l i n e 6 10 (

( 0 .50000 −0.05000 0 .01000)

( 0 .55000 −0.04755 0 .01000)

( 0 .60000 −0.04045 0 .01000)

( 0 .65000 −0.02939 0 .01000)

( 0 .70000 −0.01545 0 .01000)

( 0 .75000 0.00000 0 .01000)

( 0 .80000 0.01545 0 .01000)

( 0 .85000 0.02939 0 .01000)

( 0 .90000 0.04045 0 .01000)

( 0 .95000 0.04755 0 .01000)

( 1 .00000 0.05000 0 .01000)

( 1 .05000 0.04755 0 .01000)

( 1 .10000 0.04045 0 .01000)

( 1 .15000 0.02939 0 .01000)

( 1 .20000 0.01545 0 .01000)

( 1 .25000 −0.00000 0 .01000)

( 1 .30000 −0.01545 0 .01000)

( 1 .35000 −0.02939 0 .01000)

( 1 .40000 −0.04045 0 .01000)

( 1 .45000 −0.04755 0 .01000)

( 1 .50000 −0.05000 0 .01000)

)

s p l i n e 7 11 (

( 0 .50000 −0.05000 −0.01000)

( 0 .55000 −0.04755 −0.01000)

( 0 .60000 −0.04045 −0.01000)

( 0 .65000 −0.02939 −0.01000)

( 0 .70000 −0.01545 −0.01000)

( 0 .75000 0.00000 −0.01000)

( 0 .80000 0.01545 −0.01000)

( 0 .85000 0.02939 −0.01000)

( 0 .90000 0.04045 −0.01000)

( 0 .95000 0.04755 −0.01000)

( 1 .00000 0.05000 −0.01000)

( 1 .05000 0.04755 −0.01000)
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( 1 .10000 0.04045 −0.01000)

( 1 .15000 0.02939 −0.01000)

( 1 .20000 0.01545 −0.01000)

( 1 .25000 −0.00000 −0.01000)

( 1 .30000 −0.01545 −0.01000)

( 1 .35000 −0.02939 −0.01000)

( 1 .40000 −0.04045 −0.01000)

( 1 .45000 −0.04755 −0.01000)

( 1 .50000 −0.05000 −0.01000)

)

) ;

boundary

(

i n l e t

{
type c y c l i c ;

neighbourPatch ou t l e t ;

f a c e s

(

( 0 1 3 2)

) ;

}

ou t l e t

{
type c y c l i c ;

neighbourPatch i n l e t ;

f a c e s

(

( 8 10 11 9)

) ;

}

bottomWall

{
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type wal l ;

f a c e s

(

( 2 3 7 6)

( 6 7 11 10)

) ;

}

topWall

{
type wal l ;

f a c e s

(

( 0 4 5 1)

( 4 8 9 5)

) ;

}

back

{
type empty ;

f a c e s

(

( 1 5 7 3)

( 5 9 11 7)

) ;

}

f r on t

{
type empty ;

f a c e s

(

( 0 2 6 4)

( 4 6 10 8)

) ;

}
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) ;

// ∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗ //

The file can be sorted into different segments. The first defines general constants for the mesh.

The second lists the vertices for the corners of the blocks. Next, the blocks are defined. The edges

section allows to define non-linear edges between the vertices. Finally, the boundaries are defined.

General constants: The convertToMeters constant can be used to prescribe a constant factor to

all coordinates. This is helpful, for examples, when dealing with a geometry on the millimeter

scale. It allows to define everything in O(1) numbers of that millimeter scale and then use this

factor to scale it to SI units, which is meters. This section also allows the definition of further

constants. In the present file, the variable nxy is defined, which is the number of cells in the

x and y direction for a single wavelength block.

Vertices: In this section, the vertices for construction of the blocks are defined. They are a

zero-indexed list of 3-dimensional coordinates. OpenFOAM does not allow for 2-dimensional

meshes, hence even for the 2-dimensional cases used in this dissertation the meshes are tech-

nically 3-dimensional.

Blocks: The blocks of cells are defined in this section. For the wavy wall case, two blocks are

used. As discussed in section 2.2.1, the domain reaching a half extra wavelength in each the

upstream and downstream directions. With the single-wavelength region of interest beginning

and ending on the wave crest of the bottom wall wave, the mesh starts and ends accordingly on

the floor of the wave. The two blocks are then defined from the inlet until half to the bottom

of the wave in the region of interest, and from that bottom point to the outlet, respectively.

The block definition requires the specification of eight vertices by their indices, of the number

of grid points in each spatial direction, and the cell expansion ratios in the three directions.

As can be seen from Listing C.1, the nxy variable is used for the x and y direction, while the

value 1 is used in the z direction, making the mesh 2-dimensional for practical purposes. Note

that because of the ordering of the vertices in the list of eight vertices of the blocks the order

of the three coordinate directions here is y-z-x. The cell expansion ratios are the last part of

the block definition. For the wavy wall case, uniform grading is used in the x and z directions,

while non-uniform grading is used in the y direction for a better resolution of the near wall

region. The statement ( 15 25 16.0000 ) says that the top 30% of the y cells are taking up

20% of the space in the y direction, and that the ratio between the first and last cell width is

16.

Edges: For the wavy wall case, the bottom wall is non-linear. Just using the vertices to define the

blocks would lead to a loss of the bottom wave. The edges section allows specification of two
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curved types of block edges, arc and spline edges. arc edges are used for edges that follow

a circular shape. In the present case, the spline option is used to define the sinusoidal shape

of the bottom wall. For each wavelength, 21 points are used to define the shape of the bottom

edge. Since the domain has double wavelength length and there are two z locations for the

width of the 1-cell z direction, four splines are specified.

Boundaries: The boundaries are defined at the end of the blockMeshDict file. All side of the

blocks that do not border a different block are considered boundaries. For the boundary

definition, a name, the boundary type, and the defining vertices are required. For walls the

wall boundary type is used, for the z dimension in this practically 2-dimensional case the

empty type. A generic boundary type is patch, where the exact respective meaning is defined

in the boundary condition specifications of the flow variable files. Other boundary types are

symmetry for symmetry planes, or cyclic as used here to define the periodicity between inlet

and outlet. That cyclic boundary type requires further specification of the corresponding

neighbor patch. The vertices are listed in groups of four, where each group corresponds to one

surface of one block. They are ordered following the right hand rule with the thumb pointing

outwards, and it does not matter which vertex is first.

After setting up the blockMeshDict file, mesh generation is achieved by running the

$ blockMesh

command. It is also possible to import meshes from other applications. The

$ fluentMeshToFoam

command, for instance, can be used to import meshes from Ansys Fluent case files.

C.3 Additional Computational Costs Analysis

Compared to the baseline calculation, adding the data-driven eigenperturbation framework increases

the computational costs. There are different sources for this increase. For one, the eigenperturba-

tion framework requires the eigendecomposition of the Reynolds stress anisotropy tensor at every

time step and at every cell. The data-driven eigenvalue perturbation framework further requires

computation of the features, as well as evaluation of the random forest. Finally, the perturbed sim-

ulations tend to bring convergence problems as discussed in Section 3.6. Strategies such as ensemble

averaging of the solution require many more time steps than the baseline RANS solution which, for

all cases used in this dissertation, converged without the need to use any explicit averaging.

This section studies the additional expenses due to the extra computations at each time step,

not the ones due to the increase in number of time steps required for a converged solution. More

specifically, the costs of the eigenperturbations, the feature computation, and the random forest
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evaluation are assessed. Three different cases are run for this study. The first one is the baseline

without any perturbations. The second one uses the data-free eigenvalue perturbations. Finally,

the data-driven eigenvalue perturbations are employed in the last case. All three cases are run for

2000 time steps from the same half-converged solution state. To ensure comparability of the cases,

the actual perturbations are set to zero for the perturbed cases. That means that the solution is

identical for all three cases, and all three cases have the same number of iterations within each time

step of the solver.

ttotal tfeatures trandom forest tperturbation

baseline 1.000 0.000 0.000 0.000

data-free λ∗ 1.168 0.000 0.000 0.156

data-driven λ∗ 1.934 0.030 0.723 0.161

Table C.1: Additional computational costs for data-free and data-driven eigenvalue perturbations.
Normalized by baseline value.

The costs are measured in the time elapsed during the calculations. The results of this study

are shown in Table C.1. All times are normalized by the baseline time. The baseline therefore has

a value of 1.000 for the total time, while the times for all additional computations are zero. For the

data-free eigenvalue perturbations, the perturbations show up as a 16% cost increase. The data-

driven eigenvalue perturbations bring additional costs for not only the perturbations, again around

16%, but also the feature computation, 3%, and the random forest evaluation, 72%.

The evaluation of the random forest is the main additional cost in the data-driven uncertainty

quantification framework, almost doubling the total costs compared to the baseline. The feature

computation adds an insignificant amount of costs only, and the perturbations lead to a minor

increase. It is important to note that the calculations are run on different nodes of the same

high performance computing cluster. The performance of the nodes is generally comparable, but

slight differences are possible. This can be seen, e.g., when subtracting the time spent on feature

computation, random forest evaluation, and perturbation for the perturbed cases from the total time.

If performance was identical across all nodes, the result should be 1.000 for the perturbed cases, the

same as the one of the baseline case. In reality, however, there is a difference on the order of 1−2%.

Since this difference is much smaller than the additional time spent on the perturbations and the

random forest evaluations, the general statements on how much they increase the computational

costs should remain true.
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C.4 Parallelization in OpenMP

The data-driven baseline requires evaluation of two random forests at every cell and time step: the

random regression forest for prediction of the perturbation strength, and the random classification

forest for the weight computation of the data-driven baseline. These two random forest do not depend

on each other, and since the evaluation of the random forests is the main increase in computational

expenses (as shown in Appendix C.3) parallelization of the random forest evaluations is pursued.

The parallelization is implemented using the OpenMP API for shared-memory multiprocessing

programming. OpenMP allows for a simple implementation of parallel programming in the C, C++

and Fortran programming languages using threads that split up the work that has to be done. It

mainly works by adding compiler directives to the parts of the code that are to be parallelized. The

code sample in Listing C.2 shows how OpenMP is used for parallel execution of the two random

forests.

Listing C.2: Code sample for OpenMP parallelization of random forest evaluations.

omp set num threads (NUMTHREADS) ;

#pragma omp p a r a l l e l

{
int id = omp get thread num ( ) ;

switch ( id ) {
case 0 :

mode l pe r turbat ion s t r ength−>p r ed i c t ( x data , p pred , 0 ) ;

break ;

case 1 :

mode l data dr iven we ight s −>getVotes ( x data , w pred , 0 ) ;

break ;

default :

a s s e r t ( fa l se ) ;

}
}

First, the number of threads is specified by the omp set num threads(NUM THREADS) command.

The NUM THREADS variable is set to 2 earlier in the code, designating one thread to each of the

random forests. The compiler directive #pragma omp parallel begins the parallel section of the

code. All compiler directives are preceded by the # character. In that private section, each thread

can be identified using the omp get thread num() command. A switch case statement determines,

based on the thread id, which of the random forests to evaluate.

One potential bottleneck of this approach is that with the shared memory both random forests

need to read the features x data at the same time from the same memory location. In practice,
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however, this approach of parallelization yields a strong runtime reduction, suggesting that reading

the features takes up only a minor amount of time during the evaluation process. A second approach

has been tested in first a physical copy is made of the features, and in which then two different copies

are used for the two random forests. This second approach does not noticeably change the runtime

compared to the first approach, and so the first approach is used.

C.5 Wrapper Function Approach

While all calculations for this dissertation are carried out in OpenFOAM, the OpenCV library is also

connected to the commercial Ansys Fluent solver through a user-defined function (UDF). UDFs in

Fluent, however, are written in C, while the OpenCV library is in C++. In order to connect them, a

wrapper function approach must be employed. For this, the machine learning model is implemented

in C++. A wrapper is used that is written in C++, but that exposes itself to the C code as

C. It does so by putting the C++ model into a struct. That allows the UDF’s eigenperturbation

implementation in C to evaluate the machine learning model trained and implemented in C++. The

following code in Listings C.3 to C.7 illustrates the concept of using a wrapper function to use C++

functions in C code.

Listing C.3: C++ code header file cpp code.h.

#ifndef CPP CODE H

#define CPP CODE H

#include <vector>

class cpp c l a s s {
private :

s td : : vector<int> v ;

public :

c pp c l a s s ( ) ;

void p r i n t v e c t o r ( ) ;

} ;

#endif

Listing C.4: C++ code implementation file cpp code.cpp.

#include ” s t d i o . h”

#include <vector>

#include ” cpp code . h”
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cpp c l a s s : : c pp c l a s s ( ) {
int n = 5 ;

v . c l e a r ( ) ;

for ( int i =0; i<n ; ++i ) {
v . push back (n−i ) ;

}
return ;

}

void cpp c l a s s : : p r i n t v e c t o r ( ) {
for ( int i =0; i<v . s i z e ( ) ; ++i ) {

p r i n t f ( ”%2d %4.1 f \n” , i , double ( v [ i ] ) ) ;

}
return ;

}

The code in Listings C.3 and C.4 contains the C++ class cpp class. In this example, the C++

class uses the vector library, which does not exist in C. At object instantiation, a vector of length

5 is generated. The class also has a member function print vector that prints the vector. These

two files are standard C++ code.

Listing C.5: Wrapper code header file wrapper code.h.

#ifndef WRAPPERCODEH

#define WRAPPERCODEH

#ifde f c p l u s p l u s

extern ”C” {
#endif

typedef struct cpp c l a s s wrapper s t ruct ;

wrapper s t ruct ∗ new wrapper struct ( ) ;

void wrappe r s t r u c t p r i n t v e c t o r ( wrapper s t ruct ∗ m) ;

void de l e t e w rappe r s t r u c t ( wrapper s t ruct ∗ m) ;

#ifde f c p l u s p l u s

}
#endif
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#endif

Listing C.6: Wrapper code implementation file wrapper code.cpp.

#include ”wrapper code . h”

#include ” cpp code . h”

extern ”C” {
wrapper s t ruct ∗ new wrapper struct ( ) {

return new wrapper s t ruct ( ) ;

}

void wrappe r s t r u c t p r i n t v e c t o r ( wrapper s t ruct ∗ m) {
m−>p r i n t v e c t o r ( ) ;

return ;

}

void de l e t e w rappe r s t r u c t ( wrapper s t ruct ∗ m) {
delete m;

return ;

}
}

Listings C.3 and C.4 contain the wrapper code. It defines a struct wrapper struct that contains

the cpp class that was defined in the C++ code and that has three member functions. The first and

third member functions, new wrapper struct and delete wrapper struct, return a new instance

and delete the object, respectively. The other struct member function, wrapper struct print, calls

the corresponding print vector member function of the cpp class.

All declarations and definitions in the wrapper code have the extern "C" linkage specification.

The string literal "C" specifies that the corresponding code linkage to functions written in the C

programming language is provided [Smith, 2014]. The wrapper code header file is also included in

the C code file (Listing C.7) where the linkage specification is not wanted. Therefore, that linkage

specification is made within an if statement.

Listing C.7: C code file c code.cpp.

#include ”wrapper code . h”

#include ” s t d i o . h”
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int main ( ) {
wrapper s t ruct ∗ my st ruc t ob j e c t = new wrapper struct ( ) ;

w r appe r s t r u c t p r i n t v e c t o r ( my s t ruc t ob j e c t ) ;

d e l e t e w rappe r s t r u c t ( my s t ruc t ob j e c t ) ;

return 0 ;

}

The C code file provided in Listing C.7 finally uses the struct member functions to create an

object my struct object of type wrapper struct, to print out the values of the vector, and to

delete the object. Compilation and linking is done through the following commands:

$ g++ −c cpp code . cpp wrapper code . cpp

$ gcc −o a . out cpp code . c cpp code . o wrapper code . o − l s t d c++

The first command compiles the C++ code and the wrapper code. Because of the -c option the

code is compiled without linking, generating two object files cpp code.o and wrapper code.o. The

second command compiles the C code and links it with the object files from the previous command

into the target file a.out.
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Studi di Bologna, Bologna, Italy, 2006.

J. Rotta. Statistische theorie nichthomogener turbulenz. Zeitschrift für Physik, 129(6):547–572,

1951.

S. Sarkar. The pressure–dilatation correlation in compressible flows. Physics of Fluids A: Fluid

Dynamics, 4(12):2674–2682, 1992. doi: 10.1063/1.858454.

H. Schlichting and K. Gersten. Boundary Layer Theory, 8th Edn. Springer-Verlag Berlin Heidelberg

GmbH, 2000.



BIBLIOGRAPHY 90

M. T. Schobeiri and S. Abdelfattah. On the Reliability of RANS and URANS Numerical Results

for High-Pressure Turbine Simulations: A Benchmark Experimental and Numerical Study on

Performance and Interstage Flow Behavior of High-Pressure Turbines at Design and Off-Design

Conditions Using Two Different Turbine Designs. Journal of Turbomachinery, 135(6), 09 2013.

ISSN 0889-504X. doi: 10.1115/1.4024787. 061012.

U. Schumann. Realizability of Reynolds-stress turbulence models. Physics of Fluids, 20(5):721–725,

May 1977. doi: 10.1063/1.861942.

T.-H. Shih, W. W. Liou, A. Shabbir, Z. Yang, and J. Zhu. A new k-epsilon eddy vis-

cosity model for high reynolds number turbulent flows. Computers and Fluids, 24(3):227–

238, 1995. ISSN 0045-7930. doi: https://doi.org/10.1016/0045-7930(94)00032-T. URL

https://www.sciencedirect.com/science/article/pii/004579309400032T.

A. P. Singh, S. Medida, and K. Duraisamy. Machine-learning-augmented predictive model-

ing of turbulent separated flows over airfoils. AIAA Journal, 55(7):2215–2227, 2017. doi:

10.2514/1.J055595.

R. Smith. Working draft, standard for programming language c++, 2014. URL

http://www.open-std.org/jtc1/sc22/wg21/docs/papers/2014/n4296.pdf.

P. Spalart and S. Allmaras. A one-equation turbulence model for aerodynamic flows. 1992. doi:

10.2514/6.1992-439. URL https://arc.aiaa.org/doi/abs/10.2514/6.1992-439.

C. G. Speziale, R. Abid, and P. A. Durbin. On the realizability of reynolds stress turbu-

lence closures. Journal of Scientific Computing, 9(4), 1994. doi: 10.1007/BF01575099. URL

https://doi.org/10.1007/BF01575099.

R. S. Sutton and A. G. Barto. Reinforcement Learning: An Introduction. MIT Press, 1998.

Q. Wang and E. A. Dow. Quantification of structural uncertainties in the k-omega turbulence model.

Center for Turbulence Research Proceedings of the Summer Program, 2010.

H. G. Weller, G. Tabor, H. Jasak, and C. Fureby. A tensorial approach to computational continuum

mechanics using object-oriented techniques. Computers in Physics, 12(6):620–631, 1998. doi:

10.1063/1.168744. URL https://aip.scitation.org/doi/abs/10.1063/1.168744.

D. C. Wilcox. Turbulence Modeling for CFD. DCW Industries, 2002. ISBN 9781928729105.

D. C. Wilcox. Formulation of the kw turbulence model revisited. AIAA journal, 46(11):2823–2838,

2008.



BIBLIOGRAPHY 91

J.-L. Wu, H. Xiao, and E. Paterson. Physics-informed machine learning ap-

proach for augmenting turbulence models: A comprehensive framework. Phys.

Rev. Fluids, 3:074602, Jul 2018. doi: 10.1103/PhysRevFluids.3.074602. URL

https://link.aps.org/doi/10.1103/PhysRevFluids.3.074602.

Y. Zhou, C. Barnes, L. Jingwan, Y. Jimei, and L. Hao. On the continuity of rotation representa-

tions in neural networks. In The IEEE Conference on Computer Vision and Pattern Recognition

(CVPR), June 2019.




