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ABSTRACT

The temporal synchronization of presentation slides and lecture
videos enables us to enhance the user experience of online lecture
viewing systems. In this work, we present a novel approach to
robustly and reliably detect and recognize slide changes, which is
based on bit rate sequences. By exploiting readily available infor-
mation, the computational complexity of the approach is very low.
In contrast to prior work, no requirements on the amount or type of
texture, motion of foreground objects, or text size on the slide are
imposed. Experimental results show the ability to detect even minor
slide changes and demonstrate the robustness against occlusions,
foreground motion, and camera motion.

Index Terms— Video indexing, slide synchronization, lecture
capture systems

1. INTRODUCTION

With ubiquitous access to online resources at continuously increas-
ing network throughput, on demand educational resources provided
by universities or conferences become more and more popular.
Prominent examples like iTunes U [1] and online learning platforms
of well-known universities show the benefit of such systems. How-
ever, the effort to produce such lecture recordings is mainly driven
by the need for human camera operators and manual post produc-
tion, which constitute a hurdle for most educational institutions.

In this paper, we consider the automatic synchronization of pre-
sentation slides and lecture videos. Linking the electronic slides to
the individual frames of the lecture recordings allows us to enhance
the user experience in multiple ways. First, the efficiently compress-
ible and clear electronic slides facilitate the illustration of details
if displayed alongside the videos as shown in Fig. 1. Moreover,
efficient browsing and searching within the lecture recordings can
be achieved by indexing the videos according to the slide content.
Showing a stack of thumbnail slides on top of the videos enables
the user to jump to chapters and subchapters of the presentations.
Furthermore, efficient retrieval of related lectures can be performed
based on the textual information available in the matching slides.

Our main contribution is a remarkably low-complexity slide syn-
chronization algorithm. In particular, we propose to utilize the bit
rate information in the compressed lecture videos for synchroniza-
tion. Note that bit rate information is readily available during encod-
ing of the lectures, or during transcoding of the captured lectures into
other formats suitable for streaming [2, 3]. Thus, the computational
complexity of the proposed algorithm is very low. The algorithm is
also robust against occlusions, movement of foreground objects and
camera motion. Note that with the continuously increasing number
of lecture videos being captured, it becomes extremely important to
process these videos in a computationally-efficient way.
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Fig. 1. Lecture viewing of class EE221 (Stanford University) with
synchronized display of slides. Thumbnails at the top allow for effi-
cient browsing of the lecture content.

1.1. Related Work

Efficient slide to video matching has attracted a fair amount of re-
search interest. While earlier lecture recording systems require 2-
dimensional QR Codes to identify the current slide [2], many ap-
proaches are based on the extraction of text in the video [4, 5]. How-
ever, text recognition in natural images or videos is considered as
a tough problem, and its application to lecture slides with limited
resolution complicates the reliable detection of characters. In [6]
the key word extraction from video frames is improved with the
aid of a locally adaptive version of the Otsu method (LAO) to bi-
narize the image. Further, as some slides might contain little or even
no text, text recognition based slide identification is not appropriate
for general scenarios. The algorithms proposed in [7] and [3] are
based on matching of local features like SIFT [8]. While these algo-
rithms are robust and reliable, they require local feature extraction,
pairwise feature matching and geometric validation with RANSAC.
Therefore, feature based approaches are typically computationally
expensive. Moreover, as background/foreground segmentation may
need to be performed, this approach is prone to camera motion, and
may not be suitable for recordings captured from hand-held cameras.
In [9] an HMM is employed integrating further cues (i.e. camera
zooming) to increase robustness.

A low complexity approach for the synchronization of multiple
video sequences, which is based on the correlation of bit rate pro-
files, has been proposed in [10]. However, slide synchronization
using bit rate information has not been studied in previous work. As
will be discussed, slide synchronization is much more challenging
than the synchronization of multiple videos, as individual slide tran-
sitions can be forward or backward, and some slide transitions may
not be readily differentiated from other variations. To address these
additional challenges, we employ hidden Markov models (HMM) in
combination with a metric based on multiple hypothetical transition
combinations.
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Fig. 2. Bit rate sequence of recording EE221 (see Table 1) with and
without robust bit rate extraction.
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Fig. 3. Adaptive threshold (green) applied to detect slide changes in
the bit rate. Animations are detected separately.

This paper is organized as follows. In Section 2 we introduce a
novel bit rate based slide change detection approach, which is robust
and exhibits very low computational complexity. The recognition of
the current slide id, which is based on HMMs and the Viterbi algo-
rithm, is described in Section 3. Results illustrating the properties
and demonstrating the performance of the proposed algorithm are
shown in Section 4. We conclude the paper in Section 5 with an
outlook to future work.

2. SLIDE CHANGE DETECTION

The determination of key frames by computing the difference be-
tween successive frames as described in [3] is prone to dynamic
environments and requires complex back- and foreground segmen-
tation. However, the change of the lecture slide leads to a sudden
gain in information and thus a peak in the conditional entropy of
the video sequence. This measure, which indicates the novel infor-
mation per frame, can be efficiently approximated by the bit rate
obtained when encoding a video with a standard video codec using
constant-quality encoding (i.e., with fixed quantization parameters).
Note that constant-quality encoding is employed in many consumer
camcorders.

To differentiate the peaks caused by slide changes from other
events that result in a bit rate increase (see Fig. 2), a threshold that
adapts to the current characteristics of the signal has to be applied.
The expected bit rate for dynamic environments can be modeled by
the first and second order moments of the signal within a time win-
dow of a few seconds. However, as the standard deviation is sensitive
to outliers, we use the L1 norm to compute the expected deviation.
In Eq. 1, we denote the bit-rate to encode frame number i by xi,
and we define the threshold t(f) at frame number f as a multiple S
of this expected deviation within a time window of length 2k plus
the mean of this window. As shown in Fig. 3, the threshold follows

continuous changes in the bit rate and responds to alternations in
the variance, e.g., caused by different lighting conditions. Once a
slide change is detected, the corresponding peak is removed and the
threshold drops to allow for rapid successive slide changes. In gen-
eral, larger quantization values result in a lower bit rate variance and
thus smaller slide changes can be detected.

t(f) = S · 1
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As state-of-the-art codes like H.264/AVC include very efficient mo-
tion compensation techniques, moving foreground objects generate
only a moderate and smooth increase in the bit rate, which can be
clearly distinguished from the peaks caused by slide changes as
shown in Fig. 2. This can be further improved by considering only
the part of the bit rate that is generated by the residual error after
motion compensation and ignoring the motion vectors. Objects
entering the field-of-view of the camera can cause a more signif-
icant increase as new texture is introduced. However, by parsing
the bit rate block by block, as proposed in [10], the contribution of
boundary macro blocks, which are most affected by new emerging
objects, can be ignored. Altogether, with the proposed smart bit rate
extraction, the bit rate signal is robust against foreground motion,
entering objects, and small camera motion (e.g. recording without a
tripod).

Further, based on the threshold, substantial animations (e.g.
fly-in effects) or videos within a slide are detected and recognized
by measuring the duration of the bit rate increase (see Figs. 2 and 3).
As the duration is usually fixed and can be determined precisely,
detected animations can serve as a feature to recognize the current
slide id.

As lecture recordings are already encoded, the detection of slide
changes based on bit rate sequences has the advantage that hardly
any additional post processing is required, which renders the ap-
proach very fast. Altogether, this approach allows us to robustly
and reliably detect even minor slide changes at very low complexity.

3. SLIDE RECOGNITION

The slide change detection algorithm discussed in Section 2 returns
the set of temporal positions where slide transitions occur in the
recordings, along with the magnitudes of these transitions. To recog-
nize which slide is currently discussed in the lecture recordings, we
need to determine the direction of each detected slide change transi-
tion, i.e., whether the transition is caused by advancing to the next
slide in the presentation, or by stepping backward to the previous
slide. It is also possible that the transition is a false positive, i.e., the
slide in the recording remains to be the same, and the bit-rate peak
is caused by other variations such as motion of foreground objects.

To distinguish the direction of each transition, we propose to
use the magnitudes of the detected bit rate peaks, which indicate
the amount of new information and are different for the individual
slide transitions. Thus, we propose to compare the observed bit-rate
peaks with the reference data. To generate the reference data on the
required bit rate per transition, we encode the presentation slides into
a video, where the individual slides are repeated for a very short du-
ration (e.g., three frames). This encoding has to be performed twice
for both forward and backward navigation so as to obtain the ref-
erence data for forward and backward transitions, respectively. As
only a few frames need to be encoded, the computational complex-
ity to generate the reference data is very low. The encoding should
be performed with similar parameters as the lecture encoding, e.g.,
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Fig. 4. Reference bit rates for forward and backward slide transitions
of the EI7001 test data (see Table 1). Forward and backward data at
slide id N indicates the required bit rate for slide transitions N →
N + 1 and N → N − 1, respectively.
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Fig. 5. Sketch of the hidden Markov model used to estimate the cur-
rent slide id as part of the Viterbi algorithm based slide recognition.

similar quantization parameters. To be robust against different quan-
tization parameters and different resolutions, a normalization of the
bit rates has to be performed. This is done by scaling the reference
bit rates such that the first detected transition, which is assumed to be
a forward transition, is equal to the corresponding reference. Fig. 4
illustrates the bit rates required for forward and backward transitions
starting from the indicated slide id. While most of the transitions
differ significantly, some of them are very similar in both directions.
Therefore, to reliably determine whether a forward or backward slide
transition has occurred, a simple comparison between the measured
and reference bit rate at each slide change is not sufficient.

Thus, we propose to model the slide transition recognition prob-
lem by a HMM, where the states correspond to the individual slides
(see Fig. 5). This allows us to consider multiple hypothetical slide
transition combinations that lead from the first to the last slide and
select the most likely combination. The probabilities for the individ-
ual hypothesis are based on the bit rate comparisons at all detected
slide changes and hard decisions for individual slide transitions are
avoided. The probabilities for each transition are determined by a
comparison of the measured and the reference bit rate as shown in
Eq. 2 for the forward transition.

Pfwd = 1− (|Brec −Bfwd ref |) /Brec (2)

Here, Pfwd denotes the probability for forward transition, Brec

denotes the magnitude of the bit rate peak in the recording, and
Bfwd ref denotes the magnitude of the reference bit rate peak when
encoding the presentation slides in the forward order. The proba-
bility for backward transition Pbkwd is determined similarly, with
Bfwd ref being replaced by Bbkwd ref , the magnitude of the ref-
erence bit rate peak when encoding the presentation slides in the
backward order. We also need to add robustness against spuriously
detected slide changes. We introduce a third transition that allows
us to stay at the current slide. This probability is determined by the
difference between the bit rate and the slide detection threshold and
weighted relative to the minimum of the two predicted bit rates for
the actual slide transitions as shown in Eq. 3.

Pfalse = 1−min ((|Brec −Bthresh|) /Bmin ref , 1) (3)

2580 2630 2680 2730 2780
0

5

10

15
x 10

4

forwardPrediction: backward false

B
it

 r
a

te

Slide transition from 15 -> 16

Slide transition from 16 -> 17

Fig. 6. Segment of the bit rate sequence of the EI7001 test data set
illustrating the comparison of measured and reference bit rates (at
slides 15, 16) to estimate the direction of the slide transition.

Fig. 6 illustrates the predictions for all three state transitions for
the two consecutive slide changes. As the slide transition starts from
slide 15, the hypotheses would result in slides 14, 16, or reside at the
same slide id 15 (see Fig. 5). Since, the transition probability is rela-
tive to the difference between the predictions and the actual measure-
ment, the hypotheses for the first slide transition in Fig. 6 (around
frame 2600) have almost the same probability in forward and back-
ward direction. However, in the following step, all three hypotheses
use references for transitions starting at their current slide. As the bit
rate references from incorrect states and thus slides are unlikely to
match with the actual measurement, the previously equally probable
hypothesis can now be differentiated. Thus, once a wrong decision
has been made, the associated probabilities of the hypotheses, which
accumulate the individual transition probabilities, are pruned in the
following steps. In contrast, the reference for the forward transition
starting at slide 16 (around frame 2680) matches perfectly to the
measurement (see Fig. 6). Since all three hypotheses leading to one
particular state have an identical starting point for subsequent steps,
only the hypotheses with the largest probability needs to be further
considered. This Viterbi algorithm based approach makes our sys-
tem highly computationally-efficient. After processing all detected
slide changes, the most likely hypothesis at the last state is selected.
The history of this hypothesis identifies individual slide transitions
(forward, backward or false positive), and the matching slide id can
be determined.

If animations are detected in the electronic slides and can be pre-
cisely matched to the reference based on their exact duration, they
distinctively identify the current slide id. Thus, all hypotheses ex-
cept for the one in the corresponding state are removed, which adds
additional robustness to the system. In the case the HMM is not
sure about the current state (i.e. the probability for multiple slide
ids are very similar) a feature based matching of a single frame to
the reference data could be initiated. While this would also allow
the HMM to recover from slide jumps this strategy is not applied in
the results section. Altogether, the approach allows for reliable slide
recognition at extremely low computational complexity by exploit-
ing readily available information. There are no requirements on the
amount or type of texture, foreground motion, or text size imposed.

4. RESULTS

The reliability of the approach has been evaluated using several real
world recordings as well as worst case scenarios. Due to space con-
straints we limit ourselves to the five examples listed in Table 1,
which cover a broad spectrum of possible scenarios. Recording



Name EE221 EE398a EE398b EI7001a EI7001b

Length (min) 31 6 2 3 4
Slide count 9 34 9 18 18
Animations yes no no no no
Num. of slide changes 13 45 14 25 27
Minor slide changes yes no no yes yes
Distractors no no no yes yes
Camera motion no no yes no yes
Slide changes detected 15 47 14 25 27
Percent of corr. recog. 100 100 100 100 100

Table 1. Properties of exemplary recordings and results of the pro-
posed slide synchronization algorithm.

EE221 is an excerpt of a lecture held at Stanford University. Some
of the slides and a video frame of the recording are shown in Fig. 1.
Despite the motion of the lecturer and the audience, even those slide
changes where only small additional parts of an illustration are un-
covered are successfully detected. However, also two small peaks
resulting from suboptimal motion estimation in the encoder are de-
tected as slide changes. Since the slide recognition algorithm is de-
signed to cope with false positives, the correct order of slide appear-
ances is recovered. The other four recordings in Table 1 demonstrate
artificially generated worst case scenarios where particularly chal-
lenging slides have been selected from real lectures at Stanford Uni-
versity and Technische Universität München. This includes minor
changes between successive slides as shown in Fig. 7, which would
be very difficult to differentiate for feature or text recognition based
approaches. Further, we introduced a large amount of distractors,
like persons moving through the field-of-view of the camera cover-
ing the entire slide, and fast motions of the lecturer occluding large
parts of the slide as depicted in Fig. 8. In recordings EE398b and
EI7001b we hand-operated the camera leading to a larger variance
of the bit rate.

While in recording EE398a with an overall of 45 slide changes
2 false positives have been detected, the correct order and time of
the slides has been recognized for all tested videos. However, if
the camera motion is strong or very coarse quantization is applied,
which both lead to an increase in the bit rate variance, the minimum
amount of detectable change between successive slides is increased.
The processing time of the proposed approach does hardly depend
on the length of the actual recording but rather on the number of
slides that have to be encoded as a video. Thus, the time required to
synchronize a video with the corresponding lecture slides is usually
in the range of a few seconds.

5. CONCLUSION

In this paper, we present a novel approach for the synchronization
of presentation slides and lecture videos based on bit rate sequences.
By exploiting readily available information, a robust and reliable de-
tection of even minor slide changes at very low computational com-
plexity is achieved. Further, the slide ids are recognized by observ-
ing the magnitude of the bit rate required to encode a slide transition.
A Viterbi algorithm based approach determines the most likely slide
order based on reference bit rates obtained form encoding the slides
into a video. In contrast to prior work no requirements on the amount
or type of texture, foreground motion, or text size are imposed. Ad-
ditionally, animations within the slides are exploited as additional
features. Our experiments show the robust and reliable recognition
of slide ids even under difficult conditions like occlusions, strong
foreground and camera motion. The ability to recognize which slide

a) b)

Fig. 7. Slides 10 and 11 of recording EI7001 illustrating minor
changes between successive slides.

Fig. 8. Example of distraction caused by foreground motion and
occlusion by the lecturer.

is discussed during which segment of the video allows us to enhance
the user experience by displaying the slides aligned with the video,
improving the recording quality by super resolution approaches, and
indexing of the video for efficient browsing. While we assume that
jumps to slides without passing the intermediates are uncommon,
future work will focus on the hybrid use of bit rate sequence and
feature based slide synchronization to overcome this current limita-
tion. Further, a slide change detection threshold that uses the prior
knowledge of the reference bit rates will be integrated.
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