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Abstract—Internet protocol television (IPTV) systems employ
IP multicast to deliver television programs to end-users. To
provide reliable IPTV services over the error-prone digital
subscriber line (DSL) access networks, a combination of multicast
forward error correction and unicast retransmissions is employed
to mitigate the impulse noise in DSL links. In current systems,
the error control function is provided by special retransmission
servers. In this paper, we propose an alternative distributed
solution where the burden of packet loss repair is partially shifted
to end-user set-top boxes. Using a peer-assisted repair (PAR)
protocol, we demonstrate how packet repairs can be delivered in a
timely, reliable, and decentralized manner using the combination
of server-peer coordination and redundant repairs. We also show
that this distributed protocol can be seamlessly integrated with
an application-layer source-aware error protection mechanism
called forward and retransmitted systematic lossy error protec-
tion (SLEP/SLEPr). Analysis and simulations show that this joint
PAR-SLEP/SLEPr framework not only efficiently improves the
resistance to the impulse noise but also effectively mitigates the
bottleneck experienced by the retransmission servers, thus greatly
enhancing system scalability.

Index Terms—Error-resilient video, impulse noise, Internet
protocol television (IPTV), peer-to-peer, reliable multicast,
scalability.

I. Introduction

INTERNET protocol television (IPTV) service provides
end-users television programming over a managed network

infrastructure with a guaranteed quality of user experience.
Digital subscriber line (DSL) links often connect the network
and the end-user premises and, besides television program-
ming, also provide Internet access and voice services.

DSL links (i.e., twisted pair wires for telephony networks)
are, however, susceptible to various types of interference,
among which the impulse noise has the most devastating
impact [3]. Possible sources of impulse noise include alter-
nating current power switches, motors, and lightning strikes.
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Depending on the duration, impulse noise can be put into three
categories, namely, repetitive electrical impulse noise (REIN)
with duration less than 1 ms, prolonged electrical impulse
noise (PEIN) lasting between 1 ms and 10 ms, and single
isolated impulse noise (SHINE) longer than 10 ms.

To mitigate the impact of impulse noise and other interfer-
ence on the received video quality, current IPTV deployments
complement source-specific multicast (SSM) with an error-
control mechanism combining multicast forward error correc-
tion (FEC) and unicast retransmissions. Retransmitted packets
are generated by retransmission servers [3], which are usually
located at the edge of the core network. Each retransmission
server can only support a limited number of downstream set-
top boxes (STBs) lest they are overwhelmed by retransmission
requests for error bursts that are not corrected by FEC. The
new approach we are exploring in this paper can effectively
mitigate this retransmission server bottleneck.

The impact of impulse noise can be mitigated at different
layers in the network. At the network/transport layer, reliable
multicast protocols [4]–[9] aim to provide unfailing and real-
time video delivery despite packets occasionally corrupted by
impulse noise. The hybrid error-control mechanism currently
deployed belongs to this category. At the application layer,
smart video coding techniques can further reduce video quality
fluctuations caused by damaged packets in either proactive or
reactive fashion [10], [11]. Additional gain can be achieved
when these techniques are combined.

In this paper, we first propose to leverage IP STBs in the loss
repair process, so as to lessen the burden on the retransmission
servers. A challenging issue in peer-assisted loss repair is the
uncertain status of the peers. For example, peer departures may
lead to packet repair failures. We show that this issue can be
greatly alleviated by introducing redundancy in the repairs.
We propose the peer-assisted repair (PAR) protocol, which
coordinates the server and the peers to deliver repair packets
in a timely, reliable, and decentralized way. We further inves-
tigate the performance of PAR protocol in combination with
an application-layer error protection scheme—forward and
retransmitted systematic lossy error protection (SLEP/SLEPr),
and show that this mitigates the server burden and increases
the resistable impulse noise duration. The essential idea behind
SLEP/SLEPr is to “compress” the parity packets to save
bandwidth, or to use the saved bandwidth for stronger error
protection. The canonical hybrid automatic retransmission
request (hARQ) (i.e., FEC combined with retransmissions) can
be regarded as a special case of SLEP/SLEPr in that the parity

1051-8215/$26.00 c© 2011 IEEE



LI et al.: IPTV MULTICAST WITH PEER-ASSISTED LOSSY ERROR CONTROL 435

compression ratio is 1. In point-to-point transmission case,
SLEP/SLEPr leads to graceful degradation in the reconstructed
video quality; in PAR, we show that SLEP/SLEPr is also a
necessary component to avoid downlink congestion due to
redundant repairs.

This paper is structured as follows. Section II discusses
the related work. Section III describes the various packet
loss-repair protocols, including the currently deployed server-
assisted repair (SAR), and the proposed PAR protocol. Section
IV describes how to combine the PAR protocol with the video
coding scheme SLEP/SLEPr. Section V presents an analytical
model with the aim of characterizing the gains achieved by
the hybrid PAR-SLEP/SLEPr scheme and the performance
tradeoffs. Simulation results are presented in Section VI.

II. Related Work

A. Reliable Multicast

Multicast can be built at different layers of a network.
Popular approaches include network-layer multicast (or IP
multicast) [4]–[9], [12]–[15] and application-layer multicast
[16]–[23]. IP multicast requires network support whereas
application-layer multicast does not rely on any specific in-
frastructure. In application-layer multicast, data packets are
replicated at the end hosts, which logically form an overlay
network. Streaming of live video over peer-to-peer networks,
which has received considerable attention in recent years
[18]–[21], belongs to the latter category. IPTV multicast that
implements SSM at the network layer and unicast retransmis-
sion service at the transport layer can be generally considered
as examples of the former category.

Reliable multicast is a concept related to IP multicast.
Reliable multicast protocols have been researched for a wide
spectrum of applications, ranging from conferencing, net-
work gaming, to file transfer and news feeds. Similar to the
transmission control protocol (TCP), reliable multicast seeks
mechanisms for unfailing delivery of network packets. In
the multicast scenario, achieving scalability by reducing the
amount of feedback control traffic is an important concern.
This issue has been addressed in either a hierarchical fashion,
such as in reliable multicast transport protocol [4], or using
multicast retransmission with feedback suppression [5], [6].

Scalable reliable multicast (SRM) [5] is a protocol im-
plementing the “repair by any receiver” concept, which is
similar in spirit to the proposed PAR protocol. However,
there are major differences between SRM and PAR. First,
SRM is designed to minimize the coordination between the
receivers, thus both the request and repairs are multicast to
all the other receivers. PAR uses unicast repair instead. PAR
provides more coordination among the receivers by leveraging
the presence of a dedicated server. Latency is not an important
concern in SRM, but it is of the essence in PAR. In SRM,
group members maintain status updates through low-frequency
session messages, whereas in PAR, members promptly inform
the dedicated server when joining/leaving the group and
this information is promptly propagated to all the relevant
members.

Pretty cood multicast (PGM) [7] is a protocol that bypasses
the user datagram protocol (UDP) and interfaces directly with
IP. Designed with real-time applications in mind, low-latency
is important in PGM. However, no precaution is taken for pos-
sible unavailability of repair—if no negative acknowledgment
(NACK) packets are received by the time a transmit window
times out, the data simply becomes unavailable for repairs.

Multicast file transfer protocol (MFTP) [8] targets bulk
data delivery applications and has no low-latency requirement.
MFTP breaks data into large chunks and aggregate repair
requests for each chunk in NACK packets to reduce feedback
implosion. A recent work named cooperative peer assists and
multicast (CPM) [9] for the applications of video-on-demand
implements the bulk data transfer idea. To achieve low start-
up delay, CPM proposes to prepopulate the beginning of each
video to the local machines during off-peak hours. However,
this is not an available option for IPTV applications. CPM
also uses dedicated server(s), but with the aim of constraining
the latency. In contrast, the dedicated server is used for
constraining the error probability in PAR.

B. Systematic Lossy Error Protection (SLEP)

SLEP is an application-layer forward error protection
scheme for robust transmission of video over packet erasure
channels [10], [11]. The scheme is systematic in the sense that
the protection stream is separable from the source stream, and
lossy in that robustness is achieved in exchange for a slight
drop in video quality when error correction is needed. The
concept originates from the distributed source coding principle
and the problem of digital enhancement of a degraded analog
signal [24]. SLEP is able to achieve graceful degradation even
under very noisy channel conditions because it can avoid the
“cliff effect” (i.e., the error correcting performance undergoes
a sharp degradation at some threshold) that is usually expe-
rienced in conventional FEC. A practical implementation of
SLEP using H.264/AVC redundant slices is described in [11].
A theoretical analysis of the SLEP performance is presented in
[25] for a first-order Gauss–Markov source and a differential
pulse-code modulation (DPCM)-like encoder. In this paper, we
build on top of the existing framework and extend SLEP to
hybrid forward and retransmission modes.

C. Network Coding

The coding scheme leveraged in the PAR protocol shares
some similarities with network coding and network error cor-
rection [26]–[33]. Both rely on encoding of packets at network
nodes in a distributed manner, and decoding at the destination
nodes upon receiving enough packets. There are, however, a
number of differences. Practical network coding [26], [27],
[34] leverages random linear codes to allow the encoding to
proceed in a fully distributed manner (i.e., incoherent coding).
The coding rules are tagged on the data packets to allow
decoding to proceed in a distributed manner. Random linear
codes [27], [29], by nature, have a small probability of failure.
On the other hand, since retransmission requests in the PAR
protocol are initiated by a single network node, the coding
rules can be specified in a centralized way (i.e., coherent
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TABLE I

Symbols and Variables Used in this Paper

Notation Explanation
{·} Set
|{·}| Cardinality (or size) of set
N No. of peers
K No. of programs (i.e., multicast groups)
Pn Peer node n
PRS Retransmission server
B Set of burst errors
B Size of burst error set (i.e., B = |B|)
Si Source stream packet i
L Repair redundancy degree
CRl Coding rule for coded packet ˜Cl (PAR coded case)
˜Cl Coded packet (PAR coded case)
Mk Multicast group k
M(·) Operator that determines the current multicast session of a peer
φn Coprogram set of peers Pn (i.e., φn

� {Pj : j �= n, M(Pj) =
M(Pn)})

REQ(·) Retransmission request
Ŝi SLEP redundant packet i generated at the encoder or decoder
β SLEP stream compression ratio
D Set of source packets in one SLEP coding block
K No. of source packets in one SLEP coding block (i.e., K = |D|)
N No. of packets after coding in one SLEP coding block
MFWD No. of parity packets used in forward transmission in one SLEP

coding blcok
MRET No. of parity packets used in retransmission in one SLEP coding

block
F Set of forward parity packets corresponding to D
BD Set of burst errors within D
BF Set of burst errors within F
pz (k; s, K) PMF of Zipf distribution with shape parameter s and number

of elements K
RS Retransmission server bitrate
TBURST Mean time of an error burst
tBURST Random variable for the duration of a error burst
TBB Mean time between any two error bursts
tBB Random variable for the duration between any two error bursts
ωi Outcome of packet i after transmission and SLEP/

SLEPr recovery
ES Event that a packet is successfully received
EFWD Event that a packet is repaired by forward parity packets
ERET Event that a packet is repaired by retransmitted parity packets
EF Event that a packet is not successfully repaired
mPU Normalized peer uplink bitrate
mPD Normalized peer downlink bitrate
RFWD Bitrate for forward transmissions for a single stream
RRET Bitrate for retransmissions for a single stream
R Source stream bitrate
BSRC Source packet size
TSRC Source packet duration
1(·) Indicator function
pRET Probability that retransmission is invoked (i.e., pRET

� P
(ERET ∪ EF ))

pRET pRET � P (ERET ∪ EF |tBURST, tMTBB)
Nk Size of multicast group Mk

γDEPT Probability of peer depature
ECONG Event that peer’s uplink is congested
ENR Event that a peer is unresponsive to a request
nNB Maximum number of neighboring peers a peer can interact with
RCTL Bitrate for the control information (i.e., request packets)

coding) and included in the request packets. The request
recipients then generate the data packets according to the
specified rules. Instead of random linear codes, deterministic
codes, such as Reed–Solomon codes, can then be used to
achieve the best possible performance.

III. Packet Loss Repair Protocols

In this section, we describe the protocols used in the
network/transport layer to achieve reliable multicast of IPTV
streams over error-prone DSL access networks. We start by

Fig. 1. IPTV access network architecture with hybrid error control. The
source video stream and the FEC stream are generated at the headend, and
delivered to IP STBs via an SSM session. The retransmission server caches the
source packets and responds to STBs’ requests by retransmitting the source
packets.

introducing the system architecture of the DSL access network
in Section III-A. Section III-B describes the currently deployed
hybrid error-control mechanism through dedicated retransmis-
sion servers. Section III-C presents the proposed peer-assisted
packet loss repair protocol. The symbols and variables used
in this paper are listed in Table I.

A. System Architecture

In this paper, our focus is on the DSL access network. Fig. 1
illustrates the architecture of a typical IPTV access network
riding on DSL. More details can be found in [3]. A video
stream encoded in commercial-grade quality, referred to as an
IPTV primary stream, is sourced from the real-time transport
protocol (RTP) source and transmitted over the aggregation
router(s) (AR) and a DSL access multiplexer (DSLAM). It
is then delivered to the end-user STBs over a DSL link (i.e.,
telephone wire). To overcome impulse noise and other types of
noise within the DSL links, dedicated retransmission servers
can be deployed to provide repair services to the STBs. To
minimize the burden on the network, retransmission servers
are pushed to the edge of the network and usually co-located
with the ARs.

The IPTV primary stream is carried in a MPEG2 transport
stream (MPEG2-TS) [35] and encapsulated in RTP [36] pack-
ets. Each IP STB may join one of many multicast sessions.
Each group shares a primary stream, which is delivered to the
STBs over an SSM session.

B. Server-Assisted Repair

The retransmission server-assisted hybrid error-control
mechanism is shown in Fig. 1. In this scheme, along with the
primary stream delivered to the IP STBs, an FEC stream is
also multicast from the source. The primary stream is cached
by one or more retransmission server(s). When interference
or noise on the DSL links corrupts the stream, the IP STB
first attempts to recover the corrupted source packets from
the FEC packets. If this fails, it sends a request to the
retransmission server, which then retransmits the requested
packets over a unicast session. The requested packets can
be simple repetitions of the missing packets, or incremental
refinement packets that are erasure-correcting-coded, similarly
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as the FEC packets. As packet retransmissions are solely
handled by the retransmission servers, we call this approach
SAR.

The above server-assisted packet repair protocol can be
abstracted, as shown in Fig. 2(a). In this illustration, only the
retransmissions are depicted. The AR is connected with N peer
nodes (or IP STBs) Pn, n = 1, . . . , N. Since the DSLAMs are
layer-2 devices, we treat them as transparent in this model.
Attached to the AR is one retransmission server PRS . Each
peer node may join one of the K multicast sessions (i.e., one
group per television program).

The performance of SAR is limited by the maximum dura-
tion of error burst it can correct and the maximum number of
downstream STBs it can support. Typically, the retransmission
bitrate is set to a fraction of the source video rate, thus it takes
longer to retransmit a packet than transmitting it initially. If
the error burst duration is too long, the retransmitted packet
would arrive later than the playout deadline. Furthermore, a
retransmission server can only support a limited number of
downstream STBs lest it is overwhelmed by the retransmission
requests.

C. Peer-Assisted Repair

In the proposed PAR scheme, the repair function is partially
shifted to the peer IP STBs. The retransmission server only
serves as the last resort when the PAR is not available. The
PAR protocol is designed with low latency in mind, i.e., unlike
TCP or SRM [5], the system cannot afford to let the peer
continue sending requests until the repair is received; instead,
the system must ensure that the repair information is received
after one retransmission attempt with high probability. In
addition, the communication between the peers does not rely
on exchanging state information between the peers. Instead,
the retransmission server pushes the state information to the
peers.

One challenging issue faced by PAR (but not by SAR) is
unexpected peer departure that could lead to repair failures.
For example, when a peer changes the program (i.e., leaves
a multicast session), it is nevertheless deemed available for
packet repair until the state update is relayed to the retrans-
mission server and the other peers. Besides peer departure,
other uncertainties could also lead to repair failures. For ex-
ample, due to imperfect synchronization, the requested packet
may fall outside a peer’s cache window. In this paper, we
propose to address all these problems with a unified solution—
redundancy of repairs. In Section III-C1, we discuss how to
introduce redundancy in the repair packets sent from different
peers. In Sections III-C2 and III-C3, we discuss two variations
of the PAR protocol—PAR with centralized tracking (PAR-
CT) and PAR with distributed tracking (PAR-DT), respec-
tively. Fig. 2(b) and (c) illustrates these two variations.

1) Redundancy of Repairs:
a) Uncoded Case: When a peer Pn experiences an error

burst B with size B � |B| that results in the loss of packets
{Si}i∈B after FEC, the simplest solution is to request redundant
repairs for each lost packet Si independently, thereby increas-
ing the probability that Pn receives at least one retransmitted
packet for each Si. Exactly L copies are requested for each Si

Fig. 2. Packet loss-repair protocols illustrated in simplified network topol-
ogy. (a) SAR. (b) PAR-CT. (c) PAR-DT. Only the retransmissions are depicted.

from Pn’s primary stream is carriedneighboring peers. When
not enough neighboring peers are available, retransmission can
always be performed by PRS , where redundant repairs are not
needed since the retransmission server is considered reliable.
Note that the number of requested copies L should not be too
large, otherwise the redundant packets will cause congestion in
the downlink of Pn. The issue of selecting suitable value of L

is discussed in details with simulation results in Sections VI-E
and VI-F.

b) Coded Case: A more efficient solution is to apply
erasure codes (e.g., Reed–Solomon codes) across peers to
recover a burst of packet losses, as illustrated in Fig. 3. Specif-
ically, for a burst of size B, a (BL, B) code shall be applied.
Notice that unlike the uncoded case, the redundancy degree
L now can be a fraction ≥ 1. In total, BL retransmission
requests are generated and sent to the neighboring peers. Each
retransmission request l also includes a coding rule CRl, in the
following form:

CRl = g̃(l) � [g(l, 1), g(l, 2), ..., g(l, B)], l = 1, ..., BL (1)

where g̃(l) corresponds to a row in the Reed–Solomon code
generator matrix G ∈ GF(qm)BL×B, where qm is the finite
field size,1 and has support {Si}i∈B. The coprogram peer Pl

(i.e., peer that is watching the same program as Pn), after
receiving the request with the coding rule CRl, generates the
coded packet C̃l according to

C̃l =
B∑

i=1

g(l, i)S(i) (2)

where
{
S(i)

}B

i=1 � {Si}i∈B2 and retransmits the coded packet
C̃l to the destination peer Pn. Pn performs decoding after
successfully receiving B-coded packets using decoding method
such as Newton’s interpolation [37].

2) PAR with Centralized Tracking: In PAR-CT, a peer’s
status is continuously tracked by the retransmission server.
When a peer Pn joins a multicast session Mk, k ∈ 1, ..., K

(we denote this by Mk = M(Pn), where M(·) is the operator

1Hence all the operations mentioned below such as addition and multipli-
cation are carried out in GF(qm).

2Note that we use the subscript (i) for the indexing of packets within B,
which is different from the index i used for the set of all packets.
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Fig. 3. Generation and retransmission of coded redundant repair packets
from peers in the coprogram set �n to the requesting peer Pn. Note that
in this illustration, we assume |�n| = BL. The gray arrow indicates decoding
direction.

that maps a peer to its current multicast session), the retrans-
mission server PRS is promptly informed of this event via
a special message [38]. During the session, Pn periodically
sends messages to PRS to confirm that it continues to receive
the multicast. If no such message is received for some time,
PRS no longer considers Pn a receiver of that multicast session.
When Pn leaves the multicast session, it promptly informs PRS

of this event. PRS also maintains a table that keeps track of
the peer-program pairs {(Pn, M(Pn))}Nn=1. Thus, it knows any
peer Pns coprogram set �n �

{
Pj : j �= n, M(Pj) = M(Pn)

}
,

i.e., the set of peers currently watching the same channel as
Pn.

When Pn experiences an error burst B that causes loss of
packets {Si}i∈B which cannot be corrected by FEC, it sends a
repair request REQ

({Si}i∈B
)

to PRS . PRS determines L—the
number of redundant repairs per packet needed to maintain
a high probability of recovery. The total number of repair
packets is then BL. If a minimum number of peers in Pns
coprogram set �n can be found, i.e., |�n| ≥ L, PRS then
spreads the BL requests as evenly as possible among these
peers in �n. If coding needs to be applied across the repair
packets, PRS also specifies the coding rules CRl, l = 1, ..., BL

in each request packet (see Section III-C1). If not enough
peers are found, i.e., |�n| < L, PRS replies to Pn with the
requested packets {Si}i∈B itself. Notice that by forwarding the
request instead of sending the repair packets, retransmission
server bitrate can be drastically reduced. Upon receiving the
retransmission request, each peer Pl looks for the requested
packets in its cache. If found, it responds to Pn with the
requested packets. If necessary, channel coding is applied to
generate the coded repair packets.

3) PAR with Distributed Tracking: Similar to PAR-CT, in
PAR-DT a peer’s status is always promptly updated. However,
each peer Pn maintains its own tracking table that contains the
coprogram set �n. Whenever there is a status change, PRS is
informed first, which, in turn, sends a message to update the
tracking table of Pn if needed.

When Pn experiences the loss of packets {Si}i∈B, it first
determines the repair redundancy L needed. Pn then spreads
the BL requests as evenly as possible to the coprogram set �n.

It also specifies the coding rules CRl, l = 1, ..., BL if coding
shall be applied. If Pn does not find a sufficient number of
peers receiving the same multicast, i.e., |�n| < L, it sends the
repair request REQ

({Si}i∈B
)

to PRS . Either PRS or the peers
in �n respond with the repair packets, similar as in PAR-CT.

PAR-CT and PAR-DT differ from each other in: a) where
the tracking table(s) are maintained, and b) who decides where
to route the repair requests to. Compared to PAR-CT, PAR-
DT demands a lower server bitrate and reduces queuing delay
at the server, but it is more difficult for PAR-DT to achieve
tracking table synchronization. This is because the server
needs to constantly update the peers by sending them the state
information. Since the state information is subject to delay and
loss, there is more uncertainty in comparison with the solution
that the server maintaining the tracking table itself.

IV. Cross-Layer Design with SLEP/SLEPr

In this section, we describe how to combine PAR with
the source-channel error protection scheme SLEP/SLEPr to
effectively deal with impulse noise and peer departures within
a unified framework. SLEP/SLEPr, when used alone, provides
a backward-compatible solution to the current IPTV infras-
tructure. Compared to the source-oblivious hybrid error con-
trol scheme described in Section III, SLEP/SLEPr effectively
increases the correctable error burst duration with some slight
degradation of the received video quality. In Section IV-A,
we first describe how to generate and decode SLEP packets.
In Section IV-B, we illustrate the SLEP/SLEPr procedure as
an extension of SLEP in the hybrid error control scenario. In
Section IV-C, we show how to combine the application-layer
SLEP/SLEPr with network/transport-layer PAR.

A. SLEP Packet Generation and Decoding

The SLEP system described in [11] consists of the stan-
dard H.264/AVC codec for generating/decoding the standard
primary packets and a non-conventional Wyner–Ziv codec for
generating/decoding the parity packets. Fig. 4(a) illustrates the
generation of SLEP parity packets, and Fig. 4(b) illustrates
its decoding process. Below we highlight the parity packet
generation and decoding process. Interested readers can refer
to [11] for more details.

1) Packet generation: The sender first encodes the input
video using a standard H.264/AVC coder into a stream
of source packets {Si}. The bitstream corresponding
to a number of macroblocks is encapsuled in a so-
called primary slice, one per source packet. From each
source packet Si, it then generates a redundant packet
Ŝi that contains one redundant slice (sharing the same
macroblocks as the source packet). The redundant slice
is obtained by re-encoding the prediction residues with
coarser quantization. If redundant slices are of differ-
ent size, they can be zero-padded and aligned exactly.
Alternatively, one can use different quantizers, each for
a different redundant slice, to fine-tune the coefficients
to make the redundant packets the same size. Define
the stream compression ratio β as the ratio between the



LI et al.: IPTV MULTICAST WITH PEER-ASSISTED LOSSY ERROR CONTROL 439

Fig. 4. (a) SLEP parity packet generation and (b) decoding. The gray arrows indicate encoding/decoding directions.

size of the trimmed redundant packet and the size of
the source packet. Next, divide the source stream into
blocks of K packets, and denote by D one of the blocks.
The redundant packets corresponding to D are {Ŝ(i)}Ki=1 �
{Ŝi}i∈D. Apply a systematic (N, K) Reed–Solomon code
across the K redundant packets to generate N−K parity
packets {Ĉ(i)}N−K

i=1 , where each parity packet contains the
encoded parity slice plus some helper information. The
helper information includes redundant slice quantization
parameter (QP) and slice boundaries.

2) Packet decoding: At the receiver, suppose the received
source packets are {Si} and the received SLEP parity
packets are {Ĉi} for block D. First, regenerate the
redundant packets {Ŝi} from {Si}. If the total number
of regenerated redundant packets and received parity
packets is no smaller than K, i.e., |{Ŝi}| + |{Ĉi}| ≥ K,
apply Reed–Solomon decoding on {Ŝi} and {Ĉi} to
recover the redundant slices. The recovered (coarser)
redundant slices are then decoded and substitute the lost
portion of the video.

B. SLEP/SLEPr Procedure

Now consider SLEP is applied to a hybrid error-control sce-
nario. Among the generated SLEP parity packets, let {ĈFWD

i }
be the set of parity packets used in forward error protection,
with size MFWD � |{ĈFWD

i }|; let {ĈRET
i } be the set of parity

packets used in retransmission, with size MRET � |{ĈRET
i }|,

satisfying N − K = MFWD + MRET. In practice, the forward
parity packets are generated at the source encoding stage;
depending on the repair schemes, the retransmitted parity
packet may be either generated at the source encoding stage,
or generated at the retransmission server (as in SAR) or the
peers (as in PAR) upon request. Fig. 5 illustrates the procedure
of forward and retransmission of SLEP packets.

1) Forward transmission: At the sender, the source packets
{Si} and the forward parity packets {ĈFWD

i } are transmit-
ted to the receiver over the error-prone erasure channel.
Recall that B denotes an erasure.

2) FEC: At the receiver side, use the received source
packets {Si}i∈D,i/∈B to regenerate the redundant packets
{Ŝi}i∈D,i/∈B. Since the same procedure is used at the
sender and the receiver, the generated redundant packets
are exactly the same at both ends. Notice that these
packets can be generated with low complexity, as one
only need to inverse the entropy/transform coding, apply

Fig. 5. Packet-level illustration of forward and retransmission of SLEP
packets.

a coarse quantization on the reconstructed residue, and
apply transform/entropy encoding again. Within coding
block D, if the total number of redundant packets
regenerated and the parity packets received is larger than
K, i.e., |{Ŝi}|i∈D,i/∈B + |{ĈFWD

i }|i∈D,i/∈B ≥ K, apply Reed–
Solomon decoding to recover the corrupted packets.
Otherwise, the receiver sends a retransmission request
for additional parity packets from {ĈRET

i }.
3) Retransmission: Upon receipt of the additional parity

packets, apply Reed–Solomon decoding if enough pack-
ets are received, i.e., |{Ŝi}|i∈D,i/∈B + |{ĈFWD

i }|i∈D,i/∈B +
|{ĈRET

i }|i∈D,i/∈B ≥ K. Then decode the redundant slices
and substitute into the primary video stream. If not
enough packets are received, the decoder falls back on
error concealment.

C. Joint PAR-SLEP/SLEPr Error Protection

We have seen that SLEP/SLEPr operates in the application
layer whereas PAR operates in the network/transport layer.
Notice that Reed–Solomon codes are used in both layers, but
for different purposes—for resisting the impulse noise in the
application layer and for mitigating peer departures in the
transport layer. This introduces inefficiency. If we can unify
SLEP/SLEPr and PAR into one single framework, then Reed–
Solomon coding is performed only once and the redundancy
can be utilized more efficiently. This is can be achieved
by modifying the PAR protocol and make it aware of the
encoding in SLEP/SLEPr. Specifically, we modify the coded
case described in Section III-C1 as follows.
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Fig. 6. Generation and retransmission of coded redundant repair packets
from peers in the coprogram set �n to the requesting peer Pn—joint PAR-
SLEP/SLEPr error protection case. Note that in this illustration, we assume
|�n| = |BD|L and BF = ∅.

The repair packet generation and retransmission proce-
dure is illustrated in Fig. 6. Note that the Reed–Solomon
encoding/decoding is performed in blocks. Either PRS (in
PAR-CT) or Pn (in PAR-DT) must be aware of the coding
blocks. Let D be one source coding block with size K � |D|
and F be the forward parity block corresponding to D. Let BD
be the error burst within D and BF be the error burst within
F . Either PRS or Pn computes the redundancy L needed and
specifies the coding rules as follows:

CRl = g̃(l) � [g(l, 1), g(l, 2), ..., g(l, K)], l = 1, ..., |BD|L
(3)

where g̃(l) corresponds to a row in the Reed–Solomon code
generator matrix G ∈ GF(qm)|BD |L×K. Notice that each coding
rule is now specified with the support {Ŝi}i∈D, i.e., all the
redundant packets within the coding block, instead of only
for the corrupted source packets {Si}i∈B as in Section III-C1.
Each peer Pl, after receiving the request with the coding
rule CRl, first regenerates the redundant packets {Ŝi}i∈D from
source packets {Si}i∈D, then generates the coded packets C̃l

according to

C̃l =
K∑
i=1

g(l, i)Ŝ(i) (4)

where {Ŝ(i)}Ki=1 � {Ŝi}i∈D and retransmits the coded packet
C̃l to the destination peer Pn. After successfully receiving
|BD| − |{ĈFWD

i }|i∈F,i/∈BF coded packets, together with the
regenerated redundant packets and the received forward parity
packets, Pn performs Reed–Solomon decoding. Note that
one limitation of the joint scheme is the additional delay
introduced by block coding.

V. Analytical Model

In this section, we present an analytical model for the packet
repair protocols with SLEP/SLEPr error protection scheme
described in Sections III and IV. The aim is to characterize
the performance tradeoffs and the gains achieved by the joint
PAR-SLEP/SLEPr framework compared to other schemes. The
analytical results will be later compared with the simulation
results in Section VI.

A. Setup

Throughout the analysis, we make the following assump-
tions.

1) An IPTV multicast system supports N end-users,
each is watching one of K available programs (hence
K multicast groups). The user distribution among
different programs follows a Zipf model [39], having
the following PMF:

pZ(k; s, K) =
1/ks

K∑
n=1

1/ns

(5)

where k is the popularity rank of a particular program
and s is the exponent that determines the shape of
the distribution. For program k, the group size is
Nk = pZ(k; s, K) · N.

2) The noise impulses are independent for different users.
This assumption is based on the fact that the access
network is single-hop and most of the interference
occurs on the last-mile telephone wires and is mostly
uncorrelated. We model each channel using a two-state
Markov model parameterized by TBURST—the mean
time of the impulse burst and TBB—the mean time
between any two bursts. Thus the erasure burst duration
tBURST and the time between bursts tBB are independent
and each follows an exponential distribution with mean
TBURST and TBB, respectively.

3) If a packet is not affected by the impulse noise, it is
considered successfully received (denoted by event ES);
otherwise the packet is corrupted, and could be repaired
by either forward error protection packets (event
EFWD), or retransmitted packets (event ERET); if neither
succeeds, the repair is considered as failed (event EF ).
Denote by ωi the outcome of a packet after transmission
over the channel and SLEP/SLEPr recovery. We have

ωi ∈ � = {ES, EFWD, ERET, EF} (6)

where � denotes the sample space.
4) The burst falls into one forward error protection coding

block. This is a pessimistic assumption since if the
burst falls into two, it can be more easily corrected
within each block separately.

5) No two bursts occur within the same coding block,
given the very low impulse noise occurrence (e.g., below
effective packet loss rate of 1e-5 [3]) in the DSL link.

Our analysis relates the following quantities for each pro-
tocol analyzed.

1) The expected bitrate requirement at the retransmission
server link E[RS], for sending the repair packets and
optionally forwarding the request packets.3

3At any time instance, the bitrate RS at the retransmission server link needed
to support the peer requests and retransmissions is a random variable. By
analyzing the expected bitrate E[RS ] we are able to compare the performance
of different repair protocols. This is different from the setup in the experiments
in Section VI, where we fix the bitrate at the retransmission server link and
observe the resulting probability of repair failures.
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2) The uplink and downlink bitrate at each DSL link,
denoted by RPU and RPD, respectively. Alternatively,
we can use the normalized uplink and downlink bitrate,
defined by

mPU � RPU

RRET
(7)

and

mPD � RPD

RRET
(8)

respectively, where RRET is the bitrate used for retrans-
missions for a single video stream.

3) The overall repair failure rate P(EF ).

B. Model for Packet Repair Protocols

Consider that source packets {Si}i≥0 are multicast to the
end-users. Denote by R the source stream bitrate and BSRC

the source packet size. Each source packet has duration
TSRC = BSRC/R. A packet is considered lost if a portion of
it is corrupted. Assume the starting location of the corruption
is uniformly distributed over TSRC. On average, the packet loss
rate P(ES) can be calculated as

P(ES) = E
[

tBURST + TSRC

tBB

]
. (9)

Here, the expectation is defined for any g(tBURST, tBB) over
two exponential distributions as follows:

E (g(tBURST, tBB))

=
∫
t′

∫
t

g(t, t′)fExp(t; TBURST)fExp(t′; TBB)dtdt′ (10)

where fExp(t; T ) denotes the exponential distribution parame-
terized by mean T .

Now consider forward error protection. For a noise burst
B of duration tBURST, following (9), the number of packets it
corrupts (averaged over the starting location of corruption) is

|B| � B =
tBURST

TSRC
+ 1.

Therefore, the outcome ωi = EFWD if ωi �= ES and B ≤ MFWD.
The probability of occurrence for event EFWD is thus

P(EFWD) = E
[(

tBURST + TSRC

tBB

)
·1

(
tBURST

TSRC
+ 1 ≤ MFWD

)]
(11)

where 1(·) denotes the indicator function. The probability of
the event that retransmission is invoked, which is equivalent
to the event that a packet is either repaired by retransmitted
packets or the repair fails, defined as pRET � P(ERET ∪ EF ),
can be expressed as

pRET = E
[(

tBURST + TSRC

tBB

)
·1

(
tBURST

TSRC
+ 1 > MFWD

)]
. (12)

The conditional retransmission rate, defined as p̄RET �
P(ERET ∪ EF |tBURST, tMTBB), is

p̄RET =

(
tBURST + TSRC

tBB

)
·1

(
tBURST

TSRC
+ 1 > MFWD

)
. (13)

1) Server-Assisted Repair: For SAR, the expected number
of users sending request to the retransmission server is pRETN.
The expected retransmission server bitrate is

E
[
RSAR

S

]
= pRETN · RRET. (14)

Trivially, the normalized uplink and downlink bitrate need to
support SAR at each peer DSL link is

mSAR
PU = 0 (15)

and

mSAR
PD = 1 (16)

respectively. Given sufficient server bitrate, we assume that the
repair handled by the server is reliable, that is

P(ESAR
F ) = 0. (17)

2) Peer-Assisted Repair: We analyze the two variations of
the PAR protocol—PAR-CT and PAR-DT. We also analyze
three cases of applying coding across packets—the uncoded
case and the coded case (or the separately coded case for
clarity) described in Section III-C1, and the jointly coded case
described in Section IV-C. We first find, for each multicast
group Mk, k = 1, ..., K, the probability of retransmission
server directly handling the repair, and the probability of repair
failure, both as a function of the group size. Then we compute
the overall retransmission server bitrate required, as well as the
probability of repair failure for the uncoded, separately coded,
and jointly coded case.

Consider multicast group Mk of size Nk. In PAR, there are
several possibilities that may cause a peer to be unresponsive
to a request. First, the peer may have just departed the
multicast session and the request is sent before the notification
arrives. Denote this event by EDEPT and the probability of this
event by γDEPT � P(EDEPT). Second, the peer’s corresponding
packet is also lost and not repairable by FEC. Third, the peer’s
uplink is congested, denoted by ECONG. The event that a peer
is unresponsive to a request, denoted by ENR, has conditional
probability

P(ENR) = γDEPT + (1 − γDEPT)p̄RET +

(1 − γDEPT)(1 − p̄RET) P(ECONG). (18)

To find P(ECONG), notice that this is equivalent to the proba-
bility that the instantaneous demand on the uplink is beyond
its capacity. Given uplink bitrate mPAR

PU , each peer can serve up
to mPAR

PU retransmissions simultaneously. We further introduce
the practical constraint that each peer can communicate with
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at most nNB neighboring peers, and nNB neighboring peers can
receive repair packets from that peer. Then P(ECONG) can be
expressed as

P(ECONG) =
ñNB∑

i=mPAR
PU

(
ñNB

i

) (
p̄RET

ñNB

)i

·
(

1 − p̄RET

ñNB

)ñNB−i

(19)

where ñNB � min(Nk − 1, nNB).
Denote by L the redundancy of repair packets. For the un-

coded case, it is the number of peers each request is sent to. For
the separately/jointly coded case, it is the average redundancy
degree for each lost packet, which can be a fractional number.
The normalized peer downlink bitrate necessary to support
PAR is

mPAR
PD = L. (20)

For PAR-CT, the retransmission server traffic consists of the
request packets forwarded and the repair packets directly sent
by the retransmission server. Recall that if the group size Nk is
no larger than L, the request is handled by the retransmission
server. The expected number of peers the retransmission server
directly send repairs to is pRET

∑
k:Nk≤L Nk. The expected

retransmission server bitrate for PAR-CT can be expressed as

E
[
RPAR−CT

S

]
=pRET

∑
k:Nk≤L

Nk · RRET

+pRET

(
N −

∑
k:Nk≤L

Nk

)
· L · RCTL (21)

where RCTL is the bitrate for the control information (i.e.,
the request) and both summations are over the terms that has
Nk ≤ L. For PAR-DT, the retransmission server traffic only
consists of the request packets forwarded, thus its expected
bitrate can be expressed as

E
[
RPAR−DT

S

]
= pRET

∑
k:Nk≤L

Nk · RRET. (22)

Now we want to evaluate the PAR protocol repair failure
probability for the uncoded, separately coded, and jointly
coded case. For a group of size Nk, the probability of repair
failure conditioned on retransmission is P(EF |ERET ∪EF, Nk).
Given P(EF |ERET ∪EF, Nk), the overall probability of failure
can be evaluated as

P(EPAR
F ) =

K∑
k=1

P(EF |Nk)pZ(k; s, K) (23)

=
K∑

k=1

E
[
p̄RET P(EF |ERET ∪ EF, Nk)

]
pZ(k; s, K). (24)

The uncoded, separately coded, and jointly coded case only
differ in the way P(EF |ERET ∪ EF, Nk) is calculated.

TABLE II

Simulation Parameters

Parameter Default Value Range
No. of peers N 100 10–1000
No. of programs K 200
Zipf distr. shape s 1
Source stream bitrate R 5 Mb/s
Video duration 200 frames
FEC delay DFWD 50 ms
Retrans. delay DRET 0.5 s 0.1–0.5 s
Peer-router delay 20 ms
Router-retrans. server delay 0 ms
FEC budget αFWD 0% 0–5%
Retrans. budge αRET 10% 5–10%
Mean burst length TBURST 8 ms 2–16 ms
Mean time btw burst TBB 2 s

Packet loss rate P(ES ) 0.4% 0.2–0.8%
Req. pkt size BCTL 64 bytes
Source pkt size BSRC 1375 bytes
Repair redundancy L 1 1–3
Stream compression ratio β 1 0.5–1
Peer departure rate γDEPT 0 0–0.25
Peer uplink bitrate mPU 1 0.1–3
Peer downlink bitrate mPD 1 0.1–3
No. of peer neighbors nNB 10

a) Uncoded Case: If Nk > L, the repair is handled by
the peers. In this case, given redundancy L, the probability of
repair failure is P(ENR)L. Otherwise the repair is handled by
the retransmission server, in which case we assume that the
repair is reliable. Overall, for a multicast group of size Nk,
the conditional repair failure probability is

P(EF |ERET ∪ EF, Nk) =

{
P(ENR)L, Nk > L

0, otherwise.
(25)

b) Separately Coded Case: Similarly, if Nk > 1, the
repair is handled by the peers. Recall that the number of
corrupted packets is B = tBURST/TSRC + 1. The encoding
generates BL packets. The repair is successful if B out of BL

packets are received. Assuming that the BL repair packets are
independent. The conditional repair failure probability is

P(EF |ERET ∪ EF, Nk)

=

⎧⎪⎨⎪⎩
B−1∑
i=0

(
BL

i

)
P(ENR)BL−i (1 − P(ENR))i , Nk > L

0, otherwise.
(26)

c) Jointly Coded Case: The jointly coded case differs
from the separately coded case in that MFWD FEC packets
can help in the decoding. Recall that |BD| is the number of
corrupted packets in coding block D. Since we assume the
worst case that the burst always falls into one coding block,
we have B = |BD|. Assume that the MFWD forward parity
packets are all received. The repair is successful if B−MFWD

out of BL packets are received. Assuming that the BL packets
are independent. The conditional repair failure probability is
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Fig. 7. Analysis: Expected retransmission server bitrate E[RS ] as a function
of the number of supported peers N, for (1) SAR, (2) PAR-CT, and (3) PAR-
DT. The redundancy L is set to 1.

P(EF |ERET ∪ EF, Nk)

=

⎧⎪⎪⎪⎪⎨⎪⎪⎪⎪⎩
B−MFWD−1∑

i=0

(
BL

i

)
·

P(ENR)BL−i (1 − P(ENR))i , Nk > L

0, otherwise.

(27)

C. Numerical Results

In this section, we present the numerical results obtained
from the analytical model. Table II summarizes the parameters
used in obtaining the plots. Most of the parameters are chosen
to mimic a practical setup; others are chosen while taking
into consideration the simulation constraints (e.g., the number
of peers are selected to be 100 by default whereas in reality
a retransmission server could support more than thousands of
peers).

We first look at the retransmission server bitrate, which
reflects the server burden. In Fig. 7, we compare the expected
bitrate of SAR, PAR-CT, and PAR-DT. We can observe that
the rate of SAR grows linearly with N. The rate of PAR-
CT consists of two portions: control information (i.e., request
packets) and repair packets. For PAR-DT, only the repair
packets count toward the bitrate. The repair packet portion
of the bitrate exhibits an interesting behavior: as N increases,
it grows until it reaches a maximum and then it drops. This
can be explained as follows. As N grows, the number of
multicast groups increases, contributing to the overall rate. The
number of peers within each group also increases, thus the
availability of peers that possess the requested repair packets
increases, alleviating the demand on the retransmission server.
The expected rate reaches its maximum when each multicast
group has at least one peer.

Fig. 8 illustrates how the redundancy degree L and the peer
uplink bitrate mPU influence the probability of repair failure
under different peer departure rates. The first observation we
make is that increasing redundancy could significantly help
mitigate the impact of peer departures. However, notice that
a high degree of redundancy is expensive because the peer

Fig. 8. Analysis: Probability of repair failure event P(EF ) as a function of
peer departure rate γDEPT, for repair redundancy L = 1, 2, 3 and peer uplink
bitrate mPU = 0, 1, 2 (PAR-CT and PAR-DT, uncoded case).

Fig. 9. Analysis: Probability of repair failure event P(EF ) as a function of
the peer departure rate γDEPT, for (a) uncoded case, (b) separately coded case,
and (c) jointly coded case. L is set to 2; β is set to 0.5; αFWD and αRET are
set at 5% and 5%, respectively.

downlink bitrate needs to be increased accordingly [recall
(20)]. Second, we observe that further increasing mPU above
1 does not help much in reducing the repair failure rate.

To examine the influence of applying coding across
the repair packets, we plot the repair failure rate for the
uncoded case, separately coded case, and jointly coded case
in Fig. 9. The advantage of applying coding in mitigating the
repair failure is prominent. As expected, the jointly coded
case achieves even better performance than the separately
coded case as it takes into account all the redundancy in
network/transport/application layer in correcting the packet
erasures.

VI. Simulation Results and Discussions

A. Simulation Setup

We have implemented a proof-of-concept simulation of
the peer-assisted packet loss-repair system for IPTV video
multicast. PAR is implemented in network simulator (ns-
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Fig. 10. Simulation: Retransmission server bitrate RS , for a post-repair PLR
of 3e-4, as a function of the number of supported peers N, for (a) SAR,
(b) PAR-CT, and (c) PAR-DT. Video sequence: Soccer.

Fig. 11. Simulation: Probability of repair failure event P(EF ) as a function
of the normalized peer uplink bitrate mPU, for (a) PAR-CT and (b) PAR-DT
with request redundancy L = 1, 2, 3, uncoded case. The results are measured
at γDEPT = 0.1. Video sequence: Soccer.

2) [40]; SLEP/SLEPr is implemented based on H.264/AVC
reference software JM version 13 [41]. Table II summarizes
parameters used in the simulations. Note that our simulations
mainly focus on the communication data plane; the choice
of control plane parameters (e.g., frequency of messages that
keep each STB alive (Section III-C2) can be better determined
during actual implementation.

To allow simulations of up to 1000 peers, we have made
some simplifications. Only the retransmitted packets are
simulated in ns-2. The channel error model is assumed to
be on-off exponential, which corresponds to the two-state
Markov model assumed in Section V. By picking proper
values for TBURST and TBB, we simulate an environment
with mean impulse burst length 2–16 ms and packet loss rate
(PLR) in the order of 1e-3.4

4A realistic packet loss rate on a DSL line is at the level of 1e-5, but at this
loss rate, it would take a very long time to generate meaningful statistics. In
this paper, we choose a PLR of 1e-3 in the simulations instead.

Fig. 12. Simulation: Probability of repair failure event P(EF ) as a function
of the normalized peer downlink bitrate mPD, for (a) PAR-CT and (b) PAR-
DT with redundancy L = 1, 2, 3, uncoded case. The results are measured at
γDEPT = 0.1. Video sequence: Soccer.

Fig. 13. Simulation: Probability of repair failure event P(EF ) as a function
of retransmission server bitrate RS for (a) PAR-CT and (b) PAR-DT at
different redundancy and uncoded/coded cases. The results are measured at
γDEPT = 0.1. Video sequence: Soccer.

To evaluate the received video quality, we select four 4CIF
format sequences—Soccer, City, Crew, and Harbor—with
resolution 704×576 and diverse rate-distortion characteristics.
The sequences are encoded at 30 f/s with an H.264/AVC JM
(version 13.2) encoder. The group of picture (GoP) structure
is chosen to be IBBP and the GoP size is 24. The selected
parameters results in a primary stream that has an I-frame
packaged in about 40 packets, a P-frame in about ten packets,
and a B-frame in about five packets (for sequence Soccer). We
also use the default motion-compensated error-concealment
method in JM13.2. The QP for the SLEP/SLEPr redundant
slice generation is chosen such that the stream compression
ratio β equals 0.5.

B. Expected Retransmission Server Bitrate

We first investigate the bitrate needed at the retransmission
server to support loss repairs in different schemes. For this
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Fig. 14. Simulation: CDF of frame PSNR (fPSNR) over 100 peers and each 200 frames at peer departure rate γDEPT = 0.1 for PAR-CT and PAR-DT in the
uncoded, separately coded, and SLEP/SLEPr jointly coded settings. The FEC budget and retransmission budget is set at 5% and 5%, respectively. TBURST is
set to 8 ms. (a) Soccer. (b) City. (c) Crew. (d) Harbor.

experiment, we fixed the target PLR and find the bitrate needed
to achieve this PLR. Fig. 10 plots the retransmission server
bitrate obtained in simulations. Note that in Fig. 7 the y-axis
is the expected bitrate, which is lower than the bandwidth for a
PLR of 3e-4 in Fig. 10. Nevertheless, we observe a qualitative
agreement between the analytical and the simulation results.

C. Effect of Peer Uplink Bitrate

Compared to SAR, PAR-CT and PAR-DT require additional
uplink bitrate from each peer. Fig. 11 plots the repair failure
probability versus the normalized peer uplink bitrate mPU. We
observe that no matter how much redundancy is introduced, it
is sufficient to have the peer uplink bandwidth matched to the
downlink bandwidth reserved for repair packets. The reason
is that in DSL link, packet losses tend to be bursty but sparse.
Given that the losses are uncorrelated for different links, the
chance that a peer is burdened by simultaneous repair requests
from more than one peer is small. This result was expected
based on the model analysis in Fig. 8, where increasing mPU

above 1 does not help to reduce the repair failure rate.

D. Effect of Peer Downlink Bitrate

According to (20), the peer downlink bandwidth needs to
be increased with the repair redundancy to accommodate more

packet arrivals and avoid congestion. This is confirmed in the
simulation result in Fig. 12. The plots show that in the uncoded
case, if we keep the downlink bitrate low (e.g., mPD = 1),
repair redundancy does not necessarily reduce the repair failure
probability. In other words, the peer downlink bandwidth
needs increase in accordance with repair redundancy, so as
to accommodate more packet arrivals and avoid congestion.
Therefore, using uncoded repairs with high redundancy is not
an effective repair strategy. We will show in Section VI-E that
coded repairs with moderate redundancy (e.g., L = 3/2) is
more effective in reducing the repair failure probability, even
if we keep mPD = 1.

E. Effect of Repair Redundancy

Fig. 13 shows the repair failure probability as a function
of the retransmission server bitrate RS , for various degrees
of redundancy. Increasing the (uncoded) redundancy of repair
packets is an effective tool to mitigate the peer departures, but
at the expense of potentially jamming of the communication
links. This is evidenced by the ineffectiveness of increasing
the redundancy from 2 to 3. This confirms the observation
we made in Section VI-D. If we instead use a moderate
redundancy (e.g., L =3/2) but apply Reed–Solomon codes
across the redundant packets, as shown in Fig. 13, we can
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Fig. 15. Simulation: CDF of frame PSNR (fPSNR) over 100 peers and each 200 frames at peer departure rate γDEPT = 0.15 for PAR-CT and PAR-DT for
different combinations of redundancy L and stream compression ratio β: 1) β = 0.5, L = 2; 2) β = 1, L = 1; and 3) β = 1, L = 2. RS is set at 1 Mb/s,
which is stringent enough to cause server link congestion for (3). The repair bitrate is set to be 10% of the primary video stream bitrate. (a) Soccer. (b) City.
(c) Crew. (d) Harbor.

avoid the peer downlink congestion while we further reducing
the PLR in the presence of peer departures. Applying coding
across packets is a more effective solution for mitigating the
impact of peer departures.

F. Joint PAR-SLEP/SLEPr Error Protection

In this section, we evaluate the performance of combining
PAR and SLEP/SLEPr, previously referred to as the jointly
coded scheme. Since SLEP/SLEPr causes a slight video qual-
ity degradation even if the corrupted packet is successfully
repaired, we evaluate different systems based on received
video quality.

Fig. 14 shows the empirical cumulative distribution function
(CDF) of frame peak signal-to-noise ratio (fPSNR) for PAR-
CT and PAR-DT in uncoded, separately coded, and jointly
coded settings at TBURST = 8 ms. As expected, for all the
test sequences, the gain of applying coding across packets
over the uncoded case can be reflected on the CDFs of
reconstructed video quality. The jointly coded case achieves
even better performance than the separately coded case as
it combines the redundancy in network/transport/application
layer in correcting the packet erasures.

We also evaluate the repair failure probability for the three
schemes in Fig. 15, in an scenario with stringent server rate.

We compare the video quality for three schemes with different
combinations of redundancy L and stream compression ratio
β: 1) β = 0.5, L = 2; 2) β = 1, L = 1; and 3) β = 1, L = 2. It
can be seen that both (2) and (3) incur worse video quality. The
case of (2) fails because it does not provide redundancy against
peer departures whereas the case of (3) fails due to server
link congestion. In comparison, the case of (1) demonstrates
robustness performance as it avoids congestion by transmitting
packets of reduced sizes. For a more intuitive understanding on
the video reconstruction quality in these schemes, in Fig. 16
we select some peers and plot the fPSNR trace, and select
some frames and plot the fPSNR for all the peers. The results
show that with bursty errors, the video quality can be made
robust by applying redundant repairs jointly with SLEP/SLEPr.

G. Varying Playout Delay

We verify the delay characteristics of SAR, PAR-CT, and
PAR-DT. We select a retransmission server bitrate enough to
support all schemes, and vary the predetermined playout delay.
Fig. 17 illustrates the repair failure probability as a function
of the playout delays. The result suggests that PAR-CT and
PAR-DT require additional playout delay of about 40 ms than
SAR. This is not unexpected. A simple analysis could show
that for each retransmission, PAR-CT and PAR-DT traverse
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Fig. 16. Simulation: Frame PSNR (fPSNR) for 100 peers at peer departure rate γDEPT = 0.15 for different combinations of redundancy L and stream
compression ratio β: 1) β = 0.5, L = 2; 2) β = 1, L = 1; and 3) β = 1, L = 2. (a) fPSNR trace for peer 25, PAR-CT. (b) fPSNR trace for peer 65, PAR-DT.
(c) fPSNR of frame 20 for all peers, PAR-CT. (d) fPSNR of frame 20 for all peers, PAR-DT. RS is set at 1 Mb/s, which is stringent enough to cause server
link congestion for (3). Video sequence: Soccer.

Fig. 17. Simulation: Probability of repair failure event P(EF ) as a function
of retransmission delay DRET for 1) SAR; 2) PAR-CT; and 3) PAR-DT. The
retransmission server bitrate is set such that all schemes have zero PLR (in
100 runs) at delay DRET = 0.6 s.

two more hops than SAR. Notice that, compared to the target
delay of 500 ms, the additional 40 ms is a rather short delay.
Therefore, we could consider the additional delay as a small
and manageable cost of PAR.

H. Effect of Correlated Losses

PAR is most efficient when the packet losses among peers
are uncorrelated. This is because that under uncorrelatedness,
the probability that the peers lose the same portion of the
stream is small. Fig. 18 plots the repair failure probability at
different correlation degrees. For some percentage of peers,
the losses are fully correlated whereas for the rest, they are
uncorrelated, are we vary the mix. The plot shows that the
PLR becomes quite significant when 20% or more peers are
correlated. However, note that in a practical DSL system, in

Fig. 18. Simulation: Probability of repair failure event P(EF ) as a function
of retransmission server bitrate RS at different percentage of correlated peers.

only very rare events (e.g., lightning strikes) the losses are
correlated.

I. End-User STB Complexity

Clearly, the proposed PAR-SLEP/SLEPr scheme demands
additional complexity for the end-user STBs. We briefly
discuss the circuits and memory required. The complexity is
twofold. First, each STB must perform SLEP/SLEPr decoding
in response to any loss of primary packets and retransmission
of repair packets. Second, each STB must perform SLEP
packet generation according to the received retransmission
requests. The SLEP packet generation/decoding operation
described in Section IV-A involves a lightweight circuit that
performs open-loop video transcoding, a circuit for Reed–
Solomon encoding and one for Reed–Solomon decoding.
These circuits can be considered as widely available.
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Additional memory is required to store the primary and parity
packets within one Reed–Solomon coding block. Furthermore,
since the SLEP packet generation process is so lightweight
we can assume that it can be completely decoupled from the
video decoding process.

One may raise the question about how many SLEP packet
generation requests a STB must handle simultaneously. Ac-
cording to Section VI-C, when the loss is uncorrelated, it
is typically sufficient to have the STB to support generation
of one SLEP packet at a time. The number of generation
required when the loss is correlated can be interpreted from
Section VI-H.

VII. Conclusion

We have discussed a cross-layer framework for achiev-
ing error resilience in IPTV multicast. The PAR protocol
draws context from conventional reliable multicast, but with
the support of managed network infrastructure and the use
of channel coding tools, it is designed with simultaneously
meeting reliability, low latency and scalability in mind. PAR
can be seamlessly integrated with the application-layer source-
aware error protection scheme SLEP/SLEPr, which is an
efficient solution to provide resistance to impulse noise at a
slight sacrifice of video quality. The joint PAR-SLEP/SLEPr
framework is effective in protecting against channel errors and
improving resilience to peer departures.

Although the proposed PAR-SLEP/SLEPr framework is
designed with IPTV multicast in mind, we believe that it is
naturally suited in a broader class of applications. The packet
losses caused by impulse noise in DSL are one special case
of bursty errors often encountered in real-world scenarios. For
example, in wireless communications, a prominent feature of
wireless media is time-varying multipath fading, often causing
channel transition between good and bad channel state [42].
As another example, in packet-switched networks, when a
router is overwhelmed by traffic, it tends to drop packets in
bursts. PAR-SLEP/SLEPr has the potential to provide effective
solutions to mitigate the impact of bursty errors and reliably
deliver media content over these networks. Besides IPTV,
the proposed PAR framework is also useful in other delay-
constrained environments involving multiple receivers, such
as multiparty audio or video conferencing, gaming, and online
whiteboarding, where both delay and reliability are important
to the user experiences.

We summarize our main findings from conducting this
paper, in hopes that they provide insights that could benefit
this broader class of applications. First, using a hybrid server-
peer coordinated approach to error repair, the system can
provide much better scalability in supporting a large number of
clients. While the peers share most of the repair burden locally,
the server is used as the last resort to react to peer repair
unavailability. Second, in repairs utilizing peers, peer uplink
and downlink bandwidth have asymmetric impact on the
system performance. Peer downlink bandwidth is the typical
bottleneck for error repair. Third, conventional erasure codes,
such as Reed–Solomon codes, are useful in the distributed
error correction setting when the repair request is initiated
by some centralized node, providing considerable gains over

uncoded approach in mitigating peer departures and bursty
losses. Last, when the media content is virtually treated
as “media”—instead of as “data”—in the transport process,
often large gains in end-to-end reconstruction quality can be
observed.

References

[1] Z. Li, X. Zhu, A. C. Begen, and B. Girod, “Forward and retransmitted
systematic lossy error protection for IPTV video multicast,” in Proc.
Packet Video Workshop, May 2009, pp. 1–9.

[2] Z. Li, X. Zhu, A. C. Begen, and B. Girod, “Peer-assisted packet loss
repair for IPTV video multicast,” in Proc. ACM Multimedia, Oct. 2009,
pp. 401–410.

[3] A. Begen, “Error control for IPTV over xDSL networks,” in Proc. IEEE
CCNC, Jan. 2008, pp. 632–637.

[4] S. Paul, K. Sabnani, J. Lin, and S. Bhattacharyya, “Reliable multicast
transport protocol (RMTP),” IEEE J. Select. Areas Commun., vol. 15,
no. 3, pp. 407–421, Apr. 1997.

[5] S. Floyd, V. Jacobson, C. Liu, S. McCanne, and L. Zhang, “A reliable
multicast framework for light-weight sessions and application level
framing,” IEEE/ACM Trans. Netw., vol. 5, no. 6, pp. 784–803, Dec.
1997.

[6] J. Nonnenmacher and E. Biersack, “Scalable feedback for large groups,”
IEEE/ACM Trans. Netw., vol. 7, no. 3, pp. 375–386, Jun. 1999.

[7] T. Speakman, J. Crowcroft, J. Gemmell, D. Farinacci, S. Lin,
D. Leshchiner, M. Luby, T. Montgomery, L. Rizzo, A. Tweedly, R. Ed-
monstone, and L. Vicisano. (2001, Dec.). RFC 3208: PGM Reliable
Transport Protocol Specification [Online]. Available: http://www.ietf.
org/rfc/rfc3208.txt

[8] K. Miller, K. Robertson, A. Tweedly, and M. White. (1998, Apr.). Star-
burst Multicast File Transfer Protocol (MFTP) Specification [Online].
Available: http://tools.ietf.org/html/draft-miller-mftp-spec-03

[9] V. Gopalakrishnan, B. Bhattacharjee, K. Ramakrishnan, R. Jana, and
D. Srivastava, “CPM: Adaptive video-on-demand with cooperative peer
assists and multicast,” in Proc. INFOCOM, Apr. 2009, pp. 91–99.

[10] B. Girod, A. Aaron, S. Rane, and D. Rebollo-Monedero, “Distributed
video coding,” Proc. IEEE, vol. 93, no. 1, pp. 71–83, Jan. 2005.

[11] S. Rane, P. Baccichet, and B. Girod, “Systematic lossy error protection
of video signals,” IEEE Trans. Circuits Syst. Video Technol., vol. 18,
no. 10, pp. 1347–1360, Oct. 2008.

[12] S. McCanne, V. Jacobson, and M. Vetterli, “Receiver-driven layered
multicast,” ACM Comput. Commun. Rev., vol. 26, no. 4, pp. 117–130,
Aug. 1996.

[13] B. Quinn and K. Almeroth. (1997, Feb.). RFC 3170: IP Multicast
Applications: Challenges and Solutions [Online]. Available: http://www.
ietf.org/rfc/rfc3170.txt

[14] K. Hua, Y. Cai, and S. Sheu, “Patching: A multicast technique for true
video-on-demand services,” in Proc. ACM Int. MM Conf., 1998, pp.
191–200.

[15] M. Lacher, J. Nonnenmacher, and E. Biersack, “Performance comparison
of centralized versus distributed error recovery for reliable multicast,”
IEEE/ACM Trans. Netw., vol. 8, no. 2, pp. 224–238, Apr. 2000.

[16] Y.-H. Chu, S. G. Rao, and H. Zhang, “A case for end system multicast,”
in Proc. Measure. Model. Comput. Syst., 2000, pp. 1–12.

[17] S. Banerjee, B. Bhattacharjee, and C. Kommareddy, “Scalable applica-
tion layer multicast,” in Proc. ACM SIGCOMM, 2002, pp. 205–217.

[18] D. Tsang, K. Ross, P. Rodriguez, J. Li, and G. Karlsson, “Advances
in peer-to-peer streaming systems,” IEEE J. Select. Areas Commun.,
vol. 25, no. 9, pp. 1609–1611, Nov. 2007.

[19] J. Liu, S. Rao, B. Li, and H. Zhang, “Opportunities and challenges of
peer-to-peer internet video broadcast,” Proc. IEEE, vol. 96, no. 1, pp.
11–24, Jan. 2008.

[20] E. Setton, P. Baccichet, and B. Girod, “Peer-to-peer live multicast: A
video perspective,” Proc. IEEE, vol. 96, no. 1, pp. 25–38, Jan. 2008.

[21] X. Zhang, J. Liu, and T.-S. P. Yum, “Coolstreaming/DONET: A data-
driven overlay network for peer-to-peer live media streaming,” in Proc.
IEEE INFOCOM, Mar. 2005, pp. 2102–2111.

[22] J. Li, P. A. Chou, and C. Zhang, “Mutualcast: An efficient mech-
anism for content distribution in a peer-to-peer (P2P) network,”
Microsoft Research, Redmond, WA, Tech. Rep. MSR-TR-2004-98,
2004.

[23] J. Li, “Peerstreaming: A practical receiver-driven peer-to-peer media
streaming system,” Microsoft Research, Redmond, WA, Tech. Rep.
MSR-TR-2004-101, 2004.



LI et al.: IPTV MULTICAST WITH PEER-ASSISTED LOSSY ERROR CONTROL 449

[24] S. Shamai, S. Verdu, and R. Zamir, “Systematic lossy source/channel
coding,” IEEE Trans. Inform. Theory, vol. 44, no. 2, pp. 564–578, Mar.
1998.

[25] S. Rane, D. R. Monedero, and B. Girod, “High-rate analysis of system-
atic lossy error protection of a predictively encoded source,” in Proc.
DCC, Mar. 2007, pp. 263–272.

[26] P. Chou and Y. Wu, “Network coding for the internet and wireless
networks,” IEEE Signal Process. Mag., vol. 24, no. 5, pp. 77–85, Sep.
2007.

[27] P. Chou, Y. Wu, and K. Jain, “Practical network coding,” in Proc. 41st
Allerton Conf. Commun., Control Comput., 2003.

[28] R. Ahlswede, N. Cai, S.-Y. Li, and R. Yeung, “Network information
flow,” IEEE Trans. Inform. Theory, vol. 46, no. 4, pp. 1204–1216, Jul.
2000.

[29] S.-Y. Li, R. Yeung, and N. Cai, “Linear network coding,” IEEE Trans.
Inform. Theory, vol. 49, no. 2, pp. 371–381, Feb. 2003.

[30] R. Koetter and M. Medard, “An algebraic approach to network coding,”
IEEE/ACM Trans. Netw., vol. 11, no. 5, pp. 782–795, Oct. 2003.

[31] R. Yeung and N. Cai, “Network error correction, part I: Basic concepts
and upper bounds,” Commun. Inform. Syst., vol. 6, no. 1, pp. 19–36,
2006.

[32] N. Cai and R. Yeung, “Network error correction, part II: Lower bounds,”
Commun. Inform. Syst., vol. 6, no. 1, pp. 37–54, 2006.

[33] R. Koetter and F. Kschischang, “Coding for errors and erasures in
random network coding,” IEEE Trans. Inform. Theory, vol. 54, no. 8,
pp. 3579–3591, Aug. 2008.

[34] P. Chou and Y. Wu, “Network coding for the internet and wireless
networks,” Microsoft Research, Redmond, WA, Tech. Rep. MSR-TR-
2007-70, Jun. 2007.

[35] Information Technology: Generic Coding of Moving Pictures and
Associated Audio Information: Systems, document ISO/IEC 13818-1,
ISO/IEC JTC1/SC29/WG11, Dec. 2000.

[36] H. Schulzrinne, S. Casner, R. Frederick, and V. Jacobson. (2003,
Jul.). RFC 3550-RTP: A Transport Protocol for Real-Time Applications
[Online]. Available: http://www.ietf.org/rfc/rfc3550.txt

[37] U. Horn, K. Stuhlmuller, M. Link, and B. Girod, “Robust internet video
transmission based on scalable coding and unequal error protection,”
Image Commun., vol. 15, nos. 1–2, pp. 77–94, Sep. 1999.

[38] B. VerSteeg, A. Begen, T. VanCaenegem, and Z. Vax. (2010,
Nov.). Internet Draft: Unicast-Based Rapid Acquisition of Mul-
ticast RTP Sessions [Online]. Available: http://tools.ietf.org/html/
draft-ietf-avt-rapid-acquisition-for-rtp.

[39] T. Qiu, Z. Ge, S. Lee, J. Wang, Q. Zhao, and J. Xu, “Modeling
channel popularity dynamics in a large IPTV system,” in Proc. ACM
Sigmetrics/Performance, 2009, pp. 275–286.

[40] The Network Simulator: ns-2 [Online]. Available: http://www.isi.edu/
nsnam/ns

[41] H.264/AVC Reference Software: JM [Online]. Available: http://iphome.
hhi.de/suehring/tml

[42] V. G. Subramanian and B. Hajek, “Broadband fading channels: Signal
burstiness and capacity,” IEEE Trans. Inform. Theory, vol. 48, no. 4, pp.
809–827, Apr. 2002.

Zhi Li received the B.E. and M.E. degrees in electri-
cal engineering from the National University of Sin-
gapore, Singapore, in 2005 and 2007, respectively.
Currently, he is pursuing the Ph.D. degree from
the Department of Electrical Engineering, Stanford
University, Stanford, CA.

His current research interests include signal pro-
cessing, information theory, and data communica-
tion. His doctoral work focuses on source and chan-
nel coding methods in multimedia networking prob-
lems. His interests also span compressed sensing,

machine learning, and media security.
Mr. Li was a recipient of the Best Student Paper Award at the IEEE

ICME 2007 for his research on cryptographic watermarking, and a co-
recipient of the Multimedia Communications Best Paper Award from the IEEE
Communication Society in 2008 for his research on multimedia authentication.
He was the recipient of the Undergraduate Scholarship from the Ministry of
Education Singapore in 2001 and the John Linvill Fellowship from Stanford
University in 2007.

Xiaoqing Zhu (M’08) received the B.E. degree in
electronics engineering from Tsinghua University,
Beijing, China, in 2001, and the M.S. and Ph.D.
degrees in electrical engineering from Stanford Uni-
versity, Stanford, CA, in 2002 and 2009, respec-
tively.

She is currently with the Department of Advance
Architecture and Research, Cisco Systems, Inc., San
Jose, CA. She interned at IBM Almaden Research
Center, San Jose, in 2003. She was with Sharp
Laboratories of America, Camas, WA, in 2006. Her

current research interests include wireless video networking, Internet video
delivery, and resource allocation for distributed systems.

Dr. Zhu was the recipient of the Stanford Graduate Fellowship from 2001
to 2005, and the Best Student Paper Award in ACM Multimedia 2007.

Ali C. Begen (M’07) received the Ph.D. degree in
electrical and computer engineering from Georgia
Institute of Technology, Atlanta.

He is currently with the Video and Content Plat-
forms Research and Advanced Development Group,
Cisco Systems, Inc., San Jose, CA. His current
research interests include networked entertainment,
Internet multimedia, transport protocols, and content
distribution. He is currently working on architectures
for next-generation video transport and distribution
over Internet protocol networks.

Dr. Begen received the Best Student Paper Award at IEEE ICIP 2003, and
the Most-Cited Paper Award from the Elsevier Signal Processing: Image
Communication in 2008. He is a member of the ACM. He is an active
contributor in the IETF in his research areas.

Bernd Girod (F’98) received the Engineering Doc-
torate degree from the University of Hannover, Han-
nover, Germany, and the M.S. degree from Georgia
Institute of Technology, Atlanta.

Since 1999, he has been a Professor of electri-
cal engineering and (by courtesy) computer science
with the Information Systems Laboratory, Stanford
University, Stanford, CA. Previously, he was a Pro-
fessor of telecommunications with the Department
of Electrical Engineering, University of Erlangen-
Nuremberg, Bavaria, Germany. He has published

over 450 conference and journal papers, as well as five books. His current
research interests include video compression and networked media systems.

Dr. Girod was the recipient of the EURASIP Signal Processing Best Paper
Award in 2002, the IEEE Multimedia Communication Best Paper Award in
2007, the EURASIP Image Communication Best Paper Award in 2008, and
the EURASIP Technical Achievement Award in 2004. He has been involved
with several startup ventures as Founder, Director, Investor, or Advisor, among
them Polycom (Nasdaq:PLCM), Vivo Software, 8 × 8 (Nasdaq: EGHT), and
RealNetworks (Nasdaq: RNWK). He is a fellow of the EURASIP, and a
member of the German National Academy of Sciences (Leopoldina).


