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Abstract
This paper is a. long, rather wordy exposition on some issues that I
have thought about over the last three years while working on a project
to relate neural networks and artificial intelligence. Its main conclusion
is that connectionist and symbolist approaches to AI both have crucial insights for solving knowledge-intensive problems, and that there
are ways in which we can judge what approach or combination of approaches is best suited to the available time, space, labor, and data in
a computing task. I began trying to codyify the principles by which
efficiency tradeoffs between different approaches could be evaluated in
1988, and about three-fourths of this paper is from that time. During
the last three months I have completed the analysis of design dimensions I began two and a half years ago, and tried to draw general
principles by which design selections can be made at the choice points
defined by this design space, as well as how alternatives can be generated. While I have not been successful in finding a neat and complete
theory, I have tried to indicate what one might look like, and the paper
as a whole illustrates the complexity of the task.

One source of confusion for the student or young researcher in artificial
intelligence is the multitude of competing schools of thought within it. Of
course, this is also an aspect of the appeal of AI. As a young field of endeavor whose target problems are both important and largely unsolved, AI
attracts people who like the thought of helping to build something in its
early stages. However, there are many ideas about how to do this. Like experimental psychology during the first half of this century, AI is replete with
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clashing ideologies, packages of (often unarticulated) assumptions and emphases, and their present course shows more tendency to branch into further
controversies over time than to fuse into the unifying principles characteristic
of a mature science.
As a brief summary of the sociology, we might say, firstly, that from its
earliest days the history of research geared towards building "intelligent"
machines has run along two broad lines of inquiry: one dating from the
middle 1950s, the work of Allen Newell and Herbert Simon [124] and of
John McCarthy [104, 105], that has focused on the recursive and iterative
manipulation of symbolic data structures and on the use of special highlevel programming languages like Lisp and Prolog; and the other, which
developed from work in the 1940s by Warren McCulloch and Walter Pitts
[108], Norbert Wiener [169], and Donald Hebb [61], and in the 1950s by W.
Ross Ashby [10], Frank Rosenblatt [139], Arthur Samuel [147], Oliver Selfridge [152], and Bernard Widrow [167], that has focused on mathematical
models of neural circuits and on statistical learning algorithms. The present
manifestation of this division, in the United States, is the existence of two
distinct professional organizations: the American Association for Artificial
Intelligence (AAAI) and the recently formed International Neural Network
Society (INNS), which more or less represent, respectively, the former and
the latter lines of research mentioned above. The two groups are sometimes
referred to as the "symbolists" and the "connectionists," respectively.1 Although the connectionists have only begun holding large conferences in the
last two years, attendance at them so far suggests a surprisingly small overlap in attendees with the AAAI conferences.
The educational backgrounds of researchers in the two groups tend to
differ as well, with symbolists primarily having backgrounds in computer
science, logic, analytical philosophy, discrete mathematics, and linguistics,
and connectionists coming mostly from electrical engineering, mathematical
and experimental psychology, continuous mathematics, and statistics. This
lThe Lerms by which wOLk is characterized in AI can be endle.ssly debated and considered. 'or ins\ance, the field represellted by the INNS lias been referred to by snch
di'f[erent names as ' neura.l n etworks," [54, 72] "conneCLion:ism" [49] "pa;~aJlel distributed
pl'Ocessing," [144.J " neuwlTIorphlc compuLcrs,' "adapLjve networks," [160] ~comp utationa.l
llcruosciellce," and, ill earlier days, "cybernetics.' [169] And sometimes "AI" is identified
only with what I have referred to as the "symbolist" line of research. Since I will try to
describe the specific assumptions underlying these different approaches in the later analysis, the distinctions I wish to draw between the approaches should be taken from that
analysis and not from the somewhat arbitrary umbrella terms I will use in referring to
them.
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particular clustering seems to make it easier for those within a cluster to
communicate, and difficult for researchers in opposite clusters to communicate. The folk history of these areas provides additional reasons for a strong
division, having to do with the fact that it seemed for a while (roughly the
years 1968-'83) that the symbolists had won out. This is reflected in the
single-paragraph treatment and abrupt dismissal of neural networks in an
otherwise eclectic AI text from 1983, which declared, "Although there have
been many attempts to build learning programs with a random network,
none of them have met with any degree of success. For this reason, we will
not discuss this approach any further here." [137]2 Indeed, two researchers
who made early contributions to the connectionist 3 tradition, namely Marvin Minsky [116, 117] and Nils Nilsson [127], both made clear moves to
symbolic computing in the late 1960s. 4 Rightly or wrongly, many members
of the INNS feel that the connectionist approach was unnaturally suppressed
by Minsky, Seymour Papert, and the advocates of symbolic computing. 5 In
any case, no honest AI text written in 1988 could say, as Elain Rich's did in
1983, that random learning and neural network models have not achieved
any degree of success. Without attempting a real summary of neural network applications in the last five years, we can say that they have been
2Connectionists would rightly have regarded this statement as false even in 1983. Certainly it would be inaccurate to say that the ADALINE and MADALINE machines constructed by Wid row in the 1960s did not meet with any degree of success, achieving as they
did accuracy for predicting the daily weather (rain or no rain) for San Francisco during
the rainy season that met or exceeded those of the National Weather Bureau's forecasters,
who used the same data, for each of three time delays. Widrow's other successes, like the
application to broomstick balancing, also showed the surprising power of adaptive linear
regression [168].
3This term was not used to describe work in neural networks before the early 1980s.
4Minsky says with Seymour Papert in Perceptrons, "The general area of artificial intelligence and heuristic programming [which, a few sentences later, are identified with
'computer programs that manipulate verbal and symbolic descriptions'] was briefly mentioned in Chapter 13 as the direction we feel one should look for advanced ideas about
pattern recognition and learning." [119] Nilsson [129] recounts a gradual shift in interest,
on his part, from statistical learning machines to "heuristic computer programs" under
Minsky's influence and beginning in about 1964.
Part of Minsky's opposition to the construction of analog learning machines stemmed
from his enthusiasm for programming-the early pattern recognition devices were all
special-purpose hardware systems. So Minsky felt that these could be simulated in a
program, but he also thought, according to Nilsson, that heuristic programs were "more
powerful." [129]
°Minsky and Papert's reply to this sentiment is contained in a new epilogue written
for the reissue of Perceptrons [122], as well as in an article by Papert alone [130].
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neither substantially more nor substantially less impressive than, say, the
expert systems programs of the late 1970s and early 1980s. In a few cases
they have achieved distinction for run-time [71] or design-time [151] speed
in solving standard computational problems, and they are beginning to be
applied in real systems to problems such as optical character recognition,
speech processing [90], and database retrieval. By the same token, work
done under the heading of symbolic AI has achieved some success in real
systems. So there are these two schools of thought, whose successes so far
share a certain modesty in that they represent solutions only to narrowly
circumscribed problems, but whose ambitions are alike in their immodesty.
Strong advocates of both approaches claim that their line of proposed research and development is the preferred way to achieve the kind of deeply
flexible artificial intelligence that would be necessary, for example, to construct autonomous mobile robots who would be useful servants to a broad
range of people.
But the story does not end there. Certainly within the symbolist group,
and increasingly within the connectionist group as well, marked subdivisions exist that reflect further disunities of approach. In the AAAI, if we
take the problem of how to reason about a new situation as an example, one
can discern several different approaches: the disciples of Roger Schank emphasize "case-based" reasoning that uses a memory indexing system to find
similar situations from the past [85, 149]; enthusiasts for "explanation-based
learning" [123] emphasize using the situation to generate a rule whose firing
condition is the pattern that is observed, or else applying a rule already
so constructed; those who follow in the logicist tradition of automated deduction [53] emphasize the construction of languages foi' proving theorems
or deriving default conclusions from a set of axioms and rules of inference;
and various advocates of uncertain reasoning emphasize calculi for combining and propogating numerical ratings of confidence or probability. Then,
among the theorists of uncertain reasoning, an almost unbelievable number
of different schools exist, of which the Bayesian [30, 131], Dempster-Shafer
[153], fuzzy [172], endorsement-based [35], variable precision [115], and convex Bayesian [88] approaches are but a few. In addition to the differences
in content, these many groups tend also to differ in style and methodology:
the logicists and uncertainty theorists usually prove theorems and aim for
abstraction, whereas the Schankians and the symbolic learning researchers
usually give lots of examples and report the results of implementations.
It is perhaps not surprising, or even undesirable, that so many different
approaches are being taken. The disheartening facts are rather (1) that
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these groups tend to be rather insular, seldom assimilating relevant work by
other groups, (2) that the degree of animosity that exists between them is
often quite high, and (3) that there are very few attempts on anyone's part to
synthesize the insights of the different approaches, to articulate for a broader
audience the assumptions that underlie them, or to lay on the line, in print,
those aspects of competing approaches that one finds unacceptable. 6
When we examine the work that is done within a given group, we can
detect a lot about the beliefs on the part of the researchers that would cause
them to do just what they have done, instead of doing something else. Thus
we can perceive that many theorists of nonmonotonic reasoning, at least
for the time being, think that the criteria for selecting among possibilities
should be qualitative, i.e., that they should not involve irreducible probabilities or utilities but should instead consist of a set of yes-or-no questions.
We can tell that some builders of common sense knowledge bases think
that the knowledge is best represented in a system of frames [91], some
think it should be represented in the predicate calculus [66] or as probability statements [31], and some think it cannot be adequately represented
in any declarative framework [109]; that connectionists think a parallel network of numerical weights and nodes is a better computational architecture
for natural language parsing than is the recursive construction of a parse
tree using rewrite rules; that Schankians think state-space search is a waste
of time compared to memory indexing schemes; and that some theorists of
uncertain reasoning think that degree of belief should be represented as a
real-valued scalar, and some think it should be represented as an interval.
60f course, some qualification is necessary. Generally, researchers working on more similar topics show more willingness to examine the approaches taken by competing groups.
And there are some notable cases in which dispute has involved productive dialogue and
attempts at unification as opposed to segregation. For instance, within the logicist group,
the inventors of different logics for nonmonotonic and temporal reasoning have found common ground on which to contrast their ideas in the form of the Yale Shooting Problem
[59, 82, 95], and different logics have been compared within a unifying framework [155) or
shown to be equivalent [87]. The situation in uncertain reasoning is, as befits its name,
more ambiguous, but some interesting discussion has recently taken place on the question
of whether probability theory is adequate as a language for representation and reasoning
[31], and some attempts to compare approaches have been made [161, 75]. In this area
particularly, it often seems that advocates of different approaches are talking through one
another. Uncertain reasoning theorists have not done what the non monotonic reasoning
theorists have done, namely agreed to focus as a group on a specific, well-defined problem
that would reveal and allow one to evaluate the true differences between their approaches.
A comparison of different approaches on the same problem has been done within a single
paper [154].
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Why do some people believe these things, while others disagree with
them and believe something else that is equally controversial? Each of these
positions has arguments that support it, and some of these are usually even
spelled out by its advocates, but the fact remains that some people are
persuaded by these arguments and others are not or are persuaded by arguments that oppose them. Why? Is it that the opposing arguments appeal
to different types of goals, so that people select the position that is most
appropriate to their goals? Or have those who are convinced by a set of arguments simply not heard of or thought of the other arguments? Do people
select their position based primarily on the people around them? Do they
believe the position that provides them with the most to contribute, given
their training? Or is the commonest factor more purely cognitive-that
people accept the position of one of these groups because their beliefs about
computation, about what is objectively easy or difficult, are most consistent
wi th' that view? It is hard to imagine any of these explanations not playing
a part in the true ones, but, for reasons that should gradually become clear,
I want to pin my hopes on the last. If differences in what is assumed can
account, even in part, for the membership of opposing AI ideologies, and if
there is a fact of the matter about these assumptions, then it is a challenge
to us to uncover the assumptions and try to figure out which ones are right
and which are not. In the process, I think we will conclude that each of
the major ideologies of AI rests on some good principles of design, but that,
both individually and collectively, the principles that underlie any particular
approach (call it A) make varying demands on the resources of computation,
and that other approaches provide better answers to the problems that are
ignored or deemphasized within A. The choice between schools of thought
is a false dilemma. This in itself is a conclusion worth noting in advance,
even if it is a little boring. The interesting parts will be the details.
This study is motivated by the recent reemergence of connectionism and
concurrent questioning of symbolist approaches to AI. Therefore an analysis of these two schools of thought is the specific goal of the paper, but
since questions about connectionism and symbolic AI are embedded in the
more general problem of reconciling different approaches to AI, I wish to
begin on clear ground, building a framework within which we can identify
and evaluate the assumptions underlying various computational methods.
The analysis will proceed in five steps: (1) a partitioning of resource limitations facing the builder of a computational system into six types (time,
space, information, material, energy, and labor), with remarks on how these
limitations arise; (2) a consideration under this resource taxonomy of levels
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of analysis and stages of design; (3) an incomplete enumeration of important design issues that tend to separate connectionists and symbolists, with
discussions of how these depend upon the availability and requirements of
resources for different types of problems; (4) analyses of the connectionist
and symbolist (esp. logicist) approaches to AI in terms of the operative
principles, drawn from the list in 3, that characterize them, the implicit
assumptions about resource tradeoffs that give rise to the choices made by
these two groups, and the different insights each perspective has to offer to
the solution of an example problem; and (5) a list of conclusions and further
problems.

Resource Limitations
The solution to a computational problem may require constraints on available resources to be taken into account as part of the problem itself. For
instance, a decision may be forced by the fact that two goals in a problem
conflict, or the problem may just be one of allocating resources. In addition,
however, the process of solution itself consumes resources, and sometimes
what would be a perfectly acceptable solution to the problem as posed cannot be worked out because finding it would overrun the resources available
to the process. In theory, then, designing computational systems can involve
an infinite regress wherein the construction of a problem solver becomes a
problem itself, namely one of using resources in the solution of the base level
problem, and solving the construction problem involves a further problem,
and so forth.7 In practical design, of course, finding a solution must at some
level proceed without considering different methods, for the total process
can take only limited amounts of time and other resources. Stepping back
through the levels of problem solving, we tend to cut off the analysis at
the point from which we have a single method that is, in our experience or
belief, well enough suited to solving the problem from there on in, or where
it is apparent that further consideration would be too consumptive. Thus a
person who regularly solves constrained linear optimization problems might
begin a new problem just assuming that he or she will use the LINDO package [150], while a novice might consider other packages as well and try them
out, or ask others which is best, but neither of them would in all likelihood
do a linear programming analysis of the package selection problem itself,
7put another way, at each new level, the command to "solve this problem" is augmented
to "solve this problem quickly, with little effort, etc."
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unless the package was going to be used over and over again or the choice
seemed otherwise very important.
The experienced AI engineer or scientist, who was trained when the
symbolist approach went largely unchallenged, has until recently had every
reason to begin working on a problem using the tools of symbolic AI. But
connectionism proposes an alternative, and so for the newer entrant into AI,
or the earlier one who is in any way dissatisfied with the symbolic approach,
there is no longer a single method but a new choice point and consequent
need for evaluation. We need to step back a level and compare these two
approaches. One way to compare them is to seek dimensions along which
they differ. Such dimensions should allow us to say something about the
strengths and weaknesses of these approaches depending on which dimensions are more important, but they should also suggest other possibilities
beyond the two approaches being compared, or else indicate why these two
are the only possibilities. After some consideration I would like to put forth
a set of dimensions that characterize limitations of resource, but I will not
spend time comparing this approach to other possible ones. Of course, like
all approaches to problems, it is not immune to future competitors, and if
such were to be introduced the problem solving would be pushed back yet
another level.
The resource limitations that impinge on the design of computational
systems can be divided into six kinds.
Space. Limitations of space, like those of other resources, mayor may
not be absolute. If there is a fixed amount of processor area or memory in
a computer then the limitation is absolute, but the scarcity of space may
also be reflected in a need to minimize its use. If a robot vehicle or animal is to wander over some area, the exigencies of its life there may dictate
that it is better for it to be small, and therefore limited in its spatial processing power. Because distance between processes entails temporal delays
in communication arising from the limited speed of light and electricity, as
well as degraded information across the channel, spatial limitations can be
consequences of other resource scarcities, including also thos~ of material,
labor, and energy. This illustrates an important general point about these
dimensions, namely that they are not independent. For many purposes,
however, they can be considered separately. A final limiting aspect of space
can be its effective dimensionality. In two-dimensional space, the extent of
connectivity among a group of n processors is limited beyond n = 4. For
more than five processors, full interconnection (a link between each pair of
processors) is no longer possible because some of the connections would have
8

to cross [16J. In three-dimensional space this problem goes away, but there is
the additional difficulty that for linear increases in the number of processors
and hence in processor volume, the volume of connecting wires required for
full interconnection grows as the square, so the required size of the multiple
process system as a whole increases as n + n 2 • Thus the marginal cost of
adding processing power while maintaining even an approximation to the
same communication power8 is quite high.
Time. The sources of time scarcity are many [80J. Generally we seek
answers to problems within our lifetime, in most cases in much less time,
and for problems relevant to a particular situation a robot or computer must
solve them quickly enough so that the situation has not changed, or the
problem become irrelevant, as when an animal in the jungle takes too long
to recognize that the object in front of it is a tiger. Time spent computing
can be monetarily costly, and it can prevent us from working on another
problem as well. Occasionally a computational system will face absolute
time constraints, for example in chess.
Material. Scarcity of material in a usable form is generally not a problem
for the designer of software, or at least it can be subsumed under restrictions on processor space. For the builder of hardware systems limitations
on the availability, and ease of use, of material can have an effect on design decisions. Thus !blicon is preferred as a substrate partly because of
its abundance, and gold leads are perhaps used sparingly. Increasingly the
availability and use of materials such as gallium arsenide optical devices and
high-temperature superconductors may affect the choices made in computer
architecture profoundly. For instance, optical circuits can be packed very
tightly and can even cross each other, thus potentially making large-scale
interconnection and very large numbers of subprocesses much less expensive than they are currently [62J. Superconductors share the high speed
of optical circuits, and so both may lead to faster machines, thus making
computational time (measured in operations) less costly as well [44J. The
chemical compounds present in the brain may have implications for its architecture as well; for example the slow transmission of neural impulses
relative to electrical signals in silicon has been suggested as a source of the
need for highly parallel computation [144J. In silicon, the lack of a facility
for soft analog storage9 (as would be needed for direct implementation of
8 As the number of processors increases, the maximal distance between processors also
increases, so the integrity of communication delays is not without limit.
9S ome work has been done to create such devices, but it is in the very early stages

[159].
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the tunable weights of connectionist networks) and the expense of interconnects in one or a few layers on a two dimensional surface have implications
for what architectures can be most easily implemented in them, although
the research into new types of silicon devices and interconnection schemes
is far from over. For several years, a few researchers have been looking
into molecular computing with organic and other compounds. A particularly vocal enthusiast is K. Eric Drexler, who has envisioned in some detail
many different types of machines at a very small scale. He contrasts this
"nanotechnology" (so-named because the size of computing devices is in the
nanometer range) with present-day microtechnology, in which the limits of
device size are on the order of a micron [46]. Drexler believes that limits
imposed by physics on the extent to which silicon devices can be scaled down
will force a move toward molecular engineering, a technology that "promises
sub-micron computers with gigahertz clock rates, nanowatt power dissipation, and RAM storage densities in the hundreds of millions of terabits per
cubic centimeter." [47]
Energy. Once again subsumable under hardware space and time considerations for the software designer, energy and power restrictions can
nonetheless play important parts in circuit design. The specification for
a microchip or system design always includes a limit on the available power
for driving it, and the designer must meet this specification, or exceed it
only at the cost of unhappiness on the part of the client. Living things, of
course, have limited energy and so would generally prefer to save as much
as possible rather than spending it in the solution of some problem.
Information. Perhaps the most important resource for solving a problem
(though none of them are really expendable), information is limited in its
availability to the system because the system's sensory and other input capabilities are spatially and temporally limited, because the scales for measuring data are limited in their information-carrying capacities, signals interfere
with each other, and there is degradation of signals stemming from the second law of thermodynamics, quantum uncertainties and inherent limitations
on the observer. It can be thought of as a resource in that further amounts
can always be obtained at some cost, but the decision about whether to
seek more information is often not part of computational problem solving,
for some reason. Instead the available information is usually thought of as
fixed in some way, perhaps as a way of defining the problem, and much of
the information may be thrown away in the process of solution. Uncertainty
can arise between subprocesses as well as between the system and its environment. Thus communication across a connection may result in a loss of
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information that can disrupt a process even when the information was initially present at the periphery. Complete information does not, on the other
hand, imply a lack of computation, as considerable time may be needed to
extract a relevant fact from data that are sufficient for determining it. In
such cases, we usually say the fact is implicit in the combined information
of the data received and the data already present in the computer.
Labor. The effort of the person who designs a system is perhaps the most
expensive resource, in some intuitive sense, although it is hard to make such
a statement really meaningful. Because the designer's effort is so valuable,
a good deal of work in computing is geared toward making his or her task
easier, and yet in formal comparisons of architectures labor efficiency is
sometimes ignored. The development of programming tools, from assembly
languages to higher level languages, debuggers, and applications tools, reflects the concern for easing design, and yet comparisons of languages often
benchmark performance measures such as code generated or speed of execution, but not the relative ease that programmers have in using them. As
Patrick Hayes has pointed out,lO many of the debates that occur in artificial
intelligence are really arguments over which notations to use in representing
knowledge. Much of this surely reflects disagreements about how easy it is
to state what one knows in a given language or logic, so work on the expressiveness of languages [98, 87, 94] can be seen as a type of formal study
geared toward measuring ease of use. A difficulty that has been pointed
out by Hector Levesque and Ronald Brachman is that expressiveness generally comes at the cost of computational tractability [93], and so would
seem to trade off against temporal and spatial effiency. A deeper problem
for designers is the difficulty of incorporating in a system large amounts of
knowledge such as would be needed for a system to apply common sense
in the interpretation of discourse or scenes. Even without the problems of
tractable use and expressiveness, the amount of such knowledge seems enormous, inspiring one to seek ways in which the computer can learn much of it
on its own. Of course, since ease of use is a very subjective thing, the criteria by which computational principles and methods are judged to conserve
labor are therefore a bit murkier than are the criteria for conserving other
computational resources. Something of an analogue to labor that may be
viewed as a resource in the construction of human and animal intelligence is
what might be called "evolutionary effort." Of course, if we want to we can
lOIn conversations among researchers at the Center for the Study of Language and
Information
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view the entire process of evolution as one long computation, to which only
the other five resources apply, but in thinking of the congenital structure of
the brain as an architecture, we might want to ask what would be hard or
easy for natural selection to converge upon in a span of a few billion years.
In applying these dimensions to the analysis of computational methods
for AI, we can for the most part group material and energy with space as
considerations limiting the computational substrate, as the costs of these
are generally proportional to each other [111]. Henceforth the term 'space'
will be used in this broader sense, as it often is in the analysis of algorithms.
What we have here is the beginning of a framework for evaluating tradeoffs
in efficiency, where this is taken to mean, roughly, how close the use of a
resource comes to its best use in a given computation. It is only a beginning,
but if we keep it in mind as a preliminary framework, we can at least ask of a
given method whether that method is particularly geared toward temporal,
spatial, informational, or labor efficiency, and what its use therefore assumes
is scarce or plentiful among the resources, as well as what it requires of them.
A powerful formal tool for analyzing the resource requirements of computational problems is the combined theory of information and computational complexity. In particular, the required amounts of what I have called
space, time, information, and labor each have precise formulations relative
to particular problems and classes of problems, and as functions of problem sizes n. These are, respectively, the space complexity S( n), the time
complexity T(n), the entropy H(n) of the inputs, and the KolmogorovChaitin-Solomonof complexity (henceforth the Kolmogorov complexity) J(,
each defined relative to a particular computational model (e.g. a multitape Turing machine (serial), uniform acyclic circuits (parallel) [36], or a
Turing-equivalent neural network architecture [4]). Mapping the actual resources onto these measures involves assumptions of proportionality between
them, which in the Gase of labor and its measure J( is particularly open to
question ,11 but since systematic biases do not appear to be present in these
measures as estimates of the real resource requirements, they are often acceptable as such. For a serial machine, space complexity for a problem can
be thought of as the required amount of read/write memory (RAM), time
complexity as the number of execution steps, and Kolmogorov complexity
(or program complexity) as the length of the shortest program that will
llThe issue of how labor difficulty grows as a function of Kolmogorov complexity is
important for determining whether we should try to program solutions to problems of
high K, or seek some way for the machine to learn the solution gradually.
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solve the problem [28]. For uniform circuits, space complexity is the number of gates (size), time complexity is the depth, and program complexity
is the amount of information in the Boolean function computed (for circuits
restricted to just two-input NAND gates, this is log(size)). For recurrent,
fixed-and-symmetric-weight neural networks, space is the number of nodes,
time is the number of iterations before stability, and program size is storage capacity of the network [4]. In all cases, the entropy of the inputs is
the minimal number of bits required for representing them in the space of
possible inputs.
I will make reference to ideas and results from information and complexity theory in this paper, but only in an informal way as that better suits both
the time I have been able to devote to these explorations and the purpose of
this exposition. Of the different measures, space and time complexity will
be referred to directly more often, because I have found many more quantitative results about these requirements for specific problems than about
entropy and program complexity. Nonetheless, these latter two measures
are crucial for understanding the circumstances under which neural network
algorithms are more or less efficient than traditional ones, partly due to
the results reported by Yaser Abu-Mostafa [1, 2, 3, 4, 5, 6], and thus some
reference will be made to entropy and Kolmogorov complexity in referring
to his work. The simultaneous consideration of the information-theoretic
measures H (n) and J( with the more traditional computational complexity
measures S(n) and T(n) is a relatively new idea that represents a coming
together of work in computer science and statistics [171]. A brief overview
of the information and complexity concepts used in this paper is given in
the Appendix.

Levels of Analysis
Computational system design is rife with distinctions between different "levels" that are largely independent of each other and are operated upon by
different specialists. An algorithm can be programmed in many different
ways, programmers do not have to worry about programming language design, languages can be designed for many different systems, system designers
can leave the logic design to others, logic designers do not have to be circuit
designers, and circuit designers do not have to worry about process engineering. In a well orchestrated design sequence, each level is approached
under constraints imposed by lower levels that are well defined and general
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enough so that continuous reference need not be made to the principles governing the lower levels. Computer scientists with a theoretical bent, and
artificial intelligence researchers in particular, have for the past few decades
recognized the importance of an additional level, envisioned as lying at the
top of the hierarchy just mentioned, at a higher level than that of the algorithm. This level has been called by David MalT the "theory" level [101]
or the "computational" level of analysis [102]. He contrasted this level with
the analysis of algorithms and the design of implementations, by defining its
concern as the why and what of the computation, rather than the how, which
he viewed as the concern of both a second level (that of the representation
and algorithm) and a third (that of the hardware implementation).
MalT viewed the computational theory, this highest level of task analysis,
as placing constraints on processes that perform the task; so the computational theory can be thought of as a declarative set, in the most formal case
a set of axioms. As examples, he cites English language grammars, and says
at one point that he means by the "computational" level precisely what
Noam Chomsky means by a "competence" theory [33].12 The grammar, like
a theory that defines by mathematical equations the laws of motion in a device, or a set of logical propositions13 that describe facts and logically imply
others, does not specify how knowledge of it is to be embodied in a working
process, but rather defines what that knowledge is. MalT apparently thought
that some problems do not admit a neat computational level analysis [101],
but nonetheless always put one forth in his own work on vision [102].14
Marr believed that neuroscience, psychology, and even (in the earlier
days) AI had been hampered in their progress by a failure to analyze the
tasks being performed at the computational level. He clearly became an
advocate for the top-down approach to understanding intelligence, asserting
that cognitive and perceptual processes can "be understood more readily
by understanding the nature of the problem to be solved than by examining the mechanism (and the hardware) in which it is embodied." [102]
The new connectionists often seem to believe the opposite, that more is -to
12Cited in Man's 1977 paper [101].
13 As opposed to sentences, for that would imply a specific representation.
14 As an example of one of Marr's own computational theories, his analysis of stereo disparity measurement defines three constraints that "restrict the allowable ways of matching
two primitive symbolic descriptions, one from each eye." These are the rules of compatibility ("Black dots can match only black dots"), uniqueness ("Almost always, a black dot
from one image can match no more than one black dot from the other image"), and continuity ("The disparity of the matches varies smoothly almost everywhere over the image")
[102].
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be gained by studying the mechanisms of computation in neural networks,
either because building a computational theory is too difficult for knowledge intensive problems (as those interested in learning mechanisms might
say), or because the anatomy and physiology of the brain determine which
problems are easy and which are hard for human beings, so that the key to
attending to the things people attend to, living in the same environment as
they do, understanding language in the way they do, and reaching common
sense conclusions that they find easy, lies in the correct choice of architecture. For this view they offer the evidence that serial, digital computers and
symbolic systems have made it easy to solve problems like large arithmetic
tasks that human beings find difficult, but hard to solve basic perceptual
tasks that much lower forms of life solve with ease and that seem to be more
suited to the neural models thus far investigated. Among the connectionists,
many advocate a. "bottom-up" approach to understanding intelligence [112]
that emphasizes increments in the complexity of the model systems being
investigated as time goes on. It seems clear, as has been pointed out by
David Rumelhart and James McClelland, that connectionists are primarily
concerned with the algorithmic level [144].15
Among symbolists, a host of researchers in the last few decades have
drawn distinctions similar to Marr's. In addition to Marr's computational
and algorithmic levels and Chomsky's competence and performance, other
corresponding levels have been defined by John McCarthy and Patrick Hayes
(epistemological vs. heuristic adequacy) [106], by Daniel Dennett (intentional stance vs. subpersonal stance) [43], by Allen Newell (knowledge level
vs. symbol level) [126], and by Marvin Minsky and, with clearer reference
to AI, Hector Levesque (content vs. form) [94, 120].16
The computational level description of a problem is the one that is used
in evaluating its computational complexity, since complexity bounds must
hold for all algorithms that solve a given problemP Thus it is an important concept in theoretical computer science as well, although the detailed
investigation of computational level descriptions is, outside of linguistics,
15They feel that this is the level in which psychologists are generally interested.
16The equivalence between these distinctions is supported by statements of the authors
themselves. Marr equates his distinction with Chomsky's. Levesque equates his with
Newell's, and Newell acknowledges the essential equivalence between his distinction and
those of Dennett, Chomsky, and McCarthy and Hayes. Minsky is half in and half out of
this group, believing in the focus on knowledge about specific problems and domains, but
not in the idea of separable propositions or constraints for describing it adequately [121].
17The term 'complexity' is also applied to the analysis of algorithms, however.

15

virtually the exclusive province of symbolic AI. It is striking that so many
of the most prominent symbolists have individually taken time to draw attention to roughly the same distinction, and also that, with the exception of
Levesque, each has done so in a context that advocates more attention be
paid to the computational/ competence/ epistemological/knowledge/ content
level. So one way to allocate to AI its niche in the design of computational systems is to say that AI problems are ones for which design requires
a pre-algorithmic, or computational level, analysis, and that those trained
in AI are specialists at this level. Many problems for which systems are
programmed are either so simple or well understood at the computational
level that this phase in the design is unnecessary. For instance, there is no
need to spend time working out what constitutes a valid sorting operation.
One can go straight to the algorithmic level, and there the problem becomes
considerably more interesting. But for other tasks, it can be surprisingly
difficult to figure out exactly what the constraints on a solution are. .
The attention paid to Marr's distinction and to the computational level
in particular, can perhaps best be understood in the context of the history of
AI since the late 1960s, and especially the subdispute of the connectionists
vs. symbolists controversy having to do with relative emphases on prior
knowledge and learning.t 8 The necessity of analysis at the computational
level arises from the large amount of information specific to each new difficult
problem; the amount that we have increases as the problems we try to solve
get more specific. A hope of learning researchers in the 1960s was that
virtually all problems could be abstracted into one problem, namely that of
learning to recognize patterns. If this could be made to work, then there
would be no need to construct problem solvers that contained information
about specific problems a priori, for the general learning machine could
gradually, perhaps through supervision, acquire all of this knowledge on its
own.
In terms of our framework, these researchers wanted to demand as little
as possible from the pool of human labor, and they clearly were willing to
sacrifice heavier use of time, space, and information to accomplish this.t 9
1S0r, to cast this in more philosophical terms, the subdispute involving rationalism vs.
empiricism.
19It was apparent even then that, although the construction of just one successful learning machine might eliminate the need for all design labor thereafter, the resulting machine
would of necessity take more time and/or space than machines that solved only limited
problems, and would require more information because of the need to use specific instances
from which to induce general rules, rather than a general rule that is programmed.
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But they did not necessarily think that labor was more expensive, and the
other resources less, than did the researchers after them. Rather, they just
believed that the required use of labor (excluding training) for the construction of a learning machine would be minimal, and that the requirements
for other resources in solving large learning problems would be manageable. Consistent with our working assumption, they appear to have based
their work on beliefs about how much of each resource would be objectively
needed, rather than on how much they valued those resources or had access
to them. How do we know this? From the fact that, although there was no
event that appreciably changed what resources were available or how much
they were worth,20 in the late 1960s the focus of AI underwent a shift that
might be called the "epistemological turn." Among the beginnings of this
were the publications of Perceptrons and Semantic Information Processing
[119, 118], and a seminal paper published by McCarthy and Hayes in 1969
entitled "Some Philosophical Problems from the Standpoint of Artificial
Intelligence" [106]. It was in this paper that the distinction between epistemological and heuristic adequacy was introduced into AI, and McCarthy
and Hayes stated therein, "Most of the work in artificial intelligence so far
can be regarded as devoted to the heuristic part of the problem. This paper,
however, is entirely devoted to the epistemological part."
For Minsky, the stage for the epistemological turn was set by the years of
investigating perceptrons, in which it was proven that some pattern recognition tasks could be learned by the percept ron convergence procedure while
others could not, that a general learning algorithm appled to some problems yielded combinatorial explosions in the number of connections or in
the amount of training time while other problems remained manageable,
and that the difference in each case had to do with aspects of the particular problem being solved. Minsky, Papert, and many others in AI gained
a new enthusiasm and respect for the characteristics that are specific to a
problem domain, became advocates for representing this knowledge as part
of the problem to be solved, and lost confidence in the search for a general
learning algorithm. Minsky and Papert maintain this perspective in 1988:
"Our research on perceptrons and on other computational
schemes has left us with a pervasive bias against seeking a general, domain-independent theory of 'how neural networks work.'
Instead, we ought to look for ways in which particular types
of network models can support the development of particular
201£

anything, space, time and information were getting more plentiful and cheaper.

17

domains of mental function-and vice versa. Thus, our understanding of the perceptron's ability to perform geometric tasks
was actually based on theories that were more concerned with
geometry than with networks." [122]
The epistemological turn spread in many directions during the 1970s.
Marr, Patrick Winston [170], and David Waltz [164] brought the focus on
characteristics of the problem into vision research; Hayes became an advocate for people writing down, in logical languages, huge numbers of common
sense facts that every intelligent system should know [60]; "knowledge engineers" began building expert systems that encoded what specialists knew
about their field; and much effort was put into the construction of new
notations for writing down facts, the area that became known as "knowledge representation." In 1980, near the high point of this movement, Allen
Newell gave in his AAAI presidential address perhaps the most detailed
articulation of Marr's distinction [126]. Newell uses the terms 'knowledge
level' and 'symbol level' for Marr's computational and algorithmic levels,
and in his address he draws out a number of features of this distinction. A
computational theory is the same as a logical theory, Le., not just a set of
facts but all of their logical consequences as well. It is clear from reading
Newell's address and the other papers on Marr's distinction that this feature of the computational level is present in all of its terminological variants.
Thus, Newell concludes, in agreement with McCarthy and Hayes, that logic
is "uniquely fitted to the analysis of knowledge and representation." For all
the great unity on the meaning of this highest level, however, it is also clear
from Newell's account and others that there is great disunity on the implications that this has for the algorithmic level. Occupying the strong logicist
position is McCarthy, who believes that the proper method for embodying
knowledge in computers is to represent it as predicate logic statements and
derive new sentences by a (nonmonotonic) proof procedure. For him the
representational/algorithmic level of Marr might as well be called the "efficient proof procedures level." At the other extreme are such researchers as
Marr, Stanley Rosenschein [141],21 and many connectionists, who think that
how the constraints of the computational level are embodied in a process
need not bear any predictable relation to the language one might choose
21 Rosenschein's conception of the knowledge embodied in a system is that it is not an
approximation to the computational theory, but rather that the knowledge contained in
a given state of the machine can be defined objectively as the set of facts that are true
whenever the machine is in that state [142].
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for writing down these constraints for analysis. In between are Newell and
Herbert Simon, whose model of the algorithmic level involves searching data
bases of symbols, hence the term 'symbol level.' [125] Newell thinks that
logic and proof procedures are often not the most effective tools for this level
[126].
Because the computational level arose from the need to describe facts
about the problems an agent faces, it makes sense that everything logically
implied by a computational theory should also be a part of the theory. As
Newell and others (e.g. Chomsky [33]) observe, however, the consequential
closure property of the computational level often makes it impossible for the
computational theory to be fully embodied in a computer that has limited
time and space in which to operate. Newell does not appear to have underestimated the extent to which the algorithmic level is only approximated by
the computational theory, calling the latter "radically incomplete" for predicting what knowledge a system will act as if it has. Nonetheless, he argues
that the computational theory provides a useful ideal case of rationality, by
showing what an agent would do to achieve its goals given the power to
compute the consequential closure of its knowledge. In 1980, Newell's sentiment that search methods represented the solution to temporal complexity
problems at the algorithmic level was in line with the way of thinking that
had prevailed in the 1970s, in which knowledge representation techniques
were investigated primarily with regard to their informational and labor
efficiency. In the early 1980s, notations for representation began being analyzed in terms of computational complexity [20, 92, 57,48], as it became
clearer that improving search would be insufficient to overcome temporal
complexity barriers for computing in highly expressive languages [93].
Also during this time, more attention was being paid to embodying
declarative computational theories in representations and procedures that
did not include separable declarations of bits of knowledge [166, 142], and,
in work that included Newell himself, to compiling the knowledge implicit in
a data structure into explicitly represented rules [123, 140]. All of this was
motivated by an increasing interest in temporal efficiency, which was (except
for work on search) largely a neglected topic in AI after the epistemological
turn. Much of the interest in time came from researchers in mobile robotics
who, faced with the need for their robots to react within some short time
limit to new imputs, were unwilling to plum for the unpredictable delays
required by searching and planning [80]. At the same time, attempts to
define rationality were making more reference to resource limitations (other
than informational limitations and goal conflicts) [32,21], and the connec19

tionists, with their fast approximate solutions to intractable problems [71J
and new learning algorithms [143], were appealing to the desire for speed
and dampening enthusiasm for detailed analyses of the problem domain by
the designer.
Where does all this leave the computational level in 1991? In our resource
framework, the computational level can be defined as the level of design at
which the only concern is making the best possible use of available information, although the selection of the problem may involve considerations of
spatial, temporal and labor efficiency as well. Computational theories therefore become poorer approximations to the knowledge embodied in a process
as the importance of spatial, temporal, and labor limitations increases and
forces one to compromise in the use of information. As this happens, it
becomes harder to see what we gain by defining what an ideal, unattainable system would do. Computational theories can also be very difficult to
construct for difficult problems; writing down everything of relevan~e one
knows about a topic, even implicitly, often seems impossible.
In my view, there are three situations for which computational theories,
in the sense meant by Newell and the rest, can remain a useful part of the
design process. Firstly, in computational problems for which we can take
the long view into the future, we can use the evidence that a computational
theory would be a very good characterization of our own working knowledge,
and furthermore that an honest look at the labor requirements makes it
appear feasible, to argue that a computational theory needs to be formulated
for use with algorithms, representations, and architectures that we expect
to be developed in the future even though they are not presently available.
Some good candidates for such problems include those in perception, natural
language processing, and common sense reasoning, in which human beings
routinely apply large amounts of knowledge that could be thought of as a
logical theory. We are, for instance, extremely good at looking at whatever
sentences we run across in natural language and deciding instantly whether
they are grammatical. The development of grammars has come very close in
its approximation to this knowledge, and the development of good parsing
algorithms and the use of machines dedicated to Lisp in the 1980s has made
the use of these grammars considerably faster than in the 1960s.
A second situation in which traditional computational theories can still
be of use is when their construction in a logical language is simultaneous
with, or closely connected to, their representation as declarative sentences
in a system, and the context for problem solving provides plenty of time for
computation. Off-line analyses, in which real-time run-speed is unimportant,
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provide the main examples. Proving the four color theorem took a great
deal of computer time [9], but there was no urgency to it so that was not a
problem. Thirdly, and finally, computational theories whose ultimate form
in a set of axioms is quite small can provide the necessary constraints for a
useful algorithm, whether or not it is based on a declarative representation
of the theory. Some of Marr's theories, for example his theory of stereo
matching cited above [102]' are cases of this. Concern for labor efficiency in
solving difficult problems in language processing, perception, and reasoning
also justifies the development and use of tools like theorem provers and
image processing test beds as tools for designers at the computational level.
Since the theory designer's task is to formulate propositions and constraints
whose consequences need to hold, one of his or her main problems is in
testing sets of formulas to see what they generate. Tools like the ones just
mentioned can be very valuable in this process, even though their inclusion
in a finished product might make it too slow for real applications. Thus we
should not let OU\· desire for speed in many applications blind us to the uses
of processes that are inherently slow but nonetheless useful on the road to
more advanced systems.
For design situations other than the ones defined above, thinking about
them in terms of our resource framework suggests that the concept of the
computational level should be redefined. At a level of analysis that may be
modified so that it lies above that of the algorithm, there is a corresponding
notion to that of a computational theory that has the potential of incorporating, rather than ignoring, constraints on time and space. This is the
level known to programmers and many designers as that of the behavioral
specification. This computational/behavioral level would, like the old one,
place constraints on what a program computes, but its constraints would
also address how long and how much space the computation should take, in
an operations sense suitable for measuring algorithms rather than hardware
processes. It would preserve the appealing aspect of computational theories
that they allow us to layout, in an easily edited form,22 what we want the
computer to know and act like without being concerned with how it will act
this way, but it casts off the restriction that temporal and spatial constraints
cannot enter the specification.
From the standpoint oflabor efficiency, questions that arise include when
this design level is a useful one to pass through, and with what degree of
formality. Bertrand Meyer has argued that a formal specification is superior
22S ubject,

of course, to consistency.
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to an informal one on the grounds that deficiencies of the informal approach,
including contradictions, ambiguities, incompleteness, and impossibility, can
be washed away using the formal approach [114]. The formal approach requires the development of useful notations for writing specifications as sets
of constraints. The combination temporal-epistemic logic given by Stanley
Rosenschein and Leslie Kaelbling [142] is an example of a language in this
general vein that makes references to specific machine states. Also of interest from the standpoint of labor efficiency is the idea that synthesis of
the algorithmic-level design could be automated. A good deal of work has
been done (e.g. by Zohar Manna and Richard Waldinger [99, 100]) on the
synthesis of programs from specifications. Most of this work involves only
informational constraints, so there is a great deal of work to be done if time
and space considerations are to be addressed. 23 Finally, in reconsidering informational efficiency for this new level of design, a relevant concern is how
to specify, let alone obtain, the best solution under informational and other
limitations when the optimal or correct solution for the information given
cannot be computed using the time and space available. As was mentioned
earlier, computational complexity and solvability analyses are conducted on
the computational level, under the old definition. They therefore provide
bounds for the solution of problems in terms of some problem dimension,
but they do not tell us such things as what the best solution is given a bound
on computational time, or on the amount of memory used. Like synthesis
methods, analyses of how hard a problem is will need to place more emphasis on optimization under resource constraints and less on correctness or on
just optimizing the use of information. Some initial work in this area has
been done by Eric Horvitz [76] and Stuart Russell and Eric Wefald [146].
23Elaine Kant's doctoral dissertation "presents a framework for using efficiency knowledge to guide program synthesis when stepwise refinement is the primary synthesis technique." [81] Her work involved the consideration of temporal, spatial, and labor efficiency
in selecting among implementation techniques, and even addressed the question of time
and space constraints as part of the specification (including ones that applied to the synthesis task iself). A 1975 paper by Ben Wegbreit described a program called Metric that
derived closed form expressions for the running times of Lisp programs with constant
branching probabilities, based on the size of the inputs [165]. Verification of hardware
systems often involves the use of temporal logics, e.g. for specifying liveness and safety
goals, but the cost of time and the need to cope with temporal limitations generally enters
as a consideration only indirectly in these specifications [26]. All of this work represents
a good beginning in systematizing the general synthesis of programs.
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The Design Space
The discussion about levels of analysis, and the conclusion that we can benefit from a broader view of problem solving at the computational level, lead
us to ask how the design can proceed from a (possibly partial) behavioral
specification to a full implementation. For the broad scope of computational
problems, automation of this process seems like a distant target. Faced not
just with the problem of realizing knowledge in the machine but also with
that of making the knowledge available under spatial and temporal constrants, the designer must understand the options and make a number of
decisions based on the characteristics of the problem, which is broadly understood to include the limitations or costs of hardware and time as well
as the task to be carried out under these limitations. Nonetheless, there
are design problems for which it is possible to automate the synthesis of a
representation and algorithm from a computational theory, in a way that is
responsive to spatiotemporal costs. For example, I have developed a procedure for building parallel inference networks that perform forward first
order deduction on a limited universe of objects, wherein the form of the
constructed network depends on the relative abundance of logical elements
in the declarative set of axioms that generates the network. 24 In a similar
vein, a procedure developed by Dana Ballard for first order query answering
constructs a parallel network for incomplete inference that takes advantage
of the speed of connectionist energy-minimizing techniques [11]. This automatic construction of procedural representations from declaratively specified
knowledge is often referred to as "knowledge compilation." In each of these
systems, however, there are many more ways in which the compilation could
proceed, other than the way it actually does proceed. For instance, the computation could be temporally bounded, so that no iterations occur after some
specified cutoff. In the case of my algorithm, the network could be built out
of threshold logic units rather than Boolean gates, thus achieving a space
savings but making necessary more precise analog computation. The net240ne such construction gives, in the space domain, exponential cost for the number of
literals in each CNF clause and for predicate arity (both numbers that would typically be
low, like 2-5), polynomial ( n 2 to n 5 ) costs for the number of objects in the universe (in
typical reasoning problems, also a small number; humans have difficulty thinking about
more than seven or so objects at a time), and linear costs for the number of axioms
and the number of predicates, which are usually large numbers. The inference is also
incomplete, deriving only a subset of the logically implied propositions and representing
them as nodes. The temporal analysis of this algorithm has not been done, but it seems
likely that it would perform with reasonable speed [41].
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works could be made asynchronous or stochastic, specialized computations
could be made into separate structures like frames or semantic networks. In
short, there is a daunting number of ways in which a smart designer might
improve upon our automated solution for any particular problem situation.
If we think about the problem of automating synthesis, it becomes clear
that the selection of representations and algorithms for maximal efficiency
must depend highly on the characteristics of the problem situation (i.e., the
problem plus the computational resource costs that surround it). This is
why most of the work in automated programming has focused on solving
just one type of problem, in which the time, space, and amount of information available, the cost of error, and the goal of problem-solving are all
roughly constant. However, as with the move to more general AI systems,
the solution of more general synthesis tasks requires a great deal of work in
representing our knowledge about how problems differ from each other and
are best solved. This was ~he main point of Elaine Kant's Ph.D. thesis [81],
and from it we can already discern what must be a major conclusion about
the symbolists versus connectionists controversy, namely that the methods
of the two groups may each be appropriate to different tasks. It is an obvious point that has been made by many (e.g. by Robert Hecht-Nielson [63]),
but if we begin by recognizing it then we can be liberated from seeking one
set of assumptions that will hold for any AI problem, and instead ask what
questions should be asked about a problem situation in order to determine
how best to construct a program for it. Systematizing or automating synthesis thus seems to demand a framework wherein problem characteristics
can be classified in much more detail than our simple resource taxonomy
would suggest. But because the primary aim of this paper is not to solve
the automated programming problem, I would like instead to focus on general distinctions in design strategy at a level that seems appropriate for
analyzing the connectionists/symbolists controversy.
I am about to enumerate several dimensions that partially characterize
the "design space," understood here to mean the set of options facing a
designer who is attempting to realize a high level specification. These dimensions are characterized by different polar strategies at their extremes,
and so may be thought of as scales in which intermediate possibilities are
quite imaginable. In considering each dimension separately, I want to ask of
the different options what tradeoffs in efficiency they entail, as well as the
problem resource characteristics to which they are attuned. A common aspect of these distinctions is that they are all sources of controversy. There is
a dearth of precise and general results about many of the technical questions
24

that seem to divide connectionists and symbolists. Nonetheless, there has
been real progress in the area of computational complexity, so that I do not
think the situation today is nearly as bad as Minsky and Papert described
it in 1969:
"Neither the outsider nor the computation specialist seems
to recognize how primitive and how empirical is our present state
of understanding of such matters. We do not know how much
the speed of computations can be increased, in general, by using 'parallel' as opposed to 'serial'-or 'analog' as opposed to
'digital'machines. We have no theory of the situations in which
'associative' memories will justify their higher cost as compared
to 'addressed' memories. There is a great deal of folklore about
this sort of contrast, but much of this folklore is mere superstition; in the cases we have studied carefully, the common beliefs
turn out to be not merely 'unproved'; they are ofen drastically
wrong.
The immaturity shown by our inability to answer questions
of this kind is exhibited even in the language used to formulate
the questions. Word pairs such as 'parallel' vs. 'serial'; 'local'
vs. 'global,' and 'digital' vs. 'analog' are used as if they referred
to well-defined technical concepts. Even when this is true, the
technical meaning varies from user to user and context to context. But usually they are treated so loosely that the species
of computing machine defined by them belongs to mythology
rather than science." [119]
These observations will both guide and stand as a warning to my exploration
of the dimensions of design, for while the distinctions I want to discuss are
the same ones that are criticized by Minsky and Papert for being used
too fluidly, I want to make clear technical distinctions and say as much
as possible about the resource tradeoffs entailed in light of the theoretical
results of the last twenty years. Even if much of the analysis must still
be based on folklore and intuition, I think there is value in characterizing
what one thinks at a given time, in the absence of more rigorous analysis.
Minsky and Papert go on to acknowledge that "there is much content in
these intuitive ideas and distinctions," but while they think the important
challenge is to "capture it [this content] in a clear, sharp theory," in 1969
(and apparently in 1988 as well) they "are not convinced that the time
is ripe to attempt a very general theory broad enough to encompass the
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concepts we have mentioned and others like them." [119J Their decision
in 1969 was to rigorously analyze a narrow class of machines; mine in this
paper is to go ahead and consider the broad distinctions, recognizing their
imperfections and the poverty of precise knowledge we have about them, on
the assumption that there is much to gain by looking at the big picture even
when it is a bit blurry.
An interesting way to begin considering what dimensions characterize
design is to examine the ways in which each resource among the group of
space, time, information, and labor can shift part of its burden in a computation to one or more of the other three. As a base case for the resource
requirements of a problem we can use the four complexity measures based on
the Turing model: space complexity, time complexity, essential dimensionality (entropy), and Kolmogorov complexity. Perhaps the most important
use of our resource framework is to suggest to us at this point that any of
the four can be traded in some ways for the others. Various computational
techniques can then be seen as ways of making these trades, as for instance
parallelism trades space for time, and preprocessing can trade labor for a
lower informational requirement, or to save space, or time. We need then
to distinguish between three cases: (1) techniques that involve moves from
the Turing serial model to a different computational model (e.g. parallel,
analog, stochastic, or asynchronous computers) in hopes of improving the
complexity of the problem for some measure (usually in a marginal way);
(2) techniques that represent an attempt to move the complexity of an algorithm closer to that of the problem for one or more measures relative to
a computational model; and (3) techniques that in some way involve redefining the problem, either by changing the essential information in the
inputs or what counts as an acceptable output. A practical difficulty in applying complexity theory to the analysis of tradeoffs is that complexity for
all models other than the serial is not well enough understood, and even in
the serial case we often can say little quantitatively about the time or space
complexity, let alone the essential dimensionality or Kolmogorov complexity,
of real AI problems. Complexity can still be a useful conceptual tool, and
in the case of trading space for time the results for serial machines give us
at least bounds on the overall order. So in what follows I will stick with the
more flexible and vague resource notions for most of the analysis, allowing
for example that "informational efficiency" can involve the preservation of
data under noise and the optimal mapping of inputs to outputs as well as
data compression, and bringing in complexity theory only when it adds to
the analysis. I want to list the design decisions that seem relevant, and cull
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from this analysis some more succinct principles by which computations can
be made efficient.
Here, then, is a list of dimensions that seem primary in their effects on
the run-time efficiency of algorithms.

Discrete vs. Continuous States
A slippery set of distinctions with a deep tendency to divide people concerns
the state space in which a computational trajectory occurs. Subsumed under
this heading are distinctions such as analog versus digital devices, bivalent
versus multi valued versus probabilistic logics, binary versus compact integer versus bounded real sets, and course versus fine grains. The important
differences in perspective between these approaches coincide not with the
technical meanings of the terms but with the relative emphases on flexibility and control that they symbolize. For a constant scale of possibilities, an
important aspect of the dimension we are considering is the precision with
which those possibilities can be represented. Increases in precision have diminishing value for carrying information, for two reasons. First, the intrinsic
uncertainty, or noise, which is either present in an initial signal or introduced
in its transmission overwhelms the information carried by additional bits of
precision; and second, even ignoring noise, the marginal gain in information
(read as limiting the set of possibility) afforded by the addition of a digit in
base b is only lib relative to the previous digit. On the other hand, too little
precision can have dire consequences for the propogation of error in computations, particularly when many steps are involved. Numerical analysts try
to characterize the error that will result in such cases, and error analysis is
an especially important technique when one wishes to use a calculus with
discretization on a large problem involving many such discretizations. 25 The
effectiveness of a continuous state space relative to a binary one was demonstrated empirically by Hopfield and Tank in their neural simulation of the
traveling salesman problem. They found that when the optimization moved
through a continuous space 26 on the interior of a hypercube, the crossbar
associative network converged to tours "commonly" (their words) in the top
25This point applies, for example, to the use of bivalent logics for representing knowledge
in a common sense reasoning task. Such logics often work quite well for small example
problems, but not as well with large numbers of propositions when the reasoning must
proceed through several levels of inference.
26 Actually one that was simulated on a digital computer, which requires O( n 3 +) time
for their model.
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one ten-thousandth of possible tours for a ten city tour, whereas when the
state space consisted of just the vertices of the hypercube, the tours found
were "little better than random." They ascribe this advantage to the ability
of the continuous space to represent differences in tendency and to move
smoothly at each node [71].21
So continuity, and higher precision in general, can be informationally
efficient, even when (as in the case of the traveling salesman problem) the
ultimate form of the solution is one of a discrete set that would require much
less precision to represent. Given that we can decide what level of precision
is required for a given computation, there are various forms of data expansion that involve either discrete or analog encoding (including amplification,
redundant encoding, and digital encoding) that will with some high probability preserve at that level of precision the information in the initial signal
as time passes and it is transmitted. The choice between analog and digital
design thus requires an examination of the resource costs and benefits, which
can be highly dependent on the type of problem being solved, the computing medium, the required precision, and the amount of noise associated with
storage and transmission. In the theoretically pure case in which analog elements carry virtually infinite precision and the noise is negligible, of course
an analogue encoding will have some spatial and temporal benefits over a
digital one. It has recently been reported that threshold logic networks with
analog weights and infinite precision "can be simulated by a non-uniform
circuit of O( n 3 10g n) Boolean logic gates ... with time slowdown o (log n )."
If this is also the order of the best upper bound, then it may be taken as
an indicator of the maximal amount of space and time savings afforded by
analog elements of this type [67]. But particularly the temporal advantages
of analog devices for achieving arithmetic operations have sometimes been
exaggerated. Indirectly disputing Carver Mead's claim that addition can be
27These concepts are difficult to understand. Eric Baum gives a nice analysis: "I first
became interested in optimization problems when I realized one could smooth away local
minima by embedding discrete systems to be optimized in continuous analog systems
with the same global minima.[references omitted] We can view the discrete system as a
constrained continuous system. We expect to avoid local minima for two main reasons.
First, removing the constraints allows more degrees of freedom, and thus more directions to
descend. Thus some of the local minima in the discrete system are no longer local minima
in the continuous system. Perhaps more importantly, the constraints on the discrete
system prevent free propogation of forces. In the continuous system, global collective
action keeps one part of the system from becoming stuck independent of the rest. False
minima exist, but have a more global nature. The system first blocks out the gross features
of the solution and then works on the details." [14]
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performed using analog devices "for free" [112], John Hopfield has said that
is "false and misleading. For many- most?-logical applications, digital circuitry based on the same hardware does the same task in the same time."
[74] When high precision is required and there is a lot of internal noise, a
good case for digital encodings exists, wherein the data are expanded to
a representation that allocates additional bits of storage and transmission
line for additional bits of precision, thus removing noise that preferentially
affects low-order bits in an analog encoding, or, put another way, when high
precision is required in a noisy medium, the extra bits required for precision must each be stored separately because in an analog device they would
be wiped out by noise. When less precision is required in the same noisy
medium, it is not so clear whether the low-order significant bits need to
be digitally encoded or whether we can get away with (even achieve some
spatial savings with) a few redundant analog values.
The cases in which low precision is required are harder to analyze a priori, since there are fewer devices required in the digital encoding than in
the high precision cases; with low noise the analog design is less vulnerable
to the need for redundancy than with high noise, but an analysis of spatial and temporal requirements would need to be done to determine what
is best. One possibility is a hybrid one in which numbers are encoded in
an analog signal, off of which we can read the high-order bits that are invulnerable to noise, with low order bits encoded digitally to overcome the
noise to which they would be vulnerable. The digital versus analog question
is one of hardware implementation, and is separate from if not independent
of the precision with which values are to be encoded on an ordered scale, if
indeed the values should be ordered at all. In the analysis and early design
phases, space and time considerations may be unimportant in the selection
of this higher level state space relative to informational and labor efficiency.
But between information and labor there can be tradeoffs as well, between
discrete and continuous representations of data. When the only consideration is the optimal use of information (which in this case is not assumed
to degrade over time or space), it is clear that maximal precision is best
because it throws away as little information as possible. Hence the appeal
of probability theory and other continuous calculi such as expected utility·
theory. But when ease of labor is an important issue, many find the expressive generality of the probability calculus too burdensome and so seek
ways around the exponential growth in conditions that must be specified
therein, such as the introduction of maximum entropy [31] or conditional
independence [131] assumptions in more restricted continuous formalisms,
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or the use of bivalent or multi valued logics, which have discrete values. In
general, there is little established basis for choosing one formalism over another, discrete or continuous, the choice often being a matter of individual
comfort which is hard to quantify.
A factor that has traditionally favored Boolean logic circuits over analog networks in the design of machines is that the Boolean logic with synchronous clocking is easier for the designer to specify in a way that ensures
control (Le., nonoscillating, nonchaotic behavior). In this respect, the establishment by Stephen Grossberg [54] and John Hopfield [69, 70, 71, 72] of
sets of design rules for controlling analog networks appears to have changed
what is easy for some designers, since they can now design certain types
of nonlinear, unclocked, feedback analog circuits with the same confidence
that the network will stabilize. This is an example in which advances in
understanding and the dissemination of results can change what is efficient,
by affecting the ease with which particular techniques can be used. There
are two situations in particular in which continuous state spaces have long
been favored as a means of easing the burden of labor. The first is when the
program is to undergo long-term self-modification, or "learning," in which
the continuous or highly differentiated scales can be incrementally adjusted
in light of data as they are received. Learning is usually thought to enhance
labor efficiency because the designer need not program in as much of the
system's "intelligence" ahead of time. Continuous values facilitate interpolation, or "blending" of prior case knowledge for dealing with novel cases.
The second natural case in which continuity is favored for design ease is
when the physics of computation in a set of analog devices serves as a simulative process for solving some problem to which it is analogous. This has
been used for many years as a method of solving differential equations, and
it has the advantage that the set-up does not require symbolic representation of the equations that define the system, easing the design especially in
the case in which modifications to the system can be modeled by changing
connections (e.g. on a patch board) by physical analogy to the system being
modeled. When the electronic system models the real system in this way,
the simulation of the real system by analog computation can be temporally
much more efficient than solving equations symbolically (hence, digitally),
but the need to flexibly manipulate the analog circuitry can require greater
space because of the need for patch boards.
The more sophisticated development effort that has gone into digital
devices often means that, in practice with the present technology, digital
computing is much faster and less space consumptive than analog for other
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types of problems. This exposes the important distinction between considerations that arise from a specific technology and those that are intrinsic
to the differences between continuous and discrete state spaces. The characteristics of operational amplifiers (e.g., the size of circuitry required in
MOS, the instability at high frequencies) that may make analog computing
expensive should not be confused with the properties of analog computing in
the presence of noise that are more general to the use of continuous states.
When a new technology like optical computing is introduced, the technology
costs change, but those associated with the concept itself do not. To summarize how the decision is made between continuous and various precisions
of discrete state space, the designer must weigh the need for precision in
representing some variable or set of variables against the cost of achieving
that precision in an analog or digital encoding with a given amount of noise,
and in a particular technology.
There is no one choice that is right for all cases-it depends on the
problem. Sometimes a set of possibilities is nominal, that is, it does not
have the structure of a numerical or an ordinal scale. Sometimes only a
finite set of possibilities must be represented, and each of these possibilities
must be distinguishable with virtual certainty, as when we want a variable
to encode whether a light is red or green. In such instances, when the scale
is unordered or the maximum possible precision is finite, it seems likely that
a digital encoding is best. But when the possible information to be encoded
is either infinite or very large, and lies on an ordered scale (as when we are
trying to represent the evidence in favor of something), we should really
consider how much precision we are willing to pay for given the spatial,
temporal, and labor costs of realizing it in an analog or digital state space.
Unfortunately, it is very difficult to answer this question because the effects
of continuity on complexity are not well understood. For instance, all of the
major complexity results for neural network architectures, including their
temporal and spatial requirements for solving hard problems [23] and their
information storage capacity [1, 110] are based on digital spaces of activation,
binary at each node, and the possible improvements from smooth activation
are not addressed [6]. The effects of continuity will thus have to be more
fully investigated before much of substance can be said.
Synchronous vs. Asynchronous Events

Event spaces can be characterized by a discrete-versus-continuous dichotomy
as well. Synchrony versus asynchrony is an issue in, among other areas,
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message-passing communication between distributed processes. Work by
Joseph Halpern has shown that anything short of a globally clocked (i.e.
synchronous) system in which there is a fixed transit time for messages
makes impossible the existence of common knowledge, a technical concept
referring to the information that must be available to processors for them to
achieve various forms of coordination and agreement. In any asynchronous
system only probable or eventual forms of common knowledge are possible,
so the presence of global clocking and hard transit times optimizes the use
of information for problems of coordination and agreement [58]. The general picture for communication is that asynchrony can improve the speed
with which systems operate, but only at the expense of more complicated
protocols (labor effort) and sometimes additional spatial requirements.
Asynchrony in circuits like connectionist networks can refer either to
continuous updating or to updating at random in a continuous time-line, in
contrast to synchronous updates in which a clock determines when values
are changed for all elements and new values are latched until the next cycle.
Once again, there is a temporal advantage to continuous updating, since
changes of value occur as soon as the information causing the change is
present. This is largely how the analog computers that perform numerical
integration (see discrete vs. continuous states) achieve their speed advantage
over digital computers for such tasks. But asynchrony can pose a control
problem that faces circuit designers whenever information is propogated
through multiple layers of elements without intermediate latching, namely
race conditions in which the arrival at a node of information along separate
data paths, that refers to a single change in input or state, does not occur
simultaneously for the two paths. This can be critical if it causes the state of
the node to take on a value that is then passed along to further nodes as if a
different input or event had occurred, for if there is feedback in the system,
the error can propogate throughout the network and potentially destroy the
integrity of the computation.
The use of asynchronous updates thus requires either an absence of
feedback (i.e., strictly "combinational" circuits) for that portion of a network that is asynchronous, or the existence of conditions that control state
changes so that race conditions are not critical. By definition, this latter
method requires that the intermediate states assumed by a node when one
of its inputs wins a race must not have disastrous effects on subsequent
computation. In theory we can imagine that asynchrony would be preferred
if it merely performed better when compared to a synchronously updated
network, even though errors at individual nodes caused by race conditions

32

could result in intermediate states that would be in some sense worse than
the latched state based on previous inputs, as long as these occurrences
were balanced by overall improvement. In practice, however, the designer of
an asynchronous network desires that intermediate states be monotonically
more accurate, in a sense localized to the node and its inputs, than would
be a failure to update until all changes of input had arrived. This is the case
for networks designed according to Hopfield's continuous model [70] as well
as the stochastic-updating model [69], for in each the inputs have additive
(noninteractive) effects on the value of anode. 28
In a brief paper, I gave formal conditional independence criteria that are
necessary and sufficient for exact representation of evidential relationships
using the logistic updating equation on weighted input sums, which is the
most common updating function used in connectionist systems [40]. The
key observation we can make about such requirements is that, while any
problem may be decomposed in a way that allows it to be mapped onto
the constrained architecture of an asynchronous network like a Hopfield net,
some problems are much more easily mapped onto this framework than others. As a consequence, some problems may require a great deal of effort on
the part of the designer, as well as combinatorial explosions in the spatial
or temporal requirements for computing them as the size of such a problem
increases. Others, like the traveling salesman problem solved by Hopfield
[71], map easily onto the framework and have comparatively slow growth
in their space and time requirements as parameters of the problem are increased. When problems do not have the structure that maps well onto
an architecture designed to make asynchronous updates feasible, it seems
best to use a synchronous approach instead in order to make the best use of
information even though there may be some cost in time and in the space
required for clock elements, but really these are tradeoffs that could go either way. As with the state space choice, the work of people like Hopfield
has changed and will likely continue to change what is easy for designers,
thus affecting the labor efficiency of asynchrony in the cases where there is
not an informational disadvantage.
28For instance, the exclusive OR function would not have this prop~rty, since the premature arrival of a logical 1 in a pattern "11" overwriting a previous "00" would incorrectly
cause the node to go high until the other 1 arrived.
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Serial vs. Parallel Processes

Parallelism is perhaps the simplest approach to speeding up a computation: it just involves the trading of space for time. Historically computers
have been serial in the sense that instructions have, at different levels of
programming, been executed sequentially rather than concurrently, and retrieval of memory bits, bytes, or words by a processor from memory has
taken place over a single bus. The rate-limiting nature of serial communication has been called the "von Neumann bottleneck," and for at least a few
decades computer scientists have been working on designs in which multiple access channels, usually involving multiple processors and memories, are
used to allow concurrent communication events to take place. These designs
have ranged from mere duplication of the processor-memory arrangement for
multiple cases, to shared-memory multiprocessors, to pipeline machines that
split up memory into pieces and retrieve concurrently from the pieces, to
large-scale parallel architectures in which there is little distinction between
processor and memory because so much concurrent communication takes
place in them.
Parallelism in problem solving generally refers to the attempt to use concurrent processes for computations that would be performed serially on a
von Neumann machine or in a language designed for one. On the whole it
is fair to say that the nature of this tradeoff is not well understood, that is,
it is not well agreed upon exactly how much practical advantage a parallel
architecture has over a temporal one. For one thing, computational space
is generally bounded from the start of a computation and cannot be added
to while the computation is taking place, whereas time is usually there for
the taking; this creates problems in analyzing the scalability of a parallel
algorithm. A somewhat informal mathematical argument by Gene Amdahl
in 1967 [7], which led to the conclusion that small fractions of a computation that cannot be performed in parallel bound the potential for speedup
substantially, apparently had a dampening effect on the enthusiasm for parallelism as a means for speeding up problem-solving. But "Amdahl's law,"
as the claim has been called, has recently been challenged with theoretical and empirical results [55] that argue for potential for speedup that is
essentially linear in the number of processors. 29
29In Amdahl's law, where s is the fraction of a problem that must be computed serially,
p is that which can be computed in parallel (= 1 - s), and N is the number of processors,
the speedup r = (s p)/(s pIN)
1/(s pIN), which equals lis as N approaches
infinity. Gustafson argues that this makes the incorrect assumption that p is independent

+

+

=

+

34

Even if this is the case, increases in the number of processors that match
a problem's size will not alter the temporal complexity class of the computation, because the order of complexity will just be divided by the number
of processors. The informal nature of the arguments over Amdahl's law
makes them hard to evaluate with any certainty. There are, however, some
well studied cases of improvement from parallelism, and it is worth mentioning a few of these. One such case is the problem of sorting integers,
whose temporal complexity on a serial machine is O( n log n), but for which
various parallel algorithms that run in linear time [111], including one that
makes use of analog encodings [50], and even in O(logn) time [163], have
been defined. Another such case is the speedup in memory retrieval and
instruction execution afforded by pipelining, or splitting what was a shared
memory of size M bits into, say, two memories of size M /2, each with its
own processor and bus. As Carver Mead and Lynn Conway have pointed
out, the execution/access time for the uniprocessor is about vIM, but for the
two-processor system it is around (1/2)..jMf2, "or about one third the time
required by the uniprocessor. The improvement," they continue, "comes
from two effects: doubling the number of processors doubles the speed, but
reducing the memory size also increases speed." [111] This appears to be the
main rationale behind large-scale, fine-grained parallel machines in general,
that they make the access to memory easier both by shortening communication paths and by making the amount of memory available to any processor
much smaller, so that the increase in speed is superlinear.
A final case worth mentioning is that of NP-complete problems, whose
temporal requirements on serial machines are exponential. 3D By definition,
such problems can be solved in polynomial time by a nondeterministic automaton, which can be simulated by a parallel machine with sufficient processor power. But that is the catch: that there must be enough processors
for a number of branches in the computation that grows exponentially with
the problem, hence it requires exponential space. Still, if there is a reasonably small limit to the size of problems that are to be solved, and if
space is cheap enough, this can be a viable option for achieving speedup
to (often low-order, but never less than O(n)) polynomial time compared
with exponential in the serial case, as demonstrated by Mead and Conway
of N, which is, he says, virtually never the case in practice. The alternative proposed by
Gustafson's colleague E. Barsis is r = (8 + pN)/(s + p) = 8 + pN = N + (1 - N)s, which
makes speedup linear in N [55].
30 As long as the complexity classes P and NP are not equal, which is strongly believed
to be the case but has not been proven [68].
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for the clique and color cost problems [111]. The case of NP-completeness
points out the basic "no free lunch" property of parallelism, that it involves
not just speedup but increases in spatial requirements, in general. G. Edward Barton, Robert Berwick, and Eric Ristad state the principle as the
inequality tp ~ ts/N, where tp is the time required by a parallel machine,
ts is the time required for the same problem on a serial machine, and N is
the number of processors [13].31 However, since much of the computational
area in sequential machines lies idle most of the time, designers often Jeel
that the move to parallel architectures, entails little cost but merely utilizes
better the space that has already been allocated. The space demanded by
a computation is not the same as the space demanded by an architecture.
In general, then, the move to parallelism has substantial temporal advantages which it gains at the expense of what one hopes is relatively cheap
space. But the story is not so simple as the advantages, particularly of finegrained parallelism, would suggest. The reason is that parallelism either
restricts the global access to information or makes necessary elaborate and
sometimes costly communication schemes to maintain it. Efficient use of
parallelism thus requires either a partitioning of information access requirements (see local vs. sparse vs. global interaction) so that a processor at
one end of a chip will not have to use information in a distant processor's
memory, or a means for cheaply meeting the interconnection needs required
by global communication, which as we have seen can grow as the square of
the number of processors.
In the human brain, with its three dimensional structure, communication
"wire" is relatively cheap, which may explain the fine-grained, large-scale
parallelism that apparently characterizes it. The partitioning solution, in
which communication is restricted, places more demands on the specific
problem,32 and on the designer who must map the problem onto a concurrent
31 Of course, this does not address the question of how much speedup is possible for any
given problem by parallelizing its solution. The precise nature of this tradeoff for different
complexity classes is not known. One class of problems that has been investigated is those
that can be solved by uniform circuits (with AND, NOT, and OR gates) of polynomial
size and O([log n]k) depth, or poly space and log time. This class, defined by Nicholas
Pippenger [134], is known as NC (for "Nick's class" [36]). It is strongly believed that
PiNC, in other words that not all problems in P can be solved on a parallel machine of
such construction running in power-logarithmic time, but this has not been proven [13].
A known fact about speed-time trading is the so-called "parallel computation thesis" of
Vaughn Pratt and L. J. Stockmeyer [135], which says that a serial machine can solve a
problem in polynomial space using unbounded time if and only if a parallel machine can
solve it in polynomial time using unbounded space [13, 36].
32Though some problems, such as matrix multiplication, have a naturally modular struc-
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set of processes. This is the motivation for either staying with uniprocessors
or using large-grained parallel architectures, and for certain problems such
a decision makes sense. The designer can also have great difficulty if the
solution is to proliferate interconnections, for then the complexity of the
system as a whole can become unmanageable. For the most part, the need
for parallelism is not very controversial, but the ways in which it is used, finegrain or large-grain, with various communication schemes, are topics of much
discussion, upon which some of the other dimensions we are considering bear
quite a lot.
Software vs. Hardware Implementations
The choice of whether to implement a solution at the algorithmic level in
software or hardware is generally made prior to the entire design sequence.
It is an important dimension to consider because it, too, has strong efficiency
tradeoffs associated with it. The choice of a hardware implementation implies that we are opting for a more special-purpose machine at the substrate,
for a computation can always be implemented in software on a more generalpurpose hardware machine. The tradeoffs are relatively obvious. The direct
hardware implementation will run faster and can be designed to consume
less space, since we can make a chip that will perform just the algorithm
we have designed and there is no need for wasted time or area that would
be required in a general-purpose hardware device to give it the flexibility
to run algorithms other than the one under consideration. But there can
be some cost in our ability to utilize information if the need to implement
a function in hardware constrains some aspect of the design: for instance,
implementing connectionist weights as resistors may cost in precision and
noise elimination relative to a software simulation.
In general, though, the most important cost deterring an implementation
directly in hardware is the design cost. Manufacturing a chip is still a very
costly, labor-intensive enterprise, usually taking a month at least from the
time a design is specified, even with advances in semi custom automation that
have taken plac(!' over the last ten years. Thus, it makes sense to implement
in hardware only if the benefits gained in terms of space and time outweigh
this large labor cost. This can be the case when space and time are critical
in the application, when the advantage is substantial, and/or when the labor
cost will not be a repeated expense, as when many chips will be needed or
ture that is amenable to parallelism.
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the chip will be used over a long period and we need not change the design
often.
Compressed vs. Redundant Coding

Information theorists have long been aware that data expansion to codes
with some amount of redundancy can take care of noise and other uncertainty problems that result both from internal and from external sources
of incompleteness and error. Coding can be done either in a spatial arrangement or in a temporal sequence, so compression may be chosen to
save either space or time. For instance, the most basic of programming
techniques, the subroutine and abstraction of multiple problems into one
structure, are motivated by a desire to save the effort of storing essentially
the same code more than once, and so result in spatial and labor savings.
The desire for abstraction and generality is a compressing influence. Because of it, traditional computer science is very concerned with the integrity
of local information, because in a minimal encoding every data bit is important. An influence of the cheapening of space has been more willingness
to build redundancy into code, but the more important motivation is the
desire to deal with uncertainty and achieve such goals as "fault tolerance"
and "graceful degradation" in the presence of noise.
In information theoretic terms, the redundancy reflects itself in an overlap in the conditions for different variables taking on particular values in
the implementation. In a completely compressed code, there should be no
correlations between values; but in a redundant code most or all values will
carry information about other values. This is what makes possible the associative retrieval of memories from incomplete information [70], and allows
the correct functioning of a system in which some data have been destroyed
or compromised. The use of redundancy in neural networks generally requires greater space, but there is a speedup effect in convergence. It is often
difficult to know when to stop building redundancy into a network, but the
choice logically depends on the gain in both speedup and tolerance for error,
incomplete or inconsistent information relative to possible costs in space and
labor.
One of the fascinating things about learning networks is that redundancy in them appears to take on odd and mysterious forms. In multilayer
percept ron-like networks, for example, the intermediate layers of units between the inputs and the outputs (the so-called "hidden units") can code
redundantly when their number exceeds that of the inputs, and the value
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of any single unit may serve multiple functions which overlap with those of
others. In the continuous state units particularly, this can be difficult to
characterize-for example, a unit's value may be slightly affected by any of
a number of semantically unrelated conditions in the input pattern [15, 138].
This is part of the mystique of so-called "distributed representations," which
are actually a mixture of redundant encodings and representation by patterns of activity as opposed to localized symbols (see implicit vs. explicit
information) [144]. Redundant coding beyond the input level helps immensely in the use of continuous state spaces when there is peripheral noise.
Perceptual data can always be thought of as redundant in character relative
to more general categories into which they are classified, which makes possible virtually perfect perception even when there is error or incompleteness
in the input data. As with parallelism, the question for redundancy seems
to be not whether it is a good idea for many applications, but rather how
much of it is needed and what forms it should take.
A technique that is related to data compression is that of entropy reduction or preprocessing of input data of initially high entropy. The examples
given by Abu-Mostafa are segmentation and normalization of image data,
in which the entropy or essential dimensionality of the inputs is reduced relative to its original value (even when it was initially compressed as much as
possible) in a way that throws out only that information called false entropy
(not the same as redundancy) that is not needed for solving a given problem,
e.g. recognizing a figure. "For example," notes Abu-Mostafa, "all images
which are rotated versions of one another usually belong to the same class.
When we normalize an image such that its contents have a specific orientation, we get rid of the false entropy associated with rotational variations.
Such a procedure usually takes linear or polynomial computation time, but
it reduces the computation demand tremendously because it decrements the
exponent in the total cost." The removal of false entropy really amounts to
redefining the problem, or it can be viewed as a stage in the solution of
the original problem which does involve inputs of higher essential dimensionality. The possibility of a speedy reduction in entropy hinges on the
false entropy being due to systematic variations (such as rotations) whose
recognition can thus be accomplished with a tractable algorithm. When
this can be done, the exponential cost reduction comes from the fact that a
"pattern recognition system that solves problems with entropy H must cost
the order of 2H cells," since H = log(1 + h) where h ~ 2n /2 is the number of
states for the n inputs of a Boolean function for which a pattern evaluates
positively (or negatively, whichever leads to lower h) on the problem. The
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argument works best for pattern recognition problems high in randomness
or Kolmogorov complexity, since this is directly related to the spatial cost
of implementing the Boolean function.
Abu-Mostafa claims that "the problems which are based on 'natural'
data are inherently random, that is, so constructed that they have no concise
effective definition. An algorithm that tells us whether or not there is a tree
in a given picture contains, at least implicitly, the lengthy description of
the object tree." [5] He makes a similar claim for "artificial intelligence
problems requiring huge data bases," [6] but more work needs to be done
to determine the extent to which these two types of problems really differ
in their program complexity (allowing for their size) from more scaled-down
problems (see toy vs. scaled-down vs. real problems). The high randomness
or Kolmogorov complexity of geometric recognition problems appears to
be generally conceded by information theorists. 33 As well, some a priori
theoretical justification for Abu-Mostafa's position can be garnered from
the fact that, for the set of all Boolean functions of n inputs, the average
ratio of their entropy to n grows asymptotically toward 1,34 so that the larger
the initial dimensionality of the problem, the higher the a priori probability
that it will be a complex or highly random problem and hence difficult to
program. It is in these cases that preprocessing or redefining the problem
to eliminate false entropy has the highest potential value. I will refer to this
later as the "dimensionality argument."
Unbounded vs. Bounded Resource Use

When time and/or space are constrained, especially at absolute levels, a
very simple technique for meeting the constraint is to bound computation
so that none of it occurs beyond the cutoff. In principle, of course, the
same can be done for information (see exact vs. approximate solutions) and
even for labor, but the bounding or nonbounding of space and time usage
appear to have enough in common to discuss them as a single dimension. A
number of examples of resource bounding come to mind. Prolog programs
employ the concept of "negation as failure," in which the inability to prove
a query affirmatively after a certain amount of inferencing has been done is
taken as a reason to answer the query negatively. This obviously sacrifices
informational efficiency, since it still could be the case that an affirmative
proof is possible in the unbounded case, or the proposition could be un de33Thanks to Amir Dembo for discussion of this.
34Thanks to Joy Thomas and Andrew Nobel for discussion of this problem.
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cidable. So whether this works out depends on whether queries that are
unpoven within the bound under a particular set of prolog statements are
largely negative, and the program can be set up to make this more likely to
be true (obviously at some labor expense). Negation as failure is related to
the so-called "closed world assumption" often employed in AI, in which it
is assumed that a data base is complete with respect to the questions that
can be asked of it [53].
One way of using the closed world assumption is to construct data bases
that have the finite model property, which bounds both the space and time
that are spent for retrieval; because the model or set of facts occupies a
finite space and cannot lead to unbounded derivations of new facts (see
implicit vs. explicit information), it takes a bounded amount of time to
determine whether a given fact is in the knowledge base, and under the
closed world assumption negation can be treated as failure. Spatial bounding can also be accomplished by the use of finite languages for encoding
data, whereas infinite languages can theoretically require unbouded space
for representing a concept. Temporal bounding with infinite languages in
AI is sometimes accomplished by inferential incompleteness, in which the
set of allowed derivations or computations from an initial statement set is
limited to ones involving only a certain number of steps [86, 92].
All of these techniques have the property that they limit what can be
extracted from information, and some of them lead to incorrect inferences,
but bounding can also take forms in which there is merely a requirement for
useful updating of an ongoing computational process at regular intervals.
For instance, in the robot Flakey built at SRI, the programming language
REX employed a hard cycle time just like that found in synchronous logic
circuits, so that the values of each variable could be read at any tick [79].
This is useful in real-time applications such as robotics, but works best
for problems and designs in which intermediate stages of the computation
are useful. The computation of 1[' from left to right has this property, for
instance, since successive iterations merely increase the precision, but other
computations yield useful results only at the end, and in some cases the
running time must be left in a practical sense unbounded at the start of the
computation. Connectionist systems have the property of interval updating
like REX, and so can be viewed as bounded systems, but on the other hand
their convergence is generally unbounded.
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Fixed vs. Self-modifying Programs
Traditionally, computer programs do not alter themselves. However, beginning with Lisp, programs that modify themselves have been possible and
have sometimes been employed. If we take a broad view of what a program
is, then we can also include in the self-modifying category the learning machines of the 1960s, and the adaptive connectionist networks of the 1980s,
because the modification of weights as an automatic response to training instances constitutes changes, not made by the designer directly, in the longterm functioning of the program whose goal is to classify patterns. This
broadening of the program concept must include long-term memory storage
as well, for the distinction in connectionist systems is really absent. So the
dimension being considered here is really the extent to which values that do
not just represent transient conditions are changed during run time, and it
is clearly a scale with multiple possibilities.
The clearest motivations for adaptiveness are the better use of information (greater flexibility) and labor (less effort than when programming for
all the contingencies that might arise). However, in a certain sense, informational efficiency suffers, especially in the early stages of "learning," because
the program is not as knowledgeable as if it had been programmed with the
information it is supposed to aquire from training. Perhaps it all depends
on how much information a designer could possibly have built in; when the
adaptiveness allows the system to cope with conditions unforseen or impossible to design a capability for handling in advance, there is an informational
efficiency gain. Otherwise, there is a loss. The fixed versus adaptive question
has been called by Stephen Grossberg the "stability-plasticity dilemma," because there is a clear tradeoff involving the two [54]. In addition to the difficulty that can arise if the designer does not program in much "knowledge"
ahead of time, there is also the problem that a system with self-modification
can overreact to information at variance with what it has previously acted
upon, thereby degrading performance. In connectionist systems, in which
the initial configuration of a network is often random or contains little information of long-term use in solving its task, there are serious problems
of temporal, spatial, and informational efficiency that need to be overcome.
The temporal problem is that the rate of convergence to a minimum of the
chosen error function can be painfully slow, even for very small patterns,
depending on the number of units in the network. For instance, the application of the backpropogation algorithm to the two-bit parity problem (XOR)
has been reported to take between 120 sweeps through the four possible
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input patterns, for 32 hidden units, to 245 sweeps for 2 hidden units and
558 for 1 hidden unit, with feed-forward from the first to the third layer of
units in the last case [144]. This is highly empirical, not a complexity result,
but it demonstrates that learning a two-bit pattern is not easy using this
algorithm.
There is a great deal of current work and discussion about the learning
rates and requirements for scaling the number of units for various algorithms,
but one possibility (believed e.g. by Minsky and Papert [122, 130]) is that
for some problems the complexity will always grow exponentially, even perhaps double exponentially, with tradeoffs possible between time and space.
However, an additional problem is that of local minima in the error function
surface, i.e. sometimes the system will fail ever to converge to a good solution or learn the rules for pattern recognition. David Rumelhart, Geoffrey
Hinton, and Ronald Williams report that their algorithm empirically does
not run into this problem very often, but their study may have biased the
results by choosing input/output representations more likely to converge to
good minima. Perhaps the deepest problem is that for problems of realistic size (like perceptual problems with for example 210 ,000 possible input
patterns) there is no way to present even one full sweep through all the
possibilities with their correct classifications, so that the network will have
to generalize correctly to novel patterns. The redundancy present in perceptual data, and the constrained nature of some recognition problems, may
make this feasible, but it is difficult to say how much training is necessary
in general. Some recent empirical results and informal arguments suggest
that there is an optimal number of hidden units in multilayer networks
for generalization-enough to represent the intermediate logical relations
necessary for classification but not enough so that spurious conditions are
incorporated as clues that will not generalize. There is also a good deal of
work ongoing for learning without strong feedback (e.g. [19, 144, 54]) but
many of the same considerations apply.
In general, work on learning from random initial configurations constitutes a dubious bet that mere modifications in such things as the error function to be minimized, or the optimization technique employed, will result
in tractable learning procedures. A safer but more labor intensive approach
(at least for individual designs) is to start the system from an initial configuration that already contains important long-term information about the
task, so that convergence is easier and more likely to be correct, but even
this strategy hangs on assumptions about how easy a "good" initial configuration is to define a priori. The attempt to make systems adaptive is
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a fascinating enterprise that is poorly understood as regards the resource
tradeoffs, and therefore causes great division among people.
Some insights about the motivation and requirements for learning can be
gained from the perspective of information theoretic complexity. Intuitively,
the cases in which learning is most badly needed are problems of high Kolmogorov complexity, 01' more informally ones that would require excessive
labor to solve. I have already mentioned some reasons to believe that high
dimensional, particularly real perception problems may fit into this category
(see compressed vs. redundant coding). One approach to such problems is
to look for nonrandom false entropy that can be eliminated tractably, but
even when this is possible (sometimes it is not) the reduced problem can
still be highly complex. The move to incorporate learning can then be seen
as another redefinition of the problem, namely to one that is more universal in character involving the ability to organize a recognition capability on
the basis of some kind of environmental feedback [4]. The hope is that this
more general problem will be easier to program, though it will almost surely
consume more time and/or space, and often much more information in the
form of training instances. Given that this tradeoff is acceptable to us for
the time, space, and information requirements of the more general problem,
an issue for design is how to achieve the learning capability most efficiently.
For neural networks that adapt by using learning rules constrained to change
weights according to local information only, Abu-Mostafa has shown that
the entropy of the inputs is a lower bound requirement on the fan-in or
connectivity for each node [6] (see local vs. sparse vs. global interaction).

Implicit vs. Explicit Information
As parallelism replaces temporal with spatial costs, the use of explicit information replaces computation with memory retrieval. However it need not
involve parallelism as that concept is used above because processing using
explicit information may not be concurrent. The concept of implicit information or knowledge goes back at least to Plato, who contemplated in the
Meno how someone with no training in geometry in some sense nonetheless
knows the Pythagorean theorem. As used here, information is implicit in a
set of data or propositions if it follows logically from that set: thus the fact
that Leo is a mammal is implicit in the information that Leo is a lion and
all lions are mammals, but is not implicit just in the fact that Leo is a lion.
By the same token, the result of a computation can be implicit in a program
and its input data. When finding the result requires no inference, but only
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a lookup of the result in a table indexed by different possible inputs, we
say the information of the result is explicit. When all of the possible results or facts are encoded this way, the information is all explicit and hence
in some sense maximally represented, whereas in minimal representations
sufficient to generate all results by computation, most of the information is
implicit. In an explicit data base, we would just have to look up whether
Leo is a mammal or not, rather than derive it from other information in
memory. This is an extremely important dimension that characterizes a lot
of the choices faced by researchers in AI. 3 5 Terms like planning, inference,
and, indeed, computation, all refer to the extraction of information that is
implicit, and all of these processes can take variable numbers of steps before
the information is extracted.
This distinction is central to that between distributed and symbolic or
localist representations, as well, if we take 'symbol' as a fluid term that
applies more when a localized value represents an entire pattern or set of
patterns in inputs or sensory data. 36 The use of distributed representations
as in connectionist networks implies that computation is based on an abrupt
(in the temporal domain) mapping from patterns over some large set of input
variables to an answer or categorization. For example, the representation of
"cat" in a hidden layer of a backpropogation network designed to classify
animals might be a set of patterns over the hidden layer. The key concept
is the one that is operative in table lookup: that when there is enough
space to represent all of the possible question-result pairs that we might be
faced with, this will result in very fast answers because we only need to plug
the question into a one step machine, or look it up in an index, to get an
immediate answer. As Hector Levesque has pointed out, this is a holistic
approach to encoding because we need not worry about what is relevant in
the input pattern or question, the answer just appears [94]. Moreover, when
we have a method for deriving results from a more minimal encoding, the
designer can just program in the minimal set of facts and the system can
spend its spare time building the equivalent of the lookup table. Thus there
seems to be a kind of magic in this method: the labor efficiency of minimal
encoding is combined with the temporal efficiency of explicit information.
35This is not the same distinction as that between compressed and redundant coding
both because a fully explicit representation might not contain any redundancy (as when
only facts about some particular cases, and no general facts, are known) and because
noncom pressed code could still be as implicit in its information content as possible, as
when minimal axioms are represented twice, for example.
36This is the sense of 'symbol' used by Minsky and Papert [122].
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The catch is that space is limited, and for many practical problems the space
of possible inputs is just too large for maximal representation.
One approach to pruning the set of represented facts is to get rid of the
ones that will never be required. Knowledge bases that contain explicitly
all the information needed to answer questions that actually come up (or
more generally, of course, to deal with inputs that actually appear) are
called by Levesque either vivid or semivivid knowledge bases depending on
whether the information in them is assumed to be complete or not (see
unbouded vs. bounded procedures). But then there is the question of how
to discover what inputs will actually arise. An interesting approach to this
is the use of so-called "explanation-based generalization" [123], in which
information is initially encoded more minimally (e.g. in the form of general
rules that deal only with a subset of the dimensions of an input pattern),
and gradually rules that are inferred from this that deal with specific input
patterns are represented explicitly, an approach similar to the "chunking"
thought to be used by good chess players [140]. However, there can still
be the problem that inputs may never recur, in which case space has been
wasted representing a condition-response pair that will never be used.
An important problem is thus to define dimensions for representing input
data such that most explicit information is useful. This may be more or less
easy to do depending on the task, and does seem to require more labor than
merely defining a representation of inputs adequate for carrying the information in them. The most reliable method for ensuring a vivid or semi vivid
data base is often to have the explicit rules hand-coded by a programmer familiar with the domain, but of course this is quite labor intensive. As usual,
the appropriate choices depend on the problem characteristics, namely the
size of the input space, how much the programmer knows, the complexity
of the task, the availability of space, and the importance of time.
Linguistic vs. Schematic vs. Iconic Representations

An important issue in knowledge or data representation involves the type of
formalism to be used. The most expressive formalisms are languages with
combinatorial structure, like logical languages, in which arbitrary relations,
disjunctions, conjunctions, negations, and universals can be expressed for
some set of objects. A representation in such a formalism would be a sentence of the language. Production rules, and even semantic networks, as
well as full first order logical languages fit into this category. Less expressive are what I call schematic formalisms, in which the logical operators
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cannot be applied, and facts are represented as assignments to dimensions
that form some subset of the possible relations over the objects, which are
keys to the data structure. A representation in such a formalism might be
a frame, schema, or script, to use AI concepts [137], or a data base record,
or even an equation or set of equations, as would model a physical process
and the values of whose terms would correspond to functions of objects in
the domain. Finally, a representation may be iconic or analogical [156], in
which objects are placed in a structure that is analagous to their spatial and
temporal configuration. Examples would be pictures, bit maps of scenes, or
cellular automata simulations.
The dimension along which these techniques vary can be characterized
in semantic terms by the ways in which each representation relates to a
model of the set of objects and their relations to each other.37 Sentences
put constraints on the set of possible models, schemata constitute partial
models ofthe relations that hold between one and other objects,38 and simulations are at some level of detail full models of their domains. The tradeoff
that most characterizes this dimension is the one between expressiveness
and temporal efficiency [93], and it applies within as well as between the
categories of representation that I have mentioned. The temporal efficiency
of propositional logic, for example, is greater than that for predicate (first
order) logic, but the latter is more expressive. 39 In the case of schemata,
when there is one record or frame for each object in a domain, say, we can
operate on the objects as if they were present. To use Hector Levesque's
example, if we want to count the number of objects with a certain property,
we can just count the frames in which that property holds, provided it is
part of the schema [94]. This relies on the boundedness, the finite model
property mentioned earlier. In iconic representations, time and space are
their own representation and so we can just measure the representation as if
it were the structure it represents. This latter technique can provide some
371n simple terms, a model is a complete description, one that could answer any question
capable of being posed in a particular language.
38 1 am assuming that the schematic representations in question would assign some value
to each represented function of an object or set of objects. Of course, schemata may not
have this property, in which case, like semantic networks, they seem to be just convenient
.
ways of implementing a restricted linguistic representation.
39 A side note: In some ways this dimension is similar to that of implicit versus explicit
information, but it is not the same. For instance, the information required to answer
who Dave's best friend's best friend is could be implicit in two frames, and images could
chain to finer levels of detail, so in neither case would the information needed to answer
a question necessarily be explicitly encoded.
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spatial advantage in addition to the temporal, for while the space required
for iconic representation of objects generally grows linearly with increases
in their numbers, the number of distance relationships, say, that must be
explicitly stored grows as the square. The important point about temporal complexity for these two model-based techniques 40 is that the growth in
time required to answer questions such as the sort we have been considering (counting, distance measurement, and virtually any others that can be
answered from the schemata or images) is roughly linear in the size of the
domain being represented, whereas for linguistic representations, in general
the time we could spend is unbounded, and given that a query is decidable
there are results in the complexity of deduction that suggest it would still
be an intractable problem [56].
Thus there are substantial time and space advantages for the two modelbased representation techniques; however, both of them lack the expressiveness of a logic, which we often need. Schemata and (as Levesque points out)
pictures are not closed under such operations as disjunction and negation.
So there is an informational advantage that seems to accrue to linguistic
representations, in addition to the disadvantage that model-based methods
might have involving false closed world assumptions, and even, to maintain
the "illusion" of completeness, the introduction of implausible default values for unkowns. Levesque mentions that people often do this "filling in"
in their heads as they form mental models of situations [94], as when we
are listening to a foot ball game and imagine our team going one way or
the other. In addition, sentences are easy to use for representation by the
designer, partly owing to their flexibility, so they may be beneficial from
a labor standpoint as well. A possible way to combine approaches is the
use of semantic attachment, in which model-type representations are constructed from information in linguistic representations, and the results of
what would be a deduction are instead obtained by a simulation or lookup
process [166]. There is evidence that the mammalian brain employs iconic
representations of various sorts. For example, the work of David Rubel and
Torsten Wiesel showed that cats represent various points in space in arrays
of neurons in their visual cortex [77] and behaviorally, Roger Shepard has
shown that people appear to rotate mental images as if they were represented iconically [37], though interestingly all the cases of neural "maps"
that have been uncovered by neurophysiologists have been two-dimensional
4°1 am indebted to Kurt Konolige for this term, and for observations about this dimension in general.
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rather than three-dimensiona1. 41
Neural network models often employ iconic representations, too, the
most well known perhaps being Carver Mead's model of the retina [113].
Other connectionist models are schematic in their representation, for example the interactive activation and computation model of McClelland and
Rumelhart [107]. In addition, model-based techniques (generally ofthe more
partial variety, i.e. schematic representations) have been gaining favor for
quite some time in symbolic AI, motivated by the efficiency considerations
already mentioned and in particular as a solution to the frame problem in
planning and text understanding, or the problem of inferring all and only
those changes that occur in a situation immediately after some event or action takes place. This is difficult to solve in a spatial and labor efficient way
using linguistic representations without the finite model property because
it requires some sort of listing of the propostions that are not affected by a
given event, a list that is generally unbounded.
Exact vs. Approximate Solutions

We have explored a number of ways in which the optimal use of information is sacrificed in order to meet spatial, temporal, or labor constraints,
but it seems important to consider separately the conscious decision to sacrifice correctness for other types of efficiency. Computational complexity
studies in recent years have shown more and more of a tendency to report
bounds on probabilistically correct algorithms,42 as a recognition that intractability results for exact solutions may be considered irrelevant because
the probabilistic problem could be tractable. In general, the variations on
approximate solution go something like this: an algorithm can solve a problem optimally all of the time (exact solution), it can work perfectly most of
the time, it can work pretty well, but not perfectly, all of the time, it can
work pretty well most of the time, or it can be even less reliable than this
last case. FUrthermore, complexity bounds usually refer to the worst case
for a given problem or algorithm, so the "average" and "usual" cases may
be quite a bit better.
It is common for connectionists especially to mention these ideas when
41This information comes from Jack Gelfand.
42 An example is the result of Michael Garey and David Johnson for the bin packing
problem, which is NP-complete. They give a simple approximation algorithm that "is
guaranteed never to be more than about 22 percent worse than optimal," using a performance ratio that they devised for comparing different approximation algorithms [13, 51]'
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complexity arguments come up, and to a certain extent the points are well
taken. However, as Hector Levesque pointed out in his 1985 Computers and
Thought Award Lecture, there are still some good reasons for concentrating
on the worst case once the problem is defined (possibly as a probabilistic
one), even when (as is often not true) the worst case is substantially worse
than the usual case: (1) The average and usual cases are often difficult to
define a priori, and empirical results can be biased in favor of good cases;
(2) Even when the worst case for an algorithm or problem is eliminated from
analysis, there is still a new worst case to consider-namely the worst case
that has not been eliminated; (3) When a procedure is a component in a
larger system with a large responsibility for the solution of a given problem,
it needs to be reliable, and even though worst cases may not arise very
often in an individual component, with many components there is a greater
likelihood that something will go wrong; a:n:d (4) At some level in problem
solving, the solution to eliminating worst case behavior (e.g. of a search
algorithm) cannot be to apply more knowledge (see weak vs. strong control)
for then we will be led to an infinite regress, or, as Levesque puts it, "We have
to be able to get by, at some level, with dumb reasoners that may very well
end up making poor choices and hitting the worst cases, ... " [94]. Still, there
are times, for instance when a problem solver is not one of many components
in a large system, or when the approximation accuracies of modules are so
good that they do not add up to much error in the aggregate, when we can
define average or usual cases and these differ substantially from the worst
case, and when the higher level algorithm within which we are working is
quite well behaved. When we can convince ourselves of these things, it may
be well to seek alternatives to complexity bounds for analysis, but we should
be wary of empirical results that do not provide adequate information about
how a method will scale up when the problem size is increased, when it is
the larger problem that we ultimately hope to solve. 43
Of course, complexity results even in these modified forms will tell us
43Most complexity results of which I am aware still require some sort of guarantee as
part of the problem specification. For instance, Jehoshua Bruck's and Joseph Goodman's
analysis of the complexity of parallel approximation solutions for the traveling salesman
problem (which in its exact form has complexity O( n!)) stipulates that solution always
must be within a fixed distance from the global optimum (for which they conclude polynomial size and time neural networks do not exist unless P=NP). Algorithms like Hopfield's
and Tank's [71], indeed almost all neural network algorithms, only "work well most of the
time" (at best), and in general are capable of occasional (sometimes not so occasional)
ridiculous behavior. Bruck and Goodman acknowledge that their style of analysis does
not apply to this sense of approximation [23].
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only about spatial and temporal considerations. What of the sacrifices we
make in informational efficiency when an approximate solution is settled
for?44 And how can labor efficiency be taken into account as well, when we
have a genuine choice to make between (possibly various levels of) approximation and exactness? A simple way to think about this is to imagine a
decision tree, in which, say, two options ("solve approximately" versus "solve
exactly") constitute the choice nodes, and emanating from the approximation node are further branches, reflecting different possibilities for how close
our solution will be to the right one, with a probability distribution over
these possibilities. The final key aspect of a decision tree that needs to be
added is utilities or disutilities. The exact solution option has just one possibility and hence its utility will be a constant: the value to us of obtaining
an exact solution given that we will have to use an algorithm that may not
be spatially, temporally, or labor efficient. The approximation choice, on
the other hand, will have an expected utility based on the utilities of the
various possibilities for closeness to the exact solution when achieved by an
algorithm that uses less space, time, and/or labor, and the probabilities of
each of these outcomes. The idea is that saving the other resources may be
worth something to us, which can be incorporated as part of the overall utility of the approximation choice, and that in addition there may be varying
levels of disutility involved in solving the problem only approximately.
This framework makes clear how the increased cost of space, time, and
labor can make high informational efficiency too expensive. Of course, assigning these utilities is difficult in practice, which is one reason why spatial
and temporal bounding (see unbounded vs. bounded procedures) are often
preferred, wherein we simply seek a good algorithm that will run within
certain hard resource limits, and why in other cases we simply ignore the
tradeoffs and instead just seek the fastest, least consumptive algorithm that
works at a preset level of correctness. There are many examples of approximate problem solving in both symbolic and connectionist AI. For instance,
default reasoning in logicist AI involves making inferences that are known
in advance to be possibly incorrect [136]. A more exact approach would
be to assign levels of confidence or probabilities to possibilities, rather than
making assumptions, but the choice of a flat-out inference is sometimes justified because the expected utility of the approximation exceeds the utility
of a more exact inference when that inference would be too difficult to make
HI am assuming here that a more exact solution would be possible; otherwise we are
making the best use of information that we can and so are solving the problem optimally.
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under the available space, time, and labor. Virtually every neural network
algorithm of interest involves some form of approximate solution. In addition to the Hopfield and Tank solution to the traveling salesman problem,
there have been many other recent attempts to solve standard optimization
problems using connectionist algorithms. 45 In general, these systems do not
outperform (often they are quite inferior to) other types of techniques for
global optimizaton [14]. However, for fast heuristic optimization, depending
on the degrees and types of error one is willing to tolerate, parallel relaxation neural networks are virtually unbeatable for speed, often running in
what appears to be little more than 0(1) (constant) time [148]. A question
that arises in considering the complexity of approximation is when a low
cost (fast or compact) approximate solution of a problem is possible satisfying the constraint of low error probability. Abu-Mostafa has shed some
light on this, showing for Boolean functions that as the complexity of the
problem (entropy or randomness) increases, this becomes less and less of an
option, so all functions that probabilistically solve complex problems will be
of about the same cost as the ideal solution, but for simpler (low entropy)
problems an approximation will be of lower cost [5].
Weak

VS.

Strong Control

For many years most attempts to cope with intractability in symbolic AI
systems have involved attempts to optimize the efficiency of the search procedure. For example, in trying to solve the Tower of Hanoi problem [53] each
move leads to a new state, and at each point in the game there are many
possible next states, each of which has in turn many possible states that can
succeed it, and so on for the depth of the game. In theory any computation
can be seen as a series of choices about where to move in the state space,
so the strategies by which this movement is controlled are of great interest.
The strength or weakness of this control depends upon the extent to which
the path is chosen on the basis of information in the states that is specific to
the problem (strong) or on the basis of the syntactic structure of the state
space (weak). Weak methods for search control include two basic strategies:
depth-first search (DFS) and breadth-first search (BFS). These methods are
well understood. For discrete state spaces where b is the maximum breadth
at a node, d is the maximum depth along a path, and n is the depth of the
45In fact, all connectionist architectures can be seen as optimizers of one sort or another.
If the logicist's creed is that "Computation is deduction," the connectionist's would probably have to be "Computation is optimization."
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terminal (solution) node from the root, the worst case spatial requirements
are O( db - d) for DFS and O(b d ) for BFS, with worst case time O(b d - bd - n )
for DFS, and O(b n - 1) for BFS (and best case time n(n) for DFS and
n( bn - 1 ) for BFS). Given the amount of information that must be stored,
the spatial requirements (particularly for BFS) are considerable, and since
either d or n (but presumably not b) could be infinite, the time requirements
provide little solace either.
These methods work all right for small problems, but in general to improve the space and time efficiency of search one of several strong methods
must be used instead. Strong methods utilize what is known as an evaluation junction, usually defined for each node (state) in the space, which
indicates which of several alternatives is best relative to the goal of the computation. In principle, an evaluation function can return quite complicated
information about the quality of a prospective state,46 but usually as it is
used in AI and neural networks, it is a scalar numerical function, e.g. the
distance from a solution, or the mean squared error, or the "energy" in the
state. We can therefore apply numerical optimization techniques, such as
(in discrete spaces) hill climbing, branch and bound, best-first search, and
A* [128], and (in continuo\ls spaces) the simplex method (for linear optimization), Lagrangean methods (for constrained nonlinear optimization),
and gradient descent, Newton's method, quasi-Newton methods, and conjugate gradient methods (for unconstrained nonlinear optimization) [96]. The
relative efficiencies of these methods are reasonably well understood, as are
the potential problems they can run into, for none of them is entirely reliable in the sense that it is guaranteed to find a solution or best state.
However they perform much better than the weak methods. In particular,
the basic gradient and hill climbing methods require no storage of previous
states, which is an attractive feature for large states. The basic disadvantages to these methods are that they require the designer to define a useful
evaluation function, and that they can halt at a state that is not optimal
when this evaluation function contains local minima, and so can fail to be
informationally efficient as well.
One of the attractions of connectionism is that its architectures give
prescriptions of sorts for setting up the problem state space in such a way
that an appropriate evaluation function (a Lyapunov function [97]) will be
minimized, usually by gradient descent, as the trajectory is followed [69,
70, 71, 72, 54, 144]. This is another example in which the design ease has
46In fact, this is one way to view most computer programs with branching.
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been altered by the spread of information. More traditional optimization
programs appear to scale less well in time because they do not take advantage
of the parallel relaxation present in connectionist systems. An approach to
the local minima problem is to add noise to the system (see deterministic
vs. stochastic computation) in a procedure known as simulated annealing
[83]. This has been used in a parallel, connectionist architecture, namely the
Boltzmann machine [65], but while it is informationally efficient in the sense
that with the right scheduling of noise, the global minimum will be found
with probability 1, simulated annealing is not temporally very efficient. To
achieve both temporal and informational efficiency, an approach is to build
in an initial configuration that is effectively in the valley of the global (or
a good) minimum, or to structure the network's connections so that the
landscape does not have any bad local minima, but this requires great effort
on the part of the designer, especially since the factors that make a good
initial configuration or surface are so poorly understood at present. The
best prospects for achieving all types of efficiency simultaneously may well
lie in the quest for a better understanding of how to set up good initial
configurations and surfaces (see later analysis). For connectionism, this is
similar to the symbolists' study of knowledge representation as an alternative
to studying search procedures.
Local vs. Sparse vs. Global Interaction

An extremely important dimension of design involves the extent to which
the functions served by data that are separated spatially or temporally can
affect or depend upon each other. At a more intuitive level, we can think of
this as the extent to which the whole is greater than the sum of its parts. In
a fully localized process, each element or variable is independent of the rest.
Coin tossing is an example of a process that is temporally and spatially localized: no toss carries information about the outcome of any other. Localized
processes can also consist of independent subprocesses that are themselves
nonlocalized. We can imagine, for instance, two concurrent procedures that
do not communicate with each other at all but are each internally non decomposable into independent elements. In her "group-element model" of
concurrency ("GEM"), Amy Lansky defines subprocesses as localized regions relative to particular sets of constraints that apply within a region but
not outside of it [89]. Some constraints may still apply locally, so a process
can contain regions that are really only patially localized.
Declarative statements tend to localize information provided there are
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restrictions on the language in which they are written that prevent references by one statement to another. Within a statement, however, there may
or may not be further decomposition possible. If a statement is "Leo is a
lion and Leo is a male," then the fact represented can be further decomposed
into two facts that are logically independent, that Leo is a lion and that Leo
is a male, but if the statement instead reads "Leo is a lion or Leo is a male,"
then there is no possible decomposition of this fact into logically independent
facts. For a set of statements in a logic each to be decomposed into logically
localized sentences, so that the truth of each statement does not affect the
truth of the other statements, the sentences have to be both independent
and consistent (satisfiable). 4 7 Unfortunately, consistency and independence
for full first order logic are both undecidable from the information in the
axioms themselves, as proven by both Alonzo Church [34], and Alan Turing
[162] in 1936. For this reason, semantic models are defined (often informally) that are consistent by nature, and the axioms are interpreted within
the model to establish consistency and, by reversal of signs individually for
each axiom, independence. Also, with some restrictions on the syntax of
logical statements, consistency and independence are decidable, and so as a
practical matter while it is hard to establish for large numbers of sentences,
consistency at least can often be established well enough to maintain confidence in proofs. Declarative representations are sought because over a
long period of refinement even a lone author of a knowledge base finds it
much easier to work with statements that are each locally understandable.
Procedural representations, on the other hand, do not have this line-by-line
locality property, since the meaning of each line of code depends critically
on the lines that precede it. Lt. Col. "Doc" Dougherty recently gave a testimonial to the effectiveness of declarative representations (rules, in this case)
for labor efficiency:
"The modification of rules may be substantially easier than
47Knowledge base authors worry more about consistency than independence, because
inconsistency destroys the integrity of logical data bases, allowing anything to be proven
(because then a contradiction can always be derived in an attempted proof by refutation).
However, independence is important too, for if the knowledge base is to be edited (presumably one of the purposes for choosing a declarative representation in the first place)
then axioms that are determined to be false will, if they are not independent of the rest of
the sentences, cause inconsistency when they are either negated or replaced by any new
axioms that logically imply their negations. A nice aspect of independence is that it is not
a global property like consistency: some axioms may be independent of the others and
others may not, but the complete independence of the set is unnecessary as long as the
only axioms that are not independent are not negated.
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modifying computer code that has been built to solve a specific problem. We have examples in the space station thermal
control system where when they change the vendor for the equipment, the artificial intelligence controller was re-configured in the
course of two weeks to complete the account for the changes in
system implementation. This system was equivalent to approximately 2 million lines of code or about a 2,000 rule system. To
make the changes in 2 million lines of code in 2 weeks would be
impossible. The changes that were made were simply changes in
the rule base." [45]
An important property of problems for which declarative approaches lead to
such labor and space savings is that they can be decomposed in a way that
favors locality for efficiency, but it has long been noted that not all problems
appear to have this property. David Man said that problems of this latter
sort lack a clean declarative theory at the computational level because they
are "solved by the simultaneous action of a considerable number of processes,
whose interaction is its own simplest description." MalT generally favored
the search for declarative theories for problems on the basis that such theories have lasting use and allow for much greater understanding, but he also
believed that for some problems, which we have characterized as being high
in Kolmogorov complexity, the definition of a possibly messy algorithm is
the only way to solve them, and that more insight is to be gained about
their solution after this solution is developed, instead of before.
This is one of the appealing aspects of learning, that a computer could
gradually self-organize a solution to a problem we have had difficulty solving,
and after the fact we could inspect the solution and discover what knowledge it embodies [101]. In fact, there have been some cases in which this
method has yielded valuable insights into complex problems, involving the
application of empirical techniques for interpreting the meanings of nodes
and configurations in connectionist networks formed by an adaptive phase
[138, 157]. As MalT indicates, determining in advance whether a problem is amenable to prior declarative representation is a difficult enterprise.
Information-theoretic complexity concepts may be of some help, particularly
when Kolmogorov complexity can be approximated by computable measures
that apply for certain types of problems [5, 38], and when we have no reason
to believe in a great deal of problem structure we can apply the dimensionality argument mentioned above (see compressed vs. redundant coding).
A hallmark of neural network architectures is their accomodation of high
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levels of global interaction among the variables in a problem. In the Hopfield network, for instance, every node is connected to every other node, a
scheme whose n 2 connection cost mayor may not be significant depending
on the technology. The presence of redundancy in the information carried by
weights as well as the ease of access of information in such a network dearly
work to its advantage in the cooperative solution of problems that are everywhere locally underdetermined. But even neural networks employ locality
principles, namely the additivity of evidence at each node. As principles of
compositionality these represent a very fine-grained approach to modularity, but even these constraints on interaction can impose high computational
costs or make the solution of a truly global problem impossible, depending
on how powerful the configuration has been set up. This was perhaps the
most important point made by Minsky and Papert: that the particular form
oflocality, namely fine-grained additivity, makes learning some functions impossible for the computationally manageable case of perceptrons (the XOR
problem), and requires either exponential space or exponential time when
the number of inputs or of intermediate layers is allowed to increase. As an
example, they cite the case of the "And/Or theorem" proven in Perceptrons.
They note the existence of parallel computations that are "by their nature
synergistic and cooperative," causing it to be the case that "each part makes
the others easier," and say the And/Or theorem by contrast "shows that under other circumstances, attempting to make the same network perform two
simple tasks at the same time leads to a task that has a far greater order of
difficulty. In those sorts of circumstances," they continue, "there will be a
dear advantage to having mechanisms, not to connect things together, but
to keep such tasks apart." They refer to such mechanisms as providing "insulation" between problem constraints that interfere with each other under
the constrained resources of a system that has some sort of compositionality
[122] .
An important consequence of these observations is that the specific ways
in which locality is applied are important: in this case the separate solution
of the AND and the OR parts of the problems (feedback to each function)
provides a computational win over the unseparated solution (feedback only
to the final node), but for other problems the opposite can be the case. Ways
of organizing problem solving so that it is decomposed into subproblems of
a larger size employ "large-grained" locality or modularity, such as the concurrent processes subdivided into regions in the GEM formalism mentioned
above. In the sequential domain, the analogue of this is block-structuring in
programs, in which subroutines that are procedural and hence interactive are
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insulated from other parts of a program and interact only through parameters. Such systems are characterized by sparse interaction between modules,
and high interaction within them. Marvin Minsky favors this model as an
architecture for the brain, and calls it the "society of mind," by analogy to
the fact that people in a society communicate with each other sparsely relative to the high degree of internal communication that takes place in their
brains [121]. If such a model is held to be efficient, then this belief amounts
to a conjecture about the problem structure that it decomposes naturally
into modules that can interact sparsely. It should be clear by now that this
is not necessarily the case for all problems of interest, since some problems
are known to be highly random.
An interesting way to compare relatively local and relatively global communication schemes for the problems to which they are suited stems from
Abu-Mostafa's criteria for the efficiency of neural networks. As the number of units N in a binary network with feedback increases, the bound on
the number of iterations grows as O(N2) and on degrees of freedom or infomation capacity as O(N 3 ).48 These figures can be viewed as bounds on
the time and Kolmogorov complexity that can be accomodated in a given
space for this architecture. For uniform Boolean circuits, which are feedforward and consist only of one- and two-input gates and hence are models
for a more sparse architecture,49 an easy argument will establish that the
bound on the time complexity that can be accomodated as a function of the
number of gates N is itself N, and, more importantly, that the bound for
information capacity (= 10g2(number-of-possible-functions)) grows only as
O(log2 N). Because the capacity theorems are all for binary networks, they
may substantially underestimate the storage available in continuous state
spaces for these architectures.
What all of this means is that neural networks are much more efficient
when the Kolmogorov complexity of a problem is high relative to spatial
complexity, because the number of functions that can be represented grows
exponentially in the size of a neural network but only linearly in the size of
the uniform circuit, and also imlicitly because the time complexity for such
48This is the log of the number of networks of N units distinguishable from each other
by looking only at the state transitions of the nodes (as opposed to the values of the
weights) based on full connectivity as in the Hopfield model. The capacity for stable
states is bounded above by N [1, 110]. For quantized (digital) weights, the information
capacity is only O(N2) instead of O(N 3 ).
49Uniform circuits are chosen here for comparison because they are the usual model for
parallel computation used in complexity analysis (see serial vs. parallel processes).
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problems can be accomodated: their lack of sequential structure means that
they are unlikely to require exponential increases in space to accomodate
the time complexity. On the other hand, problems of low Kolmogorov complexity and high (exponential) Turing time complexity (such as the traveling
salesman problem) are not efficiently solved by a neural network (nor, for
that matter, by uniform circuits) because accomodating the time complexity comes at the expense of exponentially many nodes which provide unused
additional information capacity [4]. Thus, the benefits of neural networks
relative to serial computers for trading space for time do not appear to be
greater than those of other parallel architectures, but they may have an
advantage in information capacity (which is bounded by O(N) for the size
N of serial programs), especially if the benefits of a continuous activation
space appreciably exceed those of a binary network, as the capacity of a
continuous weight space marginally exceeds that of a digital one.
A case in which uniform circuits would be preferred is one in which the
Kolmogorov complexity is low and the space-time complexity is also low,
as is the case for the problems in the class NC [134, 36]. Since uniform
circuits are a special restricted case of neural circuits, their selection really
represents a desire to avoid choosing an architecture with a large capacity
when it is not needed, because such architectures can make the algorithm
less understandable. An example of how the architecture can be tuned in its
capacity according to the difficulty of a problem involves the selected amount
of fan-in or connectivity for networks that learn from their inputs. As was
mentioned earlier (see fixed vs. self-modifying programs), Abu-Mostafa has
shown that the complexity of a learning problem (measured by the entropy
of the input space) is a lower bound on the connectivity required for each
node to solve its local learning problem, indicating that highly connected
networks are necessary for learning when the problem to be solved is very
complex [6]. Of course, this does not say what the upper bound should
be, which is an important consideration for effective problem solving: the
amount of global interaction allowed in learning needs to be just the right
amount for reliable generalization.
Deterministic vs. Stochastic Computing
Neural network models may update their states at random or at predetermined times (Hopfield's first [69] and second [70] models are, respectively,
examples of each type), or the value of the next state itself can be determined
by the outcome of a random decision (e.g. in the Boltzmann machine [65]),
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or, as is common, by a deterministic one. In the former case, the activation
function specifies that a unit will turn on with a certain probability, which
depends on the values of the unit's neighbors in the current or last state.
The idea that randomness in the computing process (either simulated
or real) has efficiency advantages has been explored extensively by computational complexity theorists. For a number of problems, particularly
involving the factoring of numbers, algorithms involving coin flips or random choices have been discovered that outperform all known deterministic
algorithms. The complexity class R (or RP) consists of decision problems
for whom there exists a probabilistic polynomial-time algorithm (involving
random state transitions but serial computing) that always halts and decides correctly when an input is not in the set defining the decision problem
(e.g., composite numbers), and that outputs the correct answer for inputs
in the set at least half the time. Since the algorithm can be run over and
over, say m times, the error in the algorithm in the only ambiguous case (in
which the algorithm indicates the input is in the set each of the m times
it is run) is less than 2- m [36]. So such algorithms cannot in general solve
problems with certainty, but it appears that the small uncertainty may be
necessary for polynomial time solutions to problems for which we do not
have a deterministic poly-time algorithm (unless P=NP).
The knowledge-based approach to AI has paid little to no attention to
random algorithms, but their use in simulated annealing for optimization
and its importation into neural networks has led to tractable solutions of
optimization problems to the global minimum. But to show that a stochastic
algorithm can solve a problem to within a specified small error probability
requires knowledge of the underlying input space and the distribution of specific input samples, to insure that there is no systematic variation that would
lead to predictably high error for certain types of problems. The question
of random algorithms and their advantages is still largely open in computer
science, and its answer would surely affect interest in stochastic updating.
Essential (as opposed to pseudo-) randomness has been suggested by prominent critics of AI (e.g. Roger Penrose [133]) as a distinguishing characteristic
of human intelligence necessary to solve problems that for computers are inherently intractable unless they can take advantage of quantum randomness,
but this conclusion seems highly dubious in virtue of the unclear arguments
made for it.
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Eight Additional Design Dimensions
Approaches to AI vary along several more dimensions, briefly enumerated
below.
1. Repeated vs. Stored Inputs. The simple idea of repeating the sampling of inputs is summarized by Jeffrey Ullman: "If we can receive
the same input several times, we might save the circuit area needed
to store its value, and thus make a great difference in the size of the
circuit we need." [163] Examples of this include the use of sense data,
in which an operation is performed directly on the first representation
of the datum, and inspection of data that lie outside a computational
process, as for instance when a wire connects the value of a matrix
directly to its place in a calculation instead of creating another stored
value. Obviously, to make use of this idea, the data must be continuously available outside the computation so that they can be retrieved
repeatedly.
2. Static vs. Dynamic Allocation. Memory space can be set aside
in fixed amounts prior to a computation that makes use of it, or it
can be allocated more "on the fly" as it is needed. In many ways, this
is a crucial distinction between neural network and knowledge-based
approaches to AI. Neural nets generally set up all the space that will
be needed for a problem in advance, in keeping with their kinship
to circuits. Sequential infernce systems, on the other hand, derive
conclusions into new memory space as they go, but the required space
for the particular computation cannot be determined exactly until the
problem is solved. This is part of the distinction between general
purpose and special purpose computers, which could be thought of as
a dimension in itself. The tradeoff is that space can replace time in the
static allocation scheme, since there is no time required for allocating
space, but since the static scheme requires all the space that might
be needed for a computation it is bound to the worst case, which
for pattern recognition problems in particular can be very explosive
spacially.
3. Formal vs. Empirical Verification. Of great interest as an efficiency tradeoff is the method by which we convince ourselves that a
computation is being performed reliably and robustly. In formal verification, we define a specification, often at the declarative level, that
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tells us what a program should do for, in theory, all possible inputs,
and then we prove that the program obeys the specification. The disadvantage is that it may be impossible to specify the correct behavior
exactly in advance, for instance in a complicated pattern recognition
problem. We may be forced to verify correctness by observing on a
large collection of inputs whether the result of a program is reasonable or not on all of them. But the problem is that we must be sure
the sample of inputs 50 is representative, so that we do not skip over
important cases that are likely to come up. Additionally, empirical
verification should come after we have fitted a system to a particular set of problems. Otherwise, for instance in learning systems, we
are liable to overfit and hence achieve procedures that will generalize
poorly to novel inputs.
4. Top-Down vs. Bottom-Up Construction. The symbolic approach to AI is often characterized as "top-down" whereas the neural net approach is said to be "bottom-up." This is because in the
knowledge-based or symbolic approach, the focus is on wha;t knowledge is needed to solve problems in advance of how it is represented
or implemented, whereas in the neural approach supposedly the focus
is on how computing is performed in brains or similar machines, in
advance of what problems are solved. Of course, the real story is more
complicated than this, but there does seem to be a difference in emphasis. It seems obvious enough that each direction can and should
inform the other.
5. Semantic vs. Cognitive vs. Neural Models. Closely related to
the top-down/bottom-up distinction, models of intelligent computing
in psychology and cognitive science focus on different levels of explanation. The interesting question is how the levels relate to each other.
For instance, in the cognitive models of the PDP school of connectionism, there is an apparent assumption that the structure of cognitive
processing is similar to that of neural processing. The cognitive level
on this account can be seen as inducing physiology at a higher level of
neural organization, like cell assemblies [61] or parts ofthe brain, from
information about behavior in particular problems and brain structure
in general. But there are other purportedly cognitive-level models of
50 Unless it includes all the possible ones-too high a number for all but the lowest
dimension problems.
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a very different sort, for instance those of Newell and Rosenbloom
in SOAR, in which the cognitive level looks like a higher level computer, with procedures feeding into each other along narrower paths
and so on. The semantic level is the level at which information is
all-important, essentially Marr's computational level. To date, most
researchers seem to concentrate on one or another of the levels without
relating them to each other in detail. But there are efficiency tradeoff's along this dimension. If one focuses on the semantic level, a good
informational solution to a problem may be impossible to implement
efficiently, and so the problem may have to be redefined. At the neural level, it can be difficult to see how problem-solving occurs since
the meanings of neural states can be semantically obscure, and at the
cognitive level, there may be inadequate specification of the levels on
either side.
6. Principled vs. Ad-hoc Strategies. Five years ago, the principal division in AI appeared to be between the "sCI'uffies," like Roger
Schank, and the "neats," like John McCarthy. In the latter, more formal group, the dimension of difference has been characterized as a difference between principled and ad-hoc approaches to AI, but regardless
of whether that holds true, the tradeoff between effort geared toward
extendability and generality on the one hand, and getting particular
programs to work correctly in whatever way possible on the other,
raises its head virtually every time a new system is contemplated. It
is not an easy dispute to adjudicate. The less general approach (more
ad-hoc, though that may be taken as pejorative) seems appropriate
if human knowledge about how to do AI is best built up by apprenticeship, trial and error, and if the problems that might be attacked
in the future are too diverse to codify a set of principles that could
be written into textbooks with as much confidence as, say, the principles by which engineers build bridges. The more general approach
usually takes the view that principles are possible and necessary, and
that additional effort in labor (even lower performance on particular
tasks) is justified by this necessity. Obviously, the particular computing situation spurring the question is highly relevant in deciding which
approach to take.
7. Heterogeneous vs. Homogeneous Architectures. Connectionist systems usually have a kind of uniformity of constuction within a
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particular network, namely all nodes compute an activation function
and send their values to other nodes to which they are connected. A
less uniform system is one in which nodes pass symbolic messages back
and forth and have different procedures characterizing them. This dimension is a continuum, with the most uniform systems allowing no
diversity in the functions computed at each node (for example Boolean
networks made up entirely of NAND gates), and hybrid systems incorporating a variety of networks and symbolic structures perhaps the
most heterogeneous. Homogeneous architectures can be more difficult
for people to understand, because of the lack of an expressive symbolic
representation, but they can be easier to implement and modify.
8. Toy vs. Scaled-Down vs. Real Problems. Both symbolic and
connectionist AI are often attacked for focusing on toy problems that
"do not scale." This means that their systems solve problems whose
complexity has been sanitized away and that what is removed from the
real problem in creating the toy one is crucial to getting the system to
work, so that when the complexity is reintroduced a solution similar
in spirit to that used for the toy or scaled-down version will fail. Obviously, this is a difficulty that must be considered when considering
whether to simplify a problem, but it is hard to say much in general
about how to make the simplification in ways that preserve scalability. It seems best to keep in mind exactly what simplifications are
being made and how much in real complexity is being eliminated. For
instance, changing the number of instances a system must deal with
may be a reasonable simplification of a real problem if the algorithm
chosen has polynomial time complexity, but not if it is exponential.

Lessons for the Connectionist/Symbolist Controversy
As I discussed earlier, approaches to AI have tended to divide at the top level
into a symbolic approach and a connectionist. The former is characterized in
its modern version by an emphasis on knowledge bases (KBs) and the latter
on neural networks (NNs). Some problems appear on their face to be more
appropriate applications of one approach or the other (the connectionist or
the symbolist). For instance, very high level reasoning of the kind often
performed by experts with lots of book knowledge (e.g. mathematicians,
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medical doctors) seems at present more suited to a KB approach, while
low-level pattern-matching and signal-processing tasks appear better for the
NN approach. But there is a large array of problems in between, such as
the more knowledge-intensive perceptual tasks, natural language tasks, and
what is known technically as "common sense" reasoning. These three areas
are collectively being treated as a battle ground of sorts, with both KB and
NN researchers claiming that their approach is the best for these tasks.
Problems in this vast middle ground share several characteristics, aside
from the fact that real-time solutions to all of them are crucial for any machine that gets around in the world with something like human intelligence
(e.g., an autonomous mobile robot). First, they are all tasks that our brains
perform very well from an early age-so well, in fact, that we would be quite
content with any machine that could perform them only as well as an average person. Second, they are all very complicated tasks requiring lots of
real world knowledge-most of the knowledge we have, perhaps, and at least
much of what we learn as children. Third, the problems in their full form
have all been resistant to AI solutions, and solutions of subproblems tend
to be unmanageable as we scale up to the full problem because of the time,
space, and labor requirements of current methQds.
These characteristics of perception, natural language, and common sense
have led some to conclude that the KB approach to AI should be replaced
with the NN approach. Indeed, neural networks do seem to possess a number
of the properties AI efforts could be helped by. Specifically,
1. They are fast classifiers. Fixed-weight networks compute an an-

swer for a given set of inputs in somewhere between constant time
(for multilayer networks without feedback) and O(n 2 ) where n is the
number of units (for Hopfield networks). So once a network is programmed, it runs quickly relative to serial algorithms. It achieves this
speed through parallelism (trading space for time), and, perhaps more
importantly, by a closed-world assumption that maps every input to
an output within the temporal bounds of the network.
2. They learn. Neural networks can change their weights and/or connections, which makes them self-modifying programs. This can save
labor when it is easier to present a set of training examples than to
program the network or write a set of rules for solving a problem.
This is especially attractive since writing down all of common sense is
beginning to look like an impossible task.
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3. They are probabilistic. Neural networks learn and classify using
statistical optimization criteria, so they can deal well with uncertainty.
Specifically they cope well with the conficting and incomplete information given to an AI program that make knowledge bases without
uncertainty subject to disabling inconsistency and nonmonotonicity.
4. They are global. Neural networks' high degree of connectivity and
their numerical weights give them a relatively high storage capacity,
e.g. O(n 3 ) bits for Hopfield networks with real-valued weights, as opposed to uniform Boolean circuits, which have capacity O(log n). Thus
they are well suited to problems high in Kolmogorov complexity, or
so-called "random problems," of which natural perception problems
and reasoning or constraint satisfaction problems involving lots of impinging evidence are examples. These contrast with more structured
problems, in which a short algorithm (relative to the size of the imputs) or set of axioms can be used to achieve the right answer for any
set of inputs [5]. It often seems that toy reasoning problems are low in
program complexity and high in space-time complexity, whereas real
problems are just the opposite.
5. They are fault-tolerant. Part of the extra space and connectivity
used by neural networks is informationally redundant in a way that
permits graceful degradation when parts of the network malfunction
or when there is noise in the inputs. This contrasts sharply with
traditional computing architectures, which require the integrity of each
local bit.

All of these advantages lead us to think that AI could be helped substantially by neural networks. Nonetheless, many AI researchers have remained
skeptical about NN for reasons similar to those that led to the rejection of
perceptrons in the 1960s. Specifically,
1. Slow learning. Neural network learning algorithms such as backpropagation can take quite long to converge to the minimum of an
error function, often requiring a few thousand complete presentations
of the training set for very simple (e.g., the two-bit XOR) patterns.
Efforts to develop faster algorithms are under way, but there appear to
be important limits to these speedups. The convergence rate depends
on specifics of the problem being worked on, as Minsky and Papert
(1988) point out.

66

2. Spatial combinatorics. Neural networks differ in their space requirements. Multilayer networks, for instance, minimize the time required
for classification and hence do just about all the computation in space,
whereas dynamic networks use time to some extent. But just about all
neural networks grow quite rapidly with the size of the problem, since
when we minimize the use of time, the space complexity for classifying
general patterns in n inputs is exponential in n. Connectivity also
grows faster than the size of the problem (e.g., as 0 (n 4 ) for Hopfield
networks), which creates more and more difficulty as we scale up the
number of units.
3. Local minima. Just as insufficiently expressive languages can be barriers to learning, neural nets of the kind currently being investigated
can get trapped in suboptimal states in the space of activation or of
weights. Much of the problem can be eliminated if we choose a judicious input-output representation, but as the problem gets larger and
more complicated this can be increasingly hard to do, and it becomes
apparent that neural networks fail to eliminate the need for careful
thinking about the problem. Whether one falls into local minima in a
particular network depends on the initial state from which optimization proceeds, but the severity of the landscape and the possibilities
for serious suboptimality are determined by the network and problem themselves. As one might imagine, some problems contain lots of
potential for getting trapped, while others are not so tricky.
4. Poor generalization. A problem that is in practical situations related to slow learning rates is that the network can fail to correctly
classify new input patterns even when it has learned all of the correct
classifications for the training set. This is an important shortcoming
because for problems of reasonable size, it is impossible to present all
of the input patterns, even for one training epoch, since the number
of such patterns is exponential in the number of inputs. Thus presenting many complete runs through the training set, as the learning
algorithms often require to reach an optimum (which may not even
be global), is completely out of the question. The problem exists for
any type of network, including multilayer and Hopfield nets, that areused as recognizers or associative memories. One approach to solving
this problem is to maximize, by judicious selection of network size,
the probability of correct generalizations for novel inputs given that
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the training set was chosen to be a good sample of all possibilities.
But some error is still expected in new cases, and in addition this approach can be difficult or impossible to implement because we often do
not know much about the distribution of the possible input patterns,
and the criteria for correct generalizations cannot be inferred from the
training set and so may be idiosyncratic.
5. Output underdetermination. One source of optimism about neural networks for solving complex AI problems is that the inputs for
such problems (e.g., vision problems) generally have a great deal of
distributed informational redundancy in them, so that individual failures 01' errors do not matter very much. This is sometimes mistakenly
taken to imply that correct learning and classification is overdetermined by the inputs in such problems. Indeed, in most of the toy
examples that have been worked on thus far, overdetermination does
appear to hold . But in real situations, it is usually not possible to
solve a problem using input data from just one sensor or other input
source, despite the high redundancy in the inputs. This underdetermination can arise for a number of reasons. For instance, the context
can be important (as in speech recognition), or the input source may
be a limited perceptual window on the problem (as when we have a
single, monocular frame in vision), or background information whose
acquisition is separated in time from the current input can be crucial
to an interpretation (as in natural language anaphora). Thus there is
often no single right answer for a given input pattern that will hold
across different situations, and folding in all of the inputs that could
bear on a problem (like all of the previous inputs, or all of the other
sensors, or a huge data base of facts) as part of a single nonmodular
network can lead to complete intractability and an impossibility of
training for even one pattern. This is perhaps the most serious technical problem with the neural network approach currently being taken
by most researchers, to the extent that we want to apply NNs to real
tasks.
The technical efforts to improve neural networks have so far focused
mostly on the first few problems noted above, like learning speed and network size. Yet these do not appear to be the most serious barriers to the
widespread use of neural networks. Moreover, the approaches that have
been taken in trying to solve them (as well as the few efforts undertaken
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to address local minima and generalization) have almost all been based on
general properties of networks, e.g. learning algorithms that are faster in
general, or size considerations that apply to all problems. It looks as though
a great deal of effort aimed at solving problems in this way could provide
us with algorithms and architectures as generally well-tuned as possible but
still prone to serious errors to which people will be very sensitive. These
errors would come from those parts of the problems stated above (including
part of the speed problem, a good deal of the size, local minima, and generalization problems, and possibly all of the underdetermination problem)
which are intrinsically unsolvable using general approaches.
If we think about it, the real solutions to the general problems with NNs
must vary with the specific application, involving principles for taking advantage of what we know about particular tasks to which the networks will
be applied. This leaves open the question of what those principles are, but
we can get a feeling for what is required by considering how a designer's
knowledge about a particular task could help solve problems 1-5. In that
spirit, learning speed can be improved if we start with an initial set of weights
or connections that is closer to the final set, and if we select modules for
learning to avoid the kind of competition that slows dO'Yn learning in the
XOR case, as well as to speed it up in cases where subproblems are cooperative; space can be conserved if we eliminate many unnecessary connections
and nodes using our knowledge about independence and what is sufficient to
determine what; local minima can be avoided if we start in a state that lies in
a globally optimal basin of attraction, i.e. that is somewhat close to correct
before we run the network; generalization can be improved if we select cases
to illustrate rules that we know to apply in the specific classification task,
and if we structure the network so that the rules will not interfere with
each other and so that similar cases (as both we and the network would
define "similar") will have similar classifications; and underdetermination
can be avoided if we integrate sensor data with that from other knowledge
sources, as in a distributed problem solving system with different modules
and limited communication between them.
All of these approaches require us to use knowledge that we have about
a problem in selecting network structures and initial values for parameters.
In other words, they require that we do some initial programming of the
network. This leads us to three additional problems with neural networks
that affect our ability to program and understand (or verify) them:
6. Lack of locality. As was mentioned earlier, it is an advantage that
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neural networks take a global approach to problem solving, but the
representation of knowledge in NN s is also global, and this creates
problems for building knowledge into them. In general, we cannot simply build links between nodes incrementally without worrying about
how such a link fits into the entire problem representation. There are
exceptions with cases like the traveling salesman problem, which have
a great deal of regularity to their structure and hence are easy to think
about as global problems. In other problems, however, links that seem
to make sense to form separately lead either to violations of the required network structure (and hence often to oscillations or chaos) or
to unintended flows of evidence, feedbacks, and so forth. Judea Pearl
has attempted to solve this problem in his work on causal poly trees
[132] but we have recently uncovered cases in which our natural knowledge about problems does not map easily onto one of these networks
(see Progress). The lack of locality makes interpreting a network's
parameters difficult as well.
7. Restrictive syntax. To ensure the nice computational properties
mentioned earlier and to ensure convergence in dynamic networks,
those who have invented particular n·etwork architectures have placed
restrictions on the types of connections allowed. For example, Hopfield
networks and Boltzmann machines require symmetric weights and no
connections from a unit to itself, multilayer networks must be feedforward only, and causal poly trees must be singly-connected. Sometimes our knowledge of evidential relationships simply does not obey
such restrictions, although once expressed it can usually be recast in
a form that does obey them (see Progress).
8. Semantic obscurity. Neural networks contain parameters like weights,
activation values, bias terms, learning rate constants, temperatures
and the like, and functions like energy, which from the standpoint of
representing information and knowledge are, at least initially, rather
obscure. What does it me~n to say that the weight between two nodes
is some number, or that the node's activation is another number?
These are crucial questions if we are to set the parameters by hand
according to our understanding of evidential relationships, or if we
are to interpret the knowledge or assumptions contained in a network
whose parameter values have already been set by some process. Some
work on the semantics was done before this project, by Hinton and Se-
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jnowski [64] and by Geffner and Pearl [52], but most of the important
questions remain unanswered. The primary difficulty is that, while we
now have a handle on what parameters mean-in terms of other meanings ascribed to nodes to which they are attached (see Progress)-we
have yet to understand nodes compositionally as responding to particular conditions in the input set, to define how meaning is distributed
across parameters in a network, and to characterize the conditions under which the entire network converges to a particular minimum of
its summarizing function. Hopes for verification procedures must rest
partially on semantic understanding, since empirical tests on a limited
set of examples can be risky in real situations.
Consideration of the general problems 1-5 led us to conclude that we
need to make substantial use of our knowledge about a particular task and
domain, and build it into the network's structure and initial state. Problems 6-8 suggest that it may be too difficult to do this directly. Instead it
appears that we should make use of the KB approach in some way, since it is
geared toward solving the programming and verification problems we have
with neural networks. Specifically, building knowledge bases in a sentential
language gives us the following advantages: (a) It gives us a convenient way
to enter w hat we know about the task and domain at whatever level of detail
we seem to have in mind. For instance, we can say simply that proposition A
supports proposition C as we would in a production system of heuristics or
a truth maintenance system, without specifying some numerical probability,
or we can specify exact probabilities if we want. (b) It eases the nonlocality
problem (number 6) by giving us a way of stating axioms or constraints
somewhat independently, with the usual concerns about consistency of the
KB. (c) It gives us a much less restrictive, more natural syntax than the
ones required for NNs, with which we can set forth the facts of the problem. And (d) it removes us from the semantic obscurity of NNs by giving
us a language (chosen from the repertoire of AI knowledge representation
formalisms) with a well-understood semantics.
So we appear to have established by rather broad arguments (whose technical details are much too complicated to present here) that neural networks
have a lot to offer to AI, in the form of the five advantages mentioned earlier,
and that, in turn, the KB approach to AI has a lot to offer as a solution to
the problems that plague NN s. A natural idea would be to try to combine
these two historically competing approaches in trying to solve problems in
perception, natural language, and common sense reasoning. How would we
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do this? Well, the advantages of the KB approach are primarily ones affecting the design phase for building a neural network that overcomes problems
1-5, whereas the advantages of the NN approach are ones that affect how
much design we have to do (because of learning) and how well the problem
is solved at run-time. So the obvious way to combine the approaches would
be to define our knowledge in a KB first, possibly using the AI tools that
have been built over the years such as theorem provers and other inference
engines, and tools for entering knowledge. Then, when we felt that we had
a good theory of the task and its domain, we could convert the KB into an
appropriate neural network which would embody the knowledge contained
in the KB. After network learning, we could try to verify the network for
correctness by looking at what knowledge it has learned, and the easiest way
to do this would be to construct a KB from the NN itself. The difficulty,
then, and the main problem to which this inquiry leads, is
How do we go from a KB to an NN, and back again?
In other words, how can a network be made to embody, or be interpreted
as, declarative knowledge?
The history of our attempts to automate this process of compiling and
decompiling knowledge bases into/from NNs is given in four papers: [40],
[41], [42], and [12]. In the section below, we sketch a set of principles arising
out of our investigations that can guide the selection of computational level
representations of problem knowledge and algorithmic level implementations
of solutions.

What a Theory of Design Might Look Like
The ultimate fulfillment of the goal of automating the compilation of easily
expressed designer knowlege about a problem into a working machine would
be a system that could take any set of facts about available objects in the
world and their relations to each other, as well as about time, space, and
available human labor, and put out a design that would accomplish some
goal or set of goals. The machine so designed would have to accomplish
these goals with the facts about the world acting as constraints, and these
could include constraints on how much time, space, labor, and data the machine could use. If all four of the computational resources are specified, the
compilation would be overdetermined by facts about the embedding world,
but we could specify only what sensory (input) capabilities the machine
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might possibly have, and what human labor is available (as opposed to how
much should be used), and then the problem would be one of solving within
available resources rather than by a set combination of them.
The specification of a design would then consist of an ontology and a
deontology, i.e. a statement of what exists and what should be brought
about. The ontology would consist of stated facts about what objects exist,
where they are, the nature of the material and energy under consideration,
and also what time and space this slice of history occupies. Facts could
be specified to be true at given places and times. The deontology would
consist of stated goals, assumed not to be true already in the ontology, but
(we hope) not precluded by it either. The specification would require a
language, within which ontological and deontological statements could be
made. The languages developed following from the situation calculus [106]
for reasoning about action are along the lines that would be required. We
should be able to say that two blocks exist at particular points in space at
particular times, that events have occurred or might occur and what causal
relations they have, as well as what relations and properties the objects
have.
From a specification, we would construct a machine, fulfilling as much as
possible the goals of the deontology subject to the constraints ofthe ontology.
This construction would require a procedure or set of rules for generating
a design. The rules would need to contain information about how data can
be gathered and what additional assistance could come from human labor,
as well as, of course, how goals can be achieved by computational processes.
Codifying this knowledge has been a less popular activity for AI than the
development of languages, and so I would like to close by discussing what it
might consist of.
The book Vehicles by Valentino Braitenberg [22] discusses a progression
of sophistication in machines loosely in parallel with that of biological evolution. Although the rules for their construction are not explicitly codified
in the book, we can easily observe these principles in action in Braitenberg's
devices. After an analysis of the vehicles described in the book, I have the
following partial list of principles.
1. When a measurable quantity (closeness of a particular object or objecttype, amount of light present in view, etc.) must be tracked, we can
construct a computational element with monotonically increasing response representing the quantity.

2. If increasing amounts of the real quantity are of equal importance, we
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choose a linear function, if of diminishing importance then a log-like
one, according to how accurately we can specify the relevance.
3. Measurability can be given by a set of primitive devices known to
track particular quanti ties (e.g. photocells), or may be postulated as
constructable from combinations of primitive measurements.
4. Wheels can be used for locomotion.
5. When movement toward an object is a goal, we can wire dual elements measuring its presence across each other to drive the wheels
( decussation).
6. When the quantity of interest is inversely proportional to a measurable
quantity, we can either invert an element of the type described in
principle 1, or create a monotonically decreasing response element.
7. When an object of interest produces measurable quantities centering
on a particular value, we can create a peaked response unit.
8. When an action or the presence of an object must be decided upon, we .
can use a threshold response function, realizable as physical devices
like transistors.
9. Transistors and other threshold elements can be connected to respond
to Boolean logic conditions (AND, OR, NAND, etc.) and when the
presence or absence of a condition or the decision to act in a given
way correspond to logical combinations of primitively detectable conditions, the gates can be wired to create a threshold element for making
the decision.
10. When properties or objects of interest tend to covary, we may form
connections between them that are mutually reinforcing, and when the
presence of one covaries with the absence of another, the connections
may be mutually inhibitory.
11. Computing elements and the connections between them have natural
propagation delays that can limit the speed of inference or even lead
to oscillatory or chaotic behavior unless they are properly structured.
12. Feedback in the wiring can be used to create memory, which is useful
when conditions in the past are relevant to present reasoning or action.
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13. A machine can use its environment as scratch memory by leaving trails
and using unattched storage devices.
14. Computing elements that fail to do their job or perform usefully can
be eliminated and replaced by variants of existing, better performing
elements or by new designs, possibly combinations of old ones. This
can also apply to entire machines. The evolution of capabilities in
these devices should lead to better solutions in time, but the time
required can be quite long.
15. The extent of covariation between properties of interest in the environment can be represented by different strengths of excitatory and
inhibitory connections.
16. When such "weights" lead to inaccurate inferences (as measured by
feedback from the environment), they can be modified in the direction
that would have led to more accurate inference.
17. When properties represented by elements cooccur, the weight of an
excitatory connection between them can be increased (Hebbian learning).
18. Spatial arrangement in the environment can be represented by spatial
arrangements of computing elements (maps, arrays) in a machine, so
that measurements of distance and inference of topological relationships can be made by inspecting the internal arrangement (retina).
19. Movement and change in the environment can be detected by comparing delayed elements (memory) to nondelayed ones.
20. Relative distances to objects represented on a retina can be judged by
comparing fine relations in different views displaced in time or space
by known amounts (stereo and motion cues to distance). The first
method assumes a single object is represented in the two views, and
the second assumes that the object does not move.
21. Solid objects can be detected by a lack of change in shape and size as
they move, which appears as a uniform motion across a retina.
22. Lateral inhibition between elements in a retina can be used to detect
outlines of objects, but there are other techniques as well.

75

23. Reciprocal enhancement between elements can be used to detect bilateral symmetry in objects. Right-left bilateral symmetry is a clue
in isolating an object that is a partner in interaction with the observer, and possibly in determining that our machine is in its focus of
attention.
24. Radial symmetry can be detected by the absence of perceived movement in a pattern to which we know we are getting closer.
25. Cross-correlation, Fourier analysis etc. can be used to detect periodicity, which is an important indicator of collections, tracks, ordered
sounds, and standing waves (signs of stored energy) in the environment.
26. Time in the environment can be represented by time in a machine, or
by representing facts about time in computing elements or symbolically.
27. Causal relations between events can be represented by unidirectional
connections, with weights to indicate the strength of the causal relation.
28. Patterns of coactive elements can cause new patterns of elements via
these connections, and model events in the environment before they
happen ..
29. When identical or similar instances of patterns of activation across
elements repeatedly covary with or predict a state in another element
or set of elements of interest, or when they lead to similar results, it
is worth representing the first set of patterns as a category tracked by
a separate computational element.
30. The representation of a concept may take the form of a state or set
of states of a defined group of elements, or the concept may be represented by a separate element whose state is an indicator for the
concept. The first method may require more time for inference of
the represented concept, while the second may require more space to
represent concepts.
31. When many elements become active, it may be necessary to raise
thresholds. Highly interconnected patterns are likely to stay active
and still exceed threshold, which results in focusing of attention.
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32. Prediction can be improved by comparing internal temporal models
of events to actual events, with blame or credit assigned based on a
short-term memory.
This group represents a set of principles for generating alternatives in design. Another set of principles can be derived for evaluating competing
alternatives, from the type of analysis done in this paper under the heading
of the "Design Space." Many of these appear in the earlier sections, but for
example they might include the following.
1. When the program complexity of a problem is high relative to spatial complexity, a highly interconnected parallel network of elements
may be more efficient than a serially computed solution, whereas a
repeated serial program is preferable when the sequential structure of
the problem is high (and program complexity is low).

2. When the available space for connections between elements constrains
the maximal connectivity per element to be less than the entropy of
the inputs for a learning problem, then entropy reduction (requiring
labor) should be advised to simplify the problem.
And so forth. Building up a truly useful knowledge base of principles and
a realistic compiler would require great effort. For the most part, I have
worked on specific compilation algorithms that take most of their principles
for granted (without codifying them), and these are discussed in the references mentioned at the end of the previous section. But I hope that others
(or myself, someday) will "fill in the details" in the above conception for a
theory of design, if indeed it can be done in our lifetime.
I was in a toy store a few years ago and saw a battery-powered toy car
that was magically moving about on a tabletop, stopping when it reached
the edge, and reversing directions so that it never fell off. As I watched it
move, I wondered what elaborate perceptual devices its engineers must have
placed on the bottom to detect the edge of the table, and what computer
chips must lie inside to tell it how to shift directions. When I picked it up, I
was surprised to see a single wheel hidden on the bottom, rotating constantly
but slightly recessed above the other wheels and pointing perpendicular to
them. When the cars front ·wheels went slightly over the endge, this fifth
wheel would touch the tabletop and move the car back toward the center.
A lot of us in AI have a suspicion that if we could observe the secrets of
intelligence, we would have a similar experience to the one I had in the toy
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store, namely seeing that what we thought required a complicated solution
actually has a simple one that our training has directed us away from. On
the other hand, the brain has something like a hundred billiion neurons, so
perhaps complexity is the only answer at ever level for the problems that
have eluded AI solutions. I do not know the answer, but the question of
whether evolution's many years of work have led to more creative solutions
to the problems posed by our environment seems worth at least some of our
attention in the years to come.

Conclusion
This essay began with an expression of the frustration I felt on encountering
competing schools of thought in AI. What I hope all of this analysis shows
is that dogmatism and a single-minded approach, be it symbolist or connectionist, really has little place in the knowledge-intensive problems of AI.
Instead of asking which approach is best overall, we should ask what are the
aspects of a problem's space, time, information, and labor requirements and
availability that make an approach efficient. We would find it odd if VLSI
designers split into advocates of either pipelining or multiprocessing-we
need to be liberated from factionalism. When a method has shortcomings
for one type of efficiency (e.g. good on speed but impossible to debug), this
fact needs to be faced honestly.
The function of a new ideology is often to point out alternatives to the
conventional wisdom, and AI does seem to have followed the Hegelian pattern of the dialectic: thesis, anthithesis, synthesis. The value of analysis, on
the other hand, of breaking packages of beliefs down into their components,
is that it can reveal to us the reasons for mixed evidence and for disputes,
and it shows us yet more alternatives that are mixtures of ideologies built
up from their components. In proposing that the KB and NN approaches
function best at different phases of problem solving for KIPs, I have drawn
a compromise conclusion about the relative roles of KBs and NNs in AI.
But it is not the only possible one, and I hope that others will find other,
undogmatic ways of relating these important schools of thought.
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Appendix: Complexity and Information Theory
I will very cursorily define complexity measures and classes relative to a
particular type of Turing machine known as the "off-line" version. This
machine has a read-only input tape, any number of semiinfinite scratch
tapes, and a finite control which contains a program for reading symbols
from the input tape and writing and scanning the output tapes. The length
of the input string to be read must be finite if the problem is to be solvable.
The finite control can be thought of as a state machine of sorts, with a finite
number of states and a next-move function that, depending on the state it
is currently in and the tape symbols it is scanning or has just written, tells
it what state to go into next, where to move, if anywhere, on the tapes (left
or right, including the input tape), and what if anything it should write at
these new locations. An important restriction is that the number of possible
symbols must be finite, so the control's next-move function can be finitely
enumerated. The machine begins in a particular designated state and halts
only when it is in one of a predetermined set of final states, or when -it is in
a state and scanning symbols for which its next-move function specifies no
change. There are a few different ways for a Turing machine's response to
an input to be read. For binary problems (decision problems), the state in
which it halts can be checked to see if it is a final state. For more complicated
answers, such as are required by arithmetic, its answer can be read off of the
scratch tape, or it can even be encoded in its state. Using these methods,
a Turing machine can, according to the well-known Church-Turing thesis,
compute any function that it is possible to compute. For some problems,
it is impossible to build a Turing machine that will halt on every input
and compute the right answer, because by their nature some of the possible
inputs to such problems will not contain enough information to solve the
problem and yet there will also be no way to recognize this in advance.
These are called undecidable (or unsolvable) problems [34, 162]. For some
problems that are unsolvable, a machine can be constructed to provide an
answer whenever there is enough information in the inputs, but since the
machine may not halt if there is not enough information in the inputs, the
problem is called semidecidable. Problems that are neither decidable nor
semidecidable, and hence for which any Turing machine will sometimes fail
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to halt even when there is enough information in the inputs, are called,
following the Church-Turing thesis, uncomputable.
Solving a problem requires the use of space (scratch tape locations),
time (moves), information (inputs), and labor (for making the finite control).
When the number of input symbols for a given problem is n, we may be able
to find upper and lower bounds for the amounts of these resources that are
required. An upper bound is written as O(f( n )), referring to the fact that for
any input sequence oflength n, the problem can be solved using no more than
f( n) units of a resource, where f is a numerical function of the problem size
n. Lower bounds are written as n(f(n)), indicating that no program (finite
control) can solve the problem for every input of length n using less than f( n)
units of the resource in question. Bounds are read as "the order of f( n ),"
and refer to the fact that the actual bound is a function whose highestdegree term is f( n), posssibly with multiplicative constants omitted from
the term. When f( n) = nk, for some constant k, the bound is polynomial
(linear when k = 1 and constant when k = 0), and when it is k n (or nn),
we will say that it is exponential. A modification of the Turing machine
we defined above is to make the finite control a nondeterministic machine,
that is one which could make any of a number of possible next moves at
each instant, and chooses just one of them. When it has only one choice
at each instant, the machine is deterministic. For Turing machines that are
allowed to use unbounded space and time, the deterministic ("DTM") and
nondeterministic ("NTM") versions are identical in the problems they can
solve, but this is not true in general for time-bounded and space-bounded
Turing machines.
Three complexity classes of interest are P, NP, and PSPACE. Problems
are in P if there is a DTM for solving them that is bounded to take no more
than polynomial time as a function of the number of symbols. Problems
are in NP if there is a NTM for solving them in polynomial time, and in
PSPACE if there is a DTM for solving them in polynomial space. This last
class includes exactly the same problems as those that can be solved by a
NTM in poly space. All problems in P are in NP, since a deterministic
machine can be thought of as a special case of a nondeterministic machine,
but the reverse is strongly believed (though not proven) not to be true.
Certain problems in NP, none of which have also been shown to be in P,
are special in that any other problem in NP can be transformed to them
in polynomial time. These problems are known as NP-complete. Problems
with this property that are not necessarily themselvess in NP are called NPhard. The structure of P and NP is such that either all of the NP-complete
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problems are also in P (and P=NP), or none of them are (and PfNP). The
latter possibility is probably the right one. Many problems of great practical
interest have been shown to be NP-complete, and unless P=NP, all of these
problems require exponential time on a DTM. In principle there exist NTMs
that solve NP-complete problems in poly time, but such machines would
have to make the right choices at each instant, and since they choose at
random they would just have to be lucky. Since the dividing line between
poly and exponential time bounds is empirically the one that divides useful
from nonuseful algorithms for large n (with a few exceptions, notably the
simplex algorithm [36]), problems in P are called tractable and ones that
are NP-complete or worse are called intractalbe. It turns out that if the
DTM requires nonpolynomial time for solving a problem, then no sequential
machine will be able to solve it in polynomial time: the complexity defined
with respect to the Turing machine is a reliable indicator of its complexity for
any serial machine. So we have defined two time and one space complexity
classes, and the relationship between them is P~NP~PSPACE. It is possible
but unlikely that all of these sets are equivalent, but beyond PSPACE are
additional sets of problems that lie between PSPACE and unsolvable in their
difficulty [51, 53, 68].
While the measure of space is locations, and the measure of time is
moves, the measures of information and labor are bits. The entropy of the
inputs is the minimal number of bits required to distinguish them from other
inputs of the same size n. If there are 2 possible input symbols, the number
of distinguishable input sequences of length n is 2n. The entropy of this set
is
n
2

H( n) =

L: Pi log2(1/Pi),
i==l

where Pi is the prior probability of input i among the 2n possibilities. Entropy is maximal when we have no prior information, so that Pi = 1/2 n
for all i, in which case H(n) = n(= log22n). Fewer bits are required as we
aquire more information about the probability distribution. When data are
coded in a dimensionality (number of bits) that is minimal, the data are
said to be compressed.
The Kolmogorov complexity has been discussed in some variations that
have been shown to be roughly equivalent for measuring the complexity of
Boolean functions. This rough equivalence is a useful fact because J( is not
a computable function, but its variants are [2, 5, 38]. Although there are
an infinite number of possible finite controls for a Turing machine, there is
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a way of assigning to each such program a complexity in bits that reflects
how difficult it is to specify. To get a feel for it, we can think of a universal
Turing machine ("UTM"), one that is capable of simulating any other Turing
machine whose finite control or program is fed to the UTM as input on a
tape. For]( defined to be the minimum length of a program in bits (the
machine has a binary alphabet) that when fed into the UTM will exactly
duplicate the finite control for all inputs to the original Turing machine, it is
possible to show the existence of a UTM that is asymptotically optimal with
regard to the desired measure ](, in the sense that there is some constant c
such that ]( for this machine is less than or equal to c plus the value of ](
for every other UTM. This special machine is taken to define K. Of course,
]( can be defined as a function of the input size n if desired.
The important complexity class that has been defined with respect to
]( is that of random problems, where the problem is to compute a function
from the inputs to outputs (assumed here to be all of finite length). If
there is no systematic way for a program to generate the correct response
to each input word, then the program to be fed into the UTM must simply
contain a brute force lookup table which lists the corrrect outputs for each
possible input sequence. This concept has been used to give a definition
of randomness for sequences of generated numbers, and the properties and
number of such sequences as a function of their length has been investigated
[27, 84, 103, 158]. Clearly, problems may be random only by degree. AbuMostafa has made a special study of the complexity of these problems [3,
5]. I have glossed over many details and even been unfaithful to the true
definitions in the interest of space and application to the present paper. For
instance, program complexity is usually not separated from the complexity
of the inputs. The references listed in this appendix should be consulted for
a better understanding.
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