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Discriminability metric based on human contrast sensitivity
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We evaluated a metric for predicting the discriminability of different digitized versions of alphanumeric characters.
The metric is based on the assumption that there exists a visual filter such that discriminability is monotonic with
the contrast energy in the visually filtered difference between stimuli. To test this hypothesis, we presented two
same or different digital versions of a master character and asked subjects to indicate whether the characters were
the same or different in a forced-choice procedure with feedback. The filtered contrast energy difference was
calculated by convolving the difference between stimulus pairs with filters derived from published human contrast
sensitivity functions, following an initial nonlinear transformation of stimulus intensity, and summing the squared
result. For some types of stimulus difference, such as contrast quantization errors and Gaussian blurring, perfor-
mance on discrimination tasks is monotonically related to the contrast energy of the filtered difference vector. The
results are consistent with the hypothesis that there exists a single psychometric function that can predict the
discriminability of different digitized versions of characters when displayed on various devices.

INTRODUCTION

Alphanumeric characters often appear distorted when dis-
played on digital devices such as cathode-ray-tube displays.
These image distortions, sometimes referred to as jaggies,
can result from undersampling the original high-resolution
versions of the characters. To eliminate the aliasing errors
that result from undersampling an image, one can filter out
frequencies greater than the Nyquist limit. However, prac-
tical limitations of the display device, such as Gaussian pixel
shape and nonlinear intensity transfer function, make the
filteringless than ideal.' Additional image distortions occur
because of a mismatch between the filters used to sample a
high-resolution image (referred to as convolution kernels)
and the pixel point-spread function of the monitor used to
display the sampled and filtered image (referred to as the
reconstruction kernel).

In practice, the reconstruction kernel of the display is
ignored when one is designing algorithms for sampling and
filtering characters. Often this is because the display gam-
ma and pixel point-spread functions are unknown at the
time of character generation. Further, convolution kernels
are selected arbitrarily or solely on the basis of minimizing
computational time. Ideally, one would like to select convo-
lution kernels that both minimize computational time and
maximize image quality. To solve this problem we need to
be able to predict the perceptual effects of various filtering
techniques, display reconstruction, and viewing conditions.

One approach to this problem is to develop metrics that
can predict how various filtering techniques, display recon-
struction, and viewing conditions affect image quality. For
example, discriminability metrics that predict our ability to
detect whether two images are different can be used to deter-
mine whether different convolution filters, display architec-
tures, or viewing conditions result in perceived differences in
character appearance. Such metrics can also be used to
select sampling and filtering algorithms that are optimal for
a given device, where optimal is defined as minimizing the
perceptual difference between the original high-resolution
bit-map character and the sampled and filtered version of
that character.'

The experiments described in this paper were designed to
evaluate a discriminability metric based on the vector length
of the filtered difference between any two images.'-3 To
calculate this metric, we first filter the difference between
two images (e.g., an original and its reproduction) with fil-
ters derived from published human contrast sensitivity
functions. We assume that human spatial contrast sensitiv-
ity can be described by a single contrast sensitivity function
of the form

C(f) = K(bf)aebf, (1)

where f is spatial frequency, expressed in cycles per degree of
visual angle, and K, a, and b are parameters that depend on
the ambient light, pupil size, or any other visual factors that
may change the state of visual adaptation.4 5

To approximate human contrast sensitivity for equivalent
viewing conditions, we derived parameter values by fitting
Eq. (1) to Campbell's measurements of the contrast sensitiv-
ity function for a 3.8-mm pupil. 6 Spatial filtering was ac-
complished by convolving stimuli with a spatial weighting
function derived from Eq. (1) when the parameter a is con-
strained to be equal to 1.0 (see Appendix A). [When a is
allowed to vary, the root-mean-square error for the fit be-
tween Eq. (1) and Campbell's data is not improved.] The
best-fitting values for K and b, when a = 1.0, are 304 and
0.1773, respectively.

Figure 1 shows the least-squares solution to Eq. (1) along
with Campbell's original data. Of the many contrast sensi-
tivity functions published in the literature, we considered
this function to be appropriate on the grounds that the pupil
size, estimated from the dc stimulus luminance in our ex-
periments, is approximately 3.3 mm.7 However, for reasons
that we will discuss below, the predictions of the contrast
energy metric are not affected when other contrast sensitiv-
ity functions are used.

The human contrast sensitivity function describes how
sensitive a typical, or standard, observer is to the spatial
frequency components in any spatial image. Filtering an
image with the human contrast sensitivity function then
effectively weights the image by how sensitive the visual
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Fig. 1. Campbell's data6 on contrast sensitivity together with the
least-squares solution to Eq. (1) (see text).

system is to the spatial frequencies present in the image. To
quantify the difference between two visually filtered or
weighted images we compute the vector length of the filtered
difference between the two images. The vector length is
based on the Euclidean distance between two points in an n-
dimensional space:

n

E [(Ai - B)]"/, (2)
i=1

where Ai and Bi are corresponding points in images A and B,
respectively.

For computational reasons, we use the square of the Eu-
clidean distance, or the squared vector length of the differ-
ence. Note that this measure is simply the difference be-
tween two visually filtered images expressed in terms of the
sum of squared errors. The measure is often referred to as
the contrast energy,>'0 and hence we will refer to it as the
contrast energy difference metric, or CED metric.

CED metrics may be used to predict our ability to identify
different characters as well."-' 3 However, predicting letter
identification performance was not the purpose of this
study. The experiments described in this paper were de-
signed to determine whether the CED metric could predict
our ability to discriminate between different sampled and
filtered versions of the same high-resolution character and,
consequently, be used as a criterion for determining when
people can detect the effects of gray-scale filtering.

The CED metric does not distinguish between filtered
differences of equal magnitude that have different spatial
arrangements but rather combines all the point-by-point
differences into a single number, thereby losing the spatial
information about where the difference originated from. In
general, this property of the metric may limit its usefulness.
For example, the lowercase letters p, q, b, and d can be
designed to be merely rotations or reflections of one another.
Although the perceptual difference between rotationally or
symmetrically invariant letters may not be equivalent, the

contrast energy in the filtered difference between these let-
ters will be identical.

The purpose of this investigation is to explore the use of
the metric for quantifying small differences in digital repre-
sentations of the same character that are generated by dif-
ferent techniques for sampling and filtering high-resolution
characters. For these stimuli, the differences between stim-
uli all lie along the edges of the character, and thus the phase
or location of stimulus differences may play a less significant
role in predicting discrimination performance.

EXPERIMENT ONE

The CED metric is based on the assumption that discrimina-
bility is monotonic with the contrast energy of the filtered
difference of stimuli. To test this hypothesis, we generated
gray-scale characters by filtering and sampling a high-reso-
lution bilevel master character with various convolution ker-
nels. Pairs of gray-scale characters were presented on a
monochrome display with known gamma and pixel point-
spread functions, and subjects indicated whether the char-
acters were the same or different in a forced-choice proce-
dure with feedback. By comparing discrimination perfor-
mance for pairs of characters generated by different filtering
techniques with the CED between the two characters, we are
able to test the hypothesis that there exists a single psycho-
metric function that can predict the discriminability of dif-
ferent digitized versions of characters.

Method

Subjects
The two authors served as subjects in all three experiments.
Both subjects had corrected-to-normal vision.

Stimuli
Different gray-scale versions of the same character were
created by first filtering and then sampling a high-resolution
bilevel master character. An outline description of an am-
persand character from a Times Roman type font was used
to generate a high-resolution (256 X 256 pixel) bilevel master
character. The high-resolution bit map of the ampersand
character was then convolved with one of four types of filter
(see text below) and sampled with a lower-resolution (16 X
16) sampling grid. The resulting low-resolution characters
were approximately 4.76 mm high and 4.52 mm wide when
displayed on a Hewlett-Packard 98786A monochrome dis-
play (see the Stimulus Display subsection below).

One can think of the sampling grid as defining the location
of the center of the convolution kernels used to filter the
image. The filter support is the area over which a convolu-
tion kernel is defined. Analytical expressions for the filter
types (i.e., convolution kernels) used in Experiment One are
listed below, where I is the intensity of a sample point, x is
the horizontal distance from the center of the convolution
kernel (centered on each sampling point in the sampling
grid), y is the vertical distance, and W is the width of the
filter support, specified in terms of the number of pixels in
the original image that are used to compute the intensity of
each sample point.

Bilinear filter:

I (4x + 2 )(4y + 2)
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Box filter:

I = 1W2,
Sinusoidal filter:

I = cosQ 1)2+ y2)

Gaussian filter:

I = exP{-2[ x 2+

For purposes of exposition, let W be equal to 16m, where m
refers to the filter overlap. If m is 1.0, then the filter width is
such that the points in the high-resolution (256 X 256) bit
map of the master character that are averaged to generate
the intensity of adjacent pixels in the low-resolution charac-
ter (16 X 16) bit map do not overlap but rather abut. For
example, given the master resolution of 256 X 256 and the
sampling resolution of 16 X 16, a filter with an overlap of 1
would correspond to a weighted average of 16 X 16 points in
the original master. The constant (3) in the analytical ex-
pression for the Gaussian filter was selected such that when
the filter overlap, m, is 1.5 the 50% amplitude of the Gauss-
ian filter is at the edge of the pixel where the edge of the pixel
is defined by m = 1.

Stimuli were grouped into three separate categories, de-
fined by how they were generated (see the subsections head-
ed Filters, Gaussian Blur, and Gray-Level Quantization be-
low). We will refer to these categories as experimental con-
ditions. The stimuli in each condition were presented in
separate blocks of trials.

Filters All four types of convolution filter were used to
generate the gray-scale characters presented in the stimulus
condition referred to as filters. Nine gray-scale versions of
the ampersand character were generated by using sinusoi-
dal, box, and bilinear filters with filter overlap m equal to
1.0,1.5, and 2.0. And six gray-scale characters were generat-
ed by using the Gaussian filter with m = 2.0, 2.4,3.0, 3.6,4.0,
and 4.8. The gray-scale values of the lower-resolution char-
acters were quantized to 8 bits/pixel, or 256 intensity levels.

A total of 15 different gray-scale versions were created,
generating 105 different pairwise comparisons. Each block
consisted of 210 trials arranged in a different random order
of presentation. One half of the trials in each block (i.e., 105
trials) consisted of two different gray-scale versions of the
ampersand character, and the other half consisted of two
identical gray-scale versions of the character. Subjects
completed 50 blocks of this condition over a period of 10
days.

Gaussian Blur The characters presented in the condi-
tion of Gaussian blur were generated by convolving the high-
resolution bilevel master character with a Gaussian filter.
Nine different gray-scale versions of the ampersand charac-
ters were created by changing the filter overlap m to be 1.5,
2.0, 2.5, 3.0, 3.5, 4.0, 4.5, 5.0, or 5.5. (Consequently, the
number of pixels in the original image that contributed to
each sample point W was 24, 32,40, 48, 56, 64, 72, 80, or 88.)
As in the filter condition, the gray-scale values of the lower-
resolution characters were quantized to 8 bits/pixel, or 256
intensity levels.

The 36 different pairwise comparisons were generated
from the 9 different gray-scale versions of the ampersand

character. Each block of trials consisted of 72 trials in
which the two characters presented were different and 72
trials in which the two characters presented were the same.
Subjects completed 25 blocks over a period of 7 days. The
144 trials in each block were arranged in a different random
order of presentation.

Gray-Level Quantization The characters presented in
the gray-level quantization condition were generated by con-
volving the high-resolution bilevel master character with a
Gaussian filter with filter overlap m equal to 1.5 and quan-
tizing the resulting character to 2, 4, 8, 16, 32, 64, 128, or 256
levels of gray. A total of 8 different gray-scale versions were
created in this condition, generating 28 different pairwise
comparisons. Each block consisted of 112 trials arranged in
a different random order of presentation. One half of the
trials in each block were different gray-scale versions of the
ampersand character, and the other half were identical gray-
scale versions of the ampersand character. Subjects com-
pleted 14 blocks over a period of 7 days.

Stimulus Display
Gray-scale characters were displayed on a Hewlett-Packard
98786A monochrome display with P40 phosphor. This is a
17-in. (diagonal; 43-cm) display with pixel resolution of 1024
X 768. The refresh frequency was 60 Hz, noninterlaced.
The gray-scale values of the characters were linearly
mapped to displayed luminance values by using a luminance
linearization look-up table (often referred to as gamma in
the literature). At first, we measured the display gamma
each day and generated daily gamma-correction tables. We
found, however, that the variation of the display gamma was
less than 1% over 7 days. Given the stability in display
gamma, we adopted the practice of generating new gamma-
correction tables weekly as the experiment progressed.

The experiments were conducted in a room illuminated
with overhead fluorescent lights. The gray-scale characters
were displayed on a screen illuminated with approximately
431-436 lux, generating a background screen luminance of
approximately 4.5 fL, or 15.4 cd/M2. The maximum pixel
luminance measured in the presence of the background illu-
mination was 9 fL. Consequently the contrast ratio be-
tween the maximum pixel luminance and the display back-
ground luminance was 2:1.

Centers of adjacent display pixels were displaced by 3.175
X 10-2 cm in the vertical direction and 3.016 X 10-2 cm in the
horizontal direction. The luminance profiles of several pix-
els in the center of the display were scanned in the vertical
and horizontal directions, using a PhotoResearch spatial
scanning photometer. Gaussian profiles described the pixel
profiles in vertical and horizontal directions within a root-
mean-square error of 0.011 and 0.026, respectively. The
width of the best-fitting Gaussian profile was measured as
the distance between the 50% amplitudes symmetric about
the center of the pixels. According to this definition, the
vertical width of the best-fitting Gaussian profile was 2.286
X 10-2 cm, and the horizontal width was 3.2 X 10-2 cm.

Procedure
All pairwise combinations of characters were presented on a
monochrome display with known gamma and pixel point-
spread functions (see the Stimulus Display subsection
above). Over the course of 1 to 2 weeks, each pairwise
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combination was presented 50 times in each condition.
Subjects viewed pairs of characters from a distance of 12 in.

(30.5 cm). Viewing distance was controlled by a head-and-
chin rest.

At the beginning of each experimental session, a fixation
cross hair was presented in the center of the display screen.
Each trial was initiated by the subject, who pushed a button
indicating that he or she was ready for the stimulus presen-
tation. Immediately following the initial button press, the
fixation mark was replaced by two same or two different

characters. On any trial, the probability of seeing two same
or two different characters was 0.5. The subject indicated
whether the two characters were the same or different by

pushing one of two buttons. If the subject was correct, a
single beep was generated by the computer. If the subject
made an error, two beeps were generated by the computer.
The stimuli were then replaced by the fixation mark, and the
subject preceeded to the next trial when he or she was ready.

Results and Analysis

Performance Characterization
We assume that performance on the discrimination task
depends on the subject's ability to detect the difference
between two characters. Discrimination is treated as a spe-

cial case of detection in which the subject's task is to detect a

difference signal. The bigger the difference signal relative
to the background noise, the more likely that the signal will
be detected. Assuming that the distribution of noise and
the signal have different means but equal variance, we can
calculate the d' measure of sensitivity [based on the number
of correct discriminations (hits) and the number of false
alarms for each character pair].

Metric Characterization
We estimated the filtered CED between all pairs of charac-
ters in the following manner. We represented each dis-
played gray-scale character as an image generated by con-

volving the character bit map with the pixel point-spread
function of the display. The pixel point-spread function
was obtained by matrix multiplication of the measured ver-
tical and horizontal Gaussian pixel profiles (see the Stimulus
Display subsection above). Our representation of the dis-
played characters is accurate to the extent that the mono-
chrome display can be characterized as a linear device with a
locally spatially invariant pixel point-spread function. This
assumption was tested by Lyons and Farrell,'4 who found
that the display behaved as a linear shift-invariant system in
all but one condition. The departure from display linearity
occurred when display slew rate limitations caused pixels at
high intensities to influence the intensity of horizontally
adjacent pixels. Departures from display linearity were
greatest when the highest digital display values were ad-
dressed. Although these values were not addressed in this
experiment, we cannot rule out the possibility that small
errors in stimulus representation resulted from display non-
linearities. The effect of stimulus representation errors, if
they did occur, would be to introduce noise into the relation-
ship between the CED metric and discrimination perfor-
mance.

We obtained a representation of the perceived gray-scale
character by convolving the representation of the displayed
gray-scale character with the spatial weighting function cor-

responding to the human contrast sensitivity function. Fi-
nally, we calculated the contrast energy in the difference
between the stimulus pairs. The contrast energy can be
computed either by shifting the representations of two per-
ceived characters to the phase of maximum correlation and
summing the squared difference between corresponding
points in the shifted images or by shifting the representa-
tions of two displayed characters to the phase of maximum
correlation, filtering the difference between the shifted im-
ages, using the appropriate human contrast sensitivity func-
tion, and summing the squared intensities of the filtered
difference.

Relationship between Discrimination Performance and
Filtered Contrast Energy Difference
In Fig. 2, d' is plotted as a function of the common logarithm
of the CED metric for character pairs presented in each
condition of character distortion. For each subject, perfor-
mance on discrimination tasks (expressed in terms of d') is
monotonically related to the CED metric. The solid curves
passing through the data points in Fig. 2 represent the best-
fitting Weibull psychometric functions, i.e.,

Y(x) =1.0K (3)

where Y is the d' measure of discrimination performance and
x is the log CED metric. The root-mean-square errors for
the psychometric functions shown in Fig. 2 are 1.59 and 1.82
for subjects JEF and AEF, respectively. Just-noticeable
metric differences (on a log scale), estimated by dividing the
root-mean-square errors by the slope of the psychometric
curves, are 0.094 and 0.12 for subjects JEF and AEF, respec-
tively.

Psychometric functions were also fitted to subsets of the
data separated into the stimulus conditions referred to as
filters, Gaussian blur, and gray-level quantization. The
root-mean-square errors for these three respective psycho-
metric functions are 1.57, 1.74, and 1.2 for subject JEF and
1.89, 1.79, and 1.429 for subject AEF. The fact that the
relationship between d' and the CED metric is not signifi-
cantly improved when the data are parameterized by stimu-
lus condition supports the hypothesis that a single psycho-
metric function can account for the discriminability of dif-
ferent digitized versions of the ampersand character,
regardless of how the small perceptual differences were cre-
ated.

EXPERIMENT TWO

The stimuli in Experiment One were created by filtering a
high-resolution image of the ampersand character with dif-
ferent filters, sampling the filtered characters to a lower-
resolution, and quantizing the intensities of the characters
to a restricted range of gray levels. Subjects' ability to
discriminate between the different digitized versions of the
ampersand character is monotonically related to the log of
the CED metric, regardless of how the differences were cre-
ated. Experiment Two was designed to determine whether
this result extends to other alphanumeric characters besides
the ampersand character. In other words, we tested the
hypothesis that the subject's ability to discriminate differ-
ent digitized versions of the character depends solely on the
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acters: &, R, and 0, and quantizing the intensity of each
pixel in the resulting low-resolution version of the character.
A Gaussian filter with filter overlap m equal to 1.5 was used
to filter the characters (see the Stimuli subsection for Ex-
periment One). The filtered characters were then quan-
tized to 2, 4, 8, 16, 32, 64, 128, or 256 levels of gray.

Subjects viewed two versions of the same original charac-
ter (i.e., two R's, two O's, or two &'s) that differed in gray-
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Fig. 2. Discrimination performance, estimated by d', for subjects
AEF and JEF plotted as a function of the log CED metric for each
character pair presented in Experiment One. Experimental condi-
tions referred to as filters, Gaussian blur, and gray-level quantiza-
tion are represented as diamonds, circles, and squares, respectively.
Solid curves represent the best-fitting Weibull psychometric func-
tions.

contrast energy in the visually filtered differences between
the stimuli and not on the identity of the stimuli themselves.

Method

Stimuli
The characters used in this experiment were created by
sampling and filtering a high-resolution image of three char-
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level quantization from a distance of 12 in. (30.5 cm). On

each trial, they indicated whether the characters were the
same or different in a forced-choice procedure with feed-
back.

Results and Analysis
Figure 3 shows d' plotted as a function of the common loga-
rithm of the CED metric for each character pair presented.
The best-fitting psychometric functions, shown as solid
curves in Fig. 3, have root-mean-square errors of 1.35 and

1.50 for subjects JEF and AEF, respectively. Just-notice-
able metric differences (estimated by the root-mean-square
error divided by the slope of the best-fitting psychometric
functions) are 0.105 and 0.101 for subjects JEF and AEF,
respectively.

The relationship between d' and the log CED metric is not
significantly improved when the data are parameterized by
character identity. The root-mean-square errors for psy-
chometric functions fitted to the performance data for the &,
R, and 0 characters, respectively, are 1.64,0.97, and 1.19 for
subject JEF and 1.59,1.63, and 0.965 for subject AEF. This
result supports the hypothesis that a single psychometric
function can account for the discriminability of different
digitized versions of characters, regardless of the identity of
the character.

The relationship between discrimination performance, re-
corded in Experiments One and Two, and the CED metric is
not improved by small changes in the parameters of the
contrast sensitivity function. In fact, for both experiments
and subjects, the root mean square for the Weibull psycho-
metric function relating discrimination performance to the
CED metric is the same when the metric is computed on
stimulus images weighted and not weighted by the contrast
sensitivity function. This result indicates that, for all prac-
tical purposes, the metric predictions are no different when
computed on representations of the stimuli as they appear
on the cathode-ray-tube display, without considering the
human contrast sensitivity function. This is not to say that
the shape of the contrast sensitivity function will not play a
role in predicting the discriminability or identifiability of
different letters." Rather, we should conclude that the
differences between bit-map characters generated by con-
ventional gray-scale filtering techniques and displayed on
monitors with comparable resolution all lie within the
bounds of the human contrast sensitivity function. To illus-
trate this fact, Fig. 4(a) shows the amplitude of the vertical
spatial frequency components in the difference between two
of the stimuli used in Experiments One and Two. As can be

seen from Fig. 4, the spatial frequency components in the
difference between these two sample stimuli lie within the
envelope of the contrast sensitivity function. In the next
experiment, however, subjects viewed the stimuli from a

distance of 36 in. (91.4 cm). This placed the stimulus differ-

ence outside the bounds of the contrast sensitivity function,
as illustrated in Fig. 4(b).

EXPERIMENT THREE

Experiment three was designed to determine whether the
metric, based on a single human contrast sensitivity func-
tion, could predict discrimination performance for stimuli

viewed at 12 and 36 in. The stimuli used in this experiment
were identical to the gray-scale quantized versions of the
ampersand character used in Experiment 1. Subjects
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Fig. 4. (a) Amplitude of vertical spatial frequency components in
the difference between two of the stimuli used in Experiments One
and Two. The solid curve represents the contrast sensitivity func-
tion (see text) derived from Campbell's6 measurements of human
contrast sensitivity. (b) Vertical spatial frequency components in
the difference between two of the stimuli used in Experiments
Three. Again, the solid curve represents the contrast sensitivity
function derived by Campbell.6
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viewed pairs of characters from a distance of 36 in. and
indicated whether the characters were the same or different
in a forced-choice procedure with feedback.

Results and Analysis
To compare metric values for characters presented at differ-
ent viewing distances, the CED metric was computed in the
same way with the exception of a correction of stimulus
intensity with viewing distance.'5 Stimuli at the two differ-
ent viewing distances (12 and 36 in.) were represented as
retinal images with adjacent sample points separated by 0.5
arcmin. Since each point in the representation of the dis-
played character is a point source with respect to the retinal
image, the intensity of each point is inversely related to the
square of the viewing distance. To represent the expected
retinal image we must correct the intensity of each sample
point as a function of viewing distance. By increasing the
viewing distance by a factor of 3, we decrease the flux at the
retina from each of the image points by a factor of 9.

Figure 5 shows d' plotted as a function of the common
logarithm of the CED metric for each character pair viewed
at 36 in. Also shown in this figure are the data collected in
Experiment 1 in which subjects viewed the same set of stim-
uli from a distance of 12 in. Viewed in this way, the data are
not consistent with the hypothesis that the metric, based on
a single human contrast sensitivity function, can predict
discrimination performance for stimuli viewed at 12 and 36
in. However, one striking feature of the data shown in Fig. 
is that the data can be brought into correspondence with one
another by shifting them along the horizontal axis. In other
words, the data collected at 12 and 36 in. differ only by a
constant log metric difference. This feature of the data can
be accounted for by assuming that the visual system has an
initial nonlinear response to stimulus intensity of the form I
raised to some power p. The exponent, p, can be derived
from the shift that brings the data into correspondence.

The assumption of an initial nonlinear intensity response
is supported by studies that demonstrate a power law rela-
tion between perceived brightness and stimulus intensi-
ty.'6 "17 Moreover, there is a large body of evidence support-
ing a power-law relation between contrast increment thresh-
olds and background contrast (see Ref. 18 for a thorough
literature review). These studies provide indirect support
for the notion that one of the first transformations the visual
system imposes on an image is to compress stimulus intensi-
ty I by a power transformation IP. This stimulus transfor-
mation is often referred to as a compressive nonlinearity or
nonlinear transducer.' 8

To derive p, Let Xi and Y represent two visually filtered
stimuli with image points indexed by i. Assuming a nonlin-
ear intensity transduction of the form IP, the data can be
represented as

E [(X= )- (Y)]2

where v is the intensity-correction factor that depends on
viewing distance. Recall that because stimuli were repre-
sented as a matrix of closely spaced radiant point sources,
stimulus intensity must be corrected by a factor that de-
pends on viewing distance. Specifically, point sources in the
stimulus representation viewed at 36 in. are 1/9 as intense as
when viewed at 12 in. Thus, if v at 12 in. is 1, then v at 36
in. is 9.
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Fig. 5. Discrimination performance, estimated by d', for subjects
AEF and JEF plotted as a function of the log CED metric for
character pairs presented in Experiment Three (diamonds) and in
the gray-level quantization condition of Experiment 1 (squares).

Simplifying Eq. (4) above allows us to separate out the
variables that we assume affect discrimination performance
at different viewing distances, namely, the intensity correc-
tion factor v in conjunction with the intensity power expo-
nent p:

2p
= (l)2 P P - (5)),

The data in Fig. 5 suggest that, when d' is plotted as a
function of the log CED metric, the data differ by a horizon-
tal shift s:

4
E
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(5)



Vol. 7, No. 10/October 1990/J. Opt. Soc. Am. A 1983
J. E. Farrell and A. E. Fitzhugh

(6)

6.00

To solve for the exponent p we simply need to find the shifts
that minimizes the difference in the data in the two different
viewing conditions. This was achieved by fitting Weibull

psychometric functions to the data with the constraint that
the slope # of the two functions be identical. The best-
fitting psychometric functions are represented as solid
curves in Fig. 5, with root-mean-square errors of 1.11 and

1.29 for subjects JEF and AEF, respectively. The shift that
brings the two psychometric functions into correspondence
is the ratio of the means of the two Weibull psychometric
functions. For subjects JEF and AEF the shift was 0.897
and 0.894, respectively. Using Eq. (6), we solve for p as

0.472 and 0.471 for subjects JEF and AEF, respectively.

GENERAL DISCUSSION

Figure 6 shows d' plotted as a function of the modified CED

between character pairs presented in all conditions and in all
experiments. The CED metric has been calculated assum-
ing an initial stage of nonlinear intensity transduction after
character image intensity has been corrected for the two

different viewing distances. The solid curves represent the
best-fitting Weibull psychometric function with root-mean-
square errors of 1.49 and 1.67 for subjects JEF and AEF,
respectively. Just-noticeable metric differences, estimated
by dividing the root-mean-square error by the slope of the
psychometric functions, are 0.064 and 0.068 for subjects JEF
and AEF, respectively.

Based on these data, we make several conclusions. First,

the results of all three experiments support the hypothesis
that the discriminability of two different images of the same
character is monotonically related to the contrast energy in
the visually filtered difference between the two images.
Second, based on the results of Experiment One, we con-

clude that the relationship between d' and contrast energy is
the same regardless of how small stimulus perturbations
were created (i.e., by contrast quantization or different con-

volution filters). Based on the results of Experiment Two,
we conclude that the relationship between d' and the CED
metric is the same regardless of the character identity.

Finally, the results of Experiment Three are consistent
with the hypothesis that the visual system has an initial
nonlinear response to stimulus intensity of the form IP,
where p is approximately 0.47. This value of p is compara-

ble with exponents hypothesized by Legge and Foley'9 based
on their experiments on grating contrast discrimination (p =
0.4) and by Mannos and Sakrison2 based on their experi-

ments on the detection of image distortions (p = 0.33).

The stimuli used in this experiment were designed to test
whether a CED metric could be used to solve a practical

problem in computer graphics, namely, to predict whether
different stimuli (generated by different sampling and filter-
ing techniques, displayed on different devices with different
gamma and reconstruction filters, and viewed under differ-
ent conditions) were perceptually equivalent or, conversely,
discriminable. The goal of this project was to develop a

metric that could be used to evaluate the perceptual effects
of different methods of character generation, including so-
called antialiased gray-scale character generation. The re-
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Fig. 6. Discrimination performance, estimated by d', for subjects
AEF and JEF plotted as a function of the log CED metric for
character pairs presented in Experiment One (squares), Experiment
Two (diamonds), and Experiment Three (circles). The CED metric
was calculated assuming an initial stage of nonlinear intensity trans-
duction after character image intensity was corrected for the two
different viewing distances. The solid curves represent the best-
fitting Weibull psychometric functions.

sults of this study suggests that the CED metric may be
useful in solving this applied problem.

APPENDIX A: SPATIAL WEIGHTING
FUNCTION

We begin with the original expression of the contrast sensi-
tivity function:

8 = log I ) ]
aet
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C(f) = K(bffae-bf (Al)

where f is spatial frequency, expressed in cycles per degree of
visual angle. When a = 1.0, the best-fitting values of K and
b [derived by fitting Eq. (Al) to contrast sensitivity data
reported by Campbell 9 ] are 304 and 0.1773, respectively.

Since we assume that this function is circularly symmet-
ric, we can use the following Hankel transform to reexpress
Eq. (Al):

pe-P - 16 4(47r2q2 + 47r2)-5/2(2 - q 2), (A2)

where p is 27rf, q is 2rr, and r is the retinal distance in degrees
of visual angle.

Once Eq. (Al) is expressed as a Hankel transform, we can
derive the following spatial weighting function:

+ ()2]52
Kbpe bp , (bK\ b (A3)
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