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Abstract: Thls paper describes a metric for predicting thc perceptual similarity 
bctween a lob7-resolution grayscale character and the higher-resolution binary bitmap 
that was used to generate the grayscale character. The metric is used to quantify 
perceptual tradeoffs between the number of graylevels in a character bitmap and the 
resolution of the sampling grid. 

1 Introduction 
Digital representations of alphanumeric characters can be created by sampling 
character outlines that have been placed upon a rectangular grid. If the character 
outlines are undersampled, aliasing errors will be visible in the form of jaggies. To 
reduce the visibility of the jaggies, alphanumeric characters can be distorted before 
the sampling process in one of two ways. First, the outline of the character can be 
adapted to the constraints of a low-resolution sampling grid before the sampling 
process begins (see [Hersh 19891 [Karow 19891 [Betrisey & Hersch 19891). This 
process, often referred to as hinting, can be a very effective method for generating 
low-resolution binary bitmaps of characters devoid of the annoying visible artifacts 
referred to as jaggies. A second method for reducing the Lkibility of jaggies is 
to filter high-resolution binary bitmaps of the characters and then sample the 
filtered representations at a lower sampling rate. Presumably, the high-resolution 
bitmaps do not contain aliasing errors and filtering the high-resolution bitmaps 
eliminates the higher spatial frequencies that would otherwise be aliased into the 
lower frequencies where they would be visible. 'This latter method, referred to as 
grayscale filtering, is less likely to produce characters as visually appealing as the 
binary characters generated by the hinting methods, since grayscale characters lack 
the sharp edge transitions of binary characters. However, the grayscale characters 
may more faithfully represent the original character outline, since the character 
outline is not distorted. 

This paper describes a metric for predicting the perceptual simdarity between a 
low-resolution grayscale character and the higher-resolution binary bitmap that was 
used to generate the grayscale character. Previous research [Farrell 19891 [Farrell & 
Fitzhugh 19901 demonstrated that the metric, referred to hereafter as the visually- 
weighted difference metric, can be used to predict both the ability of people to 
detect the difference between different grayscale versions of the same character 
and painvise preference judgements for the different versions. These results 
support the use of the visually-weighted difference metric as a tool in grayscale 
character generation. For example, the metric can be used to select the sampling 
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and filtering algorithms that maximize character fidelity, where fidelity is defined 
by the perceptual difference between the original high-resolution bitmap character 
and the sampled and filtered version of that character. The metric can also be used 
to quantify perceptual tradeoffs between the number of graylevels in a character 
bitmap and the resolution of the sampling grid. It is generally believed that for any 
fived sampling resolution, increasing the number of graylevels improves character 
fidelity. As resolution is increased, however, the use of graylevels in character 
bitmap definition becomes less advantageous. The visually-weighted difference 
metric predicts the perceptual tradeoff between graylevels and sampling resolution. 

2 Visually-weighted Difference Metrics 

The most commonly used measure of image fidelity is the vector length of the 
difference between a subsampled or compressed image and the original image 
bitmap, 

where A, and Bi are corresponding points in images A and B, respectively. Variants 
of this measure include the normalized mean square error, the root mean square 
error and the peak signal-to-noise ratio (see [Pratt 19781). The metric described 
in this paper is based upon the vector length difference between simulations 
of how character bitmaps would appear to observers [Farrell & Fitzhugh 19901 
[Farrell 19891. Thus, rather than compute the vector length difference between an 
original high-resolution bitmap and a derived low-resolution bitmap, we compute 
the vector length difference between representations of how the bitmap images 
would appear to people. 

2.1 Representation o f  Displayed or Printed Characters 

To represent how a display or printer transforms character bitmaps, we first 
convert the digital framebuffer values representing each character bitmap to values 
that are linear with display intensity (in the case of video displays) or are linear 
with ink reflectance (in the case of printers). We then convolve the linearized 
character bitmaps with a pixel point-spread function derived for the particular 
device that will display the character bitmap. For example, if a character bitmap 
is to be displayed on a video monitor, the linearized bitmap is convolved with 
a function that describes the two-dimensional intensity distribution of a single 
pixel (see [Lyons & Farrell 19891). If a character bitmap is to be printed, the 
linearized bitmap is convolved with a function that describes the two-dimensional 
ink density distribution of a single pixel. Spatial convolution of the linearized 
character bitmaps with a display or printer pixel point spread function results in 
a representation of the displayed or printed character. Figure 1 shows an example 
of a representation of a displayed character. 

The veridicality of this representation depends on the extent to which a display 
or printer can be modeled as a linear device. Although most displays and printers 
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Figure 1. Representation of a CRT-displayed character. This representation was generated 
from a 15 x 15 character bitmap. The CRT display that is modeled has a pixel spacing of 
0.030160 cm along the horizontal axis and 0.031750 cm along the vertical axis. The character 
is approximately 0.378 cm high and 0.385 cm widc. The pixel point-spread function used 
to generate the displayed representation was measured using a spatial-scanning photometer 
(see [Lyons & Farrell 19891). 

are not linear devices, often the departures from linearity are not severe enough 
to invalidate our representation of the displayed or printed character [Lyons & 
Farrell 19891 [Fitzhugh 199L1. If one suspects that display or printer linearity is 
clearly violated, one can simply photograph the printed or displayed character 
using a calibrated camera. Calibrated scanning photometers based on an array of 
charge-coupled devices (ccds) are often used to scan CRT characters. Similarly, 
calibrated ccd cameras can be used to capture an image of a printed character. 
Figure 2 shows an example of a representation of the character "W" printed with 
offset lithography and digitized using a ccd camera equiped with a macroscopic 
lens and attached to a frame grabber (see [Farrell 19891 for a description of the 
machine vision system that was use to digitize the image). 

2.2 Representation o f  Perceived Characters 

To represent how characters appear to people, we pass representations 
of the displayed or printed chararacters through a non-linear intensity 
transduction of stimulus intensity followed by spatial filtering. The non-linear 
intensity transformation reflects the well-supported belief that one of the first 
transformations the visual system imposes upon an image is to compress stimulus 
intensity, L by a power transformation, L P  [Stevens 19571 [Cornsweet 19701. The 
value of the exponent, p, differs depending on the range of stimulus intensities 
that an observer sees. For typical CRT displays with stimulus intensities less than 
35cd/m2,  p is approximately 0.47 [Farrell & Fitzhugh 199Q1, see also [Legge & 
Foley 19801 and [Mannos & Sakrison 19741. 
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Figure 2. Representation of a printed character. This representation was generated from a 
256 x 256 character bitmap printed with offset lithography and digitized using a ccd camera 
equiped with a macroscopic lens and attached to a frame grabber (see [Farrell 19891 for a 
description of the machine vision system that was use to digitize the image). The character 
was approximately 2.169 mm. high and 1.595 mm. wide. 

For printed characters, perceived lightness (in contrast to the perceived 
brightness of CRT emitted intensities) is a power function of ink reflectance. We 
use the Munsell scale for lightness to convert ink reflectances to Munsell values that 
are linearly related to perceived lightness [Judd & Wyszecki 19751. Munsell values 
can be roughly approximately by a power transformation of ink reflectances, RP, 
where R ranges between 0.6 and 90% and p is 0.5. 

The non-linear intensity transformation is followed by spatial filtering using 
a spatial weighting function derived from well-known human contrast sensitivity 
functions (see [Farrell & Fitzhugh 19901) for the derivation of the spatial weighting 
function). Contrast sensitivity functions describe how sensitive human observers 
are one-dimensional grating patterns that vary in spatial frequency. Spatial contrast 
sensiti~ity can be described by the following equation: 

where f is spatial frequency, expressed in cycles per degree of visual angle, and 
K,  a and b are parameters that depend on the ambient light, pupil size or any 
other visual factors that may change the state of visual adaptation [Campbell 19681 
[Kelly 19741 [flein & Levi 19851. The contrast sensitivity function described above 
is a band-pass and not a low-pass filter. In other words, the fall-off in sensiti~lty 
to low-frequency patterns cannot be accounted for by the low-pass optical filtering 
imposed by the lens of our eyes. An additional retinal or cortical process is required 
to account for the band-pass nature of human contrast sensitivity functions. 
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Figure 3. Representation of perceived displayed character. T h s  representationwas generated 
by passing the displayed representation(il1ustrated in Figure 1) through a non-linear intensity 
transformation followed by spatial filtering (see text for a description of the intensity and 
spatial transformations). From a viewing distance of 12 inches, t h s  character subtcnds 
approximately 1.79 degrees of visual angle. 

Figure 4. Representation of perceived printed character. This representation was generated 
by converting the digitized reflectance values illustrated in Figure 1 into Munsell lightness 
values and then passing the image through a spatial filter derived from a human contrast 
sensitivity function (see text for a description of the reflectance and spatial transformations). 
From a viewing distance of 10 inches, this character subtends approximately 0.49 degrees of 
visual angle along its' vertical axis and 0.36 degrees of visual angle along its' horizontal axis. 
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Figure 3 shows the representation of a perceived character generated by passing 
the displayed representation illustrated in Figure 1 through the intensity and 
spatial transformations described above. Figure 4 shows the representation of 
a perceived printed character generated by converting the digitized reflectance 
values illustrated in Figure 2 into Munsell lightness values and then passing 
the image through a spatial filter derived from the appropriate human contrast 
sensitivity function. Notice that filtering the image with filters derived from human 
contrast sensitivity functions not only blurs the representations, but also enhances 
the edges of the displayed characters. The edge enhancement results from filtering 
the displayed representations with a band-pass filter. 

2.3 Computation o f  the Visually-Weighted Difference Metric 

To quantify the perceptual difference between two grayscale characters, we 
compute the squared vector length of the visually-filtered difference between the 
two characters. The squared vector length is based on the Euclidean distance 
between two points in an n-dimensional space 

where A, and B, are corresponding points in images A and B ,  respectively. 
The resulting metric will be referred to as the visually-weighted difference 

metric. Note that the metric cannot distinquish between differences that have 
equal magnitude but different spatial arrangements. Rather, the metric combines 
all the point-by-point differences into a single number, thereby losing the spatial 
information about where the difference metric originated from. In general, this 
property of the metric may limit its usefulness. For example, the lower-case letters 
"p", "q", "b" and "d" can be designed to be merely rotations and/or reflections of one 
another. Although the perceptual difference between rotationally or symmetrically 
invariant letters may not be equivalent, the contrast energy in the filtered difference 
between these letters will be identical. The phase invariance of the metric 
does not invalidate it's use, however, for quantifying small differences in digital 
representations of the same character that are generated by different techniques 
for sampling and filtering high resolution characters [Farrell & Fitzhugh 19901. For 
these stimuli, the differences between stimuli all lie along the edges of the character 
and thus the phase or location of stimulus differences may play a less significant 
role in predicting discrimination performance. 

The following section describes the results of several experiments that provide 
support for the use of the visually-weighted metric to predict our ability to 
discriminate between different grayscale versions of the same character and our 
preferences for the different grayscale versions. 
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3 Empirical Validation of the Visually-Weighted Difference 

Metric 

3.1 Discrimination 

To evaluate the visually-weighted difference metric, Andrew Fitzhugh and I 
presented two same or different digital versions of a master character on a 
calibrated CRT display and asked subjects to indicate whether the characters 
were the same or different in a forced-choice procedure with feedback [Farrell & 
Fitzhugh 19901. Our experimental stimuli were grayscale characters that differed 
in a variety of ways, including differences resulting from contrast quantization 
errors and different convolution filters. Three different master characters were 
used corresponding to the letters "&", "R", and "0" and stimuli were viewed at two 
different viewing distances or approximately 12 and 36 inches. 

We computed the visually-weighted difference metric following the method 
outlined in the previous section of this paper. We convolved the linearized 
character bitmaps with a pixel point-spread function measured from the monitor 
used in our experiments. We then passed the displayed representations through 
a non-linear intensity transformation representing an initial intensity transduction 
stage in visual processing. This transformation was followed by a spatial 
filtering representing the spatial filtering of the characters at a particular viewing 
distance. Each character bitmap was thus transformed to generate a corresponding 
perceptual representation. Finally, we computed the squared vector length of the 
difference between perceptual representations for all stimulus pairs. In this way, 
the perceptual difference between any two stimuli is quantified by a single number 
which we will refer to hereafter as the ~lsually-weighted difference metric. 

Figure 5 shows discrimination performance for two subjects who viewed all 
of the stimuli (described above) plotted as a function of the log of the visually- 
weighted difference metric. Discrimination performance is expressed in units of 
d', an unbiased estimate of sensitivity derived from the the number of correct 
discriminations (hits) and the number of false alarms for each character pair 
[Coombs, Dawes & Tversky 19701. This figure shows that the ability of two 
highly-trained subjects to discriminate between two different versions of the same 
character is monotonically related to the visually-weighted difference between the 
two versions. Moreover, discrimininability for all of the stimuli investigated can be 
predicted by the same psychometric function relating discrimination performance 
to the visually-weighted difference metric. In other words, Farrell & Fitzhugh were 
able to use the visually-weighted difference metric to predict the effects of different 
filtering algorithms, character identity, and viewing distance. 

Andrew Fitzhugh and I have extended our findings obtained for displayed 
characters to printed characters as well. To investigate the discriminability of 
printed characters, we created computer simulations of characters printed at 150 
dpi resolution with different printer dot gain (i.e. dot size). This allowed us to 
investigate the effects of printer dot gain and to create printed characters that 
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Figure 5. CRT-displayed characters: Discrimination performance (exprrssed in units of d' ) 
for two subjects plotted as a function of the log of the visually-weighted difference metric. 
Each data point is based on performance in 50 experimental trials. The solid line represents 
the best-fitting Weibull psychometric function. 
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differed by small perturbations. The computer simulations were then printed using 
a 2540 dpi Linotronic 300 phototypesetter. The printed simulations were designed 
such that when they were viewed at a distance of 12 inches, the retinal size of the 
projected printed images would correspond to a 5 point Times-Roman letter "R" 
(see [Fitzhugh 19911 for a description of the printer simulations). 

Fifteen different versions of the letter "R" were mounted on two wheels. During 
the experiment, the two wheels were rotated such that two same or different 
versions of the letter "R" appeared in a display area illuminated with a fluorescent 
ring lamp that produced an illumination comparable to good interior lighting (see 
[Farrell 19891 for a description of the display apparatus). Subjects \Yewed the 
stimuli through an opening that fixed their head position and viewing distance 12 
inches from the display area. In each trial, two pairs of characters selected from 
the set of 15 different stimuli, were presented in successive intervals. One interval 
contained two identical characters side by side, the other interval contained two 
different characters. the subject's task was to identify the interval that contained 
the pair of different charcters. Subjects were given feedback so that they would 
perform optimally. The order of stimulus presentation was randomized but the 
probability that subjects would see any two different stimuli was adjusted to keep 
performance around 81 

To compute the visually-weighted difference metric we first mapped the 
digital framebuffer values representing each character bitmap to values that 
were linear with ink reflectance. We then converted the reflectance values into 
Munsell lightness values. This transformation represents the initial stage of 
intensity transduction. As in the analysis of displayed characters, we then 
passed the transformed images through a spatial filter to generate the perceptual 
representation of each printed character. The visually-weighted difference between 
any two printed stimuli was then computed by calculating the the squared vector 
length of the difference between the perceptual representations of the stimuli. 
We computed the metric for two types of character bitmaps. One type of bitmap 
was generated by the computer simulations and represented what we expected to 
print. The other type of bitmap was generated by digitizing the actual printed 
samples. Both metrics were correlated indicating the printed stimuli were an 
accurate representation of the simulated characters. 

Figure 6 shows discrimination performance for the same two persons who 
served as subjects in the previous experiment with CRT-displayed characters. 
Performance is expressed in terms of the number of correct discriminations. As in 
our previous experiments (see Figure S), performance is inonotonically related to 
the log of the visually-weighted difference metric. It is not possible to compare 
the absolute metric values (i.e. the horizontal axis) of Figures 5 and 6. The 
absolute values will be a function of the scale of intensity and/or reflectances 
in the representations of the perceived character, as well as the number of pixels 
in the representations. Although it might be possible and, in fact, quite interesting 
to search for a common and uniform metric scale, we have not done so. From a 
pragmatic point of \Yew, it is sufficient to define metric values that accompany a 
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Figure 6. Printed characters: Discrimination performance for two subjects plotted as a 
function of the log of the visually-weighted difference metric. The solid line represents 
the best-fitting Weibull psychometric function. 
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particular level of discrimination performance for images of particular size and 
dynamic range. In other words, for a class of images that have the same size 
and dynamic range, it is possible to use the visually-weighted difference metric to 
predict what pairs of these images will be indiscriminable. 

In summary, the results of our investigations suggest that the visually-weighted 
difference metric can predict our ability to detect the difference between different 
digital versions of the same character. The results support the use of the visually- 
weighted difference metric as a fidelity criterion in the sense that the metric can 
predict when people will be able to detect the difference between a high-resolution 
binary character and a low-resolution grayscale character. We turn now to explore 
the use of the metric to predict our preference for different low-resolution grayscale 
versions of a high-resolution binary character. 

3.2 Preference 

In general, preference ratings are difficult to predict due to the high variability 
in ratings across different individuals. The individual differences in preference 
ratings for the same set of stimuli suggest that people use different criteria to 
judge image quality. For example, image quality ratings and preference judgements 
of printed text reveal that people are sensitive to character contrast, character 
jaggedness and character edge sharpness [Engeldrum 19891 However, the relative 
importance or weight that these attributes have upon perceived image quality 
differs across individuals. 

Andrew Fitzhugh and I investigated the relationship between the visually- 
weighted difference metric and image quality for the two people who served as 
subjects in the previous experiments. The stimuli were also identical to the stimuli 
used in the previous experiment with the addition of a high-resolution character 
created by simulating how the letter "R" would appear when printed on a 3600 
dpi printer and rendering the simulation on the Linotronic 300 phototypesetter. 
Like the other printed versions of the letter "R", the high-resolution version was 
designed such that when it was viewed at a distance of 12 inches, the retinal size 
of the projected printed image corresponded to a 5 point Times-Roman letter "R". 

The high-resolution version was mounted in the display area and was 
continuously illuminated throughout the experiment. In each trial, two different 
versions of the letter were rotated into the display area and subjects were required 
to indicate which of the two versions look most similar to the high resolution 
version. Since subjects were judging which of two low resolution characters was 
most similar to the higher resolution character, their judgements were, in fact, 
similarity judgements. However, assuming that low resolution characters that 
appear to be more similar to higher resolution characters are also better-looking 
characters, subjects' similarity judgements can be considered to be a measure of 
subjective image quality. 

We used the visually-weighted difference metric to predict the perceived 
similarity between each low-resolution version and high-resolution version of the 
letter "R". Both subjects produced similarity judgements that were highly correlated 
with predicted s i d a r i t y  values (r =.96 and 0.88). This result suggests that the 
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visually-weighted difference metric can predict both our ability to discriminate 
between two versions of' the same character and to determine which of' the two 
versions is most similar to an idealized higher-resolution character. 

The discrimination experiments utilized an objective measure of performance - 
namely, the correct or incorrect discrimination of stimuli differences. Subjects were 
trained to perform optimally on the tasks by the use of feedback. It is unlikely, 
therefore, that subjects differed in their response strategies. In the preference 
experiment, however, there was no correct answer and subjects could differ in 
their response strategies. We hoped that by asking subjects to judge the perceived 
similarity between different versions of the same character we would reduce the 
response variance both within and between subjects. Even sirmlarity judgements 
will reveal individual differences in judgement criteria, however. For example, we 
collected data from a third subject who, in contrast to the other two subjects, 
had many years of experience in the printing industry. The correlation between 
this subject's similarity judgements and the visually-weighted difference metric 
was 0.56, although only three points of fifteen data points accounted for the poor 
correlation. 

3.3 Preference: Printed Passages 

Although the visually-weighted difference metric can predict people's judgements 
about isolated characters, one wonders whether these predictions bear any relation 
to people's judgements about character strings or passages of text. In an 
indepcndent study, 1 used the visually-weighted difference metric to predict both 
subjects' preference judgements and their subjective ratings of the quality of 
printed text [Farrell 1989, 1990). Eight subjects were shown painvise comparisons 
of printed passages that l~aried in printer resolution and number of graylevels. 6 
different stimuli were created using a proprietary multidrop inkjet printhead with 
resolutions of 150, 180 and 300 dot/inch (see [Farrell 19891 for a more complete 
description of the stimuli). A seventh stimulus was created by printing the same 
passage using 256x256 character bitmaps rendered with offset lithography. This 
latter stimulus will be referred to as the high-resolution version. All printed stimuli 
were matched in apparent contrast and printed on the same paper stock. 

Over the course of several days, two subjectsviewed all 21 pairwise comparisons 
of the seven printed stimuli 20 times, ma!&g a total of 420 trials. In each trial, 
subjects indicated which of the two stimuli they preferred. In an independent 
study, eight subjects rated the perceived image quality of each of the six low- 
resolution stimuli on a scale of 1 to 10 where 10 represented optimal print quality 
defined by the high-resolution stimulus printed with offset lithography. These 
subjects viewed 10 presentations of each of the 6 inkjet print samples, presented 
in a random order of presentation. 

To compute the visually-weighted metric, I assumed that subjects would base 
their preference judgements on the worst loohng characters which, this case, were 
clearly the letter "W" and the backslash character, "\". I further assumed that when 
comparing any two passages, subjects would prefer the passage for which these 
worst loohng characters were most sunilar to high-resolution versions of' these 
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characters . I digitized the "W" and "\" characters using a ccd camera equiped with 
a 33 mrn macroscopic lens that was attached to a frame grabber (see [Farrell 19891 
for details). I then computed the visually-weighted difference between calibrated 
digitized images of low- and high-resolution versions of the two test characters. The 
visually-weighted metric was correlated with both subjects' print quality ratings (r= 
0.965) and their preferences for the printed text passages (r = 0.944). 

In subsequent experiments, both predicted and empirical measures revealed 
that the use of grayscale improved print quality for resolutions up to but not 
including 600 dpi [Farrell 19901. In other words, at printing resolutions less than 
600 dpi, print quality can be improved by using grayscale in both the definition 
and printing of text. At resolutions 600 dpi and greater, however, print quality 
is not improved by grayscale. This result is consistent with the hypothesis that 
when text is sampled at a resolution of 600 dpi or greater, the sampling error is not 
visible to humans. After all, at a viewing distance of 12 inches, 600 dpi sampling 
corresponds to 125 cycles/degree of visual angle. Spatial frequencies in printed 
text greater than 60 cycles/degree of visual angle are filtered out by the optics of 
the eye. Thus, at 12 inches, a sampling resolution of 600 dpi (or 125 cycles/degree 
of visual angle) is sufficient to reconstruct a signal with spatial frequencies at or 
less than 60 cycles/degree of visual angle which is the highest spatial frequency 
that people can detect. If the the sampling error is either non-existent or not 
visible, grayscale filtering will not improve subjective print quality. Rather, it will 
reduce print quality by reducing the apparent contrast at the character edge. Our 
experiments suggest that subjects prefer a high contrast binary character, with 
no visible sampling artifacts, to a lower contrast grayscale character. In the next 
section of this paper, I use the visually-weighted difference metric to characterize 
the trade-off in print quality between grayscale and resolution. 

4 Visually-Weighted Difference Metric as a Predictive Tool 

4.1 Grayscale-Resolution Trade-off in Print Quality 

Assuming that the visually-weighted difference between a printed character and an 
ideal high-resolution version of that character is at least monotonically related to 
the perceived similarity of the characters and that the more similar a character is to 
an idealized high-resolution version of that character the higher the image quality, 
we can use the metric to predict print quality. 

To predict the effects of grayscale filtering and printer resolution upon 
perceived print quality, I first generated different character bitmaps for the letter 
"R". Different bitmaps were generated by varying the number of graylevels, and 
the phase and resolution of the sampling grid. Grayscale characters were created 
by filtering a high resolution version of the letter "R" using a box filter with a 
width that was equal to the reciprocal of the sampling resolution. The number of 
graylevels in the bitmap was varied by quanti~ing the sampled grayscale character. 
The phase of the sampling grid can have dramatic effects upon perceived image 
quality: Both the metric and visual observation support the conclusion that for the 
same printing resolution some phases will produce grayscale characters that look 
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worse than binary characters. Thus I varied the phase of the sampling grid and 
selected the phase that minimized the visually-weighted difference between each 
lower-resolution version of the character and the idealized high-resolution version. 

The printer transformation upon each character bitmap was simulated by 
convolving each bitmap with a gaussian point-spread function. The gaussian 
point-spread function was selected on the basis of measurements of actual printed 
dots. The width of the gaussian point-spread function was an optimal function of 
the printer resolution (see [Fitzhugh 19911). The perceptual transformation was 
simulated by convolving each simulated printed character with a spatial weighting 
function derived from human contrast sensitivity functions published for optimal 
focus conditions (2 rnm pupil diameter) [Campbell 19681. A viewing distance of 10 
inches was assumed. 

Finally, a visually-weighted difference metric was computed between perceptual 
representations of each low-resolution character bitmap and an ideal high- 
resolution character bitmap. The more similar a low-resolution character is to its' 
higher-resolution counterpart, the higher the predicted image quality. Thus, lower 
values of the visually-weighted difference metric correspond to higher predicted 
image quality. 

The results of the calculations are shown in Figure 7, where the inverted visually- 
weighted difference metric is plotted as a function of printer resolution for binary 
and grayscale characters. The metric has been normalized to fall within arbitrary 
units, since since absolute values of the metric have no significant meaning. 
With the exception of 922 dpi, print quality (predicted by the inverted difference 
metric) increases with both resolution and number of graylevels. Only the data 
for characters with 2 and 4 levels of gray are shown in Figure 7. 'This is because 
predicted print quality does not increase significantly with graylevels beyond 4, 
but rather asymptotes. The interesting result is that the increase in predicted print 
quality with number of graylevels reverses at 922 dpi. For 922 dpi, the binary 
character had the highest predicted image quality at all sampling grid phases. This 
result is consistent with the expectation that grayscale does not improve print 
quality for resolutions beyond 600 dpi (see [Farrell 19901). 

5 Sumniary 
This chapter describes a method for representing both how a printer or a display 
transforms a character bitmap and how the visual system transforms the printed 
or displayed character. A vector length metric is used to quantify the difference 
between two visually-transformed printed or displayed characters. The metric, 
referred to as the visually-weighted difference metric, is then used to quantify the 
perceptual tradeoffs between the number of graylevels in a character bitmap and 
printer resolution. 
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Figure 7. Grayscale-resolution tradeoff in print quality: Print quality, estimated by the log 
of the reciprocal of the visually-weighted difference metric, plotted as a function of printer 
resolution with number of graylevels as a parameter. 
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