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Introduction

This paper analyzes the spectral information
acquired by a system that is used for digital
archiving of famous paintings in several
European galleries. Our interest in
understanding the acquisition of spectral
reflectance information flows from a desire
to be able to render the scanned material as
if it were viewed under one of many
different illuminants.  This objective cannot
be achieved accurately if one knows only
the pigment tristimulus coordinates under
one illuminant.

Digital capture systems have a very efficient
workflow compared to traditional methods,
based on scanning photographic negatives
and transparencies.  In addition, the linearity
of the initial image capture in digital
systems makes it possible to specify the
spectral information captured much more
accurately than is possible with film
systems. Here, we specify the spectral
information acquired by the MARC scanner,
and we make a particular effort to state the
properties of the spectral acquisition in
terms of a database of surface reflectance
functions of real paintings. Finally, we
describe a method for estimating surface
reflectance by combining databases of paint
spectral reflectance measurements, camera
calibration data, and scanner measurements.

Background

In 1989, the European Union funded a
project to develop the first digital archiving
system based on a high resolution CCD
camera and 6 independent color channels
[1]. The system, called the VASARI
scanner, moved the digital camera to
multiple positions across the painting area.
At each position, VASARI captured
multispectral (6 band) image data by taking
successive images, each with a different
filtered illumination.  The images taken at
each position and in each spectral band were
later stitched together to create the full high-
resolution 6 band image data for each
painting.  The calibrated color data were
then transformed into CIEXYZ and stored in
the CIE color space L*a*b* for the D65
illuminant.  The color accuracy of the
VASARI digital archiving system is on the
order of 1 ∆E for CIELABD65.

The scientists at the National Gallery who
developed the VASARI scanner later
developed a more portable digital archiving
system called the MARC camera [2].
MARC, also funded by the European Union,
is based on a high-resolution scan-back
RGB camera. The MARC camera has color
errors on the order of 5 ∆E for CIE LabD65.
Although it is less accurate than the
VASARI scanner, it is still more accurate
than scanning photographic negatives and
transparencies which produce color errors
on the order of 8 ∆E.
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System modeling

Image capture

We describe the spectral aspects of the
digital archiving system in terms of system
measurements of the painting’s surface
reflectance function. In some cases,
knowledge of the reflectance function is
preferable to specification of tristimulus
coordinates (such as XYZ) under a fixed
illumination because from knowledge of the
spectral reflectance function it is possible to
accurately render the painting under many
different ambient illuminants.

Digital archiving systems, such as VASARI
and MARC, use capture devices that can be
characterized using linear systems methods
and this is the emphasis we use in describing
the quality of the spectral information. The
questions we will answer in the next section,
then, are these:  What spectral information
do we know securely from the system
measurements?  What spectral information
is missing, and which aspect of the missing
information matters for stimulus
reproduction?  Finally, we will ask about
methods for making inferences about the
missing information from the known
information.

We approach these issues by building the
notation for the linear analysis, and
particularly the spectral transfer function
that characterizes the device. We show how
knowledge of the spectral transfer function
informs us about the surface reflectance
information that is securely captured by the
device and the spectral reflectance
information that is not measured.  Then, we
show that when the goal is to produce
accurate renderings under one of a few
different illuminants, only part of the missed
information is useful for image
reproduction, and we show how to specify
the missing information that is relevant to
reproduction.  Finally, we describe an
approach for using the securely captured

information and the statistics of the surface
reflectance functions to estimate the
information missed by the capture device.

The Spectral Transfer Function

Digital archiving measurements take place
in a closed system with a fixed illuminant.
Because the illuminant is constant, it can be
considered a property of the system.  Hence,
we define the concept of a system channel to
include the combined spectral responsivity
of the sensor and illuminant combination.
Using this definition, the system channel
maps the spectral reflectance function into
the system response. The channel spectral
responsivity is determined by a number of
system elements, including the sensor, other
optical elements (e.g.,  lens, filters, mirrors,
etc.) and the illuminant.  For the calculations
presented below, we will assume there are
61 wavelength samples spanning 400 to 700
nm in 5 nm steps.

The transformation from the spectral
reflectance function to the system response
can be specified by placing the channel
spectral response vectors into the columns of
a matrix, the spectral transfer function
(STF) , S. The MARC and VASARI
systems have different numbers of color
channels (3 and 6 respectively).  Hence, for
the MARC system the system matrix is 61 x
3 and for the VASARI system the matrix is
61 x 6.  Suppose the reflectance function at a
point is r. The Marc system color response
at that point is a three vector, m, equal to
Str.  The columns of the Marc spectral
transfer function are plotted in Figure 1.

Paint surface reflectance

The measurements obtained by these
systems, and in particular the 3 channel
MARC system, is meager compared to the
full spectral reflectance function.  The main
opportunity to improve spectral estimation
performance is to use statistical information
about the set of spectral reflectances
functions one is likely to find in the input



material.  Summaries of the statistical
properties of the collection of the likely
surface reflectance functions or illuminant
spectral power distributions are often
embodied in the form of linear models that
summarize the data [3-6].   In thinking about
the system properties, it is useful to begin
with a summary of the surface reflectance
functions using a linear combination of
orthogonal basis functions, Bi:
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where  wi are the weights chosen to
minimize the error between s and its linear

model approximation, and M is the
dimensionality of the linear model. These
linear models of surface reflectances
establish a bound on the most uncertainty
there may be about the spectral
characteristics of the input data. As we
describe later, the number of parameters
needed to specify the linear model bounds
may be higher than the number of
parameters needed to describe the data set in
practice.

Figure 2 shows the basis functions for a
collection of 189 pigments measured at the
National Gallery.  To represent these
reflectance functions at high precision (12
bits of resolution) requires 10 basis
functions.  The analysis of the reflectance
functions shows that ten independent
channels are needed to recover the spectral
painting reflectance functions at this high

Figure 1.  The spectral sensitivity of the
MARC channels are shown above.  The
spectral sensitivity of the human channels
under a D 65 illuminant are shown below.

Figure 2.  Ten orthogonal basis functions
for the paint reflectance functions are
shown.



accuracy (ignoring important factors such as
sensor noise).  From knowledge of the
reflectance functions, the image could be
rendered under any illuminant.

What the system measures and
misses

In practice, most systems do not have
enough data to guarantee a spectrally
accurate representation.  For example,  it is
impossible to use the 3 channel MARC
system, or even 6 sensor VASARI system,
to estimate all of the weights of the surface
reflectance basis functions.  Knowledge of
the spectral transfer function, however, tells
us precisely what parts of the reflectance
function are measured. The system measures
the projection of the surface reflectance
function vector onto the columns of the
spectral transfer function.  The scanner
measurements completely specify the
component of the surface reflectance
function that falls within this linear
subspace.

Using this information about the scanner, it
is convenient to re-write the orthogonal
basis functions representing the reflectance
functions in a new form.  We separate the
basis for the reflectance functions into two
groups.  One group comprises the basis
functions of the surface reflectance that the
MARC scanner measures shown in the top
panel of Figure 3.  The second group
comprises the basis of the surface
reflectance functions that are invisible to the
MARC scanner.  The seven dimensions of
the surface reflectance functions that are
missed by the scanner are shown in the
second and third panels of Figure 3.  Adding
any of mixture of terms drawn from these
components will not change the MARC
signal. However, a complete estimate of the
surface reflectance function requires an
estimate of these components.

Of what  is missed, what matters?

The basis functions used to represent the
paints were determined from physical
measurements that ignored both the scanner
and the human eye.  If we intend to
reproduce the surface for human viewing
under a particular set of illuminants, we do
not need to measure the full surface

Figure 3.  The three paint basis functions
measured by the MARC are shown at the top.
The basis functions the MARC cannot see are
shown in the two panels below.



reflectance function.  Instead, we need only
measure the components of the surface
reflectance function that can be seen by the
human channels under those illuminants.
As an extreme case intended to clarify the
idea, but of no practical significance,
suppose we intend to view the paintings
only under a monochromatic illuminant.
Then, we need to measure only the
reflectance functions at that one wavelength.
The same principle generalizes to the
measurements in terms of the orthogonal
basis functions.

With this in mind, consider once more the
surface reflectance basis functions that are
missed by the scanner.  These functions can
be divided into two groups.  The first group
comprises terms that would influence the
human observer during the rendering
process, and the second group comprises
terms whose presence would not influence
the human observer under any of the
rendering illuminants.  We can arrange the
second group to be orthogonal to the first.
When the goal is to measure enough about
the reflectance function so that we can
render the pigments under a particular
collection of lights, there is no penalty for
failing to measure the contribution of the
terms that are not detected by the human

observer under any of the rendering
illuminants

Figure 4 shows the two basis functions that
the MARC scanner fails to measure and that
matter to the human eye when rendering the
paints under a D65 source. The calculations
needed to determine these basis functions
can be applied to the case of multiple
illuminants as easily as to the case of one
illuminant.

At this point, it may be useful to summarize
how we have organized the analysis.  We
began by defining a complete linear model
for the surface reflectance functions.  This
linear model defines the statistics of the
input signals.  We then reorganized these
physically-defined functions into two
groups:  one that can be measured from the
scanner response and one that is in the null
space of the scanner response.  The scanner
produces accurate estimates of the first
group, but it produces no information about
the second group. Next, we consider the
collection of basis functions that represent
the null space of the scanner response.  This
portion can also be divided into two parts:
one group that is visible to humans under
one of the rendering illuminants, and a
second that is invisible under any of the
rendering illuminants.  We then noted that
one need not be concerned with estimating
the weights of the functions that are
invisible to the human eye under any of the
rendering illuminants.

From the known to the unknown

We now have two orthogonal groups of
basis functions.  One group comprises the
basis functions that are accurately measured
by the scanner.  The second group comprises
the basis functions that are unseen by the
scanner but that would be needed to render
the surfaces under one of the chosen
illuminants.  The last piece of the puzzle,
then, is how to estimate the unknown
weights of the relevant surface basis
functions.

Figure 4.  (a) The two components of the
surface reflectance functions that are
invisible to the MARC but influence human
perception under a D65 rendering
illuminant.



The only information we have to estimate
the unknown weights comes from the
statistical analysis of the database of surface
reflectance functions.  The problem, then, is
to understand the functional relationship
between the weights that can be measured
by the MARC scanner and those that cannot
be measured.  Figure 5 shows a series of
plots in which the 1st unknown weight
(weight 4) is plotted as a function of two of
the measured values. There are plainly
significant relationships between the known
(measured) and unknown weights. Improved
estimates of the surface reflectance
functions can only come from a better
understanding of this relationship.

The simplest method for predicting the
unknown weights from the known weights is

via a linear transformation.  This method is
common practice, though it is usually
expressed in terms of finding a linear
transformation from the measured RGB
values to the tristimulus values.  Widespread
experience with this method tells us that it is
not very accurate.  Errors are typically on
the order of 5 ∆E for CIE LabD65 and they
can sometimes be significantly larger.

From the analysis of the estimation problem
we conclude that the proper way to improve
performance of a fixed system is to the
methods used for estimating the unknown
weights from the unknown weights.  The
mathematics of such procedures is fairly
straightforward.  Performance of such
systems depends on the properties of the
surfaces (can the unknown weights be
predicted from the measured weights) and
how complete and representative the
database is.

Conclusion

We have analyzed the problem of estimating
the surface reflectance function of paintings
in a digital archiving system.  The spectral
information measured by a digital archiving
system can be specified from knowledge of
the spectral transfer function and a database
of the surface reflectance functions. The
unmeasured parts of the surface reflectance
functions can also be specified. Of these
unmeasured parts, we show how to
determine that portion that is important to
the human visual system given the scope of
rendering illuminants.  The ability to use the
information measured by the digital
archiving system to infer the unmeasured
portions of the surface reflectance functions
depends on the relationship between the
terms the system can measure and the terms
the system cannot measure but the human
can. The accuracy of these inferences will
depend on the properties of the surfaces and
the completeness of the database available
for characterizing the surface reflectance
functions.

Figure 5.  The unknown weights are
systematically, though nonlinearly, related
to the known weights.  These graphs show
how the first unknown weight (4) depends
on each of the first two.



The main reason for estimating the surface
reflectance function, and not just the surface
tristimulus coordinates, is that from
knowledge of the full function it is possible
to render images under a multiplicity of
illuminants.  The main objective of this
analysis is to help us understand what must
be characterized to improve the quality of
the measurements.  We have concluded that
the functional relationship between the
measured and invisible components of the
surface reflectance basis should be the main
targets of future analyses.
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