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Neural unit

Take weighted sum of inputs, plus a bias

Instead of just using z, we'll apply a nonlinear activation 
function f:
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7.1 Units

The building block of a neural network is a single computational unit. A unit takes
a set of real valued numbers as input, performs some computation on them, and
produces an output.

At its heart, a neural unit is taking a weighted sum of its inputs, with one addi-
tional term in the sum called a bias term. Given a set of inputs x1...xn, a unit hasbias term
a set of corresponding weights w1...wn and a bias b, so the weighted sum z can be
represented as:

z = b+
X

i

wixi (7.1)

Often it’s more convenient to express this weighted sum using vector notation; recall
from linear algebra that a vector is, at heart, just a list or array of numbers. Thusvector
we’ll talk about z in terms of a weight vector w, a scalar bias b, and an input vector
x, and we’ll replace the sum with the convenient dot product:

z = w · x+b (7.2)

As defined in Eq. 7.2, z is just a real valued number.
Finally, instead of using z, a linear function of x, as the output, neural units

apply a non-linear function f to z. We will refer to the output of this function as
the activation value for the unit, a. Since we are just modeling a single unit, theactivation
activation for the node is in fact the final output of the network, which we’ll generally
call y. So the value y is defined as:

y = a = f (z)

We’ll discuss three popular non-linear functions f () below (the sigmoid, the tanh,
and the rectified linear ReLU) but it’s pedagogically convenient to start with the
sigmoid function since we saw it in Chapter 5:sigmoid

y = s(z) =
1

1+ e�z (7.3)

The sigmoid (shown in Fig. 7.1) has a number of advantages; it maps the output
into the range [0,1], which is useful in squashing outliers toward 0 or 1. And it’s
differentiable, which as we saw in Section ?? will be handy for learning.

Figure 7.1 The sigmoid function takes a real value and maps it to the range [0,1]. It is
nearly linear around 0 but outlier values get squashed toward 0 or 1.
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Non-Linear Activation Functions
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Sigmoid

We're already seen the sigmoid for logistic regression:
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Final function the unit is computing
7.1 • UNITS 3

Substituting Eq. 7.2 into Eq. 7.3 gives us the output of a neural unit:

y = s(w · x+b) =
1

1+ exp(�(w · x+b))
(7.4)

Fig. 7.2 shows a final schematic of a basic neural unit. In this example the unit
takes 3 input values x1,x2, and x3, and computes a weighted sum, multiplying each
value by a weight (w1, w2, and w3, respectively), adds them to a bias term b, and then
passes the resulting sum through a sigmoid function to result in a number between 0
and 1.
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Figure 7.2 A neural unit, taking 3 inputs x1, x2, and x3 (and a bias b that we represent as a
weight for an input clamped at +1) and producing an output y. We include some convenient
intermediate variables: the output of the summation, z, and the output of the sigmoid, a. In
this case the output of the unit y is the same as a, but in deeper networks we’ll reserve y to
mean the final output of the entire network, leaving a as the activation of an individual node.

Let’s walk through an example just to get an intuition. Let’s suppose we have a
unit with the following weight vector and bias:

w = [0.2,0.3,0.9]
b = 0.5

What would this unit do with the following input vector:

x = [0.5,0.6,0.1]

The resulting output y would be:

y = s(w · x+b) =
1

1+ e�(w·x+b) =
1

1+ e�(.5⇤.2+.6⇤.3+.1⇤.9+.5) =
1

1+ e�0.87 = .70

In practice, the sigmoid is not commonly used as an activation function. A function
that is very similar but almost always better is the tanh function shown in Fig. 7.3a;tanh
tanh is a variant of the sigmoid that ranges from -1 to +1:

y =
ez � e�z

ez + e�z (7.5)

The simplest activation function, and perhaps the most commonly used, is the rec-
tified linear unit, also called the ReLU, shown in Fig. 7.3b. It’s just the same as xReLU
when x is positive, and 0 otherwise:

y = max(x,0) (7.6)
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An example
Suppose a unit has:
w = [0.2,0.3,0.9] 

b = 0.5 

What happens with input x:
x = [0.5,0.6,0.1] 

7.1 • UNITS 3

Substituting Eq. 7.2 into Eq. 7.3 gives us the output of a neural unit:

y = s(w · x+b) =
1

1+ exp(�(w · x+b))
(7.4)
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takes 3 input values x1,x2, and x3, and computes a weighted sum, multiplying each
value by a weight (w1, w2, and w3, respectively), adds them to a bias term b, and then
passes the resulting sum through a sigmoid function to result in a number between 0
and 1.
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this case the output of the unit y is the same as a, but in deeper networks we’ll reserve y to
mean the final output of the entire network, leaving a as the activation of an individual node.
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In practice, the sigmoid is not commonly used as an activation function. A function
that is very similar but almost always better is the tanh function shown in Fig. 7.3a;tanh
tanh is a variant of the sigmoid that ranges from -1 to +1:
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The simplest activation function, and perhaps the most commonly used, is the rec-
tified linear unit, also called the ReLU, shown in Fig. 7.3b. It’s just the same as xReLU
when x is positive, and 0 otherwise:

y = max(x,0) (7.6)
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when x is positive, and 0 otherwise:
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takes 3 input values x1,x2, and x3, and computes a weighted sum, multiplying each
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The XOR problem

Can neural units compute simple functions of input?

Minsky and Papert (1969)
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Figure 7.3 The tanh and ReLU activation functions.

These activation functions have different properties that make them useful for
different language applications or network architectures. For example, the tanh func-
tion has the nice properties of being smoothly differentiable and mapping outlier
values toward the mean. The rectifier function, on the other hand has nice properties
that result from it being very close to linear. In the sigmoid or tanh functions, very
high values of z result in values of y that are saturated, i.e., extremely close to 1,saturated
and have derivatives very close to 0. Zero derivatives cause problems for learning,
because as we’ll see in Section 7.4, we’ll train networks by propagating an error
signal backwards, multiplying gradients (partial derivatives) from each layer of the
network; gradients that are almost 0 cause the error signal to get smaller and smaller
until it is too small to be used for training, a problem called the vanishing gradientvanishing

gradient
problem. Rectifiers don’t have this problem, since the derivative of ReLU for high
values of z is 1 rather than very close to 0.

7.2 The XOR problem

Early in the history of neural networks it was realized that the power of neural net-
works, as with the real neurons that inspired them, comes from combining these
units into larger networks.

One of the most clever demonstrations of the need for multi-layer networks was
the proof by Minsky and Papert (1969) that a single neural unit cannot compute
some very simple functions of its input. Consider the task of computing elementary
logical functions of two inputs, like AND, OR, and XOR. As a reminder, here are
the truth tables for those functions:

AND OR XOR

x1 x2 y x1 x2 y x1 x2 y

0 0 0 0 0 0 0 0 0
0 1 0 0 1 1 0 1 1
1 0 0 1 0 1 1 0 1
1 1 1 1 1 1 1 1 0

This example was first shown for the perceptron, which is a very simple neuralperceptron

unit that has a binary output and does not have a non-linear activation function. The



Perceptrons

A very simple neural unit 
• Binary output  (0 or 1)
• No non-linear activation function

7.2 • THE XOR PROBLEM 5

output y of a perceptron is 0 or 1, and is computed as follows (using the same weight
w, input x, and bias b as in Eq. 7.2):

y =
⇢

0, if w · x+b  0
1, if w · x+b > 0 (7.7)

It’s very easy to build a perceptron that can compute the logical AND and OR
functions of its binary inputs; Fig. 7.4 shows the necessary weights.
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Figure 7.4 The weights w and bias b for perceptrons for computing logical functions. The
inputs are shown as x1 and x2 and the bias as a special node with value +1 which is multiplied
with the bias weight b. (a) logical AND, showing weights w1 = 1 and w2 = 1 and bias weight
b = �1. (b) logical OR, showing weights w1 = 1 and w2 = 1 and bias weight b = 0. These
weights/biases are just one from an infinite number of possible sets of weights and biases that
would implement the functions.

It turns out, however, that it’s not possible to build a perceptron to compute
logical XOR! (It’s worth spending a moment to give it a try!)

The intuition behind this important result relies on understanding that a percep-
tron is a linear classifier. For a two-dimensional input x1 and x2, the perception
equation, w1x1 +w2x2 +b = 0 is the equation of a line. (We can see this by putting
it in the standard linear format: x2 = (�w1/w2)x1 +(�b/w2).) This line acts as a
decision boundary in two-dimensional space in which the output 0 is assigned to alldecision

boundary
inputs lying on one side of the line, and the output 1 to all input points lying on the
other side of the line. If we had more than 2 inputs, the decision boundary becomes
a hyperplane instead of a line, but the idea is the same, separating the space into two
categories.

Fig. 7.5 shows the possible logical inputs (00, 01, 10, and 11) and the line drawn
by one possible set of parameters for an AND and an OR classifier. Notice that there
is simply no way to draw a line that separates the positive cases of XOR (01 and 10)
from the negative cases (00 and 11). We say that XOR is not a linearly separablelinearly

separable
function. Of course we could draw a boundary with a curve, or some other function,
but not a single line.

7.2.1 The solution: neural networks
While the XOR function cannot be calculated by a single perceptron, it can be cal-
culated by a layered network of units. Let’s see an example of how to do this from
Goodfellow et al. (2016) that computes XOR using two layers of ReLU-based units.
Fig. 7.6 shows a figure with the input being processed by two layers of neural units.
The middle layer (called h) has two units, and the output layer (called y) has one
unit. A set of weights and biases are shown for each ReLU that correctly computes
the XOR function.

Let’s walk through what happens with the input x = [0 0]. If we multiply each
input value by the appropriate weight, sum, and then add the bias b, we get the
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Figure 7.3 The tanh and ReLU activation functions.

These activation functions have different properties that make them useful for
different language applications or network architectures. For example, the tanh func-
tion has the nice properties of being smoothly differentiable and mapping outlier
values toward the mean. The rectifier function, on the other hand has nice properties
that result from it being very close to linear. In the sigmoid or tanh functions, very
high values of z result in values of y that are saturated, i.e., extremely close to 1,saturated
and have derivatives very close to 0. Zero derivatives cause problems for learning,
because as we’ll see in Section 7.4, we’ll train networks by propagating an error
signal backwards, multiplying gradients (partial derivatives) from each layer of the
network; gradients that are almost 0 cause the error signal to get smaller and smaller
until it is too small to be used for training, a problem called the vanishing gradientvanishing

gradient
problem. Rectifiers don’t have this problem, since the derivative of ReLU for high
values of z is 1 rather than very close to 0.

7.2 The XOR problem

Early in the history of neural networks it was realized that the power of neural net-
works, as with the real neurons that inspired them, comes from combining these
units into larger networks.
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signal backwards, multiplying gradients (partial derivatives) from each layer of the
network; gradients that are almost 0 cause the error signal to get smaller and smaller
until it is too small to be used for training, a problem called the vanishing gradientvanishing

gradient
problem. Rectifiers don’t have this problem, since the derivative of ReLU for high
values of z is 1 rather than very close to 0.

7.2 The XOR problem

Early in the history of neural networks it was realized that the power of neural net-
works, as with the real neurons that inspired them, comes from combining these
units into larger networks.

One of the most clever demonstrations of the need for multi-layer networks was
the proof by Minsky and Papert (1969) that a single neural unit cannot compute
some very simple functions of its input. Consider the task of computing elementary
logical functions of two inputs, like AND, OR, and XOR. As a reminder, here are
the truth tables for those functions:

AND OR XOR

x1 x2 y x1 x2 y x1 x2 y

0 0 0 0 0 0 0 0 0
0 1 0 0 1 1 0 1 1
1 0 0 1 0 1 1 0 1
1 1 1 1 1 1 1 1 0

This example was first shown for the perceptron, which is a very simple neuralperceptron

unit that has a binary output and does not have a non-linear activation function. The
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output y of a perceptron is 0 or 1, and is computed as follows (using the same weight
w, input x, and bias b as in Eq. 7.2):

y =
⇢

0, if w · x+b  0
1, if w · x+b > 0 (7.7)

It’s very easy to build a perceptron that can compute the logical AND and OR
functions of its binary inputs; Fig. 7.4 shows the necessary weights.
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Figure 7.4 The weights w and bias b for perceptrons for computing logical functions. The
inputs are shown as x1 and x2 and the bias as a special node with value +1 which is multiplied
with the bias weight b. (a) logical AND, showing weights w1 = 1 and w2 = 1 and bias weight
b = �1. (b) logical OR, showing weights w1 = 1 and w2 = 1 and bias weight b = 0. These
weights/biases are just one from an infinite number of possible sets of weights and biases that
would implement the functions.

It turns out, however, that it’s not possible to build a perceptron to compute
logical XOR! (It’s worth spending a moment to give it a try!)

The intuition behind this important result relies on understanding that a percep-
tron is a linear classifier. For a two-dimensional input x1 and x2, the perception
equation, w1x1 +w2x2 +b = 0 is the equation of a line. (We can see this by putting
it in the standard linear format: x2 = (�w1/w2)x1 +(�b/w2).) This line acts as a
decision boundary in two-dimensional space in which the output 0 is assigned to alldecision

boundary
inputs lying on one side of the line, and the output 1 to all input points lying on the
other side of the line. If we had more than 2 inputs, the decision boundary becomes
a hyperplane instead of a line, but the idea is the same, separating the space into two
categories.

Fig. 7.5 shows the possible logical inputs (00, 01, 10, and 11) and the line drawn
by one possible set of parameters for an AND and an OR classifier. Notice that there
is simply no way to draw a line that separates the positive cases of XOR (01 and 10)
from the negative cases (00 and 11). We say that XOR is not a linearly separablelinearly

separable
function. Of course we could draw a boundary with a curve, or some other function,
but not a single line.

7.2.1 The solution: neural networks
While the XOR function cannot be calculated by a single perceptron, it can be cal-
culated by a layered network of units. Let’s see an example of how to do this from
Goodfellow et al. (2016) that computes XOR using two layers of ReLU-based units.
Fig. 7.6 shows a figure with the input being processed by two layers of neural units.
The middle layer (called h) has two units, and the output layer (called y) has one
unit. A set of weights and biases are shown for each ReLU that correctly computes
the XOR function.

Let’s walk through what happens with the input x = [0 0]. If we multiply each
input value by the appropriate weight, sum, and then add the bias b, we get the



Easy to build AND or OR with perceptrons

7.2 • THE XOR PROBLEM 5

output y of a perceptron is 0 or 1, and is computed as follows (using the same weight
w, input x, and bias b as in Eq. 7.2):

y =
⇢

0, if w · x+b  0
1, if w · x+b > 0 (7.7)

It’s very easy to build a perceptron that can compute the logical AND and OR
functions of its binary inputs; Fig. 7.4 shows the necessary weights.

x1

x2

+1
-1

1
1

x1

x2

+1
0

1
1

(a) (b)
Figure 7.4 The weights w and bias b for perceptrons for computing logical functions. The
inputs are shown as x1 and x2 and the bias as a special node with value +1 which is multiplied
with the bias weight b. (a) logical AND, showing weights w1 = 1 and w2 = 1 and bias weight
b = �1. (b) logical OR, showing weights w1 = 1 and w2 = 1 and bias weight b = 0. These
weights/biases are just one from an infinite number of possible sets of weights and biases that
would implement the functions.

It turns out, however, that it’s not possible to build a perceptron to compute
logical XOR! (It’s worth spending a moment to give it a try!)

The intuition behind this important result relies on understanding that a percep-
tron is a linear classifier. For a two-dimensional input x1 and x2, the perception
equation, w1x1 +w2x2 +b = 0 is the equation of a line. (We can see this by putting
it in the standard linear format: x2 = (�w1/w2)x1 +(�b/w2).) This line acts as a
decision boundary in two-dimensional space in which the output 0 is assigned to alldecision

boundary
inputs lying on one side of the line, and the output 1 to all input points lying on the
other side of the line. If we had more than 2 inputs, the decision boundary becomes
a hyperplane instead of a line, but the idea is the same, separating the space into two
categories.

Fig. 7.5 shows the possible logical inputs (00, 01, 10, and 11) and the line drawn
by one possible set of parameters for an AND and an OR classifier. Notice that there
is simply no way to draw a line that separates the positive cases of XOR (01 and 10)
from the negative cases (00 and 11). We say that XOR is not a linearly separablelinearly

separable
function. Of course we could draw a boundary with a curve, or some other function,
but not a single line.

7.2.1 The solution: neural networks
While the XOR function cannot be calculated by a single perceptron, it can be cal-
culated by a layered network of units. Let’s see an example of how to do this from
Goodfellow et al. (2016) that computes XOR using two layers of ReLU-based units.
Fig. 7.6 shows a figure with the input being processed by two layers of neural units.
The middle layer (called h) has two units, and the output layer (called y) has one
unit. A set of weights and biases are shown for each ReLU that correctly computes
the XOR function.

Let’s walk through what happens with the input x = [0 0]. If we multiply each
input value by the appropriate weight, sum, and then add the bias b, we get the

7.2 • THE XOR PROBLEM 5

output y of a perceptron is 0 or 1, and is computed as follows (using the same weight
w, input x, and bias b as in Eq. 7.2):

y =
⇢

0, if w · x+b  0
1, if w · x+b > 0 (7.7)

It’s very easy to build a perceptron that can compute the logical AND and OR
functions of its binary inputs; Fig. 7.4 shows the necessary weights.

x1

x2

+1
-1

1
1

x1

x2

+1
0

1
1

(a) (b)
Figure 7.4 The weights w and bias b for perceptrons for computing logical functions. The
inputs are shown as x1 and x2 and the bias as a special node with value +1 which is multiplied
with the bias weight b. (a) logical AND, showing weights w1 = 1 and w2 = 1 and bias weight
b = �1. (b) logical OR, showing weights w1 = 1 and w2 = 1 and bias weight b = 0. These
weights/biases are just one from an infinite number of possible sets of weights and biases that
would implement the functions.

It turns out, however, that it’s not possible to build a perceptron to compute
logical XOR! (It’s worth spending a moment to give it a try!)

The intuition behind this important result relies on understanding that a percep-
tron is a linear classifier. For a two-dimensional input x1 and x2, the perception
equation, w1x1 +w2x2 +b = 0 is the equation of a line. (We can see this by putting
it in the standard linear format: x2 = (�w1/w2)x1 +(�b/w2).) This line acts as a
decision boundary in two-dimensional space in which the output 0 is assigned to alldecision

boundary
inputs lying on one side of the line, and the output 1 to all input points lying on the
other side of the line. If we had more than 2 inputs, the decision boundary becomes
a hyperplane instead of a line, but the idea is the same, separating the space into two
categories.

Fig. 7.5 shows the possible logical inputs (00, 01, 10, and 11) and the line drawn
by one possible set of parameters for an AND and an OR classifier. Notice that there
is simply no way to draw a line that separates the positive cases of XOR (01 and 10)
from the negative cases (00 and 11). We say that XOR is not a linearly separablelinearly

separable
function. Of course we could draw a boundary with a curve, or some other function,
but not a single line.

7.2.1 The solution: neural networks
While the XOR function cannot be calculated by a single perceptron, it can be cal-
culated by a layered network of units. Let’s see an example of how to do this from
Goodfellow et al. (2016) that computes XOR using two layers of ReLU-based units.
Fig. 7.6 shows a figure with the input being processed by two layers of neural units.
The middle layer (called h) has two units, and the output layer (called y) has one
unit. A set of weights and biases are shown for each ReLU that correctly computes
the XOR function.

Let’s walk through what happens with the input x = [0 0]. If we multiply each
input value by the appropriate weight, sum, and then add the bias b, we get the

AND OR

4 CHAPTER 7 • NEURAL NETWORKS AND NEURAL LANGUAGE MODELS

(a) (b)
Figure 7.3 The tanh and ReLU activation functions.

These activation functions have different properties that make them useful for
different language applications or network architectures. For example, the tanh func-
tion has the nice properties of being smoothly differentiable and mapping outlier
values toward the mean. The rectifier function, on the other hand has nice properties
that result from it being very close to linear. In the sigmoid or tanh functions, very
high values of z result in values of y that are saturated, i.e., extremely close to 1,saturated
and have derivatives very close to 0. Zero derivatives cause problems for learning,
because as we’ll see in Section 7.4, we’ll train networks by propagating an error
signal backwards, multiplying gradients (partial derivatives) from each layer of the
network; gradients that are almost 0 cause the error signal to get smaller and smaller
until it is too small to be used for training, a problem called the vanishing gradientvanishing

gradient
problem. Rectifiers don’t have this problem, since the derivative of ReLU for high
values of z is 1 rather than very close to 0.

7.2 The XOR problem

Early in the history of neural networks it was realized that the power of neural net-
works, as with the real neurons that inspired them, comes from combining these
units into larger networks.

One of the most clever demonstrations of the need for multi-layer networks was
the proof by Minsky and Papert (1969) that a single neural unit cannot compute
some very simple functions of its input. Consider the task of computing elementary
logical functions of two inputs, like AND, OR, and XOR. As a reminder, here are
the truth tables for those functions:

AND OR XOR

x1 x2 y x1 x2 y x1 x2 y

0 0 0 0 0 0 0 0 0
0 1 0 0 1 1 0 1 1
1 0 0 1 0 1 1 0 1
1 1 1 1 1 1 1 1 0
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unit that has a binary output and does not have a non-linear activation function. The
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output y of a perceptron is 0 or 1, and is computed as follows (using the same weight
w, input x, and bias b as in Eq. 7.2):

y =
⇢

0, if w · x+b  0
1, if w · x+b > 0 (7.7)

It’s very easy to build a perceptron that can compute the logical AND and OR
functions of its binary inputs; Fig. 7.4 shows the necessary weights.
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Figure 7.4 The weights w and bias b for perceptrons for computing logical functions. The
inputs are shown as x1 and x2 and the bias as a special node with value +1 which is multiplied
with the bias weight b. (a) logical AND, showing weights w1 = 1 and w2 = 1 and bias weight
b = �1. (b) logical OR, showing weights w1 = 1 and w2 = 1 and bias weight b = 0. These
weights/biases are just one from an infinite number of possible sets of weights and biases that
would implement the functions.

It turns out, however, that it’s not possible to build a perceptron to compute
logical XOR! (It’s worth spending a moment to give it a try!)

The intuition behind this important result relies on understanding that a percep-
tron is a linear classifier. For a two-dimensional input x1 and x2, the perception
equation, w1x1 +w2x2 +b = 0 is the equation of a line. (We can see this by putting
it in the standard linear format: x2 = (�w1/w2)x1 +(�b/w2).) This line acts as a
decision boundary in two-dimensional space in which the output 0 is assigned to alldecision

boundary
inputs lying on one side of the line, and the output 1 to all input points lying on the
other side of the line. If we had more than 2 inputs, the decision boundary becomes
a hyperplane instead of a line, but the idea is the same, separating the space into two
categories.

Fig. 7.5 shows the possible logical inputs (00, 01, 10, and 11) and the line drawn
by one possible set of parameters for an AND and an OR classifier. Notice that there
is simply no way to draw a line that separates the positive cases of XOR (01 and 10)
from the negative cases (00 and 11). We say that XOR is not a linearly separablelinearly

separable
function. Of course we could draw a boundary with a curve, or some other function,
but not a single line.

7.2.1 The solution: neural networks
While the XOR function cannot be calculated by a single perceptron, it can be cal-
culated by a layered network of units. Let’s see an example of how to do this from
Goodfellow et al. (2016) that computes XOR using two layers of ReLU-based units.
Fig. 7.6 shows a figure with the input being processed by two layers of neural units.
The middle layer (called h) has two units, and the output layer (called y) has one
unit. A set of weights and biases are shown for each ReLU that correctly computes
the XOR function.

Let’s walk through what happens with the input x = [0 0]. If we multiply each
input value by the appropriate weight, sum, and then add the bias b, we get the
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Figure 7.3 The tanh and ReLU activation functions.

These activation functions have different properties that make them useful for
different language applications or network architectures. For example, the tanh func-
tion has the nice properties of being smoothly differentiable and mapping outlier
values toward the mean. The rectifier function, on the other hand has nice properties
that result from it being very close to linear. In the sigmoid or tanh functions, very
high values of z result in values of y that are saturated, i.e., extremely close to 1,saturated
and have derivatives very close to 0. Zero derivatives cause problems for learning,
because as we’ll see in Section 7.4, we’ll train networks by propagating an error
signal backwards, multiplying gradients (partial derivatives) from each layer of the
network; gradients that are almost 0 cause the error signal to get smaller and smaller
until it is too small to be used for training, a problem called the vanishing gradientvanishing

gradient
problem. Rectifiers don’t have this problem, since the derivative of ReLU for high
values of z is 1 rather than very close to 0.

7.2 The XOR problem

Early in the history of neural networks it was realized that the power of neural net-
works, as with the real neurons that inspired them, comes from combining these
units into larger networks.

One of the most clever demonstrations of the need for multi-layer networks was
the proof by Minsky and Papert (1969) that a single neural unit cannot compute
some very simple functions of its input. Consider the task of computing elementary
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inputs lying on one side of the line, and the output 1 to all input points lying on the
other side of the line. If we had more than 2 inputs, the decision boundary becomes
a hyperplane instead of a line, but the idea is the same, separating the space into two
categories.

Fig. 7.5 shows the possible logical inputs (00, 01, 10, and 11) and the line drawn
by one possible set of parameters for an AND and an OR classifier. Notice that there
is simply no way to draw a line that separates the positive cases of XOR (01 and 10)
from the negative cases (00 and 11). We say that XOR is not a linearly separablelinearly

separable
function. Of course we could draw a boundary with a curve, or some other function,
but not a single line.

7.2.1 The solution: neural networks
While the XOR function cannot be calculated by a single perceptron, it can be cal-
culated by a layered network of units. Let’s see an example of how to do this from
Goodfellow et al. (2016) that computes XOR using two layers of ReLU-based units.
Fig. 7.6 shows a figure with the input being processed by two layers of neural units.
The middle layer (called h) has two units, and the output layer (called y) has one
unit. A set of weights and biases are shown for each ReLU that correctly computes
the XOR function.

Let’s walk through what happens with the input x = [0 0]. If we multiply each
input value by the appropriate weight, sum, and then add the bias b, we get the



Not possible to capture XOR with perceptrons

Pause the lecture and try for yourself!



Why? Perceptrons are linear classifiers

Perceptron equation given x1 and x2, is the equation of a line

w1x1 + w2x2 + b = 0

(in standard linear format:     x2 = (−w1/w2)x1 + (−b/w2)    )

This line acts as a decision boundary 
• 0 if input is on one side of the line
• 1 if on the other side of the line 
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Solution to the XOR problem

XOR can't be calculated by a single perceptron
XOR can be calculated by a layered network of units. 
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(a) (b)
Figure 7.3 The tanh and ReLU activation functions.

These activation functions have different properties that make them useful for
different language applications or network architectures. For example, the tanh func-
tion has the nice properties of being smoothly differentiable and mapping outlier
values toward the mean. The rectifier function, on the other hand has nice properties
that result from it being very close to linear. In the sigmoid or tanh functions, very
high values of z result in values of y that are saturated, i.e., extremely close to 1,saturated
and have derivatives very close to 0. Zero derivatives cause problems for learning,
because as we’ll see in Section 7.4, we’ll train networks by propagating an error
signal backwards, multiplying gradients (partial derivatives) from each layer of the
network; gradients that are almost 0 cause the error signal to get smaller and smaller
until it is too small to be used for training, a problem called the vanishing gradientvanishing

gradient
problem. Rectifiers don’t have this problem, since the derivative of ReLU for high
values of z is 1 rather than very close to 0.

7.2 The XOR problem

Early in the history of neural networks it was realized that the power of neural net-
works, as with the real neurons that inspired them, comes from combining these
units into larger networks.

One of the most clever demonstrations of the need for multi-layer networks was
the proof by Minsky and Papert (1969) that a single neural unit cannot compute
some very simple functions of its input. Consider the task of computing elementary
logical functions of two inputs, like AND, OR, and XOR. As a reminder, here are
the truth tables for those functions:

AND OR XOR

x1 x2 y x1 x2 y x1 x2 y

0 0 0 0 0 0 0 0 0
0 1 0 0 1 1 0 1 1
1 0 0 1 0 1 1 0 1
1 1 1 1 1 1 1 1 0

This example was first shown for the perceptron, which is a very simple neuralperceptron

unit that has a binary output and does not have a non-linear activation function. The

ReLU

ReLU
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The hidden representation h
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(With learning:  hidden layers will learn to form useful representations)
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Feedforward Neural Networks

Can also be called multi-layer perceptrons (or 
MLPs)  for historical reasons8 CHAPTER 7 • NEURAL NETWORKS AND NEURAL LANGUAGE MODELS

x1 x2

y1

xn0…

…

+1

b

…
U

W

y2 yn2

h1 h2 h3 hn1

Figure 7.8 A simple 2-layer feedforward network, with one hidden layer, one output layer,
and one input layer (the input layer is usually not counted when enumerating layers).

Recall that a single hidden unit has parameters w (the weight vector) and b (the
bias scalar). We represent the parameters for the entire hidden layer by combining
the weight vector wi and bias bi for each unit i into a single weight matrix W and
a single bias vector b for the whole layer (see Fig. 7.8). Each element Wji of the
weight matrix W represents the weight of the connection from the ith input unit xi to
the jth hidden unit h j.

The advantage of using a single matrix W for the weights of the entire layer is
that now the hidden layer computation for a feedforward network can be done very
efficiently with simple matrix operations. In fact, the computation only has three
steps: multiplying the weight matrix by the input vector x, adding the bias vector b,
and applying the activation function g (such as the sigmoid, tanh, or ReLU activation
function defined above).

The output of the hidden layer, the vector h, is thus the following, using the
sigmoid function s :

h = s(Wx+b) (7.8)

Notice that we’re applying the s function here to a vector, while in Eq. 7.3 it was
applied to a scalar. We’re thus allowing s(·), and indeed any activation function
g(·), to apply to a vector element-wise, so g[z1,z2,z3] = [g(z1),g(z2),g(z3)].

Let’s introduce some constants to represent the dimensionalities of these vectors
and matrices. We’ll refer to the input layer as layer 0 of the network, and have n0
represent the number of inputs, so x is a vector of real numbers of dimension n0,
or more formally x 2 Rn0 , a column vector of dimensionality [n0,1]. Let’s call the
hidden layer layer 1 and the output layer layer 2. The hidden layer has dimensional-
ity n1, so h 2 Rn1 and also b 2 Rn1 (since each hidden unit can take a different bias
value). And the weight matrix W has dimensionality W 2 Rn1⇥n0 , i.e. [n1,n0].

Take a moment to convince yourself that the matrix multiplication in Eq. 7.8 will
compute the value of each h j as s

�Pn0
i=1 Wjixi +b j

�
.

As we saw in Section 7.2, the resulting value h (for hidden but also for hypoth-
esis) forms a representation of the input. The role of the output layer is to take
this new representation h and compute a final output. This output could be a real-
valued number, but in many cases the goal of the network is to make some sort of
classification decision, and so we will focus on the case of classification.

If we are doing a binary task like sentiment classification, we might have a single
output node, and its value y is the probability of positive versus negative sentiment.



Binary Logistic Regression as a 1-layer Network
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Multinomial Logistic Regression as a 1-layer Network
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Reminder: softmax: a generalization of sigmoid

For a vector z of dimensionality k, the softmax is:

Example:
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distributed according to a Gaussian distribution with mean µ = 0. In a Gaussian
or normal distribution, the further away a value is from the mean, the lower its
probability (scaled by the variance s ). By using a Gaussian prior on the weights, we
are saying that weights prefer to have the value 0. A Gaussian for a weight q j is

1q
2ps2

j

exp

 
�
(q j �µ j)2

2s2
j

!
(5.27)

If we multiply each weight by a Gaussian prior on the weight, we are thus maximiz-
ing the following constraint:

q̂ = argmax
q

MY

i=1

P(y(i)|x(i))⇥
nY

j=1

1q
2ps2

j

exp

 
�
(q j �µ j)2

2s2
j

!
(5.28)

which in log space, with µ = 0, and assuming 2s2 = 1, corresponds to

q̂ = argmax
q

mX

i=1

logP(y(i)|x(i))�a
nX

j=1

q 2
j (5.29)

which is in the same form as Eq. 5.24.

5.6 Multinomial logistic regression

Sometimes we need more than two classes. Perhaps we might want to do 3-way
sentiment classification (positive, negative, or neutral). Or we could be assigning
some of the labels we will introduce in Chapter 8, like the part of speech of a word
(choosing from 10, 30, or even 50 different parts of speech), or the named entity
type of a phrase (choosing from tags like person, location, organization).

In such cases we use multinomial logistic regression, also called softmax re-
multinomial

logistic
regression gression (or, historically, the maxent classifier). In multinomial logistic regression

the target y is a variable that ranges over more than two classes; we want to know
the probability of y being in each potential class c 2C, p(y = c|x).

The multinomial logistic classifier uses a generalization of the sigmoid, called
the softmax function, to compute the probability p(y = c|x). The softmax functionsoftmax
takes a vector z = [z1,z2, ...,zk] of k arbitrary values and maps them to a probability
distribution, with each value in the range (0,1), and all the values summing to 1.
Like the sigmoid, it is an exponential function.

For a vector z of dimensionality k, the softmax is defined as:

softmax(zi) =
exp(zi)Pk
j=1 exp(z j)

1  i  k (5.30)

The softmax of an input vector z = [z1,z2, ...,zk] is thus a vector itself:

softmax(z) =

"
exp(z1)Pk
i=1 exp(zi)

,
exp(z2)Pk
i=1 exp(zi)

, ...,
exp(zk)Pk
i=1 exp(zi)

#
(5.31)
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The denominator
! k

i= 1exp(zi) is used to normalize all the values into probabil-
ities. Thus for example given a vector:

z= [ 0.6,1.1, ! 1.5,1.2,3.2, ! 1.1]

the resulting (rounded) softmax(z) is

[0.055,0.090,0.006,0.099,0.74,0.010]

Again like the sigmoid, the input to the softmax will be the dot product between
a weight vectorw and an input vectorx (plus a bias). But now weÕll need separate
weight vectors (and bias) for each of theK classes.

p(y = c|x) =
exp(wc áx+ bc)

k"

j= 1

exp(wj áx+ bj )

(5.32)

Like the sigmoid, the softmax has the property of squashing values toward 0 or 1.
Thus if one of the inputs is larger than the others, it will tend to push its probability
toward 1, and suppress the probabilities of the smaller inputs.

5.6.1 Features in Multinomial Logistic Regression

Features in multinomial logistic regression function similarly to binary logistic re-
gression, with one difference that weÕll need separate weight vectors (and biases) for
each of theK classes. Recall our binary exclamation point featurex5 from page4:

x5 =
#

1 if Ò!Ó" doc
0 otherwise

In binary classiÞcation a positive weightw5 on a feature inßuences the classiÞer
towardy = 1 (positive sentiment) and a negative weight inßuences it towardy = 0
(negative sentiment) with the absolute value indicating how important the feature
is. For multinominal logistic regression, by contrast, with separate weights for each
class, a feature can be evidence for or against each individual class.

In 3-way multiclass sentiment classiÞcation, for example, we must assign each
document one of the 3 classes+ , ! , or 0 (neutral). Now a feature related to excla-
mation marks might have a negative weight for 0 documents, and a positive weight
for + or ! documents:

Feature DeÞnition w5,+ w5,! w5,0

f5(x)
#

1 if Ò!Ó" doc
0 otherwise

3.5 3.1 ! 5.3

5.6.2 Learning in Multinomial Logistic Regression

The loss function for multinomial logistic regression generalizes the loss function
for binary logistic regression from 2 toK classes. Recall that that the cross-entropy
loss for binary logistic regression (repeated from Eq.5.11) is:

LCE( öy,y) = ! logp(y|x) = ! [ylog öy+ ( 1! y) log(1! öy)] (5.33)
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5.6 Multinomial logistic regression
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Two-Layer Network with scalar output
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Two-Layer Network with softmax output
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Multi-layer Notation
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Multi Layer Notation
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Replacing the bias unit

Let's switch to a notation without the bias unit
Just a notational change
1. Add a dummy node a! =1 to each layer
2. Its weight w!  will be the bias
3. So input layer a"!#

! =1, 
◦ And a#"$

%=1 , a#&$
%=1,…



Replacing the bias unit

Instead of:     We'll do this:
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(Þrst) hidden layer, andb[1] will mean the bias vector for the (Þrst) hidden layer.nj
will mean the number of units at layer j. WeÕll useg(á) to stand for the activation
function, which will tend to be ReLU or tanh for intermediate layers and softmax
for output layers. WeÕll usea[i] to mean the output from layeri, andz[i] to mean the
combination of weights and biasesW[i]a[i! 1] + b[i]. The 0th layer is for inputs, so the
inputsx weÕll refer to more generally asa[0].

Thus we can re-represent our 2-layer net from Eq.7.10as follows:

z[1] = W[1]a[0] + b[1]

a[1] = g[1](z[1])

z[2] = W[2]a[1] + b[2]

a[2] = g[2](z[2])

öy = a[2] (7.11)

Note that with this notation, the equations for the computation done at each layer are
the same. The algorithm for computing the forward step in an n-layer feedforward
network, given the input vectora[0] is thus simply:

for i in 1..n
z[i] = W[i] a[i! 1] + b[i]

a[i] = g[i](z[i])
öy = a[n]

The activation functionsg(á) are generally different at the Þnal layer. Thusg[2]

might be softmax for multinomial classiÞcation or sigmoid for binary classiÞcation,
while ReLU or tanh might be the activation functiong(á) at the internal layers.

Replacing the bias unit In describing networks, we will often use a slightly sim-
pliÞed notation that represents exactly the same function without referring to an ex-
plicit bias nodeb. Instead, we add a dummy nodea0 to each layer whose value will
always be 1. Thus layer 0, the input layer, will have a dummy nodea[0]

0 = 1, layer 1

will have a[1]
0 = 1, and so on. This dummy node still has an associated weight, and

that weight represents the bias valueb. For example instead of an equation like
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weÕll use:

h = ! (Wx) (7.13)
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! n0"

i= 1

Wji xi + bj

#

, (7.14)

weÕll instead use:

!

! n0"

i= 0

Wji xi

#

, (7.15)
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Use cases for feedforward networks

Let's consider 2 (simplified) sample tasks:
1. Text classification
2. Language modeling

State of the art systems use more powerful neural 
classifiers like BERT/MLM classifiers, but simple models 
will introduce some important ideas
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Classification: Sentiment Analysis

We could do exactly what we did with logistic 
regression
Input layer are binary features as before
Output layer is 0 or 1 U

W

! !! "

σ



Sentiment Features
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nearly linear around 0 but has a sharp slope toward the ends, it tends to squash outlier
values toward 0 or 1. And itÕs differentiable, which as weÕll see in Section5.8 will
be handy for learning.

WeÕre almost there. If we apply the sigmoid to the sum of the weighted features,
we get a number between 0 and 1. To make it a probability, we just need to make
sure that the two cases,p(y = 1) andp(y = 0), sum to 1. We can do this as follows:

P(y = 1) = ! (wáx+ b)

=
1

1+ e! (wáx+ b)

P(y = 0) = 1! ! (wáx+ b)

= 1!
1

1+ e! (wáx+ b)

=
e! (wáx+ b)

1+ e! (wáx+ b)
(5.5)

Now we have an algorithm that given an instancex computes the probabilityP(y =
1|x). How do we make a decision? For a test instancex, we say yes if the probability
P(y = 1|x) is more than .5, and no otherwise. We call .5 thedecision boundary:decision

boundary

öy =
!

1 if P(y = 1|x) > 0.5
0 otherwise

5.1.1 Example: sentiment classiÞcation

LetÕs have an example. Suppose we are doing binary sentiment classiÞcation on
movie review text, and we would like to know whether to assign the sentiment class
+ or ! to a review documentdoc. WeÕll represent each input observation by the 6
featuresx1...x6 of the input shown in the following table; Fig.5.2shows the features
in a sample mini test document.

Var DeÞnition Value in Fig.5.2
x1 count(positive lexicon)" doc) 3
x2 count(negative lexicon)" doc) 2

x3

!
1 if ÒnoÓ" doc
0 otherwise

1

x4 count(1st and 2nd pronouns" doc) 3

x5

!
1 if Ò!Ó" doc
0 otherwise

0

x6 log(word count of doc) ln(66) = 4.19

LetÕs assume for the moment that weÕve already learned a real-valued weight for
each of these features, and that the 6 weights corresponding to the 6 features are
[2.5, ! 5.0, ! 1.2,0.5,2.0,0.7], while b = 0.1. (WeÕll discuss in the next section how
the weights are learned.) The weightw1, for example indicates how important a
feature the number of positive lexicon words (great, nice, enjoyable, etc.) is to
a positive sentiment decision, whilew2 tells us the importance of negative lexicon
words. Note thatw1 = 2.5 is positive, whilew2 = ! 5.0, meaning that negative words
are negatively associated with a positive sentiment decision, and are about twice as
important as positive words.



Feedforward nets for simple classification

Just adding a hidden layer to logistic regression
• allows the network to use non-linear interactions between features 
• which may (or may not) improve performance.
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Reminder: Multiclass Outputs

What if you have more than two output classes?
◦ Add more output units (one for each class)
◦ And use a “softmax layer”
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The output layer

ŷ could have two nodes (one each for positive and 
negative), or 3 nodes (positive, negative, neutral).
• ŷ$ estimated probability of positive sentiment
• ŷ%&probability of negative 
• ŷ'  probability of neutral 



Equations for NN classification with hand features
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of Chapter 10. Nonetheless seeing a feedforward network text classiÞer will let us
introduce key ideas that will play a role throughout the rest of the book, includ-
ing the ideas of theembedding matrix, representationpooling, andrepresentation
learning.

But before introducing any of these ideas, letÕs start with a classiÞer by making
only minimal change from the sentiment classiÞers we saw in Chapter 4. Like them,
weÕll take hand-built features, pass them through a classiÞer, and produce a class
probability. The only difference is that weÕll use a neural network instead of logistic
regression as the classiÞer.

6.4.1 Neural net classiÞers with hand-built features

LetÕs begin with a simple 2-layer sentiment classiÞer by taking our logistic regres-
sion classiÞer from Chapter 4, which corresponds to a 1-layer network, and just
adding a hidden layer. The input elementxi can be scalar features like those in
Fig. ??, e.g.,x1 = count(words! doc), x2 = count(positive lexicon words! doc),
x3 = 1 if ÒnoÓ! doc, and so on, for a total ofd features. And the output layer
öy could have two nodes (one each for positive and negative), or 3 nodes (positive,
negative, neutral), in which caseöy1 would be the estimated probability of positive
sentiment,öy2 the probability of negative andöy3 the probability of neutral. The re-
sulting equations would be just what we saw above for a 2-layer network (as always,
weÕll continue to use the! to stand for any non-linearity, whether sigmoid, ReLU
or other).

x = [ x1,x2, ...xd] (eachxi is a hand-designed feature)

h = ! (Wx + b)

z = Uh

öy = softmax(z) (6.19)

Fig. 6.10shows a sketch of this architecture. As we mentioned earlier, adding this
hidden layer to our logistic regression classiÞer allows the network to represent the
non-linear interactions between features. This alone might give us a better sentiment
classiÞer.
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Figure 6.10 Feedforward network sentiment analysis using traditional hand-built features
of the input text.
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Vectoring for parallelizing inference

We would like to efficiently classify the whole test 
set of m observations.
So we vectorize: pack all the input features into X
• Each row x()* of X is a row vector with all the 

features for example x()*

• Feature dimensionality is d, X is [m x d]



Slight changes to equations 

Each input is now a row vector
• !  is of shape [!  x " ]
• "  is of shape [" !  x " ]
• We'll need to do some reordering and transposing
• Bias vector # that used to be [1 x " ! ] is now [!  x " ! ]
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6.4.2 Vectorizing for parallelizing inference

While Eq. 6.19 shows how to classify a single examplex, in practice we want to
efÞciently classify an entire test set ofm examples. We do this by vectorizing the
process, just as we saw with logistic regression; instead of using for-loops to go
through each example, weÕll use matrix multiplication to do the entire computation
of an entire test set at once. First, we pack all the input feature vectors for each input
x into a single input matrixX, with each rowi a row vector consisting of the features
for input examplex(i) (i.e., the vectorx(i) ). If the dimensionality of our input feature
vector isd, X will be a matrix of shape[m! d].

Because we are now modeling each input as a row vector rather than a column
vector, we also need to slightly modify Eq.6.19. X is of shape[m! d] andW is of
shape[dh ! d], so weÕll reorder how we multiplyX andW and transposeW so they
correctly multiply to yield a matrixH of shape[m! dh]. 1

The bias vectorb from Eq.6.19of shape[1! dh] will now have to be replicated
into a matrix of shape[m! dh]. WeÕll need to similarly reorder the next step and
transposeU. Finally, our output matrixöY will be of shape[m! 3] (or more gen-
erally [m! do], wheredo is the number of output classes), with each rowi of our
output matrixöY consisting of the output vectoröy(i) .Ô Here are the Þnal equations for
computing the output class distribution for an entire test set:

H = ! (XW ! + b)

Z = HU!

öY = softmax(Z) (6.20)

In this book, weÕll sometimes see orderings likeWX + b and sometimesXW + b.
ThatÕs why itÕs always important to be very aware of the shapes of your weight
matrices participating in any given equation.

6.5 Embeddings as the input to neural net classiÞers

While hand-built features are a traditional way to design classiÞers, most applica-
tions of neural networks for NLP donÕt use hand-built human-engineered features as
inputs. Instead, we draw on deep learningÕs ability to learn features from the data by
representing tokens as embeddings. For this section weÕll represent each token by
its static word2vec or GloVe embeddings that we saw how to compute in Chapter 5.
By static embedding, we mean that each token is represented by a Þxed vector that
we train once, and then just put into a big dictionary. When we want to refer to that
token, we grab its embedding out of the dictionary.

However when we apply neural models to the task of language modeling (as
weÕll see in Chapter 8) the situation is more complex, and weÕll use a more power-
ful kind of embedding called acontextual embedding. Contextual embeddings are
different for each time a word occurs in a different context. Furthermore, weÕll have
the network learn these embeddings as part of the task of word prediction.

So letÕs explore the text classiÞcation domain above, but using static embeddings
as features instead of the hand-designed features. LetÕs focus on the inference stage,

1 Note that we could have kept the original order of our products if we had instead made our input
matrixX represent each input as a column vector instead of a row vector, making it of shape[d ! m]. But
representing inputs as row vectors is convenient and common in neural network models.
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Even better: representation learning

The real power of deep learning comes 
from the  ability to learn features from 
the data
Instead of using hand-built human-
engineered features for classification
Use learned representations like 
embeddings!
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Embedding matrix E

• An embedding is a vector of dimension [1 x d] 
that represents the input token. 

• An embedding matrix E is a dictionary, one row 
per token of vocab V

• E has shape [|V| × d]
• Embedding matrices are central to NLP; they 

represent input text in LLMs and all NLP tools



Text classification from embeddings

• Given tokenized input: dessert was great 
• Select the embedding vectors from E:

1. Convert BPE tokens into vocabulary indices 
! $%&%'()%*+,-)%,,./%

2. Use indexing to select the corresponding rows from $ 
! 01$%()%01$%-222)%01$%324(,



E

|V|

d

1
|V| d

=!
33

0 0 1 0 0 0 0 É 0 0 0 0 1

Another way to think of indexing from E

• Treat each input word as one-hot vector
• If dessert  is index 3:

• Multiply it by E to select out the embedding for 
dessert
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in which we have already learned embeddings for all the input tokens. An embed-
ding is a vector of dimensiond that represents the input token. The dictionary of
static embeddings in which we store these embeddings is theembedding matrixembedding

matrix
E. Each row of the embedding matrix represents each token of the vocabularyV
as a (row) vector of dimensionalityd. SinceE has a row for each of the|V| to-
kens in the vocabulary,E has shape[|V| ! d]. This embedding matrixE plays a role
whenever we are using embeddings as input to neural NLP systems, including in the
transformer-based large language models we will introduce over the next chapters.

Given an input token string likedessert was great we Þrst convert the tokens
into vocabulary indices (these were created when we Þrst tokenized the input using
BPE or SentencePiece). So the representation ofdessert was great might be
w = [ 3,9824,226]. Next we use indexing to select the corresponding rows fromE
(row 3, row 4000, row 10532).

Another way to think about selecting token embeddings from the embedding
matrix is to represent input tokens as one-hot vectors of shape[1! |V|], i.e., with
one dimension for each word in the vocabulary. Recall that in aone-hot vectorallone-hot vector

the elements are 0 except one, the element whose dimension is the wordÕs index
in the vocabulary, which has value 1. So if the word ÒdessertÓ has index 3 in the
vocabulary,x3 = 1, andxi = 0 " i #= 3, as shown here:

[0 0 1 0 0 0 0 ... 0 0 0 0]
1 2 3 4 5 6 7 ... ... |V|

Multiplying by a one-hot vector that has only one non-zero elementxi = 1 simply
selects out the relevant row vector for wordi, resulting in the embedding for wordi,
as depicted in Fig.6.11.

E

|V|

d

1
|V| d

=!
33

0 0 1 0 0 0 0 É 0 0 0 0 1

Figure 6.11 Selecting the embedding vector for wordV3 by multiplying the embedding
matrix E with a one-hot vector with a 1 in index 3.

We can extend this idea to represent the entire input token sequence as a matrix
of one-hot vectors, one for each of theN input positions as shown in Fig.6.12.

E

|V|

d
d

N
=!

|V|

N

0 0 0 0 0 0 0 É 0 0 1 0 
0 0 1 0 0 0 0 É 0 0 0 0 

1 0 0 0 0 0 0 É 0 0 0 0 

0 0 0 0 1 0 0 É 0 0 0 0 

É

Figure 6.12 Selecting the embedding matrix for the input sequence of token idsW by mul-
tiplying a one-hot matrix corresponding toW by the embedding matrixE.

We now need to classify this input ofN [1! d] embeddings, representing a win-
dow ofN tokens, into a single class (like positive or negative).

There are two common ways to to pass embeddings to a classiÞer:concate-
nation andpooling. First, we can take this input of shape[N ! d] and reshape it



Collecting embeddings from E for !  words

E
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d
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É

Given window of N tokens, represented by N [1 × d] 
embeddings
Need to return a single class (e.g., pos or neg)



Text comes in different lengths
Given window of N tokens, represented by N [1 × d] 
embeddings, return a single class (e.g., pos or neg)
1. Concatenate all the inputs into one long vector of 

shape [1×dN], i.e. !"#$%&!'&()"*%+&,&-.&(-"*)'%&/)0!)1&
• If shorter then pad with zero embeddings
• Truncate if you get longer reviews at test time

2. Pool the inputs into a single short [1 × d] vector. A 
single "sentence embedding" (the same 
dimensionality as a word) to represent all the 
words. Less info, but very efficient and fast. 



Pooling

Intuition: exact position not so important for sentiment.
We'll just do some sort of averaging of all the vectors.
Mean pooling:
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by concatenatingall the input vectors into one very long vector of shape[1! dN].
Then we pass this input to our classiÞer and let it make its decision. This gives
us lots of information, at the cost of using a pretty large network. Second, we can
pool the N embeddings into a single embedding and then pass that single pooledpool

embedding to the classiÞer. Pooling gives us less information than would have been
present in all the original embeddings, but has the advantage of being small and ef-
Þcient and is especially useful in tasks for which we donÕt care as much about the
original word order. LetÕs give an example of each: pooling for the sentiment task,
and concatenation for the language modeling task.

Pooling input embeddings for sentiment So letÕs begin with seeing how pooling
can work for the sentiment classiÞcation task. The intuition of pooling is that for
sentiment, the exact position of the input (is some word likegreat the Þrst word?
the second word?) is less important than the identity of the word itself.

A pooling function is a way to turn a set of embeddings into a single embedding.
For example, for a text withN input words/tokensw1, ...,wN, we want to turn

the N row embeddingse(w1), ...,e(wN) (each of dimensionalityd) into a single
embedding also of dimensionalityd.

There are various ways to pool. The simplest ismean-pooling: taking the meanmean-pooling

by summing the embeddings and then dividing byN:

xmean=
1
N

N!

i= 1

e(wi) (6.21)

Here are the equations for this classiÞer assuming mean pooling:

x = mean(e(w1),e(w2), . . . ,e(wn))

h = ! (xW + b)

z = hU

öy = softmax(z) (6.22)

The architecture is sketched in Fig.6.13, where we also give the shapes for all the
relevant matrices.

There are many other options for pooling, likemax-pooling, in which case formax-pooling

each dimension we take the element-wise max over all the inputs. The element-wise
max of a set ofN vectors is a new vector whosekth element is the max of thekth
elements of all theN vectors.

Concatenating input embeddings for language modeling For sentiment analy-
sis we saw how to generate an output vector with probabilities over three classes:
positive, negative, or neutral, given as input a window ofN input tokens, by Þrst
pooling those token embeddings into a single embedding vector.

Now letÕs considerlanguage modeling: predicting upcoming words from prior
words. In this task we are given the same window ofN input tokens, but our task
now is to predict the next token that should follow the window. WeÕll sketch a
simple feedforward neural language model, drawing on an algorithm Þrst introduced
by Bengio et al.(2003). The feedforward language model introduces many of the
important concepts of large language modeling that we will return to in Chapter 7
and Chapter 8.

Neural language models have many advantages over the n-gram language mod-
els of Chapter 3. Neural language models can handle much longer histories, can
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Neural Language Models (LMs)

Language Modeling: Calculating the probability of the 
next word in a sequence given some history. 
• We've seen N-gram based LMs
• But neural network LMs far outperform n-gram 

language models
State-of-the-art neural LMs are based on more 
powerful neural network technology like Transformers
But simple feedforward LMs introduce many of the 
important concepts
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Simple feedforward Neural Language Models

Task: predict next word ! !"

    given prior words ! !"##"!!"$#"!!"%, …
Problem: Now we’re dealing with sequences of 
arbitrary length.
Solution: Sliding windows (of fixed length)
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Figure 6.13 Feedforward network sentiment analysis using a pooled embedding of the input words. At each
timestep the network computes ad-dimensional embedding for each context word (by multiplying a one-hot
vector by the embedding matrixE), and pools the resultingN embeddings to get a single embedding that
represents the context window as the layere.

generalize better over contexts of similar words, and are far more accurate at word-
prediction. On the other hand, neural net language models are slower, more com-
plex, need vast amounts of energy to train, and are less interpretable than n-gram
models, so for some smaller tasks an n-gram language model is still the right tool.

A feedforward neural language model is a feedforward network that takes as
input at timet a representation of some number of previous words (wt! 1,wt! 2, etc.)
and outputs a probability distribution over possible next words. ThusÑlike the n-
gram LMÑthe feedforward neural LM approximates the probability of a word given
the entire prior contextP(wt |w1:t! 1) by approximating based on theN ! 1 previous
words:

P(wt |w1, . . . ,wt! 1) " P(wt |wt! N+ 1, . . . ,wt! 1) (6.23)

In the following examples weÕll use a 4-gram example, so weÕll show a neural net to
estimate the probabilityP(wt = i|wt! 3,wt! 2,wt! 1).

Neural language models represent words in this prior context by theirembed-
dings, rather than just by their word identity as used in n-gram language models.
Using embeddings allows neural language models to generalize better to unseen
data. For example, suppose weÕve seen this sentence in training:

I have to make sure that the cat gets fed.
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Feedforward language model equations

So ŷ+%&is the probability of the next word w, being 
V+% = fish
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size of 3, given one-hot input vectors for each input context word, are:

e = [ Ext ! 3;Ext ! 2;Ext ! 1]

h = ! (We + b)

z = Uh

öy = softmax(z) (6.24)

Note that we we use semicolons to mean concatenation of vectors, so we form the
embedding layere by concatenating the 3 embeddings for the three context vectors.

WeÕll return to this idea of using neural networks to do language modeling in
Chapter 7 and Chapter 8 when we introduce transformer language models.

6.6 Training Neural Nets

A feedforward neural net is an instance of supervised machine learning in which we
know the correct outputy for each observationx. What the system produces, via
Eq.6.13, is öy, the systemÕs estimate of the truey. The goal of the training procedure
is to learn parametersW[i] andb[i] for each layeri that make öy for each training
observation as close as possible to the truey.

In general, we do all this by drawing on the methods we introduced in Chapter 4
for logistic regression, so the reader should be comfortable with that chapter before
proceeding. WeÕll explore the algorithm on simple generic networks rather than
networks designed for sentiment or language modeling.

First, weÕll need aloss function that models the distance between the system
output and the gold output, and itÕs common to use the loss function used for logistic
regression, thecross-entropy loss.

Second, to Þnd the parameters that minimize this loss function, weÕll use the
gradient descentoptimization algorithm introduced in Chapter 4.

Third, gradient descent requires knowing thegradient of the loss function, the
vector that contains the partial derivative of the loss function with respect to each
of the parameters. In logistic regression, for each observation we could directly
compute the derivative of the loss function with respect to an individualw or b. But
for neural networks, with millions of parameters in many layers, itÕs much harder to
see how to compute the partial derivative of some weight in layer 1 when the loss
is attached to some much later layer. How do we partial out the loss over all those
intermediate layers? The answer is the algorithm callederror backpropagation or
backward differentiation .

6.6.1 Loss function

Thecross-entropy lossthat is used in neural networks is the same one we saw forcross-entropy
loss

logistic regression. If the neural network is being used as a binary classiÞer, with
the sigmoid at the Þnal layer, the loss function is the same logistic regression loss
we saw in Eq.??:

LCE( öy,y) = ! logp(y|x) = ! [ylog öy+ ( 1! y) log(1! öy)] (6.25)

If we are using the network to classify into 3 or more classes, the loss function is
exactly the same as the loss for multinomial regression that we saw in Chapter 4 on



Why Neural LMs work better than N-gram LMs

Training data:
We've seen:  I have to make sure that the cat gets fed. 
Never seen:   dog gets fed
Test data:
I forgot to make sure that the dog gets ___
N-gram LM can't predict "fed"!
Neural LM can use similarity of "cat" and "dog" 
embeddings to generalize and predict “fed” after dog
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Intuition: training a 2-layer Network
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Intuition: Training a 2-layer network

For every training tuple ! " #$%
◦ Run forward computation to find our estimate 3𝑦
◦ Run backward computation to update weights: 
! "#$%&'&$(%#)*+)*%,#-&
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Reminder: Loss Function for binary logistic regression

A measure for how far off the current answer is to 
the right answer
Cross entropy loss for logistic regression:

74
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thecross-entropy loss.
The second thing we need is an optimization algorithm for iteratively updating

the weights so as to minimize this loss function. The standard algorithm for this is
gradient descent; weÕll introduce thestochastic gradient descentalgorithm in the
following section.

5.3 The cross-entropy loss function

We need a loss function that expresses, for an observationx, how close the classiÞer
output (öy = ! (wáx+ b)) is to the correct output (y, which is 0 or 1). WeÕll call this:

L( öy,y) = How much öy differs from the truey (5.8)

We do this via a loss function that prefers the correct class labels of the train-
ing examples to bemore likely. This is calledconditional maximum likelihood
estimation: we choose the parametersw,b that maximize the log probability of
the true y labels in the training data given the observationsx. The resulting loss
function is the negative log likelihood loss, generally called thecross-entropy loss.cross-entropy

loss
LetÕs derive this loss function, applied to a single observationx. WeÕd like to

learn weights that maximize the probability of the correct labelp(y|x). Since there
are only two discrete outcomes (1 or 0), this is a Bernoulli distribution, and we can
express the probabilityp(y|x) that our classiÞer produces for one observation as
the following (keeping in mind that if y=1, Eq.5.9 simpliÞes to öy; if y=0, Eq. 5.9
simpliÞes to 1! öy):

p(y|x) = öyy (1! öy)1! y (5.9)

Now we take the log of both sides. This will turn out to be handy mathematically,
and doesnÕt hurt us; whatever values maximize a probability will also maximize the
log of the probability:

logp(y|x) = log
!
öyy (1! öy)1! y"

= ylog öy+ ( 1! y) log(1! öy) (5.10)

Eq. 5.10describes a log likelihood that should be maximized. In order to turn this
into loss function (something that we need to minimize), weÕll just ßip the sign on
Eq.5.10. The result is the cross-entropy lossLCE:

LCE( öy,y) = ! logp(y|x) = ! [ylog öy+ ( 1! y) log(1! öy)] (5.11)

Finally, we can plug in the deÞnition of öy = ! (wáx+ b):

LCE( öy,y) = ! [ylog! (wáx+ b)+ ( 1! y) log(1! ! (wáx+ b))] (5.12)

LetÕs see if this loss function does the right thing for our example from Fig.5.2. We
want the loss to be smaller if the modelÕs estimate is close to correct, and bigger if
the model is confused. So Þrst letÕs suppose the correct gold label for the sentiment
example in Fig.5.2is positive, i.e.,y = 1. In this case our model is doing well, since
from Eq.5.7 it indeed gave the example a higher probability of being positive (.69)
than negative (.31). If we plug! (wáx+ b) = .69 andy = 1 into Eq.5.12, the right

5.3 ¥ THE CROSS-ENTROPY LOSS FUNCTION 7

thecross-entropy loss.
The second thing we need is an optimization algorithm for iteratively updating

the weights so as to minimize this loss function. The standard algorithm for this is
gradient descent; weÕll introduce thestochastic gradient descentalgorithm in the
following section.

5.3 The cross-entropy loss function

We need a loss function that expresses, for an observationx, how close the classiÞer
output (öy = ! (wáx+ b)) is to the correct output (y, which is 0 or 1). WeÕll call this:

L( öy,y) = How much öy differs from the truey (5.8)

We do this via a loss function that prefers the correct class labels of the train-
ing examples to bemore likely. This is calledconditional maximum likelihood
estimation: we choose the parametersw,b that maximize the log probability of
the true y labels in the training data given the observationsx. The resulting loss
function is the negative log likelihood loss, generally called thecross-entropy loss.cross-entropy

loss
LetÕs derive this loss function, applied to a single observationx. WeÕd like to

learn weights that maximize the probability of the correct labelp(y|x). Since there
are only two discrete outcomes (1 or 0), this is a Bernoulli distribution, and we can
express the probabilityp(y|x) that our classiÞer produces for one observation as
the following (keeping in mind that if y=1, Eq.5.9 simpliÞes to öy; if y=0, Eq. 5.9
simpliÞes to 1! öy):

p(y|x) = öyy (1! öy)1! y (5.9)

Now we take the log of both sides. This will turn out to be handy mathematically,
and doesnÕt hurt us; whatever values maximize a probability will also maximize the
log of the probability:

logp(y|x) = log
!
öyy (1! öy)1! y"

= ylog öy+ ( 1! y) log(1! öy) (5.10)

Eq. 5.10describes a log likelihood that should be maximized. In order to turn this
into loss function (something that we need to minimize), weÕll just ßip the sign on
Eq.5.10. The result is the cross-entropy lossLCE:

LCE( öy,y) = ! logp(y|x) = ! [ylog öy+ ( 1! y) log(1! öy)] (5.11)

Finally, we can plug in the deÞnition of öy = ! (wáx+ b):

LCE( öy,y) = ! [ylog! (wáx+ b)+ ( 1! y) log(1! ! (wáx+ b))] (5.12)

LetÕs see if this loss function does the right thing for our example from Fig.5.2. We
want the loss to be smaller if the modelÕs estimate is close to correct, and bigger if
the model is confused. So Þrst letÕs suppose the correct gold label for the sentiment
example in Fig.5.2is positive, i.e.,y = 1. In this case our model is doing well, since
from Eq.5.7 it indeed gave the example a higher probability of being positive (.69)
than negative (.31). If we plug! (wáx+ b) = .69 andy = 1 into Eq.5.12, the right



Reminder: gradient descent for weight updates

Use the derivative of the loss function with respect to 
weights !

!"
&! ' " () #$% 

To tell us how to adjust weights for each training item 
◦ Move them in the opposite direction of the gradient

◦ For logistic regression
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example):

wt+ 1 = wt ! !
d

dw
L( f (x;w),y) (5.14)

Now letÕs extend the intuition from a function of one scalar variablew to many
variables, because we donÕt just want to move left or right, we want to know where
in the N-dimensional space (of theN parameters that make up" ) we should move.
The gradient is just such a vector; it expresses the directional components of the
sharpest slope along each of thoseN dimensions. If weÕre just imagining two weight
dimensions (say for one weightw and one biasb), the gradient might be a vector with
two orthogonal components, each of which tells us how much the ground slopes in
thew dimension and in theb dimension. Fig.5.4shows a visualization of the value
of a 2-dimensional gradient vector taken at the red point.

Cost(w,b)

w
b

Figure 5.4 Visualization of the gradient vector at the red point in two dimensionsw andb,
showing the gradient as a red arrow in the x-y plane.

In an actual logistic regression, the parameter vectorw is much longer than 1 or
2, since the input feature vectorx can be quite long, and we need a weightwi for
eachxi. For each dimension/variablewi in w (plus the biasb), the gradient will have
a component that tells us the slope with respect to that variable. Essentially weÕre
asking: ÒHow much would a small change in that variablewi inßuence the total loss
functionL?Ó

In each dimensionwi, we express the slope as a partial derivative#
#wi

of the loss
function. The gradient is then deÞned as a vector of these partials. WeÕll represent öy
as f (x; " ) to make the dependence on" more obvious:

! " L( f (x; " ),y)) =

!

"
"
"
"
#

#
#w1

L( f (x; " ),y)
#

#w2
L( f (x; " ),y)

...
#

#wn
L( f (x; " ),y)

$

%
%
%
%
&

(5.15)

The Þnal equation for updating" based on the gradient is thus

" t+ 1 = " t ! ! ! L( f (x; " ),y) (5.16)
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5.4.1 The Gradient for Logistic Regression

In order to update! , we need a deÞnition for the gradient! L( f (x; ! ),y). Recall that
for logistic regression, the cross-entropy loss function is:

LCE( öy,y) = ! [ylog" (wáx+ b)+ ( 1! y) log(1! " (wáx+ b))] (5.17)

It turns out that the derivative of this function for one observation vectorx is
Eq.5.18(the interested reader can see Section5.8for the derivation of this equation):

#LCE( öy,y)
#wj

= [ " (wáx+ b) ! y]xj (5.18)

Note in Eq.5.18that the gradient with respect to a single weightwj represents a
very intuitive value: the difference between the truey and our estimated öy = " (wá
x+ b) for that observation, multiplied by the corresponding input valuexj .

5.4.2 The Stochastic Gradient Descent Algorithm

Stochastic gradient descent is an online algorithm that minimizes the loss function
by computing its gradient after each training example, and nudging! in the right
direction (the opposite direction of the gradient). Fig.5.5shows the algorithm.

function STOCHASTIC GRADIENT DESCENT(L() , f () , x, y) returns !
# where: L is the loss function
# f is a function parameterized by!
# x is the set of training inputsx(1) , x(2) , ..., x(m)

# y is the set of training outputs (labels)y(1) , y(2) , ..., y(m)

! " 0
repeat til done # see caption

For each training tuple(x(i) , y(i) ) (in random order)
1. Optional (for reporting): # How are we doing on this tuple?

Compute öy(i) = f (x(i) ; ! ) # What is our estimated output öy?
Compute the lossL( öy(i) ,y(i) ) # How far off is öy(i) ) from the true outputy(i)?

2. g" ! ! L( f (x(i) ; ! ),y(i) ) # How should we move! to maximize loss?
3. ! " ! ! $ g # Go the other way instead

return!

Figure 5.5 The stochastic gradient descent algorithm. Step 1 (computing the loss) is used
to report how well we are doing on the current tuple. The algorithm can terminate when it
converges (or when the gradient norm< ! ), or when progress halts (for example when the
loss starts going up on a held-out set).

The learning rate$ is ahyperparameter that must be adjusted. If itÕs too high,hyperparameter

the learner will take steps that are too large, overshooting the minimum of the loss
function. If itÕs too low, the learner will take steps that are too small, and take too
long to get to the minimum. It is common to start with a higher learning rate and then
slowly decrease it, so that it is a function of the iterationk of training; the notation
$k can be used to mean the value of the learning rate at iterationk.

WeÕll discuss hyperparameters in more detail in Chapter 7, but brießy they are
a special kind of parameter for any machine learning model. Unlike regular param-
eters of a model (weights likew andb), which are learned by the algorithm from
the training set, hyperparameters are special parameters chosen by the algorithm
designer that affect how the algorithm works.



Where did that derivative come from?

Using the chain rule!   !"$#%"&"$$%$#%%"

Intuition (see the text for details)
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e=a+d

d = 2b L=ce
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1
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d=2 L=-10
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b
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Figure 7.10 Computation graph for the functionL(a,b,c) = c(a+ 2b), with values for input
nodesa = 3, b = 1, c = ! 2, showing the forward pass computation ofL.

of f (x) is the derivative ofu(x) with respect tov(x) times the derivative ofv(x) with
respect tox:

d f
dx

=
du
dv

á
dv
dx

(7.23)

The chain rule extends to more than two functions. If computing the derivative of a
composite functionf (x) = u(v(w(x))) , the derivative off (x) is:

d f
dx

=
du
dv

á
dv
dw

á
dw
dx

(7.24)

LetÕs now compute the 3 derivatives we need. Since in the computation graph
L = ce, we can directly compute the derivative! L

! c :

! L
! c

= e (7.25)

For the other two, weÕll need to use the chain rule:

! L
! a

=
! L
! e

! e
! a

! L
! b

=
! L
! e

! e
! d

! d
! b

(7.26)

Eq. 7.26 thus requires Þve intermediate derivatives:! L
! e, ! L

! c , ! e
! a, ! e

! d , and ! d
! b ,

which are as follows (making use of the fact that the derivative of a sum is the sum
of the derivatives):

L = ce :
! L
! e

= c,
! L
! c

= e

e= a+ d :
! e
! a

= 1,
! e
! d

= 1

d = 2b :
! d
! b

= 2

In the backward pass, we compute each of these partials along each edge of the graph
from right to left, multiplying the necessary partials to result in the Þnal derivative
we need. Thus we begin by annotating the Þnal node with! L

! L = 1. Moving to the
left, we then compute! L

! c and ! L
! e, and so on, until we have annotated the graph all

the way to the input variables. The forward pass conveniently already will have
computed the values of the forward intermediate variables we need (liked ande)



How can I find that gradient for every weight in 
the network?

These derivatives on the prior slide only give the 
updates for one weight layer: the last one! 
What about deeper networks?
• Lots of layers, different activation functions?
Solution in the next lecture:
• Even more use of the chain rule!! 
• Computation graphs and backward differentiation!
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Why Computation Graphs
For training, we need the derivative of the loss with 
respect to each weight in every layer of the network 
! 2$%&%+)&(-''&!'&3-4#$%)5&-"(6&7%&%+)&0)/6&)"5&-.&%+)&

")%1-/89&

Solution: error backpropagation !"#$%&'()*+,-./*0/+,1.&&.($2+,34567,
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Computation Graphs

A computation graph represents the process of 
computing a mathematical expression
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Backwards differentiation in computation graphs

The importance of the computation graph 
comes from the backward pass
This is used to compute the derivatives that we’ll 
need for the weight update. 



Example

85

The derivative !"
!#

, tells us how much a small change in #$

affects %. 

We want:
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Or for a network with one hidden layer and softmax output, we could use the deriva-
tive of the softmax loss from Eq.??:

! LCE

! wk
= ( { y = k} ! p(y = k|x))xk

=

!

{ y = k} !
exp(wk áx+ bk)

" K
j= 1exp(wj áx+ bj )

#

xk (7.22)

But these derivatives only give correct updates for one weight layer: the last one!
For deep networks, computing the gradients for each weight is much more complex,
since we are computing the derivative with respect to weight parameters that appear
all the way back in the very early layers of the network, even though the loss is
computed only at the very end of the network.

The solution to computing this gradient is an algorithm callederror backprop-
agation or backprop (Rumelhart et al., 1986). While backprop was invented spe-error back-

propagation
cially for neural networks, it turns out to be the same as a more general procedure
called backward differentiation , which depends on the notion ofcomputation
graphs. LetÕs see how that works in the next subsection.

7.4.3 Computation Graphs

A computation graph is a representation of the process of computing a mathematical
expression, in which the computation is broken down into separate operations, each
of which is modeled as a node in a graph.

Consider computing the functionL(a,b,c) = c(a+ 2b). If we make each of the
component addition and multiplication operations explicit, and add names (d ande)
for the intermediate outputs, the resulting series of computations is:

d = 2" b

e = a+ d

L = c" e

We can now represent this as a graph, with nodes for each operation, and di-
rected edges showing the outputs from each operation as the inputs to the next, as
in Fig. 7.10. The simplest use of computation graphs is to compute the value of
the function with some given inputs. In the Þgure, weÕve assumed the inputsa = 3,
b = 1, c = ! 2, and weÕve shown the result of theforward pass to compute the re-
sult L(3,1, ! 2) = ! 10. In the forward pass of a computation graph, we apply each
operation left to right, passing the outputs of each computation as the input to the
next node.

7.4.4 Backward differentiation on computation graphs

The importance of the computation graph comes from thebackward pass, which
is used to compute the derivatives that weÕll need for the weight update. In this
example our goal is to compute the derivative of the output functionL with respect
to each of the input variables, i.e.,! L

! a , ! L
! b , and ! L

! c . The derivative! L
! a , tells us how

much a small change ina affectsL.
Backwards differentiation makes use of thechain rule in calculus. Suppose wechain rule

are computing the derivative of a composite functionf (x) = u(v(x)) . The derivative



The chain rule

Computing the derivative of a composite function:

!"$#%"&"$$%$#%%

!"$#%"&"$&%&'&#(%%"
"
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Figure 7.10 Computation graph for the functionL(a,b,c) = c(a+ 2b), with values for input
nodesa = 3, b = 1, c = ! 2, showing the forward pass computation ofL.

of f (x) is the derivative ofu(x) with respect tov(x) times the derivative ofv(x) with
respect tox:

d f
dx

=
du
dv

á
dv
dx

(7.23)

The chain rule extends to more than two functions. If computing the derivative of a
composite functionf (x) = u(v(w(x))) , the derivative off (x) is:

d f
dx

=
du
dv

á
dv
dw

á
dw
dx

(7.24)

LetÕs now compute the 3 derivatives we need. Since in the computation graph
L = ce, we can directly compute the derivative! L

! c :

! L
! c

= e (7.25)

For the other two, weÕll need to use the chain rule:

! L
! a

=
! L
! e

! e
! a

! L
! b

=
! L
! e

! e
! d

! d
! b

(7.26)

Eq. 7.26 thus requires Þve intermediate derivatives:! L
! e, ! L

! c , ! e
! a, ! e

! d , and ! d
! b ,

which are as follows (making use of the fact that the derivative of a sum is the sum
of the derivatives):

L = ce :
! L
! e

= c,
! L
! c

= e

e= a+ d :
! e
! a

= 1,
! e
! d

= 1

d = 2b :
! d
! b

= 2

In the backward pass, we compute each of these partials along each edge of the graph
from right to left, multiplying the necessary partials to result in the Þnal derivative
we need. Thus we begin by annotating the Þnal node with! L

! L = 1. Moving to the
left, we then compute! L

! c and ! L
! e, and so on, until we have annotated the graph all

the way to the input variables. The forward pass conveniently already will have
computed the values of the forward intermediate variables we need (liked ande)
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LetÕs now compute the 3 derivatives we need. Since in the computation graph
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LetÕs now compute the 3 derivatives we need. Since in the computation graph
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Backward differentiation on a two layer network
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to compute these derivatives. Fig.7.11shows the backward pass. At each node we
need to compute the local partial derivative with respect to the parent, multiply it by
the partial derivative that is being passed down from the parent, and then pass it to
the child.

e=d+a

d = 2b L=ce

a=3

b=1

e=5

d=2 L=-10

 

! L=1
! L
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! b ! L=-2

! d

a

b

c

! L=-2
! a
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! c

! L
=-2! e

! L=-2
! e

! e
=1! d

! L
=5! c

! d
=2! b

! e
=1! a

backward pass
c=-2

Figure 7.11 Computation graph for the functionL(a,b,c) = c(a+ 2b), showing the back-
ward pass computation of! L

! a , ! L
! b , and ! L

! c .

Backward differentiation for a neural network

Of course computation graphs for real neural networks are much more complex.
Fig. 7.12shows a sample computation graph for a 2-layer neural network withn0 =
2, n1 = 2, andn2 = 1, assuming binary classiÞcation and hence using a sigmoid
output unit for simplicity. The function that the computation graph is computing is:

z[1] = W[1]x+ b[1]

a[1] = ReLU(z[1])

z[2] = W[2]a[1] + b[2]

a[2] = " (z[2])

öy = a[2] (7.27)

The weights that need updating (those for which we need to know the partial
derivative of the loss function) are shown in orange. In order to do the backward
pass, weÕll need to know the derivatives of all the functions in the graph. We already
saw in Section?? the derivative of the sigmoid" :

d" (z)
dz

= " (z)(1! " (z)) (7.28)

WeÕll also need the derivatives of each of the other activation functions. The
derivative of tanh is:

dtanh(z)
dz

= 1! tanh2(z) (7.29)

The derivative of the ReLU is

dReLU(z)
dz

=
!

0 f or x < 0
1 f or x " 0

(7.30)
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Of course computation graphs for real neural networks are much more complex.
Fig. 7.12shows a sample computation graph for a 2-layer neural network withn0 =
2, n1 = 2, andn2 = 1, assuming binary classiÞcation and hence using a sigmoid
output unit for simplicity. The function that the computation graph is computing is:
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Of course computation graphs for real neural networks are much more complex.
Fig. 7.12shows a sample computation graph for a 2-layer neural network withn0 =
2, n1 = 2, andn2 = 1, assuming binary classiÞcation and hence using a sigmoid
output unit for simplicity. The function that the computation graph is computing is:

z[1] = W[1]x+ b[1]

a[1] = ReLU(z[1])

z[2] = W[2]a[1] + b[2]

a[2] = " (z[2])

öy = a[2] (7.27)

The weights that need updating (those for which we need to know the partial
derivative of the loss function) are shown in orange. In order to do the backward
pass, weÕll need to know the derivatives of all the functions in the graph. We already
saw in Section?? the derivative of the sigmoid" :
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WeÕll also need the derivatives of each of the other activation functions. The
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Summary

For training, we need the derivative of the loss with respect to 
weights in early layers of the network 
! But loss is computed only at the very end of the network! 
Solution: #%&'(%)*+*,--.)./0,%0,1/

Given a computation graph and the derivatives of all the 
functions in it we can automatically compute the derivative of 
the loss with respect to these early weights.
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