HRP 259 SAS LAB FOUR, November 12, 2008


Lab Four: PROC POWER, ANOVA, ANCOVA, and linear regression

Lab Objectives

After today’s lab you should be able to:

1. Use SAS’s PROC POWER to calculate sample size needs for a comparison of two proportions or two means.

2. Use PROC ANOVA to test for the differences in the means of 2 or more groups.

3. Understand the ANOVA table and the F-test.

4. Adjust for multiple comparisons when making pair-wise comparisons between more than 2 groups.

5. Use PROC GLM to perform ANCOVA (Analysis of Covariance) to control for confounders and generate confounder-adjusted means for each group. 

6. Use PROC REG to perform simple and multiple linear regression.

7. Understand what is meant by “dummy coding.”

8. Understand that ANOVA is just linear regression with dummy variables for the groups.

 LAB EXERCISE STEPS:

Follow along with the computer in front…

1. Goto the class website at: www.stanford.edu/~kcobb/courses/hrp259
2. Save to your desktop (or hrp259 folder): Dataset for Lab 4 

3. Name a lab4 library.

4. First, let’s learn how to use PROC POWER.  

I want to calculate the sample size needs for the example we did in class Monday. I want to be able to detect around a mean difference of 3 IQ points between male and female doctors where the std dev of IQ score is around 10. How many subjects do I need for 80% power? 
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  power  = .80 

  npergroup= .;

run;

                                       The POWER Procedure

                              Two-sample t Test for Mean Difference

                                    Fixed Scenario Elements

                               Distribution                Normal

                               Method                       Exact

                               Number of Sides                  2

                               Alpha                         0.05

                               Mean Difference                  3

                               Standard Deviation              10

                               Nominal Power                  0.8

                               Null Difference                  0

                               Group 1 Weight                   1

                               Group 2 Weight                   1

                                       Computed N Per Group

                                         Actual    N Per

                                          Power    Group

                                          0.801      176
5. This is a powerful procedure, because you can also try varying the different parameters to see how that affects sample size needs:
proc power; 

  twosamplemeans test=diff

  sides=2
  meandiff = 2 to 4 by 1
  stddev = 8 9 10 11
  alpha = .05
  power  = .80 .90
  npergroup= .;

run;

   





 Computed N Per Group

                                  Mean    Std    Nominal    Actual    N Per

                         Index    Diff    Dev      Power     Power    Group

                             1       2      8        0.8     0.801      253

                             2       2      8        0.9     0.901      338

                             3       2      9        0.8     0.800      319

                             4       2      9        0.9     0.900      427

                             5       2     10        0.8     0.801      394

                             6       2     10        0.9     0.900      527

                             7       2     11        0.8     0.800      476

                             8       2     11        0.9     0.900      637

                             9       3      8        0.8     0.801      113

                            10       3      8        0.9     0.901      151

                            11       3      9        0.8     0.802      143

                            12       3      9        0.9     0.901      191

                            13       3     10        0.8     0.801      176

                            14       3     10        0.9     0.901      235

                            15       3     11        0.8     0.802      213

                            16       3     11        0.9     0.901      284

                            17       4      8        0.8     0.801       64

                            18       4      8        0.9     0.903       86

                            19       4      9        0.8     0.803       81

                            20       4      9        0.9     0.902      108

                            21       4     10        0.8     0.804      100

                            22       4     10        0.9     0.901      133

                            23       4     11        0.8     0.801      120

                            24       4     11        0.9     0.900      160
6. For difference in proportions (or relative risks/odds ratios):

If I want 80% power to detect a 10% difference in the proportion of coffee drinkers among pancreatic cases vs. controls, where about 50% of controls drink coffee, what sample size do I need? 


proc power; 

  twosamplefreq test=pchi

  sides=2
  groupproportions  = (0.50 0.60)   

  nullproportiondiff  = 0 

  alpha = .05
  power  = .80 

  npergroup= .;

run;

                                       The POWER Procedure

                           Pearson Chi-square Test for Two Proportions

                                    Fixed Scenario Elements

                       Distribution                     Asymptotic normal

                       Method                        Normal approximation

                       Number of Sides                                  2

                       Null Proportion Difference                       0

                       Alpha                                         0.05

                       Group 1 Proportion                             0.5

                       Group 2 Proportion                             0.6

                                      Computed N Per Group

                                         Nominal    Actual    N Per

                                Index      Power     Power    Group

                                    1        0.8     0.801      388

                                    2        0.9     0.901      519
If  I’m planning to sample multiple controls per case, what sample size do I need?
proc power; 

  twosamplefreq test=pchi

  sides=2
  groupproportions  = (0.50 0.60)   

  nullproportiondiff  = 0 

  groupweights = 1| 1 2 3
  alpha = .05
  power  = .80 .90
  ntotal= .;

run;
The POWER Procedure

                           Pearson Chi-square Test for Two Proportions

                                    Fixed Scenario Elements

                       Distribution                     Asymptotic normal

                       Method                        Normal approximation

                       Number of Sides                                  2

                       Null Proportion Difference                       0

                       Alpha                                         0.05

                       Group 1 Proportion                             0.5

                       Group 2 Proportion                             0.6

                       Group 1 Weight                                   1

                                         Computed N Total

                                               Nominal    Actual        N

                           Index    Weight2      Power     Power    Total


                               1          1        0.8     0.801      776
                               2          1        0.9     0.901     1038

                               3          2        0.8     0.801      870

                               4          2        0.9     0.900     1164

                               5          3        0.8     0.800     1028

                               6          3        0.9     0.901     1380
You can also do sample size/power calculations in terms of relative risks rather than absolute proportions. For example, if 60% of cases are coffee-drinkers versus 50% of controls, that’s a relative risk of coffee drinking of 1.20. 


proc power; 

  twosamplefreq test=pchi

  sides=2
  refproportion  = 0.50 

  relativerisk = 1.1 1.2 1.3 1.4
  groupweights = 1| 1 2 3
  alpha = .05
  power  = .80 .90
  ntotal= .;

run;
                                       The POWER Procedure

                           Pearson Chi-square Test for Two Proportions

                                    Fixed Scenario Elements

                     Distribution                         Asymptotic normal

                     Method                            Normal approximation

                     Number of Sides                                      2

                     Alpha                                             0.05

                     Reference (Group 1) Proportion                     0.5

                     Group 1 Weight                                       1

                     Null Relative Risk                                   1

                                         Computed N Total

                              Relative               Nominal    Actual        N

                     Index        Risk    Weight2      Power     Power    Total

                         1         1.1          1        0.8     0.800     3130

                         2         1.1          1        0.9     0.900     4190

                         3         1.1          2        0.8     0.800     3519

                         4         1.1          2        0.9     0.900     4710

                         5         1.1          3        0.8     0.800     4168

                         6         1.1          3        0.9     0.900     5580

                         7         1.2          1        0.8     0.801      776

                         8         1.2          1        0.9     0.901     1038

                         9         1.2          2        0.8     0.801      870

                        10         1.2          2        0.9     0.900     1164

                        11         1.2          3        0.8     0.800     1028

                        12         1.2          3        0.9     0.901     1380

                        13         1.3          1        0.8     0.802      340

                        14         1.3          1        0.9     0.901      454

                        15         1.3          2        0.8     0.800      378

                        16         1.3          2        0.9     0.900      507

                        17         1.3          3        0.8     0.802      448

                        18         1.3          3        0.9     0.901      600

                        19         1.4          1        0.8     0.800      186

                        20         1.4          1        0.9     0.900      248

                        21         1.4          2        0.8     0.801      207

                        22         1.4          2        0.9     0.902      279

                        23         1.4          3        0.8     0.803      244

                        24         1.4          3        0.9     0.902      328
7. Now on to ANOVA!...Since we don’t have any variables in the dataset that are categorical with >2 categories, for the purposes of illustrating ANOVA, I’m going to create one by collapsing exercise into a categorical variable, excat (the cut-points are arbitrary—just chosen such as to have roughly 1/3 of subjects in each group; otherwise, groups would be too small). 



data lab4.classdata2;

set lab4.classdata;

if exercise<2 then excat='a_light';

else if 2=<exercise<=4 then excat='b_moderate';

else if exercise>=5 then excat='c_heavy';

 run;
8. Next, run ANOVAs to test the hypotheses that fruit and vegetable consumption is related to exercise habits:

proc anova data=lab4.classdata2;


class excat;

model fruitveg = excat;
run;



ANOVA TABLE:




Dependent Variable: fruitveg   fruitveg

                                               Sum of

       Source                      DF         Squares     Mean Square    F Value    Pr > F

       Model                        2     15.24621212      7.62310606       2.91    0.0788

       Error                       19     49.70833333      2.61622807

       Corrected Total             21     64.95454545


F-Table

alpha = 0.05

Fv1,v2
columns: v1  - Numerator Degrees of Freedom
rows: v2  - Denominator Degrees of Freedom
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	1
	2
	3
	4
	5
	6
	7
	8
	…
	60
	120

	1
	161.4476
	199.5000
	215.7073
	224.5832
	230.1619
	233.9860
	236.7684
	238.8827
	…
	252.1957
	253.2529

	2
	18.51282
	19.00000
	19.16429
	19.24679
	19.29641
	19.32953
	19.35322
	19.37099
	…
	19.47906
	19.48739

	3
	10.12796
	9.552094
	9.276628
	9.117182
	9.013455
	8.940645
	8.886743
	8.845238
	…
	8.572004
	8.549351

	4
	7.708647
	6.944272
	6.591382
	6.388233
	6.256057
	6.163132
	6.094211
	6.041044
	…
	5.687744
	5.658105

	5
	6.607891
	5.786135
	5.409451
	5.192168
	5.050329
	4.950288
	4.875872
	4.818320
	…
	4.431380
	4.398454

	6
	5.987378
	5.143253
	4.757063
	4.533677
	4.387374
	4.283866
	4.206658
	4.146804
	…
	3.739797
	3.704667

	…
	…
	…
	…
	…
	…
	…
	…
	…
	…
	…
	…

	19
	4.3807
	3.5219
	3.1274
	2.8951
	2.7401
	2.6283
	2.5435
	2.4768
	…
	1.9795
	1.9302




6. Examine visually:

proc gplot data=lab4.classdata2;

plot fruitveg*excat;

symbol1 v=dot c=red i=sm60s;

run;
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7. Do we meet the assumptions? Normality? Homogeneity of variances? If not, we would need to use a non-parametric test, Kruskal-Wallis:

proc npar1way data=lab4.classdata2;


class excat;


var fruitveg;

run;

    




The NPAR1WAY Procedure

                                       Kruskal-Wallis Test

                                    Chi-Square         4.0645

                                    DF                      2

                                    Pr > Chi-Square    0.1310
8.  Going back to ANOVA… 

To figure out which groups are different after adjusting the p-value post-hoc for having done 3 pairwise comparisons (using a scheffe adjustment):

proc glm data=lab4.classdata2;


class excat;


model fruitveg=excat;


lsmeans excat /pdiff adjust=scheffe  cl;

run;

Generates the same ANOVA table as above, plus the following:

                                    The GLM Procedure

                         
     Least Squares Means

                          Adjustment for Multiple Comparisons: Scheffe

                                               fruitveg     LSMEAN

                             excat              LSMEAN      Number


                      
       a_light      2.66666667           1
b_moder      4.12500000           2                              c_heavy      4.75000000           3              


                              

Least Squares Means for effect excat

                              Pr > |t| for H0: LSMean(i)=LSMean(j)


                                 Dependent Variable: fruitveg

                         i/j              1             2             3

                            1                      0.2724        0.0831

                            2        0.2724                      0.7453

                            3        0.0831        0.7453
                                      fruitveg
                      excat            LSMEAN      95% Confidence Limits


                      a_light        2.666667        1.284576     4.048757

                      b_moder        4.125000        2.928075     5.321925

                      c_heavy        4.750000        3.553075     5.946925

Least Squares Means for Effect excat

                                   Difference         Simultaneous 95%

                                      Between      Confidence Limits for

                       i    j           Means       LSMean(i)-LSMean(j)

                       1    2       -1.458333       -3.776712     0.860045

                       1    3       -2.083333       -4.401712     0.235045

                       2    3       -0.625000       -2.771401     1.521401
9.  Note the difference in p-values of differences if we hadn’t adjusted for multiple comparisons:

proc glm data= lab4.classdata2;

class excat;

model fruitveg=excat;

lsmeans excat/pdiff cl;

   run;

          


 Least Squares Means for effect excat

                              Pr > |t| for H0: LSMean(i)=LSMean(j)

                                  Dependent Variable: fruitveg

                         i/j              1             2             3

                            1                      0.1114        0.0277

                            2        0.1114                      0.4491

                            3        0.0277        0.4491

10. Controlling for confounders (ANCOVA)

Sometimes, you want to control for confounders.  This requires ANCOVA *(analysis of covariance).  We’ll return to this when we talk about regression.  For now, use PROC GLM again and add confounders to your model.  


proc glm data=lab4.classdata2;

class excat;

model fruitveg=excat coffee alcohol;

lsmeans excat/pdiff cl adjust=tukey;

run;
GIVES:

  The GLM Procedure

Dependent Variable: fruitveg   fruitveg

                                               Sum of

       Source                      DF         Squares     Mean Square    F Value    Pr > F

       Model                        4     23.87201493      5.96800373       2.47    0.0840

       Error                       17     41.08253053      2.41661944


       Corrected Total             21     64.95454545

                      
                      R-Square     Coeff Var      Root MSE    fruitveg Mean

                      0.367519      39.31041      1.554548         3.954545
                     


                                The GLM Procedure

                                       Least Squares Means

                        Adjustment for Multiple Comparisons: Tukey-Kramer

                                              fruitveg      LSMEAN

                               excat            LSMEAN      Number

                               a_light      2.69819272           1

                               b_moder      4.27195616           2

                               c_heavy      4.57939930           3

11.   Now run the same model using PROC REG (multiple linear regression); here you must dummy code on your own.  The difference is that you get out regression coefficients, but the overall ANOVA results are identical.
/**Run the same thing as above in PROC REG--do dummy coding on your own**/
data lab4.classdata3;


set lab4.classdata2;


if excat='b_moder' then moderex=1; else moderex=0;


if excat='c_heavy' then heavyex=1; else heavyex=0;

run;

proc reg data=lab4.classdata3;

model fruitveg=moderex heavyex coffee alcohol/clm cli ;

run;
Translates to a regression model: 
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OUTPUT:

    



 Analysis of Variance

                                             Sum of           Mean

         Source                   DF        Squares         Square    F Value    Pr > F

         Model                     4       23.87201        5.96800       2.47    0.0840

         Error                    17       41.08253        2.41662

         Corrected Total          21       64.95455

                      Root MSE              1.55455    R-Square     0.3675

                      Dependent Mean        3.95455    Adj R-Sq     0.2187

                      Coeff Var            39.31041                                        


                                          Parameter Estimates

                                          Parameter       Standard

        Variable     Label        DF       Estimate          Error    t Value    Pr > |t|

        Intercept    Intercept     1        2.69588        0.70880       3.80      0.0014

        moderex                    1        1.57376        0.86176       1.83      0.0854

        heavyex                    1        1.88121        0.84904       2.22      0.0406

        Coffee       Coffee        1       -0.07438        0.06334      -1.17      0.2564

        alcohol      alcohol       1        0.21734        0.11620       1.87      0.0787

FINAL MODEL:

# fruit and vegetable servings/day = 2.69 + 1.57 (1 if moderate exerciser) + 1.88 (1 if heavy exerciser) -.07 (ounce of coffee drunk per day) +.21 (alcohol drinks per week). 

Example: predicted fruit and vegetable consumption for an individual who is a heavy exerciser, drinks 16 ounces of coffee per day, and drinks 5 alcoholic drinks per week is: 

2.69 + 1.57 (0) + 1.88 (1) -.07 (16) +.21 (5) = 4.5 servings per day
Example: predicted fruit and veg consumption for an individual who is a light exerciser, has no coffee, and has no alcohol:

2.69 servings per day
**Calculation of least squares means; the mean for heavy exercisers and moderate exercisers at the mean level of coffee drinking and alcohol drinking for the sample (=6.5 ounces/day for coffee and 2.2 drinks/week for alcohol). In other words, at a fixed level of coffee and alcohol drinking.
“Least squares mean” for light exercise group:
2.69 + 1.57 (0) + 1.88 (0) -.07 (6.5) +.21 (2.2)  = 2.70

“Least squares mean” for moderate exercise group:
2.69 + 1.57 (1) + 1.88 (0) -.07 (6.5) +.21 (2.2)  = 4.27

“Least squares mean” for heavy exercise group:
2.69 + 1.57 (0) + 1.88 (1) -.07 (6.5) +.21 (2.2)  = 4.58


Note output from “CLM” and “CLI” options; each individual has a predicted fruit and vegetable consumption based on their exercise habits, coffee drinking, and alcohol drinking, and the regression equation:

   
     Dependent    Predicted    Std Error

        Obs  Variable     Value Mean   Predict     95% CL Mean        95% CL Predict    Residual

          1    1.0000    1.7232       0.9472   -0.2752    3.7215   -2.1175    5.5638   -0.7232
          2    4.0000    4.7713       0.6976    3.2995    6.2431    1.1764    8.3662   -0.7713

          3    5.0000    3.8920       0.5699    2.6896    5.0943    0.3987    7.3852    1.1080

          4    5.0000    4.4870       0.7566    2.8906    6.0834    0.8393    8.1347    0.5130
.

.

.

.

.

APPENDIX A:  More information on ANOVA 

The mathy part, or how you would calculate ANOVA values by hand: 
Generally, yij: i=treatment group, j=the jth observation in the ith treatment group

	Treatment 1
	Treatment 2
	Treatment 3
	Treatment 4

	y11
	y21
	y31
	y41

	y12
	y22
	y32
	y42

	y13
	y23
	y33
	y43

	y14
	y24
	y34
	y44

	y15
	y25
	y35
	y45

	y16
	y26
	y36
	y46

	y17
	y27
	y37
	y47

	y18
	y28
	y38
	y48

	y19
	y29
	y39
	y49

	y110
	y210
	y310
	y410
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ANOVA TABLE

	Source of variation
	d.f.
	Sum of squares
	Mean Sum of Squares
	F-statistic
	p-value

	Between (k groups)
	k-1
	SSB

(sum of squared deviations of group means from grand mean)
	SSB/k-1
	
[image: image22.wmf]k
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	Go to

Fk-1,nk-k

chart

	Within
	nk-k
	SSW 
 (sum of squared deviations of observations from their group mean)
	s2=SSW/nk-k
	
	

	Total variation
	nk-1
	TSS

(sum of squared deviations of observations from grand mean)
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EXAMPLE: HAND CALCULATIONS
	Treatment 1
	Treatment 2
	Treatment 3
	Treatment 4

	60 inches
	50
	48
	47

	67
	52
	49
	67

	42
	43
	50
	54

	67
	67
	55
	67

	56
	67
	56
	68

	62
	59
	61
	65

	64
	67
	61
	65

	59
	64
	60
	56

	72
	63
	59
	60

	71
	65
	64
	65


Step 1) calculate the sum of squares between groups:

Mean for group 1 = 62.0

Mean for group 2 = 59.7

Mean for group 3 = 56.3

Mean for group 4 = 61.4

Grand mean= 59.85 

SSB = [(62-59.85)2 + (59.7-59.85)2 + (56.3-59.85)2 + (61.4-59.85)2 ] xn per group= 19.65x10 = 196.5

Step 2) calculate the sum of squares within groups:

(60-62) 2+(67-62) 2+ (42-62) 2+ (67-62) 2+ (56-62) 2+ (62-62) 2+ (64-62) 2+ (59-62) 2+ (72-62) 2+ (71-62) 2+ (50-59.7) 2+ (52-59.7) 2+ (43-59.7) 2+67-59.7) 2+ (67-59.7) 2+ (69-59.7) 2…+….(sum of 40 squared deviations)  = 2060.6

Step 3) Fill in your ANOVA table

	Source of variation
	d.f.
	Sum of squares
	Mean Sum of Squares
	F-statistic
	p-value

	Between
	3
	196.5
	65.5
	1.14
	.344

	Within
	36
	2060.6
	57.2
	
	

	Total
	39
	2257.1
	
	
	


Relationship between ANOVA and t-test (ANOVA is generalization of t-test)

ANOVA TABLE for two groups (t-test) (for size of each group = n)

	Source of variation
	d.f.
	Sum of squares
	Mean Sum of Squares
	F-statistic
	p-value

	Between (2 groups)
	1
	SSB

(squared difference in means) 
	Squared difference in means
	
	Go to

F1, 2n-2

Chart( notice values are just (t 2n-2)2

	Within
	2n-2
	SSW 
 (sum of squared deviations from group means( equivalent to numerator of pooled variance)
	Pooled variance
	
	

	Total variation
	2n-1
	TSS


	
	
	


APPENDIX: PROC POWER syntax
The following statements are available in PROC POWER. 

PROC POWER < options > ; 

MULTREG < options > ; 

ONECORR < options > ; 

ONESAMPLEFREQ < options > ; 

ONESAMPLEMEANS < options > ; 

ONEWAYANOVA < options > ; 

PAIREDFREQ < options > ; 

PAIREDMEANS < options > ; 

TWOSAMPLEFREQ < options > ; 

TWOSAMPLEMEANS < options > ; 

TWOSAMPLESURVIVAL < options > ; 

PLOT < plot-options > < / graph-options > ; 

Table 57.1 summarizes the basic functions of each statement in PROC POWER. The syntax of each statement in Table 57.1 is described in the following pages. 

Table 57.1: Statements in the POWER Procedure 

	Statement 
	Description 

	PROC POWER
	invokes the procedure

	MULTREG
	tests of one or more coefficients in multiple linear regression

	ONECORR
	Fisher's z test and t test of (partial) correlation

	ONESAMPLEFREQ
	tests of a single binomial proportion

	ONESAMPLEMEANS
	one-sample t test, confidence interval precision, or equivalence test

	ONEWAYANOVA
	one-way ANOVA including single-degree-of-freedom contrasts

	PAIREDFREQ
	McNemar's test for paired proportions

	PAIREDMEANS
	paired t test, confidence interval precision, or equivalence test

	TWOSAMPLEFREQ
	chi-square, likelihood ratio, and Fisher's exact tests for two independent proportions

	TWOSAMPLEMEANS
	two-sample t test, confidence interval precision, or equivalence test

	TWOSAMPLESURVIVAL
	log-rank, Gehan, and Tarone-Ware tests for comparing two survival curves

	PLOT
	displays plots for previous sample size analysis


Table 57.18: Summary of Options in the TWOSAMPLEMEANS Statement 

	Task 
	Options 

	Define analysis
	CI=

	 
	DIST=

	 
	TEST=

	Specify analysis information
	ALPHA=

	 
	LOWER=

	 
	NULLDIFF=

	 
	NULLRATIO=

	 
	SIDES=

	 
	UPPER=

	Specify effects
	HALFWIDTH=

	 
	GROUPMEANS=

	 
	MEANDIFF=

	 
	MEANRATIO=

	Specify variability
	CV=

	 
	GROUPSTDDEVS=

	 
	STDDEV=

	Specify sample size and allocation
	GROUPNS=

	 
	GROUPWEIGHTS=

	 
	NPERGROUP=

	 
	NTOTAL=

	Specify power and related
	POWER=

	probabilities
	PROBTYPE=

	 
	PROBWIDTH=

	Control sample size rounding
	NFRACTIONAL

	Control ordering in output
	OUTPUTORDER=


Table 57.16: Summary of Options in the TWOSAMPLEFREQ Statement 

	Task 
	Options 

	Define analysis
	TEST=

	Specify analysis information
	ALPHA=

	 
	NULLPROPORTIONDIFF=

	 
	NULLODDSRATIO=

	 
	NULLRELATIVERISK=

	 
	SIDES=

	Specify effects
	GROUPPROPORTIONS=

	 
	ODDSRATIO=

	 
	PROPORTIONDIFF=

	 
	REFPROPORTION=

	 
	RELATIVERISK=

	Specify sample size and allocation
	GROUPNS=

	 
	GROUPWEIGHTS=

	 
	NPERGROUP=

	 
	NTOTAL=

	Specify power
	POWER=

	Control sample size rounding
	NFRACTIONAL

	Control ordering in output
	OUTPUTORDER=


� EMBED Equation.3  ���


An R-square of .37 means that 37% of the total variance in fruit and veg consumption is explained by exercise habits, coffee drinking, and alcohol drinking. 





� EMBED Equation.3  ���





� EMBED Equation.3  ���  





Overall ANOVA table.  This says that at least some of the predictors in the model almost significantly explain differences (variation) in fruit and vegetable consumption (p=.08).  





df=5-1 because there are 5 predictors: 3 categories of  exercising plus coffee plus alcohol( in linear regression this translates to 5 regression coefficients (including the intercept)   





Use a Tukey’s adjustment for multiple comparisons





correct for group differences in the potential confounders. Confounders can be continuous or categorical.





F





TSS=SSB + SSW





SSW + SSB = TSS








Total sum of squares(TSS).


Squared difference of every observation from the overall mean.





Sum of Squares Between (SSB). Variability of the group means compared to the grand mean (the variability due to the treatment).





Overall mean of all 40 observations (“grand mean”)





Sum of Squares Within (SSW) (or SSE, for chance error)





The (within) group variances





The group means





n=10 obs./group





k=4 groups





If F<3.5219, then p>.05





The symbol statement is optional. Here, I am asking for red dots with a loess regression line (curved best-fit line) superimposed.  More on graphing next term!











2 numerator degrees of freedom= 3 groups – 1 overall mean estimated = 2





95% Confidence intervals for the difference in means between group i and group j.  Note that 1  vs. 3 only barely crosses 0.





95% confidence intervals for the mean fruit and veg consumption.  





cl





After adjusting for multiple comparisons, only groups 1 and 3 (low and high exercisers) are borderline significantly different at p=.08 





pdiff





Mean fruit and veg consumption per day for each exercise group





lsmeans





“automatically adjust my p-values for all pairwise comparisons” using a scheffe adjustment…





Proc glm=”General linear model”—more powerful than ANOVA...does ANOVA “plus”…we are actually making a linear regression model : “model fruitveg=excat” with fruit and veg consumption as the outcome and exercise category as the categorical predictor.





Between group sum of squares (variation due to group)





Within group sum of squares (variation due to random error)





Null hypothesis: mean1=mean2=mean3


Alternative hypothesis: at least two means differ





P=.0788 indicates a borderline significant difference between groups.





Total sum of squares=between group SS + within group SS





For an exact p-value, use this website (or SAS):


� HYPERLINK "http://davidmlane.com/hyperstat/F_table.html" ��http://davidmlane.com/hyperstat/F_table.html�





Control group (reference) proportion = 50%





This is what we got in class Monday for 2 controls: 1 case! (with slight difference due to rounding)





Have to ask for total N if you are using groupweights option.





Gives necessary sample sizes for 1:1 ratio (r) of controls:cases, as well as 2:1 and 3:1. 





� EMBED Equation.3  ���





For example, student 1 is light exerciser who drinks 16 ounces of coffee per day and 1 alcoholic drink per week. His/her observed fruit and vegetable consumption is 1.





Predicted value:


2.69 + 1.57 (0) + 1.88 (0) -.07 (16) +.21 (1)  = 1.723





difference between observed and predicted=residual=


1.0-1.723  = -.7232





Requests power calculation for a two sample ttest.





In addition, though, PROC REG also gives you the regression coefficients=”parameter estimates.”





ANOVA table is identical to the ANOVA table from step 10, because it’s the same model!





Asks for confidence limits for the mean and for an individual (prediction interval).  The latter will always be wider.





Dummy Coding:


For 3 groups, I make two predictors. The third group (low exercise) is the default (0,0 on the other two) and is represented by the intercept term in the regression model.





Heavy exercisers have a significantly higher fruit and vegetable consumption than light exercisers and moderate exercisers havea  borderline significantly higher fruit and veg consumption. Coffee drinking is not significantly related to fruit and veg consumption, but alcohol is borderline positively related to fruit and veg consumption.





Pooled standard deviation of fruit and vegetable consumption (average variability within groups)  





� EMBED Equation.3  ���





As in PROC TTEST, the class  variable designates the categorical predictor variable (the groups you want to compare).











Least squares means=the mean fruit and vegetable consumption in each exercise group after adjusting for alcohol and coffee intake. Not much change from unadjusted means.





I’ve made excat a character variables (hence, the need for quotation marks around the values). 











Divide each SS by its df to get mean SS





Could also look up F=2.91 in an F-Table for 2, 19 degrees of freedom











This is what we got in class Monday! (with slight difference due to rounding)





If controls have 50% coffee drinking and cases have 60% (10% higher).





Requests power calculation for a two sample proportions test. (Pearson’s chi-square test=difference in proportions Z test)





What sample size would we need for 90% power?





What if we want to detect mean differences of 2 or 4?





What if we’re a little uncertain about the standard deviation? Try 8-11.





Necessary N per group for various scenarios





This is what we got in class Monday! (with slight difference due to rounding)





The clinically meaningful difference that we are trying to detect. 





Requests two-sided test (default)





FROM page 8:








fruitveg      LSMEAN


                               excat            LSMEAN      Number





                               a_light      2.69819272           1


                               b_moder      4.27195616           2


                               c_heavy      4.57939930           3





Qualitatively, from the least squares means, you can see that the pattern is that those who don’t exercise much have lower fruit and vegetable consumption than more ardent exercisers. 





The symbol statement is global—that is, it is retained until I tell SAS otherwise; so I don’t have to repeat it in the next proc gplot. More on graphing next term!











model refers to the fact that this is actually just a linear regression model (equation). 











The model statement contain:


the outcome variable (left of equal sign)


and 


the predictor variable(s) (right of equal sign) 











Asks SAS to calculate the n needed per group.





A range of possible relative risks to detect, including 1.2.





Gives identical result as above…
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