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The following model can be thought of as applying to the (admittedly idealized) set

of “features” X that has an accompanying Y (for class). Y takes two values, 1 and 2.

TWO-CLASS CLASSIFICATION

Ingredients. Classes (e.g. heart attack or not among patients who present to the Emer-

gency Room with chief complaint of acute check pain)

Prior Probabilities ({π1, π2}, 0 < πi < 1, π1 + π2 = 1; prevalences of respective classes

among population in question)

Features (e.g. from EKG or other; think of them as residing in a “feature space,” which

we denote by X )

Densities (with respect to some dominating measure, that is, some distribution of fea-

tures; always exists since the common dominating measure could be the convolution of the

separate measures; write f1, f2)

Misclassification Costs (C(i|j), a function by which we prescribe “how much we lose” by

choosing class i when class j applies; C(i|i) = 0)

We choose D : X → {1, 2}; that is, D = D(x) = 1 or 2; D defined for every x ∈ X . What

do we lose from using the predictor D?

π(2)C(1|2)

∫
{D=1}

f2(x)dx + π(1)C(2|1)

∫
{D=2}

f1(x)dx

=

∫
{D=1}

π(2)C(1|2)f2(x)dx +

∫
{D=2}

π(1)C(2|1)f1(x)dx

With the πs,Cs, and fs given, our only remaining choice is of D, in particular {D =

1} and {D = 2}. Clearly, we minimize the sum of integrals provided {D = 1} =

{π(2)C(1|2)f2(x) < π(1)C(2|1)f1(x)}; if the right-hand term is not 0, then to minimize
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we require {D = 1} = {f2(x)/f1(x) < π(2)C(1|2)/π(1)C(2|1)}; and {D = 2} = {D = 1}c.

Any D so chosen is a Bayes Rule.

{fx(x)/f1(x) = π(2)C(1|2)/π(1)C(2|1)} is of special interest in statistics. (Think boosting.

See the paper by Freund and Schapire and the book by Hastie et al.)

In the meantime, we return to CART = Classification and Regression Trees. Refer to the

“Goldman tree.” Here “1” means “no heart attack,” and “2” means “heart attack.” Think

of a terminal node t0 of the tree T . An estimated Bayes Rule here is one for which

(N2(t0)/N2)/(N1(t0)/N1) < π(2)C(1|2)|π(1)C(2|1) where Ni(t0) is the number of class i

observations in t0. But now we are led to these questions. How to split? When to stop

splitting? How to combine nodes if a tree is overgrown? (See the paper by Cover and Hart

and also the book by Breiman et al.) To answer the first question we are motivated to “do

the easy part first.” That is, if by making a split we split off all, or nearly all, observations

of a particular class at once, then do it! See the split at the “root node” on EKG. If the

EKG looks abnormal, then say that the patient has had a heart attack (and is class 2 =

yes).

NODE IMPURITY FUNCTIONS

We think of a node impurity function φ as a function of the fraction of class 1 ob-

servations (alternatively class 2 observations) at a node. φ : [0, 1] → [0, 1]; φ ≥ 0. We

require

(i) φ(0) = φ(1) = 0. That is, no impurity if the node is pure.

(ii) φ(p) = φ(1 − p). We are indifferent as to class, only as to “purity.”

(iii) φ′′(p) ≤ 0. That is, φ is concave at 0.

Typical φs look like this. FIGURE 4.4

Popular choices

(A) φ(p) = min(p, 1 − p) Corresponds to splitting to reduce Bayes risk. Generally not a

good idea. φ′′(0) = 0

(B) φ(p) = −p log p. Entropy. Good, but perhaps too radical. φ′′(0) = −∞
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(C) φ(p) = p(1 − p) Gini. Original choice. φ′′(0) = −2.

Generally speaking, the rule for splitting a node is not so crucial, anyway.

Given a node t and a candidate split into left and right “daughter nodes,” the reduc-

tion in “risk” for so splitting is R(t) − [R(tL) + R(tR)], where tL and tR are left and

right daughter nodes; R(t) = min(C(2|1)p(1|t), C(1|2)p(2|t), and p(1|t) = p(t ∩ 1)/p(t) =

p(t|1)π(1)/(p(t|1)π(1) + p(t|2)π(2)). Thus, we split a node if it makes sense to do so. If

not, then we do not split it.

Suppose now that we have grown a large tree – denote it by T – with terminal nodes

(leaves) T̃ , which number |T̃ |. Write R(T ) =
∑

t∈T̃ R(t). For a real number λ > 0, the

“worth” or “value” of T is R(T )+λ|T̃ |. Most modern rules for classification and regression

are similar. One asks that T be “small” (so that the rule D is simple). At the same time

one asks that D be accurate, which tends to entail that big trees are better (remember

Cover and Hart here). For any λ there is a “best” tree with (necessarily) its R(T ) and

its λ|T̃ |. It is a mathematical fact that for any starting T , as λ increases, the set of best

pruned subtrees of the original large T is nested. (Chapter 10 of the CART book.)

Trees have application to “lossy” coding of a large set of data, that is, to clustering. Think

of x ∈ [0, 1] being expanded to the base 2: x = .x2x2x3...;x ↔ x̂ (its “codeword” =

“cluster center”). Suppose that x̂ = .x1x2...xk000... for some k = k(x̂). Then {x̂} can be

described by a binary tree, where for a particular x̂ and depth j (below the “root node”),

x̂ determines “right” if its jth digit is 1; otherwise, x̂ determines “left.” If the “decoder”

has only the tree, then the transmitter need transmit only a k sequence of 0s and 1s.

The decoder knows when a new x̂ is being transmitted since it will eventually arrive at

what it knows to be a terminal node of a tree (necessarily a 1 in the expansion of the x̂

being transmitted). If |T̃ | = 2n, and the tree is “balanced,” then the depth of the tree is

n. Thus, in principle, at least, there are (could be) many savings with lossy compression.

The average depth of T is the “bit rate.” Typically, one constrains the bit rate.

These ideas have application to imaging and to digital television.
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HOW LARGE A TREE TO PICK?

CROSS-VALIDATION?

Write L for the “learning sample” from which the tree T is “grown.” Divide L into K

disjoint equal parts. L = {(X1, Y1), (X2, Y2), ...(Xn, Yn)}. Suppose that n ≈ K · N for

some N . Thus, divide L at random into disjoint sets, each of size N , so that L is the

disjoint union. Construct K trees, successively leaving out one of the K subsets. Denote

these K trees, k = 1, ...,K, by T −k. Compute R(T −k); one has K values of R(T −k).

Average them for a large set of λs. Plot ave {R(T −k) : k = 1, ...K} versus λ. There will

result a graph like that of Figure 3.2, page 79 of Breiman et al. Pick a minimizing λ̂ (or a

λ slightly smaller).

Then, grow a tree Tλ̂ based on all the data for the chosen λ̂. Note that this validates λ,

but not R(Tλ̂). For that a more complex process of validation is required.

Bootstrapping is tricky. The .632+ bootstrap may be a way to validate.

Surrogate Splits

ALL THIS EXTENDS TO MULTI-CLASS PROBLEMS WITH ONLY MINOR

CHANGES.

TREE-STRUCTURED SURVIVAL ANALYSIS

Problem: Suppose that W and Z are some two random variables defined on the same

probability space (Ω,F , P ). Let p ≥ 1. Suppose that one is given two distribution func-

tions, FW and FZ . Require that W ∼ FW and Z ∼ FZ . The problem is to minimize

E1/p{|W − Z|p} subject to the given constraints.

Solution: The minimum value is

[

∫
1

0

|F−1

W (u) − F−1

Z (u)|pdu]1/p.

This is the Wasserstein or Transportation distance between FW and FZ . It has a long

and glorious history that includes an early Nobel Prize in Economics. It also provides a
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path to applying CART methodology to survival analysis. The CART approach ignores

the celebrated “proportional hazards” assumption of Cox modeling, which may not apply

in any given situation, anyway. See Figure 3 of the accompanying paper by Kwak et al.

Suppose L = {Xi, Ti ∧ Ci) : i = 1, ..., n}, where Ti is the “time to death” and Ci the

“censoring time” of the ith subject. Usual assumptions regarding {(Xi, Ti, Ci) : i = 1, ...n}

apply. What would it mean for L to be “homogeneous?” One notion would be that

T1 = T2 = ... = Tn, and Ti < Ci for i = 1, ..., n. That is, all subjects “died” at the same

time (and you know). Under these circumstances, the Kaplan-Meier curve would have a

single jump at the subjects’ common time of “death.”

There are obvious difficulties if the longest time under study is censored. But this tech-

nicality is ignored for now. For one approach, see Section 9.1 of the book by Zhang and

Singer. Alternatively, see the paper by Gordon and Olshen. But no matter. We now have

a clear path to porting CART to the context of survival analysis. For any set of data, D,

write KMD for its Kaplan-Meier curve. There is Kaplan-Meier curve ˆKMD that has ex-

actly one point of increase. The Wasserstein distance between KMD and the Wasserstein

best-fiting ˆKMD is large if D is “diverse.” That is, if R(t) is large. We split the node t

based on D into tL and tR (with respective sets of data DL and DR) if R(t)−[R(tL)+R(tR)]

is large.

A global summary statistic of t (alternatively D) consists of the Kaplan-Meier curve KMD.

Question. What about boosting in this context? See Chapter 6 of Zhang and Singer for

an approach to this problem.
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