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Accurate measurements of maize yields at ﬁeld or subﬁeld scales are useful for guiding agronomic practices and
investments and policies for improving food security. Data on smallholder maize systems are currently sparse,
but satellite remote sensing oﬀers promise for accelerating learning about these systems. Here we document the
use of Google Earth Engine (GEE) to build “wall-to-wall” 10 m resolution maps of (i) cropland presence, (ii)
maize presence, and (iii) maize yields for the main 2017 maize season in Kenya and Tanzania. Mapping these
outcomes at this scale is extremely challenging because of very heterogeneous landscapes, lack of cloud-free
satellite imagery, and the low quantity of quality ground-based data in these regions.
First, we computed seasonal median composites of Sentinel-1 radar backscatter and Sentinel-2 optical reﬂectance measures for each pixel in the region, and used them to build both crop/non-crop and maize/nonmaize Random Forest (RF) classiﬁers. Several thousand crop/non-crop labels were collected through an in-house
GEE labeler, and thousands of crop type labels from the 2015–2017 growing seasons were obtained from various
sources. Results show that the crop/non-crop classiﬁer successfully identiﬁed cropland with over 85% out-ofsample accuracy in both countries, with Sentinel-1 being particularly useful for prediction. Among the cropped
pixels, the maize/non-maize classier had an accuracy of 79% in Tanzania and 63% in Kenya.
To map maize yields, we build on past work using a scalable crop yield mapper (SCYM) that utilizes simulations from a crop model to train a regression that predicts yields from observations. Here we advance past
approaches by (i) grouping simulations by Global Agro-Environmental Stratiﬁcation (GAES) zones across the
two countries, in order to account for landscape heterogeneity, (ii) utilizing gridded datasets on soil and sowing
and harvest dates to setup model simulations in a scalable way; and (iii) utilizing all available satellite observations during the growing season in a parsimonious way by using harmonic regression ﬁts implemented in
GEE. SCYM estimates were able to capture about 50% of the variation in the yields at the district level in Western
Kenya as measured by objective ground-based crop cuts.
Finally, we illustrated the utility of our yield maps with two case studies. First, we document the magnitude
and interannual variability of spatial heterogeneity of yields in each district, and how it varies for diﬀerent parts
of the region. Second, we combine our estimates with recently released soil databases in the region to investigate
the most important soil constraints in the region. Soil factors explain a high fraction (72%) of variation in
predicted yields, with the predominant factor being soil nitrogen levels. Overall, this study illustrates the power
of combining Sentinel-1 and Sentinel-2 imagery, the GEE platform, and advanced classiﬁcation and yield
mapping algorithms to advance understanding of smallholder agricultural systems.

1. Introduction
Smallholder farms are the most common form of agriculture in the

world, particularly in food insecure regions of South Asia and SubSaharan Africa (Lowder et al., 2016; Samberg et al., 2016). For example, recent analysis of sub-national census data suggests that over
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comprising over 1.5 million km2, and with this study using both
Sentinel-1 and Sentinel-2 data at 10 m resolution. Accounting for the 6day revisit period of Sentinel-1 and 5-day revisit of Sentinel-2 at the
equator, this translates to roughly 200 billion pixels of observations per
month over the study region, or roughly 1 trillion over the course of a
growing season. To access and process this volume of data, we rely on
the unique capabilities of the Google Earth Engine (GEE) cloud-based
platform (Gorelick et al., 2017).
The following section describes the data inputs used for this study,
as well as a customized model for masking clouds and cloud shadows in
Sentinel-2 for this region, given the relatively poor performance of the
default cloud mask in this region. Section 3 describes the approach to
mapping the presence of ﬁeld crops in general, and maize in particular,
which are important precursors to mapping maize yields in the region.
Section 4 then presents an updated approach to mapping maize yields,
based on combining crop model simulations with Sentinel-2 imagery,
and compares estimates to available ﬁeld data. Section 5 then applies
the maize yields maps to two relevant questions about maize productivity in the region - how spatially variable are maize yields between
farmers' ﬁelds, and which soil properties appear to be important factors
in explaining this variation. Finally, Section 6 discusses the main lessons from this study and implications for future work.

90% of food calories in South Asia and 50% in Sub-Saharan Africa
originate from farms smaller than 5 ha in size (Samberg et al., 2016).
Yet much remains unknown about these smallholder systems, including
basic information on how eﬃciently they use key inputs such as land
and labor, and how these productivities compare to those on larger
farms or the proﬁtability of oﬀ-farm activities (Carletto et al., 2015;
Mccullough, 2017). The need for improved data on smallholder systems
has motivated renewed investment in rigorous ground surveys such as
the World Bank's Living Standards Measurement Study – Integrated
Surveys on Agriculture (Carletto et al., 2015), as well as interest in the
potential use of satellite remote sensing to provide low-cost measures of
some key aspects of smallholder farms (Burke and Lobell, 2017; Chivasa
et al., 2017).
New satellite sensors with spatial resolutions of 10 m or ﬁner have
opened up new possibilities for monitoring smallholder ﬁelds. For example, a 1 ha ﬁeld consists of only ~10 pixels in a Landsat image with
30 m resolution, making it extremely diﬃcult to delineate ﬁelds. In
contrast, that same ﬁeld would contain ~100 pixels in an image from
Sentinel-2 with 10 m resolution, or ~1000 pixels in an image from a
Planetscope sensor with roughly 3 m resolution. Given the 5-day revisit
of Sentinel-2 since early 2017 and the roughly daily re-visit of
Planetscope since late 2017, it is now possible to observe smallholder
ﬁelds at a much higher frequency than ever before.
However, several aspects of smallholder farming, beyond the small
sizes of ﬁelds, are challenging in the context of remote sensing. First
and foremost is the ubiquitous cloud cover in many smallholder regions, which reside predominantly in the tropics and are actively
growing crops during the rainy season (which is also the cloudy
season). Second is the tremendous heterogeneity of most smallholder
systems, with families typically growing multiple crops, often interspersed with each other and often including tree crops such as avocado
or mangoes. In addition to this within-farm heterogeneity, there are
often large diﬀerences between the crops grown by smallholders in one
region and by farmers in a neighboring district or state.
Despite these obstacles, recent work has shown that images from
Sentinel-2, Planet, and other ﬁne-resolution sensors can be used to
provide yield estimates on individual ﬁelds for a range of crops including maize, wheat, and millet (Jain et al., 2016; Burke and Lobell,
2017; Jin et al., 2017a; Lambert et al., 2018). These examples were
typically from small sub-regions of ~100 km2 or less, often chosen
based on the availability of reliable ground-based data on yields, such
as from farmer surveys or on-farm crop cuts, as well as the existence of
cloud-free optical data. Moreover, because these studies typically
compared yield estimates for speciﬁc ﬁelds with ground-based data,
they did not have to address one of the main challenges of heterogeneous landscapes, which is identifying where speciﬁc crops or mixture of crops are growing. An exception is Jin et al. (2017a), who
performed a classiﬁcation across 40,000 km2 in the Western Kenya region using Sentinel-2 data in order to map maize areas and yields,
which were then aggregated to the district scale for comparison with
averages of on-farm crop cuts.
To make remote sensing a more reliable tool for measuring smallholder yields, a remaining challenge is to develop methods that are
truly scalable to the national and global level. That is, they will work in
any smallholder region in any year, with as little dependence as possible on obtaining cloud-free conditions or having access to reliable
ground measurements for calibration. Here we describe the development of methods towards this end, building on prior work in Eastern
Africa (Burke and Lobell, 2017; Jin et al., 2017a). The resulting approach is illustrated for the cases of Kenya and Tanzania, for which
country-wide maps of maize yields at 10 m resolution are generated for
2017. We also illustrate two examples of how these types of datasets
can help advance understanding of yield constraints in smallholder
systems.
The amount of data required for this task is substantial, with the
countries of Kenya (580,367 km2) and Tanzania (947,303 km2) together

2. Data inputs and preprocessing
2.1. Study area
Kenya and Tanzania are two of the largest maize producers in subSaharan Africa, ranking behind only Nigeria in terms of total maize
area, with an oﬃcial estimate of 2.1 and 4.1 Mha of harvested area and
1.5 and 1.4 t/ha of yield, respectively, in 2017 (FAO, 2018). The typical
maize growing systems in both countries are smallholder ﬁelds, often
intercropped with other staple or cash crops. Inputs level of hybrid
seeds and fertilizers are surprisingly low, although intensiﬁcation is
happening for maize in particular (Sheahan and Barrett, 2017). Both
countries span large climatic gradients and have a diversity of maize
systems, including many regions with two rainy seasons, and hence two
growing seasons per year. In this paper we focus on the main maize
season for each country, which for Tanzania spans from roughly February to July, and in Kenya from March to September.
2.2. Imagery
East Africa is one of the many equatorial regions that are characterized by signiﬁcant year-round cloud cover (Whitcraft et al., 2015).
Clouds and other atmospheric phenomena can dramatically aﬀect the
quality of optical imagery. Although some techniques exist to identify
and remove contaminated pixels (see below), relying exclusively on
optical imagery in these regions may be challenging. For this reason, we
employ both optical and radar data in this study. Synthetic Aperture
Radar (SAR) sensors operate in a part of the microwave region of the
electromagnetic spectrum that is insensitive to water vapor and thus
unaﬀected by clouds or haze. The European Space Agency (ESA) recently launched a SAR and optical mission called Sentinel-1 and Sentinel-2, respectively. Both missions are part of a larger family of Sentinels that belongs to Copernicus, an Earth Observing program managed
by the European Commission (see http://www.copernicus.eu/main/
overview). All Sentinels are designed as two-satellite constellations to
ensure a high revisit time and enough data coverage for a wide variety
of applications. For all levels of processing of both sources of imagery,
we relied completely on GEE.
The applications we present in this study all rely on phenological
changes as a key feature. It is therefore important that the seasonality of
each remotely-sensed pixel is captured in a consistent way across different locations and years, even though each pixel may contain observations from diﬀerent dates. This problem is normally solved using
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characteristic of decision-tree classiﬁers is that they can be completely
serialized in string format and re-used to make predictions in other
contexts, without needing to re-train the model. Such portability is a
major advantage in this context, as it allows us to generate scalable
predictions through GEE. Hollstein et al. (2016) provided decision trees
for cloud, cirrus, shadows, and snow. A preliminary analysis in our area
of interest showed some misclassiﬁcation in masks generated using the
Hollstein tree (HLS), particularly for the cloud and cirrus classes. This
ﬁnding does not necessarily reﬂect poorly on Hollstein et al. (2016),
since their model was trained globally and performance of a global
model in any particular region will often exhibit some errors.
Nonetheless, in order to obtain a model tailored for our area, we
collected training samples manually, by labeling Sentinel-2 images
where clouds, haze, or shadows occurred. We selected training images
by visual inspection and based on their location and time of the year.
We labeled a total of 3,568 polygons over Sentinel-2 images from 65
diﬀerent dates in 2016 and 2017, using 70% of these (2497) for model
training and validation and 30% (1071) for testing and evaluation. For
model selection, we sampled 15 points within each polygon which resulted in a total of 53,498 point-image observations after removing
those with missing band values. We trained the decision tree oﬄine,
using the R package “rpart” (Therneau and Atkinson, 1997). The model
performance is summarized in Fig. S1, with a comparison to both the
QA band of Sentinel-2 and the HLS model. Overall, the model performed well with a test accuracy of 80% and a kappa score of 0.74, as
compared to an accuracy of 63% for HLS and 55% for the QA band. Our
model had some tendency to over-classify shadows (often confused
with clear dark targets, such as burn scars or dark vegetation), while the
HLS was more accurate in shadow detection. Given the overall better
performance of our mask, it was used in all subsequent analyses to
remove contaminated pixels in Sentinel-2 imagery.

some compositing or reducing techniques. Here we applied two different approaches: 1) seasonal medians for classiﬁcation problems, and
2) harmonic regressions for yield estimates, each of which are described
below in Sections 3 and 4, respectively.
2.2.1. Sentinel-1
Sentinel-1 satellites carry a C-band SAR centered at the single frequency of 5.405 GHz and are capable of diﬀerent data acquisition
modes. We utilized exclusively the Interferometric Wide swath mode
(IW), which is the standard mode over land (Torres et al., 2012). Although Sentinel-1 instruments are centered on a single frequency, IW
images are acquired with dual polarization (VV and VH), resulting in
two backscatter bands. The two-satellite conﬁguration enables a 6-day
revisit-time; however, this frequency of observation is currently available only in speciﬁc regions. Sentinel-1 data is pre-processed for standard noise corrections and to a resolution of 10 m before being ingested
in the GEE data pool. Even with such corrections applied, Sentinel-1
imagery suﬀers from a form of noise called speckle-noise, which confers
a random granular texture to each image. Speckle-noise is unique to
SAR imagery and is caused by backscatter interferences between adjacent returns (Goodman, 1976). Although images aﬀected by specklenoise show large-scale distinguishable features, they may be seriously
compromised at smaller scales (e.g. within an agricultural ﬁeld in
Eastern Kenya, which only comprise a few 10 m pixels). In fact, it has
been shown how speckle-noise may create confusion in machinelearning algorithms (Dasari et al., 2015), a key component in this study.
Among the several existing techniques to correct SAR imagery for
speckle-noise, in this study we chose to apply an algorithm called the
reﬁned Lee ﬁlter, as described in Abramov et al. (2017).
2.2.2. Sentinel-2
Sentinel-2 satellites carry an optical sensor called the Multi-Spectral
Instrument (MSI) which acquires data from 13 spectral bands of variable resolution (see Table 1). In addition to the standard bands, we
computed a set of vegetation indices (VIs) that have been used in the
literature for a variety of applications. A summary of the VIs and their
deﬁnitions are reported in Table 1. The two-satellite constellation enables a 5-day revisit-time. ESA distributes online only one oﬃcial
product for Sentinel-2, called Level-1C and consisting of Top Of Atmosphere (TOA) reﬂectance observations in cartographic geometry.
A second, higher-level product, called Level-2A consists of Surface
Reﬂectance (SR) in cartographic geometry, and can be generated from
Level-1C imagery using a dedicated Toolbox provided by ESA (https://
github.com/senbox-org). Currently, however, Level-2A imagery is not
available for download as a pre-generated product from either ESA or
GEE. Because ESA's Toolbox is not directly available in GEE, the only
option to use Level-2A in GEE is to pre-compute the product and ingest
it in GEE. Such an approach, both computationally and storage-wise
demanding, does not scale well to studies of large spatial extents such as
presented here. Although not essential for the crop classiﬁcation part of
this study, where relative spectral diﬀerences are the essential aspect,
SR imagery remains important for crop yield estimates. We therefore
adopted a simple empirical approach for relating Level-1C imagery
available in GEE to SR in the region, as explained in more detail in
Section 4.2.

2.3. Field data
Field data for the maize classiﬁcation and yield validation tasks
were obtained from several sources. These data had a spatial information component, which could either be boundary polygons of ﬁelds or
simple points taken from within ﬁelds. Data providers linked these
spatial geometries to attributes, which would be an observation of the
crop type in a ﬁeld and any intercropping if present, and could additionally include yields measured with a series of crop cuts. The main
data providers are summarized below and in Table 2:

• One Acre Fund (1AF), a non-proﬁt providing smallholder farmers

with guidance and inputs, was the primary source of geolocated
maize yield data, collected in both 2016 and 2017 in the Western
province of Kenya. Crop cuts were conducted for ~4,000 ﬁelds in
each year, with a GPS point collected in the middle of each ﬁeld. On
arriving at each ﬁeld to be sampled, the enumerator randomly
generated a number from 1 to 4 using their tablet to determine
which corner of the ﬁeld to go to. The enumerator then walked 4
steps along the row and 4 steps into the ﬁeld to set the starting point
for the ﬁrst crop cut. The second crop cut was placed 8 steps towards
the opposite corner, from the corner of the ﬁst plot which is closest
the center of the ﬁeld. Placement of the plot may be adjusted slightly
to avoid any obstacles such as termite mound and trees in the ﬁelds,
although this happened very occasionally during the campaign. The
size of crop cut plot is 5 × 8 m2. Harvested maize was stored in
labeled bags for each crop cut, then dried, shelled, threshed and
winnowed before enumerators returned for ﬁnal weight. Although
crop cuts are intended to be representative for each ﬁeld, the low
GPS accuracy (usually oﬀ by 10–30 m) on the ground prevents us
from comparing crop cuts with satellite data speciﬁc to individual
ﬁelds. For this reason, the crop cut data were aggregated up to the
district level as in Jin et al. (2017a) and compared to satellite estimates at that scale.

2.2.3. Cloud mask
Although ESA delivers Sentinel-2 Level-1C imagery with a Quality
Assessment (QA) band that ﬂags clouds and cirrus pixels, we observed
misclassiﬁcations in several images over our study area. Furthermore,
the native QA band does not provide information on haze and shadows.
ESA's Toolbox provides a more advanced cloud detection algorithm.
However, as noted above the scale of our study makes it diﬃcult to run
the Toolbox for the whole collection of imagery used. Other studies
have shown promising results using a decision tree or Random Forest
classiﬁer to detect contaminated pixels (Hollstein et al., 2016). A key
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Table 1
Bands and spectral indices from Sentinel-1 and Sentinel-2 data.
Band or index

Central wavelength/index formula

Satellite

VV
VH
VV_RLSPCK
VH_RLSPCK
RATIO
DIFF
RATIO_RLSPCK
DIFF_RLSPCK
AEROS
BLUE
GREEN
RED
RDED1
RDED2
RDED3
NIR
RDED4
VAPOR
CIRRU
SWIR1
SWIR2
NDVI
RDNDVI1
RDNDVI2
GCVI
RDGCVI1
RDGCVI2
MTCI
MTCI2
REIP

Vertically polarized backscatter
Horizontally polarized backscatter
VV with reﬁned Lee speckle ﬁlter
VH with reﬁned Lee speckle ﬁlter
VH/VV
VV − VH
VHRLSPCK/VVRLSPCK
VVRLSPCK − VHRLSPCK
443 nm
490 nm
560 nm
665 nm
705 nm
740 nm
783 nm
842 nm
865 nm
940 nm
1375 nm
1610 nm
2190 nm
(NIR − RED)/(NIR + RED)
(NIR − RDED1)/(NIR + RDED1)
(NIR − RDED2)/(NIR + RDED2)
(NIR/GREEN) − 1
(NIR/RDED1) − 1
(NIR/RDED2) − 1
(NIR − RDED1)/(RDED1 − RED)
(RDED2 − RDED1)/(RDED1 − RED)

Sentinel-1
Sentinel-1
Sentinel-1
Sentinel-1
Sentinel-1
Sentinel-1
Sentinel-1
Sentinel-1
Sentinel-2
Sentinel-2
Sentinel-2
Sentinel-2
Sentinel-2
Sentinel-2
Sentinel-2
Sentinel-2
Sentinel-2
Sentinel-2
Sentinel-2
Sentinel-2
Sentinel-2
Sentinel-2
Sentinel-2
Sentinel-2
Sentinel-2
Sentinel-2
Sentinel-2
Sentinel-2
Sentinel-2
Sentinel-2

700 + 40 ∗

(

RED + RDED3
2

Country

Provider

Year

Geometry

Points

Kenya
Kenya
Kenya
Tanzania
Tanzania
Tanzania
Tanzania
Tanzania
Tanzania

1AF
1AF
IPA
AFSIS
AFSIS
AFSIS
TAMASA
TAMASA
TAMASA

2016
2017
2017
2015
2016
2017
2015
2016
2017

Points
Points
Polygons
Points
Points
Points
Points
Polygons
Polygons

3944
4202
16,964
2075
7999
35
136
2383
3219

Crop type task

Yield task
Yes
Yes

Yes
Yes
Yes
Yes
Yes
Yes
Yes

• Taking Maize Agronomy to Scale in Africa (TAMASA), a research

•

Sentinel-2
Sentinel-2
Sentinel-2
Sentinel-2
Sentinel-2

maize class since maize is usually grown with lower-height crops that
have a smaller impact on the spectral signature. To generate training
points for maize classiﬁcation, we combined point data with points
sampled from within ﬁeld polygons. The number of sampled points
depended on the ﬁeld area; small ﬁelds < 800 m2 in size had only their
centroid sampled, larger ﬁelds with > 2000 m2 had ﬁve points randomly sampled, and those in between had 2–4 points sampled depending on the area. This was intended to limit duplication of sampled
pixels in the dataset as well as overrepresentation of particularly large
ﬁelds. Finally, although all classiﬁcation for this study was done using
2017 imagery, we included ﬁeld data on crop locations from 2015 and
2016 because the location of crops is generally stable from year to year,
and the out-of-sample classiﬁcation accuracies were generally lower
when including more training data, even if from a diﬀerent year. The
dataset properties, number of points and the tasks they were used for
are summarized in Table 2 and shown in Fig. 1.
In addition to the ground data on crop locations and yields, we also
required data on locations of croplands vs. other land cover types.
Leveraging GEE's User Interface (UI) API, we built an interactive platform to label random grids of points within a prescribed area based on
the Code Editor basemap (which is the same as the very-high-resolution
satellite imagery seen in Google Maps). The authors labeled these points
based on visually interpreting the basemap.
Speciﬁcally, the labeling platform lets users select a country or a
subregion of interest from a list, in this case, we included all admin
Level-1 boundaries for Kenya and Tanzania, as downloaded from the
GADM website (https://gadm.org/). Once the region is selected, the
platform generates a prescribed number of random points within that
region and iteratively visualizes each point on the basemap at a high
zoom level, prompting users to select one of ﬁve classes available or

Table 2
Description of ground data sources, including the country, provider and year
that they pertain to, whether point data or ﬁeld polygons were supplied, the
number of resultant points after area-based sampling, and whether the dataset
was used for training in the crop type (maize/non-maize) classiﬁcation task
and/or validation of yield predictions.

•

)

− RDED1 /(RDED3 − RDED1)

(NIR − SWIR1)/(NIR + SWIR1)
(NIR − SWIR2)/(NIR + SWIR2)
(SWIR1 − SWIR2)/(SWIR1 + SWIR2)
(SWIR1 − GREEN)/(SWIR1 + GREEN)
SWIR1/SWIR2

NBR1
NBR2
NDTI
CRC
STI

consortium focused on raising productivity and proﬁtability for
maize farmers in several African countries, provided ﬁeld polygons
for both maize and non-maize ﬁelds throughout Tanzania.
The Africa Soil Information Service (AFSIS) collected presence/absence data on 7 land cover types in a recent soil survey across
Tanzania. These data are publicly available at https://github.com/
mgwalsh.
Finally, we contracted Innovations for Poverty Action (IPA) to
conduct a survey in Kenya in 2017, to delineate ﬁeld polygons for
various crop types in the Western province.

In processing this data, we ﬁrst collapsed crop type data into binary
classes for maize classiﬁcation. We treated intercropped maize as the
118
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Fig. 1. Study area of Tanzania and Kenya showing (a) locations of training data for crop/non-crop classiﬁcation, (b) location of training data for maize/non-maize
classiﬁcation.

skip to the next point. We deﬁned the classes based on ﬁve main groups
of cover types we observed in the area, namely 1) bare soil and grassland, 2) savanna, 3) crop, 4) water and swamps, 5) urban. These classes
were determined by visual assessment and based on our previous experience in sub-Saharan Africa (Azzari and Lobell, 2017; Jin et al.,
2017a). Once the user has labeled all points, the resulting geolocated
grid with the corresponding labels is exported in KML format. We
collected in total 4,140 labels in Tanzania and 4,509 labels in Kenya,
the distribution of which is shown in Fig. 1.

3.2. Classiﬁcation pipeline
We used the same architecture for both CRL and MZL classiﬁcation
pipelines, which consisted of two main steps, 1) pre-selection of features, and 2) classiﬁcation.
3.2.1. Feature pre-selection
The seasonal compositing approach we adopted as model inputs
yielded a large number of features. Having a high number of features in
a classiﬁcation problem can lead to overﬁtting, become harder to interpret, and require larger computational resources. Furthermore, input
features are often highly correlated with each other (e.g. a VI and its
individual components), increasing the model's complexity while only
providing redundant information. To subset the number of features as
input to the classiﬁcation model, we adopted a data-driven approach
consisting of two phases. In the ﬁrst phase, we computed the Mutual
Information score (MI) for all features against the labels. MI is a metric
that measures relative dependence between two variables even in nonlinear cases and between continuous and categorical variables (Kraskov
et al., 2004; Ross, 2014). In the second phase, we computed a correlation matrix for all features sorted by MI score, and iteratively dropped
any feature that had a correlation higher than 0.8 with another higherranking feature. The remaining features were then passed to the model
cross-validation pipeline described below. A similar methodology has
been used by Chang et al. (2007) to selected features for mapping corn
and soybean in the US. To assess the importance of each Sentinel satellite, we repeated the selection in three ways: 1) Sentinel-1 alone, 2)
Sentinel-2 alone, and 3) Sentinel-1 and Sentinel-2 combined.

3. Crop classiﬁcation
We approached the goal of identifying maize pixels as split into two
tasks: one to distinguish cropland pixels (CRL) from non-crop pixels,
and one to identify maize pixels (MZL) from other types of crop pixels.
Although the ﬁnal goal was to generate the MZL map, we chose to ﬁrst
generate a CRL map to isolate crop pixels and reduce the overall intraclass variance in the MZL classiﬁcation process.

3.1. Seasonal median composites
Phenological features have been proven to be a key feature in resolving diﬀerent cover types. However, including phenology in a model
requires metrics that measure seasonal changes consistently from year
to year and place to place. In this study, we generated seasonal median
composites (Figs. S2 and S3), an approach that has been successfully
used in other studies spanning a variety of classiﬁcation problems (e.g.
Azzari and Lobell, 2017). In this approach, images from both Sentinel-1
and Sentinel-2 collections were divided into three groups based on their
acquisition dates. The pixel-level median of each group is taken, each
band of the resulting composite is renamed by adding a season-related
suﬃx (e.g. “NDVI” of seasonal group 1 becomes “NDVI-S1”), and the all
bands from the three composites are stacked together into a single
image. Assuming that each image in the source collection had N bands,
the resulting seasonal composite will have N×3 bands; this translated
to a total of 24 features for Sentinel-1, and 69 features for Sentinel-2.
Rather than using a traditional calendar year, we used a “water year”
calendar spanning from October to September and grouped the imagery
for as follows: 1) from October 2016 to January 2017, 2) from February
2017 to May 2017, and 3) from June 2017 to September 2017.

3.2.2. Model selection
We chose a Random Forest (RF) classiﬁer for both CRL and MZL
maps. RF classiﬁers have been successfully used in a variety of satellitebased applications including crop type mapping, and have the valuable
advantage of being intrinsically not prone to overﬁtting (Inglada et al.,
2015; Belgiu and Drăguţ, 2016). Importantly, an implementation of RF
is available in GEE, allowing large-scale predictions at the pixel level.
As with many other models, RF classiﬁers are sensitive to the choice of
hyperparameters and the training data used. To construct the best
possible CRL and MZL models, we utilized a K-fold cross-validated grid
search. In this approach, the dataset is ﬁrst randomly split into a validation (80% of the total dataset) and a test set (20% of the total
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dataset). While the test set is kept aside for a ﬁnal evaluation, the validation set is further split into K subsets (or folds). Splitting into folds
can be done following speciﬁc criteria, such as using some categorical
variable in the dataset (e.g. the district name) or completely randomly.
Given a prescribed set of hyperparameters, a model is iteratively
trained on K-1 of the folds and validated on the remaining one. The
operation is repeated for any combination of hyperparameter values
spanning a prescribed range of values. A set of performance metrics for
both training and testing is recorded at each iteration and at the end of
the process a grid with the full set of scores and the corresponding
hyperparameters are exported. The model with the minimum number
of features among the best-performing ones is used to run predictions in
GEE. We repeated the model selection pipeline independently for each
country and, to assess the importance of each Sentinel satellite, we
repeated the selection in three ways: 1) Sentinel-1 alone, 2) Sentinel-2
alone, and 3) Sentinel-1 and Sentinel-2 combined.
For both CRL and MZL, we varied 4 hyperparameters during crossvalidation: 1) n_estimators - the number of trees in the RF classiﬁer, 2)
max_features - the method used to determine the number of features
considered at each tree split, 3) min_samples_split - the minimum
number of samples required to split each node, and 4) min_samples_leaf
- the minimum number of samples required to be at a terminal leaf
node. We used two diﬀerent types of folding criteria for CRL, 1) a
random split across the whole validation dataset, and 2) a district-based
split, to ensure that test folds were geographically distinct from the
training folds. For MZL, given the clustered spatial distribution of the
training data, we only used a random split by ﬁeld. For both classiﬁcation tasks, we used the hyperparameters n_estimators = 300, max_features = ‘sqrt’ and min_samples_leaf = 10 when implementing the
model in GEE.

along with their MI scores. Fig. S5 displays the ranked correlation
matrix before and after the feature selection process. In addition to the
0.8 correlation threshold used to discard features, we also removed
LON and LAT from the ﬁnal model due to visual artifacts created in the
ﬁnal classiﬁcation map. Several features were important for both the
Kenya and Tanzania models, including AEROS_S1, VAPOR_S2 and
NDTI_S1. Features based on shortwave infrared bands were very prominent across both countries; STI_S2 and STI_S3 placed second and
third for Kenya, and NDTI_S2, NDTI_S1, STI_S3 and SWIR_S3 ranked
fourth, ﬁfth, eighth and ninth respectively in Tanzania. Sentinel-1
features showed less importance in this classiﬁcation, with only VV_S1
in the top 10 for Kenya and RATIO_RLSPCK_S1 in the top 10 for
Tanzania.
The test accuracies for the MZL task were slightly lower than for the
CRL task, which was expected given that discriminating crops from
each other is a harder task than discriminating crops from other land
cover. Kenya achieved a 67% accuracy, while Tanzania achieved 79%.
From the learning curve in Fig. 2, we can see that, as with CRL, accuracy reached a maximum at around 20 features in each country. This
task relied much more heavily on the Sentinel 2 features, with large
gaps in accuracy when training models only on Sentinel 1 features.
Using the chosen hyperparameters, we re-trained the classiﬁer in GEE
and overlaid the maize classiﬁcation onto the cropland classiﬁcation,
producing the maize mask in Fig. 3.
4. Maize yield mapping
4.1. Scalable crop yield mapper
Following our previous studies (Lobell et al., 2015; Azzari et al.,
2017; Burke and Lobell, 2017; Jin et al., 2017b), the scalable crop yield
mapper (SCYM) approach was used to estimate maize yields. Brieﬂy,
SCYM is a tool that translates satellite-observed vegetation index (VI)
and gridded weather product into the maize yields using a regionalspeciﬁc regression model. Unlike many other empirical methods
(Bolton and Friedl, 2013; Johnson, 2014) that requires ground measurements or statistics to train their predictive model, the SCYM approach utilizes pseudo training data of thousands of paired seasonal
phenology curves and yields that are simulated by a well-validated crop
model (i.e. the Agricultural Production Systems Simulator (APSIM)Maize model, Holzworth et al., 2014), spanning a realistic range of
environmental and management scenarios.
Compared with previous versions of SCYM, this study improved the
approach in at least two aspects. First, the crop model simulation was
implemented in a more generalized way such that the simulation protocol and input dataset are ready to be extended to an entire region or
continent. Second, instead of using a two-windows approach where
only the greenest VI from an early and a late growing season period was
fed into the predictive regression model (Lobell et al., 2015), a parametric ﬁtting approach was proposed to derive the peak VI for training
regression models. This approach better summarized the geometric
characteristics of both the simulated and satellite-observed crop VI
curves and thus allowed more information from the high temporal
coverage of Sentinel-2 to be ingested into the estimation of crop yields.

3.3. Classiﬁcation results
3.3.1. Cropland classiﬁcation
The subset of features selected for the CRL task for both Kenya and
Tanzania are presented in Table S1, and the ranked correlation matrix
before and after the iterative pruning process is shown in Fig. S2. The
features selected for Kenya and Tanzania were diﬀerent, with the only
common feature among the 10 highest-ranking ones was Longitude.
Four of the top-10 features in Kenya were “greenness indices” such as
NDVI-S1, RDGCVI1-S2, and RDGCVI2-S3. In Tanzania's case, shortwave
infrared dominated among the ﬁrst ten features, with SWIR1-S2,
SWIR1-S3, and SWIR2-S1 ranking ﬁrst, second, and ﬁfth, respectively.
Furthermore, STI-S1 and NDTI-S3, two indices based on SWIR bands,
ranked sixth and ninth. Sentinel-1 bands also played an important role,
with two bands within the top-ten features of both countries. In Kenya,
the speckle-corrected version of the VH/VV ratio for Season-2 and
Season-3 (RATIO-RLSPCK-S2, and RATIO-RLSPCK-S3) ranked sixth and
seventh, respectively, while in Tanzania RATIO-RLSPCK-S1 and VHRLSPCK-S1 ranked 7th and 4th. The selection of diﬀerent features for
the two countries could arise for many reasons, but two likely ones are:
(i) diﬀerences in the availability of cloud-free optical observations, with
TZA relying more on Sentinel-1 SAR data because of fewer cloud-free
optical images, and (ii) more distinct diﬀerences in soil wetness between crop/non-crop landscapes in Tanzania, which also increases the
value of Sentinel-1.
For both countries, the accuracy of the model using both Sentinel-1
and Sentinel-2 was roughly 85% for the test dataset (i.e. the 20% of
points that were not used in training). The accuracy of the model appeared to increase with the number of features until roughly the 20th
feature in each country (Fig. 2). The hyperparameters of the best model
were used to set up and run an RF classiﬁer in GEE; the resulting
cropland mask is shown in Fig. 3.

4.1.1. Training dataset from APSIM simulations
We divided the study area into several zones of relatively homogeneous agroecological conditions, and generated separate sets of
APSIM simulations for each zone. The delineation of agroecological
zones was based on the Global Agro-Environmental Stratiﬁcation
(GAES) map (Mücher et al., 2016), which was produced by applying
segmentation techniques to datasets that comprehensively described a
region's agro-environmental characteristics, including climatic regimes,
soil, terrain, vegetation, water availability and land cover properties.
We dropped zones where < 1% of the area was classiﬁed as maize, and
we combined two small zones in west Kenya to ensure enough weather

3.3.2. Maize classiﬁcation
Table S2 presents the features selected for the MZL classiﬁcation,
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Fig. 2. Cross-validation learning curve for cropland and maize classiﬁcation tasks.

the pAPSIM cultivar map, which is a composite of 10 modern hybrids
and 10 open pollinated varieties with diﬀerent growing season length
(Elliott et al., 2013). Maize sowing dates were derived by varying the 1km FAO's crop calendar (Van Hoolst et al., 2016). In this product, the
start and end of the season were retrieved by applying a threshold
approach to the 3-year NDVI proﬁle of land pixels, which can better
capture growing seasons that crossed calendar years and separate primary and secondary season. Although this crop calendar was not speciﬁc to maize, it should be adequate for the simulation purpose because
our random sites were located in maize-dominant regions. We only
considered the primary season, and varied the mean sowing date
by ± 15 days to mimic farmers sowing practice. In addition, we varied
the initial soil moisture (i.e. 60%, 80% and 100% of the extractable soil
water), seeding rates (i.e. 3, 4, 5 plants/m2), and fertilizer rates (i.e. 0,
25, 50 kg/ha N). The total number of simulations across all
site × year × management combinations for training was approximately 50,000.
It worth noting that APSIM simulates canopy N, which is not

gradient within zones (see Section 6 for discussions). To select the locations for running APSIM model, we ﬁrst split all maize pixels into
seven septiles based on the mean annual MODIS land surface temperature (which is detailed in Section 4.1.3), and randomly sampled
one pixel from each septile. The GAES zones are given in Fig. 5a.
Weather inputs for the period of 2009 to 2017, including maximum and
minimum temperature, precipitation and solar radiation, were collected
through the aWhere daily observed weather API. aWhere is an agronomic weather data platform that provides localized weather data by
integrating various sources of ground stations and weather satellites.
Eﬀective data resolution is roughly 0.1 deg for sub-Saharan African
countries. Soil variables were derived from the Harvest Choice 27
(HC27) generic soil proﬁles (Koo and Dimes, 2013). This 5 arc-minute
(~10 km) gridded product was generated by clustering the 10-km grids
of Harmonized World Soil Database (HWSD) v1.1 based on three criteria that crop model simulated yields are most sensitive to, including:
texture, rooting depth (proxy of water availability), and organic carbon
content (proxy of fertility). Maize cultivars were assigned according to

Fig. 3. Classiﬁcation map with non-crop in orange, non-maize crop in yellow, and maize in green. Left detail panels show DigitalGlobe RGB imagery with the
classiﬁcation for comparison. (For interpretation of the references to color in this ﬁgure legend, the reader is referred to the web version of this article.)
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multicollinearity among predictive variables. Speciﬁcally, the strong
colinearity between weather and peak GCVI in the simulations occasionally led to unstable coeﬃcients and poor performance in some
zones when using a single-step model, The model was built separately
for each agroecological zone, with the zonal-speciﬁc sensitive window
deﬁned as 30 to 120 days after the zonal-averaged sowing date. With
this regression model, we tested two strategies of sampling: one with
stratiﬁed sampling as described above (hereafter the general approach),
and one with localized site sampling (hereafter the local approach). The
local approach incorporates prior knowledge (e.g. weather and yield
gradient) about the local area when selecting simulation sites, and was
only tested in west Kenya region where we collected crop cuts.
The model above uses only the ﬁtted peak GCVI from the harmonic
ﬁt to the simulations, which risks removing valuable information on
other aspects of canopy growth dynamics. However, adding the phase
and amplitude only slightly increased the model ﬁt and led to instability in predictions because of the frequently high correlation between the peak, phase, and magnitude of the harmonic ﬁts. Therefore,
the ﬁnal yield regressions relied only on peak GCVI from the harmonics.
With these regression models, yield estimations at pixel level were
implemented on GEE. The input peak VI was derived from harmonic
regression with S2 GCVI as described in Section 4.1.2. Seasonal mean
temperature was calculated with the 1 km MODerate-resolution Imaging Spectroradiometer (MODIS) Aqua MYD11A2 (8-day composite)
version 6 land surface temperature (LST) product. A 2 × 2 mean ﬁlter
was applied to the raw LST product to reduce the occurrence of abnormal values. Seasonal total rainfall was derived from the
0.05 arc degree Climate Hazards Group InfraRed Precipitation
(CHIRPS) version 2 daily product (Funk et al., 2015). Both Aqua LST
and CHIRPS are available in GEE and thus can be easily accessed as
inputs to the regression model.

directly observed by satellite. Therefore, we further converted canopy N
to the Green Chlorophyll Vegetation Index (GCVI) based on an empirical relationship derived from a large dataset of ﬁeld measurements
(Schlemmer et al., 2013):

GCVI = 0.8 × Canopy N

(1)

Compared with other vegetation indices that typically build upon
red and near-infrared bands, GCVI utilize green reﬂectance which is
more sensitive to canopy nitrogen, an important factor in Africa's low
nutrient farming system (Burke and Lobell, 2017; Jin et al., 2017a).
Finally, rather than using the simulated yield, we used the simulated
biomass multiplied by a constant harvest index (HI) to derive the yields
for training the regression model, which has given superior performance than directly using the model simulated yields (Jin et al., 2017a,
2017b). In this study, a constant HI was prescribed as 0.4 for all GAES
zones. Spatial variations in HI are not considered due to lack of geospatially explicit data on varieties and management practices that collectively determine the HI. We used a lower HI value than the typical
value of 0.5 in the high yielding US Corn-Belt because the use of high
yielding, and hence high HI, hybrids is very limited in Kenya and
Tanzania.
4.1.2. Harmonics derived peak VI
The full time series of cloud-free Sentinel-2 GCVI observations per
pixel per growing season were used to ﬁt a harmonic regression, namely
the discrete Fourier transform (DFT). As noted by Moody and Johnson
(2001), the DFT can concisely summarize the seasonal pattern of land
surface phenology by simply using its ﬁrst and second harmonics. Here,
we decomposed GCVI as a time-dependent function f(t) and performed
a harmonic regression as:

f (t ) = c +

n

∑k =1 [ak cos(2πωkt ) + bk sin(2πωkt )]

(2)
4.2. TOA vs SR eﬀects on yield estimates

where ak, bk and c are cosine, sine and the intercept coeﬃcients, respectively. t is the time domain in simulations ranging from 60 days
before to 180 days after sowing. We set n equal to 2 following Moody
and Johnson (2001). Although higher order of n was able to generate a
more ﬂexible curve that can capture local ﬂuctuation, it was prone to
overﬁtting for our study years during which the number of cloud-free
S2 images were still limited (Fig. S5). The value of ω was set to 1.2 to
match the typical seasonality in East Africa. Regression coeﬃcients for
the harmonics were estimated using the least-square error method
implemented by the Google Earth Engine.

Several existing studies shown that using atmospherically corrected
surface reﬂectance composites (also referred to L2A products) often had
better performance over the TOA products in terms of multi-temporal
analysis (e.g. land surface phenology) and the accurate retrieval of
vegetation indices (Vuolo et al., 2016; Shelestov et al., 2017). We thus
hypothesized that using Sentinel-2 SR composites can outperform TOA
composites in the predicted yield spread. As discussed above, however,
neither standard Sentinel-2 SR product nor a widely acceptable on-theﬂy algorithm that converts the TOA product to the SR version is
available on GEE.
To test our hypothesis, we compared three sets of yield estimates in
the west Kenya region using: (i) raw Sentinel-2 TOA composites derived
GCVI (TOA-GCVI) and the subsequent yields (TOA-yields), (ii) Sen2Cor
derived SR GCVI (SR-L2A-GCVI) and the subsequent yields (SR-L2Ayields), and (iii) GCVI (SR-linear-GCVI) and hence yields (SR-linearyields) derived from linearly corrected TOA composites.
Sen2Cor (current version 2.5.5) is a third-party program that perform the atmospheric-, terrain and cirrus correction of Sentinel-2 TOA
L2C input data, and creates SR images. The correction is based on lookup-tables (LUTs), which were pre-calculated using a radiative transfer
routine that considered diﬀerent conditions of aerosols, atmosphere,
ozone concentration and water vapor columns (Müller-Wilm et al.,
2016). All Sentinel-2 imagery from 03/01/2017 to 10/31/2017
with < 80% cloud were processed with Sen2Cor for the west Kenya
region where ground-based yield data were collected.
For comparison with the computationally intensive Sen2Cor approach, we also tested a linear correction based on the following formula:

4.1.3. Yield estimation
In this study, maize yields were estimated using the following
model. First, we ﬁt both simulated yields and simulated GCVI (speciﬁcally, the peak value of the harmonic ﬁt to simulated GCVI) to temperature and precipitation to exclude the confounding weather components:

Yield = βw0 + βw1 × T + βw1 × T 2 + βw3 × P + βw 4 × P 2 + εw
GCVI = βv0 + βv1 × T + βv1 ×

T2

+ βv3 × P + βv 4 ×

P2

+ εv

(3)
(4)

where T and P were the mean temperature and total precipitation
during the sensitive growing season window. Then we build a regression for the two residuals, which quantiﬁed the amount of yield variation explained by GCVI variations:

εw = β0 + β1 × ε v

(5)

Finally, the yield was predicted as:

 = β + β × T + β × T 2 + β × P + β × P2 + β
Yield
w0
w1
w1
w3
w4
0
+ β1 × [GCVI − βv0 + βv1 × T + βv1 × T 2 + βv3 × P + βv 4 × P 2]

SR‐linear‐GCVI = β0 + β1 × TOA‐linear‐GCVI

(6)

(7)

where the coeﬃcients β0 and β1 were derived from 1000 pairs of
cropland pixels randomly sampled from the TOA-GCVI and SR-L2A-

The two-step modeling approach is mainly designed for addressing
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likely results from the fact that SCYM is calibrated using APSIM model
simulations, and these simulations may not fully account for yield losses
from various factors (e.g. pests or diseases) or may underestimate leaf
area associated with a given yield. This can be potentially solved by
calibrating the phenology module in the crop model, as was shown in
Jin et al. (2017b) for maize in the US Midwest, but was outside the
scope of this study.

GCVI imagery from 03/01/2017 to 10/31/2017 with < 80% cloud.
The slope, β1, varied only between 1.71 and 1.97 during the growing
season for the west Kenya region (Fig. S7), suggesting a fairly consistent
relationship between the TOA and SR GCVI for the study area and
period in this paper and hence the potential of a simple linear correction. However, researchers who want to apply this approach in other
country should explore localized relationships ﬁrst because atmospheric and illumination conditions may diﬀer substantially. All data
together, SR-L1A-GCVI and TOA-GCVI are highly correlated (SR-L1CGCVI = 1.86 × TOA-linear-GCVI − 0.14, R2 = 0.91). Moreover, we
tested the spatial generality of β0 and β1 over the space, and found that
the variations were small along a 19-tiles gradient from the most
northern part of Kenya to the most southern part of Tanzania (Fig. S6).
We thus combined all the 19 tiles to derive a generic equation (Fig. S8),
and applied this equation to generate SR-linear-GCVI on GEE for the
entire study area, although we focused on west Kenya for comparing
yield estimates.

4.4. Yield maps for years 2016–2018
Fig. 5 displays the maize yield estimates for 2017 for the entire
study region, as well as yields over the 2016–2018 period for a subset of
the region. Predicted yields in the study area were higher in west
Kenya, and decreased southward towards the border with Tanzania,
and then slightly increased again towards south Tanzania (Fig. 5a).
Yields can be as high as 5 t/ha in west Kenya, but were typically around
2–3 t/ha in other parts of Kenya. Importantly, SCYM estimates identiﬁed substantial ﬁne-scale heterogeneity in yields, even in regions where
average yields were low (Fig. 5c). The map also revealed some interesting discontinuity across administrative boundaries. For instance,
nearby the boundary of Kakamega and Nandi county, ﬁelds were obviously smaller in size and less productive on the Kakamega side
compared to the Nandi side (Fig. 5b). The annual maps shown in Fig. 5d
suggest that spatial yield gradients were similar among diﬀerent years,
but with subtle diﬀerences. Overall, the rich variability in these maps
indicates the combined eﬀects of myriad factors on maize productivity.
To further explore some of these factors, and further illustrate the value
of GEE and the yield mapping approach presented here, the following
section discusses two speciﬁc applications of these yield maps.

4.3. SCYM validation
Compared with aggregated district level yields from 1AF crop cuts
in west Kenya, SCYM estimates were able to capture about 40–55% of
the yield variation, depending on the approaches and input data
(Fig. 4). The local approach outperformed the general approach in all
paired cases. For 2016, using local approach increased R2 by 25% and
lowered RMSE from 0.93 t/ha to 0.89 t/ha. This level of performance is
slightly better than results in Jin et al. (2017a) using the same set of
crop cuts data of 2016 in this region, reﬂecting the advantages of using
harmonic regression to retrieve geometric features of satellite observed
VIs during the growing season, even though the number of cloud-free
dates fed into the harmonic regression was small (i.e. 2–4 times within
the growing season and 3–6 times during the non-growing season). For
2017, during which the image availability is much better (Fig. S5),
SCYM yield estimates outperformed those for 2016 with both general
and local approach (Fig. 6a–d). Using SR versus TOA GCVI did not always improve R2 but increased the yield spread and lowered the RMSE
(Fig. S9). In short, both general and local approaches can be used to
generate reasonable yield estimates, although the local approach with
more careful selection of sites for simulations led to slightly better
performance.
Interestingly, even when assuming a low HI of 0.4, yield estimates
based on SR product tended to slightly overpredict crop cut yields. This

5. Applications of yield maps
We present two analytical examples of exploring yield heterogeneity
and soil constraints focused on west Kenya. We focus on this region
because: (i) satellite imagery was better than other regions in terms of
quality and quantity (Fig. S5), which led to greater reliability in yield
estimates (Fig. 6d); and (ii) this 40,000 km2 is a core production area in
Kenya and exhibits substantial yield heterogeneity over the landscape
corresponding to a weather gradient (Fig. S10).

Fig. 4. Comparisons of SCYM yield estimates in west
Kenya with crop cuts aggregated to district level in
(a–b) 2016 and (c–d) 2017 main maize season. Left
panels (a, c) show results using the “general” model
trained on simulations from sites randomly selected
throughout the GAES zone, while right panels (b, d)
show results with “local” model using only sites from
within the region with ground data. Importantly, for
all panels none of the 1AF data was used to calibrate
the simulation.
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Fig. 5. Study region of Kenya and Tanzania showing (a) estimated maize yields for 2017, including detail for two sub-regions (b and c) as well as (d) yields for
2016–18 for 15 counties in Western Kenya. White lines in (a) delineate the boundary of GAES zones in which maize growing > 1% of the area. Dashed white line in
(b) is roughly the county boundary.

the percentage diﬀerence between the 95th percentile (Y95) and mean
(Ymean) for each district during 2016–2018:

5.1. Yield heterogeneity analysis
Quantifying yield heterogeneity across a region can be useful in
many aspects, for example, understanding yield progress and drivers of
yield gaps (Lobell, 2013), optimizing management practice and designing crop insurance programs (Cooper et al., 2012). For example,
Lobell and Azzari (2017) examined maize yields for 2000–2015 in the
US Midwest using SCYM approach, and found both between and within
ﬁelds yield heterogeneity was rising, reﬂecting the recent adoption of
precision agriculture technology and greater sowing density in maize
that disproportionately enhance yields on better soils. With a similar
yield estimation approach and Random Forest analysis, Jain et al.
(2017) identiﬁed later sowing and warmer temperatures were often
associated with low wheat yield in India's Wheat Belt. To our knowledge, satellite-based investigation of yield heterogeneity that spanned a
large region has not been done for the smallholder farming system in
Africa, although eﬀorts with a combination of crop modeling and UAV
sensing exist for a much smaller scale (e.g. Tittonell et al., 2007; Schut
et al., 2018).
Here, based on the yield estimates derived with the local approach
(Fig. 4d), we calculated the overall district yield heterogeneity (YHo) as

YHo = (Y95 − Ymean )/ Y95

(8)

This equation was adapted from Lobell and Azzari (2017) who used
it to study maize yield heterogeneity in the US Midwest. We did not
calculate the within-ﬁeld yield heterogeneity because boundaries of
individual ﬁelds were hard to obtain at this moment. It worth noting
that this derived YHo should not be interpreted as yield gaps because
even the best current ﬁeld performance may still be far behind the attainable yields in this typical low-input sub-Saharan Africa region
(Sheahan and Barrett, 2017). In addition, we sampled ca. 30–200 pixels
per district-year in proportion to the number of maize pixels to estimate
the full yield distribution for this region. Finally, to understand how
consistent patterns of spatial variability are from year to year, for each
district we calculated the Pearson correlation for all pixel-level (ranging
from 66,038 to 6,963,705 pixels) yields of 2016 and 2017 using GEE.
Persistence of spatial yield variability has been used as an indicator of
how much location-speciﬁc (e.g. soil quality, farmer skill) vs. idiosyncratic factors inﬂuence yield variability (Lobell, 2013; Farmaha et al.,
2016).
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Fig. 6. Application of SCYM estimates to yield heterogeneity analysis. (a) SCYM estimated yield distribution for 2016–2018, with vertical segments indicate 5% and
95% percentile values. (b) Scatter plot of district level yield heterogeneity (YHo) and yield correlation between 2016 and 2017, with red square, diamond and
triangle representing three selected districts shown in (f). (c) Aggregated district level average yield for 2017. (d) Average district level YHo for 2016 and 2017. (e)
Average district level yield correlation between 2016 and 2017. (f) Yield map for three selected district in 2016 and 2017. (For interpretation of the references to
color in this ﬁgure legend, the reader is referred to the web version of this article.)

between 2016 and 2017 mostly between 0.3 and 0.8 (Fig. 6b). Spatially,
higher YHo tended to coincide with districts of lower Ymean (Fig. 6c,
d). To illustrate diﬀerent combinations of yield correlation and YHo, we
display three representative districts (Fig. 6b, f), including Matayos
from Busia county for median YHo and low yield correlation (square),
Kitutu Chache South from Kitutu province for Kisii county for low YHo
and high yield correlation (triangle), and Nyakach from Kisumu county
for high YHo and high yield correlation (diamond). These results provided a preliminary screening of the yield heterogeneity in this region,
although further data collection and study is needed in order to identify
drivers of the spatial pattern as well as changes over time.

Fig. 6a shows the histogram density of yields for the focus region for
the three years. The density curves of 2016 and 2017 were quite similar, although the latter had a fatter tail at the lower end, indicating
possibly more yield penalty due to weather stresses. The 2018 distribution was narrower than the other two years, indicating less yield
variability. We caution that one possible explanation is that variation
during the grain-ﬁlling stage was less well captured without available
Sentinel-2 imagery after September by the time this paper was written,
and therefore we focus subsequent analysis on 2016–17.
Values of YHo ranged from roughly 20 to 40% of mean yield, indicating that if all farmers achieved the yields at the 95th percentile of
the current distribution, that yields would be increased by an average of
~30% (Fig. 6b). At the same time, it was clear that the same ﬁelds were
not the highest performing across both years, with yield correlations
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with yields (Fig. 7a). The RF model was able to explain > 70% of the
yield variation (Fig. 7b). A large fraction of the explained variation is
due to nitrogen, with tot_N, an indicator of direct available N source,
ranked the ﬁrst, followed by OC, which directly reﬂects the amount of
soil organic matter and potential mineral N that can be released
through mineralization. Al, an indicator of soil acidity (which may limit
plant growth) ranked high among the variables, but, surprisingly, was
positively correlated with yields. This may be explained by three facts:
(i) the average soil pH in this region is > 5.5, meaning acidity stress is
likely uncommon; (ii) slightly acidic soils facilitate the release of yield
limiting nutrients; and (iii) higher Al concentrations coincide with
greater leaching and higher precipitation, hence slightly better water
supply for maize growth. Interestingly, AWC and ERZD were not as
important as expected, likely because the coarser 1 km resolution is not
ideal for comparing with SCYM estimates at 10 m resolution. Using all
variables, the predictive model did a fairly good job (R2 = 0.72) for the
20% leave-out test dataset (Fig. 7c). Overall, our analysis conﬁrmed the
importance of indigenous N supply in this typically low-fertilizer-use
region and the potential of closing yield gaps by increasing N application.

5.2. Soil constraint analysis
To understand the edaphic drivers of yield heterogeneity and help
guide nutrient-speciﬁc interventions, we compared SCYM yield estimates with existing continent-wide soil hydraulic and nutrient data. We
selected 11 variables from the 250 m soil nutrient maps of Sub-Saharan
Africa (Hengl et al., 2017), including: organic carbon (OC), total organic nitrogen (tot_N), total phosphorus (tot_P), and extractable- potassium (K), calcium (Ca), magnesium (Mg), sodium (Na), iron (Fe),
Manganese (Mn), Copper (Cu), Aluminum (Al) for 0–30 cm depth.
Brieﬂy, this product is generated using an ensemble of two machine
learning algorithms with extensive training data of soil samples
from > 50,000 locations and a large stack of GIS layers that proximate
soil forming processes (e.g. climate, topography, lithology and vegetation) (Hengl et al., 2015). Among all the variables being predicted, the
ones we selected all had cross-validation accuracy (i.e. R2) > 0.5
(between 0.53 and 0.86). In addition, we obtained two soil hydraulic
variables, root zone depth (ERZD) and root zone total plant available
water holding capacity (mm) of the whole earth fraction (AWC), from
the Root Zone Plant-Available Water Holding Capacity of Sub-Saharan
Africa soils, version 1.0 dataset (Leenaars et al., 2018). This 1 km
spatial resolution product was generated using digital soil mapping
techniques by ingesting 28,000 soil proﬁles from SSA. Predicted volumetric moisture content (VMC) at saturation explained about 72% of
the variation in observed values over 6 depth intervals, with RMSE
equal to 0.102 cm3/cm3 (Leenaars et al., 2018). Overall, these two soil
datasets represent to our knowledge the best existing maps of soil
properties in the region.
We randomly sampled the stack of soil variables and SCYM estimates at 50 locations per district within the focus region, conditioning
on that locations fell within maize pixels. Then we conducted correlation analysis as well as Random Forest regression (Breiman, 2001) to
quantify the relative importance of these soil variables in explaining the
variation of mean yield of 2016–2018. We used RF regression because it
doesn't require an explicit model structure, which was attractive in this
case given the potential non-linear relationship between response and
explanatory variables as well as the interactions among explanatory
variables. In this study, the RF algorithm created 300 diﬀerent decision
trees using random subsamples of the data and computed the prediction
error on the out-of-bag portion of these bootstrapped datasets. For each
node, 4 of all available explanatory variables were used to split the
data. To calculate variance explained, this method considers the
average variance explained in the out of bag sample across all trees.
Results showed a positive correlation between Al, OC, tot_N, tot_P
and yields, whereas soil nutrients showed weak negative correlation

6. Discussion
The GEE platform, with its vast stores of satellite data, computational power, and implementation of various machine learning algorithms and ﬂexible user interfaces, was central to this study. For example, GEE provided the possibility to implement a scalable solution to
most of Sentinel-2 limitations. Not only we could easily sample and
export contaminated pixels from a curated collection of imagery, but
we were also able to re-use a light-weight decision tree trained oﬄine
to classify clouds, haze, and shadows on the ﬂy. Similarly, applying
correction coeﬃcients to convert hundreds of images from TOA into SR
observations was seamless and fast. Furthermore, the UI API allowed us
to add custom interactivity to the Code Editor and transform it into a
useful tool to collect labels to train the CRL model. GEE's scalability was
also used to generate pixel-level multi-seasonal median composites,
calculate harmonic regressions, and estimate and apply Random Forest
models. At the same time, this innovative platform was not without
some challenges, such as the long time needed to pre-compute and store
the median composites as assets, a step needed to avoid exceeding
memory limits.
The limited availability of accurate ground data on maize locations
and yields precluded a systematic evaluation of our estimates across the
diversity of all maize systems in Tanzania and Kenya. Nonetheless, the
out-of-sample accuracies for cropland and maize land identiﬁcation was
Fig. 7. Application of SCYM estimates to soil property analysis. (a) Correlation matrix plot of SCYM
yields and 11 soil nutrient variables at randomly selected locations. (b) The relative importance of predictive variables in the Random Forest (RF) model,
with the most important variable having the largest
% increase in mean squared error (MSE) between the
full model and one where that variable is permuted.
(c) Prediction performance of the RF model on the
20% leave-out validation dataset.
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7. Conclusion

encouraging, as was the fact that the SCYM yield estimates explained
roughly half of the variation in yields in west Kenya as estimated by
crop cuts. This latter result of course means that roughly half of the
variation in ground-based yields was not explained by our estimates,
and for some applications this performance may be viewed as insuﬃcient. However, it is worth emphasizing that at least some fraction
of the remaining variance not explained by SCYM arises because of
measurement error in ground data. Prior work has shown, for instance,
that yields estimated from satellites can often match or exceed groundbased estimates in terms of correlations with suspected yield constraints, such as fertilizer or hybrid seed use (Burke and Lobell, 2017).
In the current study, the fact that 70% of SCYM yields could be explained by soil factors indicates that we are indeed capturing meaningful variation in yields.
The limited amount of ground data for validation also highlights the
unique potential of remote sensing for agricultural assessment. For regions without ground data to enable a quantitative metric of performance, a meticulous qualitative analysis of the resulting classiﬁcation
may provide additional information on the performance of the underlying model. In our case, the picture that emerged from a qualitative
analysis of both the CRL and MZL maps was that our models performed
very well at detecting the overall regions where crop, and more speciﬁcally maize, was grown. A chain process of creating MZL map on top
of the CRL map may pass some of the uncertainty in cropland classiﬁcation. However, given the high complexity of land cover in our study
region and the size of ground labels (although exceptionally large already), skipping the step of CRL maps will lead to worse performance in
maize classiﬁcation.
A major challenge addressed in this work is how to best generate
pseudo-training data with crop model simulations across broad regions.
This critical step in the SCYM framework determines the regression
model and ultimately the performance of yield estimates. A good set of
simulations should span a realistic range of variation (or spread) in both
GCVI and yields. The improvement achieved by switching to more localized site selection as shown in Fig. 4c, d reﬂects the importance of
site selection. Nonetheless, the general approach suggested here
whereby sites are randomly chosen within GAES zones along a temperature gradient produced results that agreed well with ground data
and produced qualitatively reasonable patterns of yields across the region (i.e. very few extremely high or near-zero yield estimates). Some
remaining challenges for future work include (i) the optimal way to
deﬁne zones within which sites are selected, (ii) how to fully cover the
range of temperature and precipitation gradients without excessive
amounts of simulation sites, and (iii) how to reﬁne the cultivar representations (mostly parameters related to phenology and harvest
index), possibly through building detailed crop sowing and harvest date
maps based on improved maize classiﬁcation maps and high resolution
and frequent satellite observations.
Both Sentinel-1 and Sentinel-2 played key roles in this study, with
the former being particularly important for crop and maize land classiﬁcation and the latter for both maize classiﬁcation and yield estimation. Sentinel-2 data provides global coverage with a 5 days revisit time
at 10 m resolution. In addition to near-infrared and shortwave infrared
bands, it has three red-edge bands, which proved useful in crop classiﬁcation. This combination of factors is unprecedented for a public
dataset, making Sentinel-2 a much-needed addition to the current roster
of open-access satellites. At the same time, the lack of a readily available standard SR product with an accurate QA band for clouds, haze,
shadows, snow, and other contaminated pixels makes the use of this
dataset challenging at large scales. As the amount of satellite data increases, the availability of “analysis-ready” data will be key a factor in
determining the role played by diﬀerent datasets in enabling new applications and scales.

This study presented a ﬁrst-of-its-kind mapping of maize yields at
10 m resolution across the entirety of two large maize producing
countries, by leveraging the power of newly available satellite sensors,
the GEE platform, and advanced classiﬁcation and yield mapping algorithms. Accomplishing such a mapping in East Africa is extremely
challenging because of the heterogeneous smallholder farming landscapes, pervasive and year-round cloud coverage, and the limited and
sparse ground measurements. By using a large number of training labels, Random Forest-based classiﬁer can successfully identify cropland
and maize pixels. We note the utility of backscatter metrics in classiﬁcation, particularly when cloud-free optical imagery is limited. The
yield estimation approach presented in this study was able to capture
about half of the variation in the crop-cut yields at the district level in
Western Kenya, although multiple opportunities exist to further improve the results. Using yield maps generated in this study and other
geospatial data, we were able to explore the magnitude and interannual
variability of spatial heterogeneity of yields, and to investigate the soil
constraints in the region. We identiﬁed soil nitrogen levels as the predominant factor, suggesting the importance of nutrient management as
a mean to closing yield gaps in the region. Lessons learned in this study
advanced the understanding of smallholder agriculture system in East
Africa, and can be transferred to other similar system as well.
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