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Happy to be here

My Ph.D. was in Physics!
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. . . ICTP contributed to broaden my interests
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Back to today’s topic

What is Machine Learning?
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Machine Learning (AI) in the news
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‘. . . find . . . patterns in data. . . ’

I Isn’t this all of science?

I Haven’t we been doing this for a while?
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‘. . . find . . . patterns in data. . . ’

I Gauss, 1809: First use of least squares fitting
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Outline

I Three ways to think about ‘patterns from data’:

I Classical statistics
[Fisher, Pearson, Wald,. . . 1920—. . . ]

I Statistical learning / Nonparametric estimation
[Vapnik / Fix, Hodges, . . . 1970/1950—. . . ]

I Deep learning
[In progress. . . 2010—. . . ]

I Some recent mathematical developments
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Canonical setting (‘regression’, ‘supervised learning’)

I Data

(y1; x 1); (y2; x 2); : : : ; (yn ; xn)

yi 2 R : ‘label’, ‘response’,

x i 2 Rd ‘features’ vector’, ‘covariates’ :

I Want to predict new labels

f : Rd ! R
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Example (low-dimensional)
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Example (high-dimensional)

�
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�
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�
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�
x2 =

; y3 = +1
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Classical statistics
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Mathematical model
I Statistical model �

Pθ : θ 2 � � Rp	

I Data (y ;X ) := f(yi ; x i )gi�n

f(yi ; x i )gi�n �iid Pθ0 θ0 2 � :

I Estimator

θ̂ : (y ;X )! θ̂(y ;X )

I Predictive model

fθ(x ) = Eθ(y jx ) :
14 / 72
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Example

Logistic model yi 2 f+1;�1g; x i 2 Rd

Pθ(y = +1jx ) = ehθ;x i

1+ ehθ;x i
;
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Estimation

Empirical risk (here z i := (yi ; x i ))

minimize bRn(θ) :=
1
n

nX
i=1

`(θ; z i )

Loss: ` : Rp � Rd ! R

Rationale (population risk)

θ0 = argmin
θ

R(θ) = Ef`(θ;Z )g

16 / 72



Example

3 2 1 0 1 2 3

u

0.0

0.5

1.0

1.5

2.0

2.5

3.0

lo
g(

1
+
eu

)

Logistic regression z = (y ; x ) 2 f0; 1g � Rp

`(θ; y ; x ) = �yhθ; x i+ log(1+ ehθ;x i)
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Why does this work?

θ

R
(θ

)

θ0

θ

R̂
n
(θ

)

θ0

θ̂

rR(θ0) = 0 rbRn(θ̂) = 0
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Why does this work?

θ

R̂
n
(θ

)
θ0

θ̂

kθ̂ � θ0k2 � 1
�
krbRn(θ0)k2 =

1
�

 1
n

nX
i=1

r`(θ0; z i )

2
= O

�r
p
n

�

Need n � p!
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Statistical Learning
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Is this realistic?

�
x1 =

�
x2 =; y1 = +1

�
; y2 = �1

�

�
Pθ : θ 2 � � Rp	
f(yi ; x i )gi�n �iid Pθ0 θ0 2 � :
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Idea

�
x1 =

�
x2 =; y1 = +1

�
; y2 = �1

�

Try to optimize over ‘all’ functions
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Three pillars

1. Empirical Risk Minimization

2. Uniform convergence

3. Convex optimization

Textbook: Ben-David and Shalev-Shwartz, Understanding Machine Learning
23 / 72



Pillar #1: Empirical Risk Minimization

Objective:

minimize R(f ) := E
�
dist(ynew; f (x new))

	
; (ynew; x new) � P :

Problem: We do not know P !

Idea:

minimize bRn(f ) :=
1
n

nX
i=1

dist(yi ; f (x i )) ;

subj. to f 2 F
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Why constrain f 2 F? Baby example
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Quiz

I Can you give an example of F?

I Can you give an example of loss dist?
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Pillar #2: Uniform convergence

Cartoon statement

sup
f 2F

��� bRn(f )�R(f )
��� . "(n ;F)

"(n ;F)� 1 , n � Cplx(F)

If the sample size is larger than the model complexity, then
test error � training error
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Pillar #3: Convex optimization

minimize bRn(f ) :=
1
n

nX
i=1

dist(yi ; f (x i )) ;

subj. to f 2 F =
�
f ( � ;θ) : θ 2 � � Rp	
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Pillar #3: Convex optimization

minimize bRn(θ) :=
1
n

nX
i=1

dist(yi ; f (x i ;θ)) ;

subj.to θ 2 � � Rp
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Pillar #3: Convex optimization

minimize bRn(θ) :=
1
n

nX
i=1

dist(yi ; f (x i ;θ)) ;

subj.to θ 2 � � Rp

Idea: Choose �, dist, f such that θ 7! dist(yi ; f (x i ;θ)) is
convex.
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Deep Learning
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Since �2010, none of the three pillars seem to hold anymore1.

1For many applications
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ImageNet challenge
[n = 14 � 106,yi 2 f1; 2; : : : ; 2 � 104g]]

"
‘Deep learning’ revolution
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Multi-layer (fully connected) neural network

θ = (W 1;W 2; : : : ;W L)

θ 2 Θ := RN1�N0 � � � � � RNL�NL�1 ; N0 = d ;NL = 1 ;

f ( � ;θ) := W L � � �W L�1 � � � � � � �W 1 :

where

W `(x ) := W `x ;

�(x ) := (�(x1); : : : ; �(xN )) ;

Examples: �(x ) = tanh(x ), �(x ) = max(x ; 0),. . .
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Pillar #3: Convex optimization

f ( � ;θ) := W L � � �W L�1 � � � � � � �W 1 ;

Example `(y ; f ) = (y � f )2

bRn(θ) =
1
n

nX
i=1

�
yi � f (x i ;θ)

�2
:

Highly nonconvex!
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Pillar #2: Uniform convergence

[Zhang, Bengio, Hardt, Recht, Vinyals, 2016]

38 / 72



Remarks

I F rich enough to ‘interpolate’ data points

I Test error � Train error � 0

I Outside uniform convergence regime
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Pillar #1: Empirical Risk Minimization

minimize bRn(θ) =
1
n

nX
i=1

`(yi ; f (x i ;θ))

Gradient Descent (GD)

θt+1 = θt � "trθ
bRn(θ

t )

Stochastic Gradient Descent (SGD)

θt+1 = θt � "trθ`(yi ; f (x i ;θ
t ))
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cRn(θ) does not tell the full story!

θt+1 = θt � "trθ
bRn(θ

t )

I Nonconvex optimization

I Many global optima ( bRn(θ) � 0)

I Output depends on

I Initialization
I Step-size schedule "t

I Other algorithm details (batch size, dropout, . . . )
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Some recent mathematical developments
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A simple example: Random features ridge regression

Ghorbani, Mei, Misiakiewicz, M, arXiv:1904.12191, 1906.08899
Mei, M, arXiv:1908.05355
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Related work

I Belkin, Rakhlin, Tsybakov, 2018

I Liang, Rakhlin, 2018

I Hastie, Montanari, Rosset, Tibshirani, 2019

I Belkin, Hsu, Xu,2019

I Bartlett, Long, Lugosi, Tsigler, 2019

I Muthukumar, Vodrahalli, Sahai, 2019

I Many papers in 2020

This work: Exact asymptotics in a very simple neural net
(random feature models)
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Data

I f(yi ; x i )gi�n iid

I x i � Unif(Sd�1(
p

d)), d � 1

I Response

yi = f�(x i ) + "i ; "i � N(0; � 2) :
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Random features model

FN
RF(W ) �

n
f̂ (x ;a) =

NX
i=1

ai �(hw i ; x i) : ai 2 R 8i � N
o
;

W = [w1; : : : ;wN ] w i �iid Unif(Sd�1(1))

I Two-layers, fully connected
I Train only second layer
I Model is liear in the parameters!

Neal, 1996; Balcan, Blum, Vempala 2006; Rahimi, Recht; 2008; Bach, 2016
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Training

I Ridge regression

baRR(�) := arg min
a2RN

(
1
n

nX
i=1

(yi � f̂ (x i ;a))2 +
N�

d
kak2

2

)
:
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Why FRF? Lazy regime

Jacot, Gabriel, Hongler, 2018; Du, Zhai, Poczos, Singh 2018; Allen-Zhu, Li, Song 2018; Chizat,

Bach, 2019; Ghorbani, Mei, Misiakiewicz, M, 2019; Arora, Du, Hu, Li, Salakhutdinov, Wang, 2019;

Oymak, Soltanolkotabi, 2019; . . .
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Why ridge regression?
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Results: Wide limit, polynomial asymptotics
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Polynomial asymptotics

I N =1; n � d�

I Same paper: n =1, N � d�

Ghorbani, Mei, Misiakiewicz,
51 / 72



Prediction error of Kernel Ridge Regression

Theorem (Ghorbani, Mei, Misiakiewicz, M. 2019)

Assume � continuous, j�(x )j � c0 exp(c1jx j). Let ` 2 Z, and assume
d `+" � n � d `+1�", " > 0. Then, for any � 2 [0; ��(�)],

RKRR(f�;�) = kP>`f�k2
L2 + od(1)(kf�k2

L2 + � 2) ;

P>`f� = Projection of f� onto deg. > ` polynomials

Further, no kernel method can do better.

I Optimal error ! interpolants (� = 0)
I Staircase phenomenon.
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Prediction error of Kernel Ridge Regression
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Proportional asymptotics
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Proportional asymptotics

I n � d

I N � d
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Setting

I True function

f�(x ) = hβ0; x i+ f NL
� (x )

f NL
� non-linear isotropic.

I kβ0k2 = F1, kf NL
� kL2 = F�

I n ;N ; d !1: N=d !  1, n=d !  2.

I R(f̂�) � prediction error

56 / 72



Precise asymptotics

Theorem (Mei, M. 2019)

Decomposr �(x ) = �0 + �1x + �NL(x ) where (for G � N(0; 1))

E[G�NL(G)] = E[�NL(G)] = 0; �2 :=
�2

1
E[�NL(G)2]

:

Then, for any � = �=b2
� > 0

R(f̂�) = F 2
1 B(�;  1;  2; �) + (� 2 + F 2

� )V (�;  1;  2; �) + F 2
� + od(1) ;

where B(�;  1;  2; �), V (�;  1;  2; �) are explicitly given below.

Variance computed in [Hastie, M, Rosset, Tibshirani, 2019]
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Explicit formulae
Let (�1(�); �2(�)) be the unique solution of

�1 =  1
�
� � � �2 �

�2�2

1� �2�1�2

�
�1

;

�2 =  2
�
� � � �1 �

�2�1

1� �2�1�2

�
�1

;

Let
� � �1(i( 1 2�)

1=2
) � �2(i( 1 2�)

1=2
);

and

E0(�;  1;  2; �) � � �
5
�
6
+ 3�4

�
4
+ ( 1 2 �  2 �  1 + 1)�3

�
6
� 2�3

�
4
� 3�3

�
2

+ ( 1 +  2 � 3 1 2 + 1)�2
�
4
+ 2�2

�
2
+ �

2
+ 3 1 2��

2
�  1 2 ;

E1(�;  1;  2; �) �  2�
3
�
4
�  2�

2
�
2
+  1 2��

2
�  1 2 ;

E2(�;  1;  2; �) � �
5
�
6
� 3�4

�
4
+ ( 1 � 1)�3

�
6
+ 2�3

�
4
+ 3�3

�
2
+ (� 1 � 1)�2

�
4
� 2�2

�
2
� �

2
:

We then have

B(�;  1;  2; �) �
E1(�;  1;  2; �)

E0(�;  1;  2; �)
; V (�;  1;  2; �) �

E2(�;  1;  2; �)

E0(�;  1;  2; �)
:
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I Kernel inner product random matrices

Cheng, Singer, 2016; Do, Vu, 2017; Fan, M, 2017; Pennington Wohra, 2018;. . .
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An interpretation
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‘Noisy linear features model’
Nonlinear features

f̂ (x i ;a) = ha ; x i i ;
uij = �(hw j ; x i i) = �1hw j ; x i i+ �NL(hw j ; x i i)

Noisy linear features

f̂a (x i ) = ha ; ~ui ;
~uij = �1hw j ; x i i+ �� zij ; (zij ) �iid N(0; 1)

�� := k�NLkL2

Gaussian, correlated
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Conceptual version of our theorem

Theorem (Mei, M, 2019)

Consider random-features ridge regression in the proportional
asymptotics

d !1; N=d !  1; n=d !  2:

Then the nonlinear features model and noisy linear features model
are ‘asymptotically equivalent.’
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Simulations vs theory
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Insigths
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Insight #1: Optimum at N=n !1
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Insight #2: No double descent for optimal �
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Insight #3: � = 0+ optimal at high SNR

10
-3

10
-2

10
-1

10
0

10
1

10
2

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

T
e

s
t 

e
rr

o
r

10
-3

10
-2

10
-1

10
0

10
1

10
2

0

0.5

1

1.5

2

2.5

3

T
e

s
t 

e
rr

o
r

SNR= 5 SNR= 1=10

I High SNR: Minimum at � = 0+.
I Low SNR: Minimum at � > 0.
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Insight #4: Nonlinearity is regularization

I Wide limit  1 = N=d !1,  2 = n=d <1
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Insight #4: Nonlinearity is regularization
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E[�NL(G)2]
, Increasing �
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Extensions

I Anisotropic distributions
[Ghorbani, Mei, Misiakiewicz, M, 2020]

I Binary classification
[M, Ruan, Sohn, Yan, 2019]

I Neural tangent features
[M, Zhong, 2020]
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Conclusion
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Conclusion

I Lots of new phenomena to be understood

I Mathematics/Theoretical Physics can play a useful role

I Machine Learning is a useful new tool

I We just have to understand for what :)

Thanks!
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