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Abstract

Neural networks offer powerful generative capabilities in unsupervised learning
tasks. Despite recent empirical success, these models often have complex optimiza-
tion landscapes, and their theoretical properties are not well understood. To address
these issues, we present convex formulations of autoregressive neural models with
one hidden layer. Specifically, we prove an exact equivalence between these models
and constrained, regularized logistic regression by using semi-infinite duality to
embed the data matrix onto a higher dimensional space and introducing inequality
constraints. To make this formulation more tractable, we approximate the con-
straints using a hinge loss or drop them altogether. Furthermore, we demonstrate
faster training and competitive performance of these implementations compared
to their neural network counterparts on a variety of data sets. Consequently, we
introduce techniques to derive scalable and interpretable models that are equivalent
to black box, neural network based autoregressive models.

1 Introduction

The recent rise of computing has led to vast amounts of real-world data available for analysis.
By learning the distributions these data are sampled from, we can solve a variety of inference
problems, such as sampling and unsupervised representation learning. Unfortunately, computing
the probability density p(x)1 using traditional graphical models is intractable, due to exponentially
increasing costs for high-dimensional data [4, 6]. To avoid such costs, generative models use neural
networks to represent the distributions [3-5, 19-22, 24-27]. While these models have been effective
in learning complex distributions over large data sets such as ImageNet [17], the learning process
is computationally intensive and slow [43-47]. Due to the non-convexity of the loss functions,
optimization algorithms are easily caught in local minima. Furthermore, theoretical properties of
generative models are not well understood. Thus, while learning these models can lead to learning
probability distributions and solving inference problems, the underlying nature of the distribution is
still hidden due to the difficulty of interpreting the model.

1Matrices are represented by bold upper-case letters and vectors by bold lower-case letters.
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Our Contribution We introduce exact and relaxed convex formulations for shallow neural autore-
gressive models. Using semi-infinite duality [1], we show an equivalence between the non-convex,
binary cross-entropy loss of a two-layer autoregressive model and the convex loss of a constrained and
regularized logistic regression problem (Section 3). By proving this equivalence, we demonstrate that
the two-layer autoregressive model essentially solves a logistic regression problem in a constrained,
higher dimensional space. This insight can be used in future theoretical analysis of such models, such
as better interpretations of the learned distributions. Moreover, solving the convex problem is easier
than solving the non-convex one, since optimization algorithms for the former efficiently reach the
global minimum instead of getting stuck in local optima.

Due to the constraints in this formulation, optimization algorithms that take advantage of mini-
batching cannot be applied directly. As such, we introduce two tractable versions of the convex
problem: (1) we approximate the constraints using a hinge loss and (2) we drop the constraints to
form a logistic regression with group lasso problem [53] (Section 3.3). We then evaluate efficient
implementations of these formulations on binary vector data sets and a binarized MNIST data set
[18] (Section 4). Lastly, we discuss how to extend this work to other two-layer autoregressive models
and beyond in Section 5.

To summarize, our key contributions are:

• We prove a mathematical equivalence between two-layer autoregressive models and con-
strained, regularized logistic regression that lends itself to further theoretical analysis.

• We introduce tractable methods for solving these convex problems.

• We demonstrate efficiency improvements during the training process on several data sets.

Scope The goal of this paper is to introduce techniques that can be used to derive formulations of
generative models that have theoretical basis and avoid the pitfalls of optimizing on a non-convex
landscape. It is not to outperform the best generative models in statistics such as negative log
likelihood.

2 Related Work

Below, we look at several distribution estimation techniques in literature, some of which have
theoretical backing but are intractable, and others which are tractable but have little theoretical basis.
We also review work done in establishing a theoretical understanding of neural networks, especially
generative models.

Graphical Models One approach to density estimation is to use graphical models, which are
backed by solid theoretical understanding. Directed graphical models assume that there exists some
latent variable, z, that the variable to model, x, is conditioned on. The distributions p(z) and p(x|z)
are learned. Then, data can be generated by sampling z ∼ p(z) and x ∼ p(x|z). While computing the
joint distribution p(x, z) = p(z)p(x|z) isn’t too difficult, computing the marginal p(x) =

∑
z p(x, z)

is intractable for higher dimensions because of the exponentially-increasing complexity of z [4,
6]. For similar reasons, computing p(x) using undirected graphical models, such as the restricted
Boltzmann machine [23], is also intractable.

Generative Models Generative models have empirically been successful in learning complex
distributions. The process is akin to searching the parameter space of a neural network to minimize
some notion of distance between the probability distributions of the model and the data [6]. Several
types of generative models are used in practice. Autoregressive models like FVSBN [22], DARN [2],
and NADE [3, 4] model the likelihood p(x) by a product of Bernoulli random variables representing
the conditional distributions p(xi|x<i). Variational autoencoders [24] model a latent variable similar
to directed graphical models and optimize a tractable lower bound to log p(x). Other types of
generative models include normalizing flow models [25-27] and generative adversarial networks
(GANs) [19-21].

Unfortunately, all these methods have highly complex, non-convex loss functions, which can cause
unstable training. Extensive hyper-parameter tuning and computational resources may be required
to effectively train a generative model. Current work primarily focuses on solving this problem in
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GANs, through a combination of empirical techniques [44, 45] and theoretical analysis [46, 47]. For
instance, mode collapse is hypothesized to be caused by local minima [43]. Despite recent work,
training stability in generative models remains an open field of research.

Theoretical Understanding of Neural Networks There are several directions of research to better
understand neural networks. Some approaches attempt to understand the optimization landscape of
such networks by proving theoretical guarantees for algorithms [7-12] and specific models [14-16].
However, these methods don’t allow for analyses of neural networks besides convergence guarantees.
Another lens with which to analyze neural networks is the mean field view [13, 28, 29]. They model
two-layer continuous neural networks as a distribution over the model’s parameters. However, this
view does not provide sufficient analysis for a finite number of hidden units. The research in [30-34,
49] uses the neural tangent kernel view to prove that randomly initialized gradient descent learns
the training data as the width of the network approaches infinity. However, [48] demonstrates that
this theory provides an insufficient interpretation of empirical results. Neural feature repopulation
[35-36] demonstrates some initial empirical success, but simplifies the objective function rather than
finding an equivalent convex formulation. The exact convex formulation presented here (Section
3.2) parallels the work done in [1], which introduces an equivalent convex program to a two-layer
neural network with mean squared error (MSE) loss. Some work has also been done to understand
generative models. Convex duality has been used to analyze GANs [37], but this work restricts the
set of discriminators to be convex. The authors of [38] trained GANs using primal-dual subgradient
methods and proved a theoretical convergence, but the methods do not change the non-convexity of
the optimization landscape.

We provide a theoretical basis for autoregressive models by finding an equivalent convex problem.
We then make solving this problem tractable by adapting it to allow for mini-batching. In doing so,
we create models that are theoretically interpretable and tractable.

3 Formulation

Suppose we have a binary valued data set X ∈ {0, 1}N×D′ , such that we have N samples of D′-
dimensional, binary data. We would like to model the probability distribution, p(x), the data were
sampled from. We discuss our methods of doing so below. Section 3.1 sets up the non-convex
formulation for a specific subset of autoregressive models, Section 3.2 mathematically derives an
equivalent convex formulation, and Section 3.3 introduces tractable formulations. Section 5 discusses
how this work can be extended to other two-layer autoregressive models and beyond.

3.1 Autoregressive Model

We first factorize the distribution p(x) using the chain rule:

p(x) =

D′∏
d=1

p(xd|x1, x2, . . . , xd−1) =
D′∏
d=1

p(xd|x<d),

where x<d = [x1, x2, . . . , xd−1]. Note that while the formulation could use an arbitrary ordering of
the integers 1, . . . , D′, the trivial one is used.

A Bernoulli random variable is used to model each of these conditional distributions, with the
expectation being a function we learn. More precisely, we have

pθ(xd|x<d) = Bern(µ(x<d)),

where θ are the parameters (weights) of the mean function µ : {0, 1}d−1 → [0, 1]. This function is
modeled by a two-layer neural network (Figure 1), whose parameters are learned by minimizing a
regularized negative log likelihood loss.

Specifically, the model is constructed as follows. The hidden layer is defined as

h = (Ux<d,(r))+,

where there are m units in the hidden layer (h ∈ Rm), U ∈ Rm×r are the first-layer weights,
x<d,(r) = [xd−r−1, xd−r, . . . , xd−1] ∈ Rr are the last r elements in x<d, and (·)+ = max(0, ·) is the
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Figure 1: Illustration of the two-layer autore-
gressive model. Output probability for an
entry is predicted using previous r = 3 en-
tries in binary input vector. All arrows with
the same color are shared parameters, e.g. the
blue arrows represent the same vector: the
first column of the first-layer weights.

Figure 2: Illustration of the exact and relaxed
convex programs. The diagonal matrices Di

mask X(r) to provide data for the P local
(constrained) linear models. These are ag-
gregated to create the global model via sum-
mation and a group lasso regularization. See
Section 3.3.1 for more detail.

rectified linear unit (ReLU). Note that, by construction, x<d,(r) is only defined for d = r+1, . . . , D′.
Then, we compute the expectation as

µ(x<d) = σ(αTh) = σ(αT (Ux<d,(r))+), (1)

where α ∈ Rm are the second-layer weights, and σ(t) = 1
1+e−t is the sigmoid activation function.

Since x<d,(r) is only defined for d = r + 1, . . . , D′, so is µ(x<d). We denote x̂d = µ(x<d). Then,
the model’s prediction for xd is

ŷd =

{
1 x̂d = µ(x<d) > 0.5
0 x̂d = µ(x<d) ≤ 0.5

.

To learn the data distribution, we minimize the Kullback-Leibler (KL) divergence between the data
and model distributions using Monte Carlo estimation. This is equivalent to minimizing the negative
log-likelihood [6], and, in this case, the binary cross-entropy loss,

− 1

N

N∑
n=1

log pθ(x) = −
1

N

N∑
n=1

log

D′∏
d=1

pθ(x
(n)
d |x

(n)
<d )

= − 1

N

N∑
n=1

D′∑
d=1

(x
(n)
d logµ(x<d) + (1− x(n)d ) log(1− µ(x<d))),

over the weights U and α. Now, since µ(x<d) is only defined for d = r + 1, . . . , D′, we ignore the
first r terms in the inner sum of the loss. To do so, we define D = D′ − r and x̃ ∈ RD as the last
D elements of x. We separately introduce l2-regularization terms for the weights and formulate the
non-convex objective:

min
{αj ,uj}mj=1

− 1

N

N∑
n=1

D∑
d=1

(x̃
(n)
d logµ(x̃<d) + (1− x̃(n)d ) log(1− µ(x̃<d))) +

β

2

m∑
j=1

(||uj ||22 + α2
j ),

(2)

where β > 0 is a hyper-parameter, uj ∈ Rr is the j-th row of U, and αj is the j-th element of α.
From here on, any references to the vector x will refer to the shifted vector x̃.

We note here that several simplifications that result in slightly worse-performing models are made for
ease of explanation. First, the mean function of each conditional probability distribution is the same.
Second, only the last r elements of x<d are used, instead of the entire vector. Third, the conditional
probabilities for the first r elements of x are ignored. These assumptions are likely not to be reflected
in real data, but allow for a more digestible introduction to the techniques below.
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3.2 Exact Convex Formulation

Define F = ND. We construct y ∈ {0, 1}F by stacking x(n)d on top of each other for all d =

1, . . . , D, n = 1, . . . , N . Construct X(r) ∈ {0, 1}F×r by stacking x
(n)
<d,(r) in the same order. We

define the function

L(a,b) := − 1

N

F∑
f=1

(b log σ(a) + (1− b) log(1− σ(a)))

= − 1

N

F∑
f=1

(ba− log(1 + ea)), (3)

for arbitrary a,b ∈ RF and where operations are performed element-wise if necessary (e.g. ∗,+, log).

Using (1) and (3), we rewrite the non-convex loss in (2) and define p∗ as

p∗ := min
{αj ,uj}mj=1

L(αT (UXT
(r))+,y) +

β

2

m∑
j=1

(||uj ||22 + α2
j ). (4)

We construct the exact convex formulation analogously to [1]. First, we construct a set of diagonal
matrices. Let z ∈ Rr be an arbitrary random vector and 1[X(r)z ≥ 0] ∈ {0, 1}F be an indicator
vector such that the j-th entry is Boolean: 1[X(r)z ≥ 0]j := 1[xT(r),jz ≥ 0]. We define diagonal
matrices D1, . . . ,DP as the set of all distinct matrices of the form Diag(1[X(r)z ≥ 0]). Note that the
number of such matrices P is bounded by the structure of the data matrix X(r) (see the supplement
for more details). Then, construct the finite dimensional convex problem below:

min
{vi,wi}Pi=1

L
( P∑
i=1

DiX(r)(vi −wi),y
)
+ β

P∑
i=1

(||vi||2 + ||wi||2)

subject to (2Di − In)X(r)vi ≥ 0, (2Di − In)X(r)wi ≥ 0, for i = 1, . . . , P, (5)
where vi,wi ∈ Rr for i = 1, . . . , P are the optimization variables.

Theorem 1 The non-convex (4) and convex (5) problems have identical optimal values if m ≥ m∗.2
Furthermore, given optimal solutions v∗i ,w

∗
i for (5) such that at most one of v∗i or w∗i is non-zero

for all i = 1, . . . , P , an optimal solution for (4) with m∗ neurons is

(u∗ji , α
∗
ji) =

 (
v∗i√
||v∗i ||2

,
√
||v∗i ||2) if ||v∗i ||2 > 0

(
w∗i√
||w∗i ||2

,−
√
||w∗i ||2) if ||w∗i ||2 > 0

.

The proof of Theorem 1 can be found in the supplement. By Theorem 1, we see that solving
the convex problem (5) is equivalent to solving the non-convex problem (2). Thus, since (5) is a
constrained, regularized logistic regression problem (Section 3.3.1), training the neural autoregressive
model in Section 3.1 is equivalent to solving a logistic regression problem.

3.3 Tractable Formulations

Efficient mini-batch optimizers such as stochastic gradient descent (SGD) are not immediately
applicable to solving (5) due to its constraints. To resolve this issue, we introduce the relaxed convex
problem and hinge loss approximation below. We also discuss sampling the diagonal matrices.

3.3.1 Relaxed Convex Problem

Our first method to solve (5) efficiently is to remove the constraints. Specifically, given the same
matrices D1, . . . ,DP in (5), we define the following problem:

min
{vi,wi}Pi=1

L
( P∑
i=1

DiX(r)(vi −wi),y
)
+ β

P∑
i=1

(||vi||2 + ||wi||2). (6)

2m∗ is bounded above by F + 1. Please see the supplement for a more detailed explanation.
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We now provide an interpretation of this convex program. Define a set of data matrices Mi = DiX(r)

for i = 1, . . . , P . Then, each Mi is some random masking of X(r). This gives us exactly the logistic
regression with group lasso problem from [53], where each Mi is the local feature matrix. Thus, we
can view the first term in (6) as the aggregate binary cross-entropy loss over P local linear models,
where the local feature matrix is a randomly masked version of the global feature matrix. The second
term is a group lasso regularization that combines the local models into a global model (Figure 2).

Figure 3: Geometry of the constraints.

Note that the constraints in (5) ensure that the dot products
of the local variables with the local data points are posi-
tive, while those with the other data points are negative.
Geometrically, we construct two planes perpendicular to
the two local variables to create four half-spaces. The
local data are in the intersection of the two half-spaces
containing the variables, whereas all other data are in the
intersection of the two half-spaces that don’t contain the
variables (Figure 3). Moreover, the local models use pre-
cisely the data in the intersection of the two half-spaces
containing the local variables to compute their contribution
to the global loss.

3.3.2 Hinge Loss Approximation
As an alternative to simply dropping the constraints, we approximate them via a hinge loss. The
resulting modified minimization problem of the exact convex formulation is

min
{vi,wi}Pi=1

L
( P∑
i=1

DiX(r)(vi −wi),y
)
+ β

P∑
i=1

(||vi||2 + ||wi||2)

+ ρ

P∑
i=1

1T
(
((In − 2Di)X(r)vi)+ + ((In − 2Di)X(r)wi)+

)
, (7)

where ρ > 0 is a hyper-parameter. We discuss the validity of this approximation in the supplement.

3.3.3 Sampling Diagonal Matrices
The number of diagonal matrices P needed in the convex formulations is bounded above by a term on
the order of k(Nk )

k, where k is the rank of the matrix [1]. This term explodes rapidly. Specifically, we
note that k ≤ r, which we set to 10 for our experiments. Thus, for data sets that contain N = 1000
examples of dimension D = 100, which are relatively small, we have that F = O(105), meaning
P ≤ O(10( 10

5

10 )10) ≈ 1050. It is infeasible to solve (5) (6), or (7) with this many diagonal matrices.
Instead, we can sample P̃ diagonal matrices by generating a random vector u from any distribution
P̃ times and letting Di = 1[X(r)ui ≥ 0] for i = 1, . . . , P̃ . We empirically demonstrate in Section 4
that this sampling is just as effective as a method like backpropagation.

4 Experiments

In this section, we evaluate the following implementations of the formulations in Section 3 on a
variety of data sets. See the supplement for the code and more details such as hyper-parameters.

• NN: PyTorch implementation that minimizes the non-convex objective (2)
• CPE: CVXPY implementation that solves the exact convex problem (5)
• PTH: PyTorch implementation that solves the hinge loss-based problem (7)
• CPR: CVXPY implementation that solves the relaxed convex problem (6)
• PTR: PyTorch implementation that solves the relaxed convex problem (6)

4.1 Data

Binary vector data We evaluate the implementations on several benchmark data sets used in [4].
These data sets are sampled from distributions of binary vectors of varying dimension. The Adult,
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Table 1: Results for the binary vector data sets. Average negative log likelihood for test data (top)
and training time in seconds (bottom) for the five implementations. Best results (within 0.6) in bold.

Model Adult Connect4 DNA Mushrooms NIPS-0-12 OCR RCV1

NN (baseline) 70.43 23.73 102.8 58.56 333.1 56.58 102.4
CPE (ours) 77.58 75.54 116.6 70.71 342.9 81.74 189.8
PTH (ours) 68.34 23.66 101.6 54.56 329.8 57.12 100.7
CPR (ours) 78.26 130.4 148.2 101.2 369.8 114.0 139.7
PTR (ours) 68.84 23.57 101.9 53.94 335.1 55.89 101.3
NN (baseline) 593.7 699.7 235.6 145.3 139.8 583.4 1037
CPE (ours) 475.1 609.0 547.7 493.6 684.1 1009 4622
PTH (ours) 354.4 61.69 105.8 68.21 33.37 449.9 185.5
CPR (ours) 447.6 687.1 439.2 771.9 626.2 592.4 70868
PTR (ours) 299.8 47.82 121.6 137.8 25.58 1121 678.0

Figure 4: Ground truth and generated images for the 5 models from MNIST test data. The CVXPY
implementations are trained on 10 vectors (less than an image). Images are generated by predicting
each pixel given the previous 10 pixels in the ground truth image (not recursively).

Figure 5: Accuracy on MNIST valida-
tion data during training for the three
PyTorch models (10 iterations).

Figure 6: Breakdown of difference be-
tween times for both convex-based Py-
Torch implementations (hinge is slower).
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Connect4, DNA, Mushrooms, and RCV1 data sets, which can be downloaded at [39], have vectors of
dimension 123, 126, 180, 112, and 150, respectively. The OCR-letters data set (abbreviated as OCR
in Table 1), which can be downloaded from [40], has vectors of dimension 128. The NIPS-0-12 data
set, which can be downloaded from [41], has 500-dimensional vectors. The code at [42] was used to
download all data sets. The CVXPY methods were trained on subsets of the data (1000 and 100,000
examples for CPE and CPR) because it was intractable to train them on the entire data set.

Binary image data We convert the images in the MNIST data set [18] to binary images, and then
vectorize them. This transformation gives us a data set of 784-dimensional binary vectors, which
allows us to use the same pre-processing and training steps for all data sets. Please see the supplement
for more details about these steps.

4.2 Results

PyTorch models In general, the PyTorch implementations (NN, PTH, and PTR) performed the
best on the test set (top half of Table 1, Figure 4). Since PTR performed as well as PTH and NN,
the inequality constraints did not affect the trained model’s performance. Furthermore, for some
data sets like Adult and Mushrooms, NN performed worse than PTH and PTR, suggesting that SGD
occasionally converged to a local minima in the non-convex landscape.

In general, the PyTorch implementations for the convex approaches converged faster than all other
implementations (bottom half of Table 1). In particular, they converged in fewer iterations than the
neural network (Figure 5), which is due to the relative simplicity of optimizing a convex landscape.
Additionally, PTH converged in fewer iterations than PTR, which we hypothesize to be because the
constraints affect the convergence rate. However, each individual iteration of PTH was slower than
those for PTR and NN, which took the same time. The breakdown in Figure 6 suggests that this is
due to additional loss and gradient calculations from the hinge loss term. This per-iteration cost is the
reason that PTR trained faster than PTH in some cases.

CVXPY models The CVXPY models (CPE and CPR) were generally slower and performed worse
on the test sets than the PyTorch models (Table 1, Figure 4). However, they both performed much
better on the train sets. These results imply that, given a small subset of the train data, the global
solution to the convex problem (and thus the non-convex problem) generalizes poorly to unseen data.
Furthermore, CPR consistently performed even worse than CPE, suggesting that the constraints are
essential when training on a small subset of the data. Lastly, since CPR was trained on many more
examples and its training times were similar to those for CPE, the relaxed CVXPY implementation
was substantially faster than the exact one.

5 Discussion

We prove that a class of two-layer autoregressive models are equivalent to constrained, regularized
logistic regression problems and propose methods of solving these problems efficiently. Through
evaluation on several binary data sets, we demonstrate more efficient training and competitive
performance of these programs compared to the non-convex neural network.

We now discuss how to apply these techniques to other two-layer autoregressive models. First, we note
that the construction of (5) only depends on the loss function L, not the data X(r),y. Consequently,
the relaxed convex problem and hinge loss approximation, which depend on (5), apply for arbitrary
data. Second, Theorem 1 holds as long as the structure of (4) and (5) stays the same. Furthermore,
by applying the results from [1], we can prove the equivalence for any convex L. Thus, as we
long as we can represent the loss (without regularization) of any two-layer autoregressive model as
L(
∑m
j=1(Xuj)+αj ,y) with convex L, we can apply these techniques.

There are several clear directions to further pursue this work. First, it can be applied to other shallow
models of interest. Then, these models can be analyzed theoretically and evaluated empirically
on more complex data, such as real-valued images using R-NADE. Research can also be done
into extending these techniques to deeper autoregressive models like DARN [2] and other types of
generative models, such as variational autoencoders or generative adversarial networks. If successful,
this could lead to better interpretation and training stability of such models.
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Broader Impact

This work presents and evaluates techniques for transforming shallow, generative models to formu-
lations that are tractable and amenable to theoretical analysis. Currently, this is of primary use to
researchers interested in better understanding generative models. However, if this work is extended
to deeper models, the techniques could be used to analyze models in fields such as medicine and
finance where understanding models (for instance, their decision-making process or failure cases) is
essential. On the other hand, bad actors could use these techniques to exploit model vulnerabilities at
the detriment of those relying on the model, such as patients or financial regulators.

If the proposed methods for efficiently solving the convex programs are used during training, they
are susceptible to the same issues as the original non-convex model. For instance, biases in the data
may be directly reflected in the model’s probability distribution. If the original model is unfair or
negatively impacts someone, the convex model will do the same.
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Appendix A Proof of Theorem 11

A.1 Definitions2

We define the loss L as3

L(a,b) := − 1

N

F∑
f=1

(b log σ(a) + (1− b) log(1− σ(a)))

= − 1

N

F∑
f=1

(ba− log(1 + ea)),

for arbitrary a,b ∈ RF and where operations are performed element-wise if necessary (e.g. ∗,+, log).4

Then, we define the non-convex problem5

p∗ := min
{αj ,uj}mj=1

L(αT (UXT
(r))+,y) +

β

2

m∑
j=1

(||uj ||22 + α2
j )

= min
{αj ,uj}mj=1

L((
m∑
j=1

(X(r)uj)+αj ,y) +
β

2

m∑
j=1

(||uj ||22 + α2
j ). (1)

Finally, we define the convex problem6

min
{vi,wi}Pi=1

L
( P∑
i=1

DiX(r)(vi −wi),y
)
+ β

P∑
i=1

(||vi||2 + ||wi||2)

subject to (2Di − In)X(r)vi ≥ 0, (2Di − In)X(r)wi ≥ 0, for i = 1, . . . , P, (2)
where vi,wi ∈ Rr for i = 1, . . . , P are the optimization variables.7

A.2 Fenchel Conjugate8

Now, we derive the Fenchel conjugate function L∗, where L∗(v) := maxz z
Tv − L(z,y). Since L9

is linearly separable, we can define Lf as10

Lf (af , bf ) := −
1

N
(bfaf − log(1 + eaf )),

for f = 1, . . . , F . Clearly, L(a,b) =
∑F
f=1 Lf (a,b). Then, we can construct Fenchel conjugate11

functions L∗f as12

L∗f (vf ) := max
zf

zfvf − Lf (zf , yf ),

for f = 1, . . . , F . Clearly L∗(v) =
∑F
f=1 L∗f (vj).13

Now, we solve for L∗f (vf ). The derivative is14

d

dzf
L∗f (vf ) = vf −

1

N
(yf − σ(zf )).

Setting it to 0 and solving gives us15

z∗f = σ−1(Nvf + yf ).

Plugging this back into L∗f (vf ) gives us that the optimal value is16

L∗f (vf ) = (vf +
yf
N

)z∗f −
1

N
log(1 + ez

∗
f )

= (vf +
yf
N

) log
Nvf + yf

1−Nvf − yf
+

1

N
log(1−Nvf − yf )

= (vf +
yf
N

) log(Nvf + yf )− (vf +
yf
N
− 1

N
) log(1−Nvf − yf ).

Then, the Fenchel conjugate function is17

L∗(v) = (v +
1

N
y)T log

Nv + y

1−Nv − y
+

1

N
1T log(1−Nv − y).
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A.3 Derivation18

We have the following theorem.19

Theorem 1 The non-convex (1) and convex (2) problems have identical optimal values if m ≥ m∗.20

Furthermore, given optimal solutions v∗i ,w
∗
i for (2) such that at most one of v∗i or w∗i is non-zero21

for all i = 1, . . . , P , an optimal solution for (1) with m∗ neurons is22

(u∗ji , α
∗
ji) =

 (
v∗
i√
||v∗

i ||2
,
√
||v∗i ||2) if ||v∗i ||2 > 0

(
w∗

i√
||w∗

i ||2
,−
√
||w∗i ||2) if ||w∗i ||2 > 0

.

proof23

We rewrite (1) with an l1 penalization to define24

p∗ := min
||uj ||2≤1
∀j∈[m]

min
{αj}mj=1

L(
m∑
j=1

(X(r)uj)+αj ,y) + β

m∑
j=1

|αj |.

Taking the convex dual of the inner problem, we have25

p∗ = min
||uj ||2≤1
∀j∈[m]

max
v∈RF s.t.

|vT (Xuj)+|≤β ∀j∈[m]

L∗(v) + 1

2
||y||22.

Switching the order of min and max gives us the lower bound via weak duality:26

p∗ ≥ d∗ := max
v∈RF s.t.

|vT (Xu)+|≤β ∀u∈B2

L∗(v) + 1

2
||y||22, (3)

where B2 is the unit l2 ball in Rr. Following the steps in Section 5 of [1], we derive (2) with the same27

dual constraint set.28

A.4 Strong Duality of (3)29

In this section, we explain how strong duality (p∗ = d∗) holds for (3) if m ≥ m∗.30

Using standard semi-infinite programming theory [1], we get the dual of (3)31

d∗ ≤ p∗∞ := min
µ
L(
∫
u∈B2

(Xu)+dµ(u),y) + β||µ||TV , (4)

where ||µ||TV is the total variation norm of µ =
∑m
j=1 αjδ(u−uj). Caratheodory’s theorem tells us32

that (4) has a solution with finitely many Dirac delta functions δ in the formulation of µ, specifically33

m∗ ≤ F + 1 functions. Thus, for m ≥ m∗, we have34

p∗ := min
||uj ||2≤1
{αj ,uj}m

∗
j=1

L(
m∗∑
j=1

(X(r)uj)+αj ,y) + β

m∗∑
j=1

|αj |. (5)

By Theorem 6 in [1], the dual of (5) is (3).35

Appendix B Validity of Hinge Loss Approximation36

Consider the inequality constrained problem (2) and define37

L({vi,wi}Pi=1) := L
( P∑
i=1

DiX(r)(vi −wi),y
)
+ β

P∑
i=1

(||vi||2 + ||wi||2).

13



Suppose that a feasible and optimal solution is given by {v∗i ,w∗i }Pi=1, where p∗ = L({v∗i ,w∗i }Pi=1)38

is the optimal value. Next, we consider the hinge loss relaxed problem39

p̂ := min
{vi,wi}Pi=1

L̂({vi,wi}Pi=1)

= min
{vi,wi}Pi=1

L({vi,wi}Pi=1) + ρ

P∑
i=1

1T
(
((In − 2Di)X(r)vi)+ + ((In − 2Di)X(r)wi)+

)
.

Suppose that {v̂i, ŵi}Pi=1 is an optimal solution, i.e., L̂({v̂i, ŵi}Pi=1) = p̂.40

Theorem 2 It holds that41

L̂({v̂i, ŵi}Pi=1) ≤ L̂({v∗i ,w∗i }Pi=1) = L({v∗i ,w∗i }Pi=1).

Therefore, when the original loss L({v∗i ,w∗i }Pi=1) is small, i.e., L({v∗i ,w∗i }Pi=1) ≤ ε we have42

L̂({v̂i, ŵi}Pi=1) ≤ ε .43

proof44

The first inequality L̂({v̂i, ŵi}Pi=1) ≤ L̂({v∗i ,w∗i }Pi=1) follows from the optimality of {v̂i, ŵi}Pi=145

in L̂, and {v∗i ,w∗i }Pi=1 is feasible in the unconstrained problem p̂. The second inequality46

L̂({v∗i ,w∗i }Pi=1) = L({v∗i ,w∗i }Pi=1) follows from47

L̂({v∗i ,w∗i }Pi=1) = L({v∗i ,w∗i }Pi=1)

+ ρ

P∑
i=1

1T
(
((In − 2Di)X(r)v

∗
i )+ + ((In − 2Di)X(r)w

∗
i )+
)

= L({v∗i ,w∗i }Pi=1),

since {v∗i ,w∗i }Pi=1 satisfies ((In − 2Di)X(r)v
∗
i )+ = 0, ((In − 2Di)X(r)w

∗
i )+ = 0 for all i.48

Appendix C Experiments49

C.1 Computing Infrastructure50

We use the NumPy and scikit-learn packages to load and pre-process the data. We use PyTorch [52],51

specifically the automatic differentiation package (Autograd) and the implementation of stochastic52

gradient descent (SGD), to solve the hinge loss approximation problem and the relaxed problem. We53

use CVXPY [50, 51] with the SCS solver to solve the exact and relaxed convex problems. Lastly, we54

use the Matplotlib package to obtain visualizations of the plots and MNIST images.55

We used the n1-highmem-4 machine on Google Cloud Platform’s Compute Engine to run Jupyter56

notebooks for preliminary results and visualizations. In order to obtain statistics such as train time57

and negative log-likelihood for each model on several data sets, we ran scripts (available with the58

code) on a cluster, specifically CPU’s with processor speeds of 2.10 GHz.59

C.2 Data Pre-Processing60

For each data set, the following pre-processing steps are executed. First, the data X ∈ RN×D is61

shifted to form X(r) ∈ RN(D−r)×r, Y ∈ RN(D−r). Specifically, we take each example x ∈ RD and62

create D − r vectors of the form x(r) = [xi, xi+1, . . . , xi+r−1], y = xi+r for i = 1, . . . , D − r.63

Then, the data is split into train, validation, and test sets. Table 1 shows the number of examples for64

these sets for r = 10. Finally, the train data set is balanced by having equal numbers of zeros and65

ones in Y (and the corresponding examples in X(r)). For access to a downloadable version of the66

dataset, see the README.67

C.3 Hyperparameters68

For all models and all data sets, we arbitrarily picked r = 10.69
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Table 1: Number of examples for different binary vector data sets.

D Train Validation Test

Adult 122 560,000 158,368 2,928,464
Connect4 126 1,856,000 464,000 5,516,612
DNA 180 238,000 102,000 201,620
Mushrooms 112 204,000 51,000 573,648
NIPS-0-12 500 196,000 49,000 607,600
OCR-letters 128 3,793,936 1,180,000 1,180,000
RCV1 150 5,600,000 1,400,000 21,000,000

We picked P̃ = 50 as the number of hidden units in the neural network and the number of diagonal70

matrices Di in the four convex-based implementations. For fair comparison, P̃ was chosen to be the71

same for all five models per data set. Through experimentation, P̃ was chosen to be 50 for every data72

set.73

For any given data set, we picked β as the regularization hyper-parameter for the non-convex model,74

and 2β for the convex models. Through experimentation, we picked β = 1e-3 for all data sets. We75

picked the hinge loss hyper-parameter ρ = 1e-4.76

The learning rate was selected to be 1e-3 for all PyTorch models (for fair comparison) on all data sets77

(after experimentation). Each PyTorch model was trained to convergence on the validation set and78

used an arbitrarily selected batch size of 100.79

Both CVXPY models were trained for a maximum of 2000 iterations. Due to compute constraints,80

the exact CVXPY model was trained on 1000 examples, and the relaxed one on 100,000 examples.81

C.4 Model Training and Evaluation82

During training for each PyTorch model, we update the model based on the train data set. After each83

iteration, we collect the losses, negative log-likelihoods, and accuracies of the train and validation84

data. We also keep track of the number of iterations and time it took for the model to converge. For85

the CVXPY models, we collect the same statistics, but after the models finish training instead of per86

iteration.87

We also calculate the negative log-likelihood on the test data after training for each model. We do this88

by taking the same random vectors z1, . . . , zP̃ used to create the diagonal matrices D1, . . . ,DP̃ for89

the train data, and constructing new diagonal matrices for the test data D̂j = Diag(1[Xtestzj ≥ 0])90

for j = 1, . . . , P̃ . Then, we can calculate x̂ and the negative log-likelihood in the same way as the91

train set.92

We trained and evaluated each model on each data set ten times to obtain mean and standard deviation93

results.94

C.5 Additional Results95

Table 2 shows the mean and standard deviation of the negative log-likelihood on the test data. Table 396

shows the mean and standard deviation of the training time of each model. Table 4 shows the mean97

and standard deviation of the number of iterations until convergence during training.98
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Table 2: Results for the binary vector data sets. Mean and standard deviation of negative log likelihood
for test data on all 5 models.

Dataset NN (baseline) CPE (ours) PTH (ours) CPR (ours) PTR (ours)

Adult 71.95± 0.37 81.43± 0 69.84± 0.53 67.84± 0 69.89± 0.25
Connect4 23.97± 0.14 33.79± 0 24.00± 0.21 23.62± 0 23.98± 0.15
DNA 104.21± 0.70 108.22± 0 102.24± 0.95 100.25± 0 102.07± 0.78
Mushrooms 58.49± 0.34 63.76± 0 55.37± 0.62 54.20± 0 55.56± 0.54
NIPS-0-12 333.72± 0.97 342.93± 0 336.91± 3.60 333.29± 0 335.14± 2.50
OCR-letters 57.15± 0.06 78.41± 0 57.42± 0.41 56.77± 0 57.21± 0.78
RCV1 102.64± 0.30 109.92± 0 102.74± 0.89 102.56± 0 102.58± 0.64
Web 225.90± 0.31 225.81± 0 225.00± 0.65 226.54± 0 225.34± 0.61

Table 3: Results for the binary vector data sets. Mean and standard deviation of training time of all 5
models.

Dataset NN (baseline) CPE (ours) PTH (ours) CPR (ours) PTR (ours)

Adult 3.76± 0.37 1342.37± 38.23 4.34± 0.42 497.21± 0 3.88± 0.57
Connect4 20.42± 1.24 5475.70± 90.55 24.64± 1.82 499.94± 0 21.17± 1.68
DNA 3.05± 0.14 2210.38± 60.11 3.55± 0.31 502.40± 0 3.14± 0.22
Mushrooms 1.84± 0.12 1579.65± 31.33 2.04± 0.08 499.30± 0 1.75± 0.12
NIPS-0-12 2.60± 0.33 2765.79± 79.87 3.13± 0.42 503.42± 0 2.72± 0.30
OCR-letters 49.78± 6.89 2745.13± 81.37 50.86± 5.86 501.66± 0 48.07± 5.36
RCV1 44.08± 3.49 1535.14± 35.95 51.75± 3.63 511.22± 0 44.49± 1.98
Web 17.80± 0.79 1127.17± 31.12 21.27± 1.38 500.80± 0 18.97± 1.79

Table 4: Results for the binary vector data sets. Mean and standard deviation of iterations until
convergence for the 3 PyTorch models.

Dataset NN (baseline) PTH (ours) PTR (ours)

Adult 60.63± 5.63 24.38± 4.33 22.88± 1.62
Connect4 25.25± 1.30 13.50± 0.87 14.25± 1.79
DNA 28.00± 7.72 15.20± 1.60 16.20± 3.19
Mushrooms 57.22± 5.94 20.00± 4.67 19.22± 3.01
NIPS-0-12 23.80± 2.93 11.90± 0.94 11.90± 1.37
OCR-letters 16.50± 1.50 13.00± 1.87 13.50± 0.50
RCV1 15.00± 2.24 11.60± 0.80 12.20± 2.04
Web 13.90± 5.84 11.50± 0.67 11.90± 1.04
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