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Abstract

In this project we present an end-to-end approach for controlling hybrid dynamical
systems that are operating in a cluttered environment. Our problem setting poses a
significant challenge for typical hybrid control systems because of the non-convex
constraints introduced by obstacles. In fact, it is a generalization of a very recent
approach for trajectory optimization for hybrid control, which does not consider
obstacles [7]. Our approach uses an ensemble of optimization techniques for the
various components - automatically generating convex collision-free regions using
semi-definite programming, obtaining an initial collision-free path via a mixed-
integer second-order cone program, and finally generating a state-control-action
trajectory that respects all system constraints while being collision-free, using dif-
ferential dynamic programming. We show a number of qualitative results on two
example systems - a simple autonomous car and a manipulator pushing an object.

1 Introduction

There are several important challenges for real-world navigation systems. Two of the challenges
that we are interested in are: 1) moving through cluttered environments, and 2) controlling a hybrid
system with discrete and continuous control inputs. For example, when driving a car, the driver must
choose the appropriate gear and provide a continuous input of acceleration while avoiding obstacles
nearby. The two embedded sub-problems – planning collision-free paths in cluttered environments,
and executing trajectories with a hybrid system, are both active areas of research. In our project we
leverage optimization-based techniques from multiple recent works [1, 2, 7] to solve the combined
problem on an example robotic system. Given some environment with obstacles, say a 2D grid with
polygons, as well as initial and final states (position, velocity, acceleration), such as that shown in
Figure 1, our method will return a dynamically feasible and locally optimal hybrid control policy
for the robot to follow.

2 Related Work

Trajectory optimization algorithms for robotic motion planning have been used widely in recent
times, both for post-processing trajectories generated from some other planning algorithm [3], and
for planning trajectories from scratch [8, 9]. For planning algorithms, the constraint that the final
trajectory be free of collisions is difficult to handle. Therefore, we use an approach that uses semi-
definite programming to generate convex regions that are free of obstacles [1], and an extended
approach that uses these convex regions to generate a collision-free path from start to goal, via
mixed-integer second-order cone programming [2]. This joint approach is more useful than the
other approaches which may return a collision-free trajectory but do not explicitly return convex
collision-free region approximations, which the latter part of our pipeline uses.
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Figure 1: A 2D environment where the start and goal are the yellow and purple circles respectively.

We are also concerned with hybrid control problems for nonlinear dynamics and long operation
horizons, i.e. trajectories. One popular method for this problem type is Mixed Integer Program-
ming(MIP), where the whole state-action trajectory is optimized under system dynamics as con-
straints. For example, [5] uses MIP with a convexification and relaxation of the integer controls
constraint to solve a car control problem. However, in this approach only open loop action sequence
is obtained, and the resulting system is thus subjected to error from accumulative noises and un-
certainties. On the other hand, differential dynamic programming(DDP) is a powerful method that
could obtain a feasible trajectory as well as a local linear feedback control law for nonlinear con-
trol problems. It updates trajectories via iteratively formulating and solving the locally quadratic
approximation of the original problem. It has been successfully applied to many continuous control
problems. Recently, [7] proposed a method to generalize DDP to hybrid problems. In their work,
discrete controls are replaced by continuous variables indicating the probability of choosing a certain
discrete value, thus enabling the application of the classical DDP algorithm.

In this project, we combine several approaches outlined above to present a novel system that is capa-
ble of navigating through cluttered environment while controlling a hybrid system. We believe that
this will provide several insights to autonomously controlling many real-world navigation systems.

3 Problem Statement

The goal of this project is to find a locally optimal trajectory for a hybrid dynamic system navigating
through a cluttered environment. A hybrid dynamic system [7] is a set of continuous dynamic
systems indexed by discrete modes. We consider a subclass of such systems in which mode can be
chosen arbitrarily. Within each mode, the dynamics is defined as the following:

xt+1 = fat(xt, ut) (1)

where ut ∈ Rm is the control input available in mode at, xt ∈ Rn is the continuous state of the
system, and fat : Rn×Rm → Rn is a continuous function. We assume that at is chosen among Na
possible actions, and that each mode’s control input is bounded, i.e. ut ∈ [lbat , ubat ]. Additionally,
we assume that each obstacleOi is a convex polytope, and the set of obstacles is given as their union.

Finally, given a hybrid dynamic system and a set of obstacles, a locally optimal trajectory τ∗ =
{x0, a0, u0, x1, a1, u1, · · ·xT } is the solution to the following optimization problem:

τ∗ = argmin
x0:T ,a0:T−1,u0:T−1

lT (xT ) +

T−1∑
t=0

lat(xt, ut)

subject to xt /∈ O ∀t = 0, · · · , T
xt+1 = fat(xt, ut)

ut ∈ [lbat , ubat ]

lat(xt, ut) is the cost for executing ut under mode at, and lT (xT ) is the terminal cost.
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4 Approach

With obstacles, the state space is often non-convex, and incorporating this constraint directly into
a control problem is challenging. To handle this challenge, we approximate the non-convex state
space with a union of convex regions and generate a geometrically feasible trajectory. Then, using
this as initial trajectory, we produce a locally optimal trajectory that satisfies all input and state space
constraints by performing constrained DDP for each trajectory piece.

Figure 2: Original obstacles (left) inflated with respect to the robot’s model (right). The robot model
is a unit square (not shown here).

4.1 Converting Obstacles to Configuration space obstacles

In order to simplify the collision-free path planning, we convert the obstacles to configuration obsta-
cles, as proposed by [6], which is a common technique in 2D motion planning. For each polygonal
obstacle, we obtain the Minkowski sum between the obstacle and the main object for 18 discretized
orientations, and take the union of the Minkowski sums. This operation allows us to treat the polygo-
nal robot as a point and simplifies collision checks by replacing polygon-polygon intersection checks
with point-in-polygon tests.

4.2 Generating Obstacle-free Convex Regions

Given a set of obstacles, we approximate the obstacle-free region with a union of a set of obstacle-
free convex regions. We start by finding one such region using an initial seed point that is in-
side the ellipse (to be explained subsequently) and repeat the process until enough regions are
generated. Following [1], we search for a maximal ellipsoid and a set of hyperplanes which
separate the ellipsoid from the obstacles. We represent the ellipsoid as an image of the unit
ball: E(C, d) = {x = Cx̃ + d | ‖x̃‖ ≤ 1}, and the set of hyperplanes as linear constraints:
P = {x|Ax ≤ b}. The overall optimization problem can be written as the following:

max
A,b,C,d

log(|C|)

subject to a>j v≥bj ∀v ∈ Oj , for j = 1, · · · ,K
sup
‖x̃‖≤1

a>j (Cx̃+ d) ≤ bj for j = 1, · · · ,K

where K is the number of obstacles, a>j are the rows of A, bj are elements of b, and Oj is the
set of points in obstacle j. The first constraint requires that all points in obstacle j lies above
hyperplane a>j x ≥ bj , while the second constraint requires that the ellipsoid ball lies below all such
hyperplanes. While the overall problem is non-convex, the algorithm alternates between two convex
optimizations: 1) a quadratic program that generates the desired hyperplanes and 2) a semidefinite
program that finds the maximum-volume ellipsoid within the polytope defined by the hyperplanes.

4.2.1 Automatic initial seed generation

As mentioned earlier, obtaining each obstacle-free convex region via IRIS requires a seed point for
initializing the iterative refinement. We use a simple heuristic approach to do so automatically. The

3



Figure 3: Automatic generation of IRIS regions.

maximum number of desired regions is taken as a parameter. The world is discretized into a coarse
grid with each grid centre being a potential seed point. The first seed chosen is the one with the
furthest distance to the nearest obstacle. Subsequent seeds are chosen based on the distance to the
nearest obstacle or the nearest existing IRIS region. This proceeds till either as many regions as
desired has been produced, or all remaining candidate seeds are inside an obstacle or an IRIS region
already. See Figure 3 for an example run of this process.

Note that, we use affine constraints in later stages to ensure the obstacle constraints are satisfied. To
make the affine constraints easy to check, we create a constraint checker which checks whether a
given point belongs to one of the IRIS regions. If not, it returns the projection point to the closest
IRIS region, which can be found by solving the following problem:

min
pi
‖pi − x‖2

subject to Aipi ≤ bi
where i refers to the ith IRIS region. We project x to each IRIS region, and take the projection with
shortest distance.

4.3 Generating an initial feasible path through a sequence of convex regions

Once we have obtained the successive obstacle-free convex regions, the next part of our solution
pipeline is to generate a path that is feasible in terms of state constraints, i.e. that is collision-free.
This will serve as the initial estimate for the constrained trajectory optimization. We examine two
methods to achieve this.

4.3.1 MISOCP

Our first approach is based on recent work using Mixed Integer Programming for planning feasible
trajectories [2]. As the paper explains, we consider systems that are differentially flat, thus allowing
the state of the system to be expressed as a function of the instantaneous position and derivatives.
Therefore, we do not explicitly have to consider the system dynamics.

Our trajectories in n dimensions are represented asN piecewise polynomials of degree d in the time
parameter t, where N and d are chosen offline. Each polynomial segment Pj(t) of the trajectory is
represented by d+ 1 vectors of coefficients Cj,k ∈ Rn for each degree 0, ..., k.

Pj(t) =

d+1∑
k=1

Cj,kΦk(t) , t ∈ [0, 1]

Given R convex collision-free regions, the assignment of trajectory pieces to regions is represented
by H ∈ {0, 1}R×N , where Hr,j = 1 means that Pj(t) is in the region r. Polynomials are ensured to

not overlap with each other via the constraint
R∑
r=1

Hr,j = 1. Additionally, convex regions are given

as polytopes, described as Ar ∈ Rm×n and br ∈ Rm×1 for each region r ∈ 1 . . . R. If Hr,j is set
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to 1 then Pj must satisfy br,l − ATr,lPj(t) ≥ 0 ∀t ∈ [0, 1], which is expressed as a sum-of-squares
constraint, which in turn is equivalent to a rotated second-order cone constraint. Further details are
in [2]. Finally, our objective function is minimizing piece-wise constant jerk, which is the norm of
the third derivative of the polynomial. The final problem we solve is as follows:

min
P,H

N∑
j=1

|| d
3

dt3
Pj(t)||2

subject to P1(0) = X0 Ṗ1(0) = Ẋ0 P̈1(0) = Ẍ0

PN (1) = Xf
˙PN (1) = Ẋf P̈N (1) =

...
X0

Pj(1) = Pj+1(0) Ṗj(1) = ˙Pj+1(0) P̈j(1) = ¨Pj+1(0)

R∑
r=1

Hr,j = 1 ∀j ∈ {1, . . . N}

Hr,j =⇒ br,l −ATr,lPj(t) ≥ 0

Hr,j ∈ {0, 1}

Now, we convert
q(t) := br,l −ATr,lPj(t) ≥ 0

into a sum-of-squares constraint. For d = 3, the above inequality holds iff q(t) can be written as

q(t) = tσ1(t) + (1− t)σ2(t)

where σ1(t), σ2(t) are degree d − 1 polynomials of sums of squares [2]. This is a necessary and
sufficient condition for nonnegativity of polynomials of a single variable. This in turn enforces

σi(t) = β1 + β2t+ β3t
2 � 0⇔

[
β1 β2/2
β2/2 β3

]
� 0⇔ β2

2 − 4β1β3 ≤ 0, β1, β3 ≥ 0

Figure 4 shows an example path found by this approach (on the left).

4.3.2 Generating homotopy classes of paths with IRIS constraints

The MISOCP-based approach is closely coupled with IRIS and the resulting trajectory segments are
assigned to the convex collision-free regions. However, it only returns one path that is geometrically
feasible, i.e. collision-free. The subsequent DDP step looks for locally optimal state-action trajec-
tories in the vicinity of the provided initial state trajectory. However, it is not necessary that one
exists.

Therefore, we try an alternative approach where we obtain geometrically feasible paths in different
relevant homotopy classes, where the homotopy classes are induced by the obstacle placements. We
use a custom heuristic method for doing so, based on annotated search over visibility graphs, which
are a popular construct in path planning with polyhedral obstacles [6]. This method generates one
or more geometrically feasible paths between start and goal in multiple relevant homotopy classes.
See Figure 4 for an example.

The paths that we obtain over various homotopy classes use the obstacles directly and are not tied
to the IRIS ellipses in any way. Also, the ellipses themselves are typically strictly smaller than the
obstacle-free regions. Therefore, segments of the homotopy-based paths may not be in any IRIS
region, although the violation is typically small, since IRIS regions are maximal. Hence, we check
waypoints along each path whether they belong to an IRIS region and project to nearest IRIS affine
constraint if there is a violation, using the projection technique described in 4.2.1.

4.4 Optimizing constrained trajectory via Differential Dynamic Programming

4.4.1 Differential dynamic programming

The steps in Section 4.3 provide a geometrically feasible path that satisfies state constraints, but
this path may not be feasible for an actual dynamic system. What we finally need is a state-action
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Figure 4: (Left) Path by MISOCP and (right) multiple paths covering all homotopy classes.

trajectory {xt, ut} that satisfies the hybrid dynamics constraints. Here we use Differential Dy-
namic Programming (DDP), a second order method that can efficiently handle dynamic constraint
for smooth dynamic systems [4, 10]. We define the cost-to-go at state x starting at timestep t, taking
actions Ut : {ut, ..., uT−1} as:

Jt(x, Ut) = lT (xT ) +

T−1∑
j=t

l(xj , uj) (2)

The goal is to find an action sequence U0 that minimizes J0(x0, U0). Then, the optimal cost-to-go,
a.k.a. value, of a state x at timestep t can be found by recursively choosing actions that minimize
total cost:

VT (x) = cT (x) (3)
Vt(x) = min

u
l(x, u) + Vt+1(f(x, u)) (4)

DDP iteratively performing dynamic programming on a local quadratic approximation of the value
function. Let Q(δx, δu) be the change in the argument of equation 4. i.e.

Q(δx, δu) :=
(
l(x̄+ δx, ū+ δu) + V ′(f(x̄+ δx, ū+ δu))

)
−
(
l(x, u)− V ′(f(x, u))

)
Then, a locally optimal change can be made by performing ū + δu where δu is the solution to the
following problem:

δu∗ = argmin
δu

Q(δx, δu) ≈ argmin
δu

1

2
δu>Quuδu+Q>u δu+ δu>Quxδx (5)

where the last equation comes from quadratic approximation of Q. Then, the quadratic approxima-
tion gives the following:

δu∗ = −Q−1uuQu +−Q−1uuQuxδx (6)

where the first term is the changed nominal control and the second term is a linear feedback control
law. Quu, Qu, Qux are computed recursively from VT (x̄T ) [4]. Then, starting from the same x̄0,
the new trajectory can be generated by this updated policy:

xt+1 = f(xt, ūt + δu)

improve this trajectory consider a local linear policy ut = π(xt) defined as

δxi = xi − x̄i,
δui = αi + βiδxi,
ui = ūi + δui.

(7)

4.4.2 DDP for Hybrid System

DDP can only solve smooth problems. A very recent work [7] extends DDP to solve hybrid control
problems, where the control û contains both continuous action u and discrete action a. They replace

6



the discrete control with a continuous vector pa, each element of which represents the probability of
choosing one specific mode, i.e. û = [u pa], with pa ∈ [0, 1],∀a. They then use pa to convexify
the hybrid dynamics:

f̂(x, û) =
∑
a

paf(x,u,a) (8)

Now we have a continuous problem that DDP is able to solve. Constraints on inputs, i.e. 0 ≤ pa ≤
1,∀a,

∑
a pa = 1 are handled in [10] by solving (5) for δu as a constrained QP.

4.4.3 Hybrid DDP under State Constraints

We extend the hybrid DDP [7] to handle state constraints ( to avoid obstacles ) efficiently. Hybrid
DDP itself is a MIP problem, and the existence of complicated obstacles make the problem ex-
tremely hard to solve and vulnerable to local minima. We provide a tractable solution by dividing it
into two sub-problems:

Sub-problem I: Reference Path Tracking. We firstly solve a hybrid-DDP for a feasible state-action
sequence that closely tracks the collision-free reference path x̂. Here we do not impose collision
avoidance constraints, thus the problem does not sufferfrom local minima and can be solved very
effectively by DDP. Since the reference path is ε safe, the resulting state-action trajectory is also
collision free.

min
xt,ut,pat

∑
t
|xt − x̂|s + |ut|22

s.t. x0 = X0,

xt+1 = f̂(xt, ut, Pat), t = 0, 1, ..., T − 1

Here | · |s denotes soft-abs function (pseudo-Huber loss). We use soft-abs function on state deviation
because its gradient will not diminish outside of a given range, so the optimization can continue to
minimize the error until it is within the given range.

Sub-problem II: Finding Time-optimal trajectory. After we find a feasible state-action trajectory
{xt, ût}, we use it to initialize the second optimization, to find a time-optimal trajectory. To get to
the goal as soon as possible, we penalize distance to the final goal throughout the trajectory, instead
of tracking reference trajectory.

min
xt,ut,pat

∑
t
|xt − x̂goal|s + |ut|22

s.t. x0 = X0,

xt+1 = f̂(xt, ut, Pat), t = 0, 1, ..., T − 1
xt /∈ {obstacles}

Here we must consider collision avoidance constraint explicitly. Since we start from a feasible
solution, we can keep feasibility by performing backtracking until the new solution is feasible. This
step is in fact very efficient, since we have already converted the obstacles into IRIS region, so the
collision checking is simply checking affine inequalities.

5 Results

We demonstrate the effectiveness of our algorithms on the box-pushing problem. Our method suc-
cessfully finds a feasible action sequence that generates a collision-free and time-efficient path to-
wards the goal. Our implementation can work with any polygonal objects. MISOCP provides
collision-free (x, y) path, shown as the green line in Figure 5. The path considers the size of the
object, and leaves additional space for safety. As a result, as long as the object keeps close to this
trajectory, the object motion is collision free. The red line is the (x, y) part of the feasible state
trajectory calculated by DDP sub-problem I. The optimization also determines which edge to push
at each time step. Finally the solid black line shows the result of DDP sub-problem II, the final
time-optimal, collision free trajectory. The final state-action trajectory for the triangle pushing is
shown in Figure 6.

Note that as we have stated before, we are solving a more general problem than that presented
in very recent and novel work on hybrid control trajectory optimization, where obstacles are not
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Figure 5: Snapshots of optimized planar pushing trajectories for rectangle and triangle.

Figure 6: Left: The State trajectory. Right: The action trajectory.

considered, for which we have not yet seen a comparable approach or a well annotated data-set on
which to evaluate performance. Therefore we showed some representative examples with different
parameters and show that our approach is robust to such variation.

6 Conclusion and Discussion

We proposed a feasible method to provide near-optimal solutions for a hybrid control problem in
a clustered environment, which is a NP-hard problem. We do this by dividing it into two feasible
sub-problems. Firstly we find a collision-free path by formulating a convex optimization problem
and solve it by MISOCP. Motion planning technique is used with IRIS to generate multiple paths to
overcome the limitation of MISOCP approach. We finally solve for a feasible state-action trajectory
by DDP, and we make it efficient by utilizing IRIS constraint in collision checking.

Note that the problem solved by DDP is not necessarily convex, due to the non-linearity of hybrid
dynamics (8) as well as the obstacle constraints. Due to the former difficulty, the naively imple-
mented DDP failed due to ill-conditioned hessian Quu. To resolve this, we adopt the idea of iLQG
in [10] and ignore the second order derivatives of f̂ in Quu. We also implement regularization with
Levenberg-Marquardt heuristic when we invert Quu. For the latter difficulty, converting obstacle
constraints into IRIS regions allow faster convergence of DDP algorithm, because we only need to
project our states to lie inside of affine constraints, which can be done efficiently.
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