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Abstract

In this class project, we investigate certain aspects of the Weight Constrained Shortest
Path Problem. The problem is known NP-Hard, but there are algorithms, both exact and
approximate, that attempt to solve it. We analyze two of the important exact methods -
label setting on graphs and Lagrangean relaxation of the constraint, and evaluate how they
perform with different graph sizes, and different degrees of correlation between the metrics.
Subsequently, we show an application related to our research, that of finding fast collision-free
(feasible) paths on graphs for a 2D planning problem.

1 Introduction and Motivation

The problem of searching over a graph is a well-defined one, and several efficient algorithms exist
to compute shortest paths from a start node to a goal node. In many practical applications,
however, the agent traversing the graph might have limited resources of some other quantity (or
quantities), for which the shortest path by some other metric might not be feasible.

This kind of scenario can be modelled as a Weight Constrained Shortest Path Problem,
which is the problem of minimizing one metric over paths in a graph, subject to a bound on
another metric. Symbolically, given a graph G = (V,E), two metrics over paths, c and w, and
source and target nodes s and t, we wish to solve

min
π

c(π)

s.t. w(π) < W
′ (1)

where π is a path from s to t. For our case, as is usually true for path metrics, both of these
are additive over edges, i.e. c(π) =

∑
e∈π

c(e) and similarly for w(π).

2 Problem Analysis

The Weight Constrained Shortest Path Problem has been shown to be NP-Hard [1]. The exact
details of the proof are not specified by the book (citing ‘private communication’ from the author
of the actual proof), but they state that the reduction that proves this complexity is from the
PARTITION problem. The PARTITION problem (known NP-Complete) is the task of deciding
whether some multi-set S of positive integers can be partitioned into two non-empty subsets S1
and S2 (i.e S1 ∪ S2 ≡ S , S1 ∩ S2 = φ) such that

∑
si∈S1

si =
∑

sj∈S2

sj .

Intuitively, the complexity makes sense if thought of in the following way - enumerating all
paths between two nodes in a graph is of the order O(V !), which is of a higher complexity than
exponential. The single objective shortest path problem can in general be solved by dynamic
programming approaches that are polynomial time. These methods utilize the optimal substruc-
ture of the problem. However, the addition of a constraint vitiates this property. Particularly,
if the constraint metric is negatively correlated with the objective, an algorithm may end up
reasoning about paths of the order of the number of paths between the source and target.

3 Approaches

Despite the complexity of the WCSPP, there have been numerous attempts in the literature to
devise somewhat efficient exact and approximate solutions, due to its applicability and practical
importance. In this project, we examine two of the important methods for exact solutions.
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3.1 Dynamic Programming - Label Setting

Some early approaches to the problem involved dynamic programming via the labelling of nodes,
and the Label Setting algorithm [3] has been considered the most useful in that regard. Further
preprocessing simplifications are suggested in [2]. With positive weights and correct data struc-
tures, the worst case complexity of the LSA is O(|E|W ′

) where W is the weight bound, thus
making it pseudopolynomial.

The pre-processing involves 4 single-source shortest path computations, 2 from the source
s (σw, σc) and 2 from the target t (τw, τ c), with respect to the metrics. This also gives the
shortest paths to individual nodes - σwi , σ

c
i etc. The following checks are made:

• If W (σwt ) > W
′

the problem is infeasible.

• If W (σct ) < W
′

the solution σct is optimal.

• If ∃ i ∈ V such that σwt + τwi > W
′

then i is on no weight feasible (s, t) path.

• If ∃ (i, j) ∈ E such that σwi + wij + τwj > W
′
, remove (i, j).

The LSA maintains a set of labels on each node, corresponding to different paths from s to the
node. A label (W k

i , C
k
i ) on node i implies W k

i = w(P ki ) and Cki = c(P ki ), where P ki is the kth
path from s to i. For multiple labels on a given node, the standard terminology for bi-criterion
problems applies - dominance, efficiency and the like.

The label setting algoritm finds all efficient labels on each node. Beginning with only (0,0)
on the start node s, it proceeds to extend the set of labels on any node by extending paths along
all outgoing arcs. Any dominated labels (worse off in both metrics than some other) are deleted
along the way. Termination occurs when all efficient labels have been generated. The solution
is then P tk such that Ctk is minimum.

3.2 Lagrangean Relaxation

Another important approach is relaxation of the weight constraint, first proposed by Handler
and Zhang [4]. They solve for the dual quite efficiently by specializing Kelley’s cutting plane
method [5]. Since the WCSPP is not a convex problem, there may be a duality gap between
the optimal solutions of the primal and the dual. They close this duality gap by a k-shortest
paths method. It has been observed from later results that solving the dual is O(|V ||E|W ) while
closing the gap is O(k|V |3).

Let P ≡ {0, 1}|E| be the set of all binary vectors that represent edges on a path from s to
t in G. So for a given vector x ∈ P , xe = 1 if edge e is on the solution path and 0 otherwise.
The Lagrangean relaxation LR is defined by zLR(λ) = min

x∈P

∑
e∈E

(ce + λwe)xe −W
′
λ. The dual

LD is then zLD = max
λ≥0

zLR(λ). Kelley’s cutting plane method begins with an initial set Q ⊆ P ,

and considers the dual problem, but only for x ∈ Q, called KCP (Q). The optimal solution to
KCP (Q), λQ is obtained, followed by the optimal xQ for LR(λQ). If zLR(λQ) < zQ, then the
method reiterates after adding xQ to Q. This proceeds until zQ = zP = zLD, i.e. the dual has
been solved.

Handler and Zhang design some specializations of Kelley’s cutting plane method to solve the
dual efficiently. We have omitted the details here for brevity. The basic idea involves initializing
Q with the optimal paths with respect to each metric, x1 and x2, and recognizing that KCP (Q)
becomes the problem of maximizing the minimum of 2 linear functions, with opposite slopes.
The optimum is at the intersection. Furthermore, they show how the candidate set of vectors
Q need not increase beyond 2, as one of x1 or x2 will be rendered irrelevant by xQ, and so on
repeatedly. Thus the problem becomes that of iteratively finding the intersection of pairs of
linear functions. Let λ† be the optimal solution to the dual.
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Figure 1: The variation of performance of both methods with graph size

In the process of solving the dual, lower and upper bounds to the solution of the WCSPP
are obtained. The duality gap in the bounds is closed by generating k-shortest paths from s to
t according to the edge cost function c + λ†w. For each k, they show how the lower bound is
successively increased. This continues until the lower bound matches the upper bound, or no
paths remain in the graph.

4 Experiments

There are two factors in particular that we wished to examine - the size of the graph and the
degree of correlation between the two metrics. The former refers to the number of nodes in the
graph. The latter refers to the coefficient of correlation ρ of the covariance matrix Σ used to
generate the values of the edges for the 2 metrics, via a bivariate normal distribution.

In each case, the graph used was a random geometric graph (RGG) on the unit grid, with
an r-disk radius of 0.3 units. The general test we run is to first find the shortest path πw with
respect to W , and set the constraint W

′
= 1.2 ∗ w(πw), while the objective has the function c.

For graph size, we generated 10 graphs, of sizes {200, 400, 600 . . . 2000}. The coefficient of
correlation in each case was ρ = 0.6, i.e. the metrics were fairly well correlated. We ran several
sets of trials to avoid one-off anomalies, and then averaged the time for each method, for each
problem. The data for this is in Figure 1.

For correlation between metrics, we generated 10 graphs of co-efficient of correlation between
the metrics ranging from 0.8 to -0.8, in rougly equal intervals. The size of the nodes for each
graph was 100. Once again, I ran several sets of trials and averaged them. The data for this is
in Figure 2.

Analysis of Data

An analysis of the data leads to interesting observations. For a high coefficient of correla-
tion, Dual Cutting Plane (DCP) consistently does better than the Label Setting Algorithm
(LSA), over various sizes. However, with decreasing correlation, DCP starts doing much worse,
and for values of ρ close to -1, it does not terminate in reasonable time, even for small graph
sizes. Not having found a formal analysis for this, our intuition is that a low correlation between
the metrics adversely effects DCP more because it involves more directly reasoning about the
optimal tradeoff between shortest paths for each metric (the intersection of linear functions),
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Figure 2: The variation of performance of both methods with coefficient of correlation. The final
column is empty for DCP as the method did not terminate in reasonable time for the majority
of trials

and when the correlation is low, this takes many more iterations to solve, both in the dual and
while closing the gap (recall that the k in the complexity of DCP can be upto the order O(n!)).
On the other hand, the LSA involves explicitly reasoning about various paths to the target.
The removal of dominated labels helps restrict the branching, although not with any guaranteed
bounds.

5 Application

We came upon this problem while considering our research goal of trying to find improving
paths from start to goal in a graph which are most likely to be feasible, in order to reduce
unnecessary edge evaluations with expensive collision checks. Unfortunately, graphs for high
dimensional robots need to be substantially large (v 10000 vertices) and the effort of actually
solving the WCSPP, even by efficient pesudopolynomial methods, would override the benefits
of fewer collision checks. Therefore, in our research, we look at ways to approximate the search
behaviour that we want the algorithm to have.

However, the toy 2D problem is still a useful illustration to show. There are two metrics over
paths; the cost of traversal (length) J and probability of being in collision P. In terms of the
problem definition in the introduction, J maps to w and P maps to c. Both metrics over paths
are additive over edges - the additivity over length is trivially obvious, and the additivity over
probability arises from assuming mutual independence of edges and a negative log likelihood of

the probability of being free
[
Pfree(π) =

∏
e∈π

Pfree(e) =⇒ −log Pfree(π) = −
∑
e∈π

log Pfree(e)
]
.

The values of these probabilities are obtained from some model that begins with a uniform prior
over the world and is created online as data from collision checks for edges is obtained. A new
unknown point is annotated with some probability based on known nearby points. Edges are
annotated based on the points contained in them.

The algorithm proceeds as follows - an initial feasible path is found by optimizing for prob-
ability of collision only. Paths are evaluated lazily and when edges are evaluated, they update
the model. Once an initial feasible path is found, its cost forms a cost bound for later paths. So
now we solve a WCSPP where we are optimizing for probability of collision and are bounded
by the cost of a current feasible solution. The cost bound is updated whenever a better feasible
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Figure 3: The progress of the algorithm from the original problem (a) to the initial model of
the world (b), to the first feasible solution (d), to the optimal solution (f). (c) and (e) are
intermediate steps. The heatmap refers to the probabilistic model of the world. Green is likely
free, orange likely blocked and yellow unknown. White edges are known free, magenta edges
known blocked, blue edges on the path found, and grey edges unknown. The black dashed edge
is the one being checked at that time.

solution is found. Eventually the cost-optimal feasible path will be obtained. For the example
in Figure 3, we used the Label Setting Algorithm.
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