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Abstract

In this project we are interested in the problem of a human agent exploring rides in an amusement park.
The agent is aware of the locations of the various rides and therefore the time to get from any one ride
to another. On the other hand, the waiting time for a particular ride as well as the enjoyment that the
person derives is only known after participating in the ride. We are interested in policies for the agent to
maximize their cumulative reward and have the best time from the experience. Accordingly, we frame this
as an online reinforcement learning problem and examine the performance of several standard algorithms
and slightly modified variants. We do so for two problem settings - in one case the underlying parameters
for the distributions of wait time and ride enjoyment are static, and in the other case they are based on a
time-varying function. Our analysis shows that following our best policy achieves an improved reward of
40% over randomly walking around in the static parameter case, and 15% in the time-varying case.

1 Introduction

An amusement park is a complex and dynamic system with aspects that change over time with respect to several
factors. In this project, we seek to model a policy for an agent “exploring” an amusement park, to maximize
the reward and have the best time from the experience. We assume that the waiting time and the satisfaction
for a ride are obtained only after visiting the ride.

The problem we have defined for our project is a specific instantiation of a general and widely applicable problem
in robotics, namely mobile sensor coverage in unknown environments. In that problem, the robot navigates
around the world to gather information. A typical scenario has a set of sites or viewpoints scattered over the
environment (rides in our case). These sites are visited by the mobile sensor (agent) to gain information (reward).
There is a cost of traveling between the sites as well, as in our case. This problem has a variety of applications
including search and rescue, environmental monitoring and disaster response.

Although the sensor coverage problem is well-studied in the path planning community, most of the existing
literature [3, 4, 9] assumes that either a) the rewards are deterministic [3, 4] or b) the environment is static [3,
9], which is typically not the case in practice. One notable exception is [5], who investigated the sensor coverage
problem in a time-varying environment through a temporal-MDP model. Similarly, we also study a scenario in
which the rewards are generated stochastically.

Our problem is formulated as one of online reinforcement learning. Since the rewards have both state-dependent
and transition-dependent components, we view it as a generalized multi-armed bandit problem and propose
modified UCB and EXP3 algorithms. We also implement a Temporal-Difference learning algorithm [7, 8] and
analyze the performance of these three methods in stationary and time-varying settings.

2 Problem Statement

An agent is at an amusement park with n rides, denoted as s1, ..., sn. The rides are spread out across the park,
and distances between all pairs of rides are given by a matrix M ∈ Rn×n. Assume that the agent starts at some
predefined location s0 which has a known, fixed distance to all rides, m0. At each timestep, the agent is at
ride si, and takes an action a = aij to jump to ride sj , thereby collecting an immediate reward r(si, aij). This
is a Markov decision process. The dynamics that describe the problem contain two parts: the state transition
dynamics and the reward dynamics. We assume the state transition dynamics to be deterministic and model
only the reward as probabilistic.

The reward r(si, aij) is the sum of rewards from three factors:
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• mij - distance from si to sj

• wj - wait time at ride j

• cj , ride satisfaction, i.e., reward from getting on the ride j

The pair-wise distances will be fixed apriori while the other quantities are based on parametric distributions
which we will vary for testing. To allow standard usage of all our algorithms, we require all the rewards to lie in
[0, 1]. This is ensured firstly by appropriate scaling and truncation of the samples generated by the distributions
to all lie in [0, 1]. The pairwise distances are also normalized to be in [0, 1]. Furthermore, the reward is defined
to be a convex combination of the three involved terms. The reward is given by the following equation:

r(si, aij) = f ·
(
1−mij

)
+ g · (1− wj) + h · cj (1)

where f + g + h = 1 , and the parameters are known to the user. Upon arrival to the ride, the agent receives
wj and cj . For taking the same ride in consecutive turns, no satisfaction can be achieved at that instant.

The goal of this agent is to maximize the long term cumulative reward

lim
T→∞

R(T ) = lim
T→∞

T∑
t=0

γtr(st, at)

where γ ≤ 1 is the discount factor encouraging immediate reward.

3 Approach

Our problem can be naturally cast as a reinforcement learning problem with an unknown reward function.
There are two broad classes of approaches that are relevant in this setting. The first is to use the model of our
system as a Markov Decision Process and obtain policies for choosing subsequent rides based on the current one.
The other is to note that the reward has unknown arm-dependent components (wait time, ride-reward) as well
as known transition-dependent component (distance). Therefore, our system can be viewed as a generalized
multi-armed bandit system in which an arm-dependent reward must be estimated and the action decision must
account for both arm-dependent and transition-dependent rewards.

3.1 Discrete MDP

Treating the problem as a discrete MDP, we can solve it with tabular action-value methods like dynamic
programming (offline) or temporal-difference methods (online). For both, we use the discount factor λ = 1.

3.1.1 Value Iteration (Dynamic Programming)

We implement the standard Value Iteration algorithm [1] in the discrete setting as a baseline to compare against.
In the MDP setting, when all rewards are known at each timestep, the optimal expected reward is achieved by
this algorithm. The outline of the algorithm is shown here:

Algorithm 1 Discrete MDP Value Iteration

V̂i ← 0, π̂i ← 0 ∀i ∈ {1 . . . n}
for t = 1, ..., T do

for i = 1, ..., N do
V̂i ← max

u

[
GetReward(i, u) + γV̂u

]
end for

end for
for i = 1, ..., N do
π̂i = argmax

u

[
GetReward(i, u) + V̂u

]
end for

This returns the value function V̂ as well as the optimal policy π̂ for each state. Since our transition is
deterministic, and the actions directly represent going to other states, we do not have transition probabilities.
Given the current state i, and the action of going to state j as u, we have p(j|i, u) = 1 and p(k|i, u) = 0 if k 6= j.
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3.1.2 Temporal Difference Learning

We implement the SARSA algorithm [6], which is a Q-learning Temporal-difference approach [7, 8] approach
that efficiently updates all Q-values at every timestep. The update is weighted by the Eligibility Trace Z(s, a),
which evaluates how relevant the current reward is to each of the state-action pairs. The algorithm uses ε-greedy
policy to maintain exploration.

Algorithm 2 SARSA(λ)

Initialize Q(s, a) randomly, ∀s ∈ {1, ..., n}, a ∈ {1, ..., n}
Z(s, a)← 0,∀s ∈ {1, ..., n}, a ∈ {1, ..., n}
Choose initial (S,A).
for t = 1, ..., T do
Take action A, observe new state S′ and reward R,
Choose action A′ for S′ via ε-greedy based on Q(S′, :)
δ ← R+ γQ(S′, A′)−Q(S,A)
Z(S,A)← Z(S,A) + 1
for all s, a ∈ {1, ..., n} do
Q(s, a)← Q(s, a) + αδZ(s, a)
Z(s, a)← γλZ(s, a)

end for
S ← S′, A← A′

end for

We implement a time-varying ε-heuristic to encourage bold exploration at the beginning, while staying close to
greedy in the end. The training result is sensitive to the eligibility trace discount factor γ. When γ = 0, TD
method seeks the best greedy policy and could converges quickly. When γ = 1, the method solves an infinite
horizon problem and require longer training episode.

3.2 Modified multi-arm bandit methods

3.2.1 Modified UCB

Our modified UCB [2] uses the structure of reward components to update the upper bound for ride satisfaction
and lower bound for wait time. This is because the ride satisfaction has a positive correlation with the reward
while the wait time has negative correlation with reward.

Algorithm 3 Modified UCB

Wi, Ci ← 0 ∀i ∈ {1, ...n}
Ni ← 0 ∀i ∈ {1, ...n}
for t = 1, ..., T do

at ← arg maxj f(1−mij) + g
(
1− (

Wj

Nj
−
√
αg

log t
2Nj

)
)

+ h
(Cj

Nj
+
√
αh

log t
2Nj

)
wtat , c

t
at ← GetReward()

Wat ←Wat + wtat
Cat ← Cat + ctat
Nat ← Nat + 1

end for

In Algorithm 4, Wi, Ci are the sum of all wait times and the reward for ride i, respectively.Ni keeps track of the
number of visits to ride i. Since (1 − wj) is used in the reward, we use lower bound of wait time to get upper
bound of the reward. Then, when we choose the action, we use the structure of the reward function as shown
in line 4.

Initially we set the upper bound of reward very high for the rides that have never been explored, so each of
the rides will always be explored once at the beginning, with no particular ordering. However, one may argue
that there are clever ways to do this first-time exploration, as the pairwise distances are provided apriori. One
obvious heuristic is the distance between rides, in which the agent greedily chooses the closest unexplored ride.
Another heuristic is the solution to TSP problem. We find that the difference between two heuristics in terms of
reward is just marginal (about 1% for Park 2). Possible reasons include: 1) we are using the Euclidean distance
between rides, 2) the solution of TSP includes an extra constraint that the agent should return to the origin.
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3.2.2 Modified EXP3

Our modified EXP3 algorithm generalizes the EXP3 algorithm[2] which uses a single weight vector for each
of the actions. In our modified EXP3 algorithm, motivated by Q-Learning algorithms, we use a n × n weight
table, namely maintaining a weight for each state-action pair. Similar to Q-Learning algorithms, for each step,
only one row of the weight table, which corresponds to the row for the current state, is used to draw actions.
Then, the same row is updated by the loss incurred of applying the action.

Algorithm 4 Modified EXP3

Ws,a ← 1/n ∀s, a ∈ {1, . . . , n}
s← s0
for t = 1, ..., T do
ps,at ← ws,at/

∑
a ws,a

at ∼Multinomial(ps,a,∀a ∈ {1, . . . , n})
lts,at ← GetLoss()

ws,at ← wtate
−βlts,at/ps,at

s← at
end for

Note that, as in the original EXP3 algorithm[2], we assume that the loss is between 0 and 1.

3.2.3 A note on regret

In the standard problem setting for the UCB and EXP3 algorithms, they have both been shown to be no-regret,
i.e. the regret grows sub-linearly with time. We state qualitatively why we believe those properties will extend
to our modified settings.

In the UCB case, our modified algorithm distinguishes between the deterministic state-dependent reward factor
and the stochastic state-independent reward factors, and it keeps track of the confidence on the latter. Further-
more, we maintain upper and lower bounds accordingly as the relationship between the factor and the reward.
Therefore, the regret proofs for the standard UCB setting can apply directly to our case.

For the modified EXP3, by using a weight table for the actions, instead of a weight vector, we are able to track
the state-dependency of rewards. This allows EXP3 to sample according to the best actions for the state that
the agent is in at each time-step, which is the logical extension to the no-regret nature of the standard EXP3.

4 Experiments

4.1 Stationary distribution

First, we created a simple game with 4 rides where the reward components have stationary distributions. We
compare the performance of all algorithms in one case with small variance and one with large variance. The
optimal policy for both cases is to switch between ride 3 and ride 4.

4.1.1 Small variance

We first set the standard deviation of reward components to be 0.05. Figure 1 shows the cumulative reward of
all methods and actions chosen. We can see from the second subfigure that DP computes the optimal policy,
and subfigure three shows that UCB quickly converges ton the same policy as well. TD and EXP3 take longer
to converge to the same policy, as they estimate more parameters.

Figure 2 shows the estimates of rewards by UCB and EXP3. For UCB, we estimate upper bounds for ride
satisfaction and lower bounds for wait time. We can see that for the optimal actions, ride 3 and 4, UCB quickly
converges to the correct estimates indicated by the dashed line. For EXP3, we keep a table of reward estimates
for each (state, action) pairs, but for simplicity, we show the mean estimate of rewards for each action. We can
see that EXP3 estimates also correctly determines rides 3 and 4 to have higher rewards than rides 1 and 2.
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Figure 1: Cumulative rewards by the implemented approaches and actions taken.

(a) UCB estimates of bounds for reward components (b) Mean of EXP3 estimates of total reward for four sites

Figure 2: UCB: convergence on estimates of reward components

4.1.2 Large variance

In this experiment, we made standard deviation to be 0.25 for both wait time and ride satisfaction, which is
about a quarter of each component’s max value.

See Figure 3. While the performance of UCB, EXP3, and TD are not significantly affected by this large variance,
DP can sometimes suffer from committing to a suboptimal policy when the training data is limited. Note that
DP is the only offline algorithm here, and it produces a deterministic policy at the end of training. If the limited
training data it has seen misleads it to a suboptimal policy, it is not capable of correcting itself in the long run,
thus sometimes performing even worse than a random policy.

Figure 3: Performance comparison on 4 sites with large variance on static reward distribution.
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4.2 Time-varying distribution

Figure 4: The evolution of wait time.

We also explore the more realistic situation, where the wait time of each site is allowed to change over time
continuously. We model the evolution of wait time as proportional to a clamped sine function, as shown in
figure 4.Dynamic programming cannot converge in this time-varying problem setting. For comparison, we
instead use a hindsight greedy policy to provide a baseline to compare with.

We run the simulation for a long time (5000 time steps), and the results are shown in figure 5. Hindsight
algorithm unsurprisingly dominates performance. Apart from that, TD outperforms others in the long run.
This is because we implement TD method with γ = 0.3 for time-varying park. A γ smaller than 1 means
the method is discounting reward over time, thus giving TD the ability to adapt to the environment over time.
However, if we look closely at the beginning, UCB finds a good policy much faster than other methods, especially
TD. The reason is that UCB is estimating far fewer parameters than TD, and it utilizes the underlining reward
structure of this specific problem.

Figure 5: Cumulative rewards by the implemented approaches

5 Conclusion

We solved the amusement park decision problem with various online learning methods, and obtained several
insights about the problem and possible solutions. We tried two different broad approaches: modeling as a
discrete-MDP, and modeling as a multi-arm bandit problem. We implement multiple online learning methods
and analyse their pros and cons. Our modified UCB algorithm outperforms other naively implemented methods
by utilizing the structure of the problem-specific rewards. Comparing with randomly walking around, following
our best policy would give you 40% more reward for a stationary park, and 15% more for a varying park.
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