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A few words about SCIEN 

•  This is the 20th year 
since SCIEN was 
founded 

•  A brief moment to tell 
you about how SCIEN 
started 

Image Systems Engineering at Stanford 
Goodman and Wandell (1996) International 

Conference on Image Processing (ICIP). 
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HP Labs 



Image systems engineering program (ISEP, 1996) 

Original faculty participants 
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Key recruitments 

Bernd Girod’s  
Faculty director (2000) 
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Joyce Farrell  
Executive director (2002) 



Current faculty affiliates 
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SCIEN Symposia 
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Joyce Farrell 



SCIEN Symposia 
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SCIEN Symposia 
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SCIEN Symposia – What’s next! 
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Outline 

•  Background and goal 
 

•  The idea: Local, linear learned (L3 , L-cubed) 
 

•  Applications 

–  Creating a high dynamic range sensor pipeline 

–  Learning an existing pipeline 
 

•  Future directions 

Learned 
table of 
linear 

transforms 
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Background and goal 

•  High density (small size) and 
excellent electrical properties of 
modern pixels enable new sensors 
for new applications 
 

•  Challenge: Design and deliver 
image processing pipelines that 
exploit the spatial-spectral 
statistics of the scenes and 
properly account for sensor 
properties (e.g., photon and 
electrical noise, sensitivity, color) 
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Pipeline: Image capture and pre-processing 
Focus 

control 

Exposure 
control 

Lens, aperture and 
sensor 

Dark floor subtraction 

Structured noise reduction 

Dead pixel removal 

Lens shading 
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Pipeline:  Image rendering 

CFA interpolation 

Noise reduction 

Color processing 

Tone scale (gamma) 

Edge enhancement 

Focus 
control 

Exposure 
control 

Lens, aperture and 
sensor 

Dark floor subtraction 

Structured noise reduction 

Dead pixel removal 

Lens shading 
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Conventional consumer imaging pipeline 

RAW data Display image 

−  Requires multiple algorithms 
−  Each algorithm requires optimization 
−  Optimized mainly for Bayer (RG/GB) color filter array (CFA) 
	

CFA interpolation 

Noise reduction 

Color processing 

Tone scale (gamma) 

Edge enhancement 
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L3 – Local, Linear, Learned  

Bayer   
 

RGBX   
 infrared 

light field 

RGBW   
 low-light  sensitivity 

dynamic range 

Medical 
 specialized 

application 

RGBCMY   
 multispectral 

•  L3: A different way to think about the image processing 
pipeline 

•  A method that automates learning the parameters of the 
image processing pipeline for novel architectures 
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Aside: Imaging hardware startups rarely believe that the image processing pipeline requires a lot of 
attention. Often they think a summer intern should do it.  This project aims to make that fantasy come true. 



L3  - Classify 
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Contrast 

Class 
Center pixel color: red  
Intensity: high 
Contrast: flat 

Center pixel color 

RAW image 

“Local” pixel values  
(local patch) 

The idea 
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Transform (affine) design 

Contrast Center color Intensity 

Local 
patches 

red 

white 

green 

blue 

flat 

texture 

0 V 

1 V 

20 levels 

Learned 
table of 
linear 

transforms 

•  The pipeline design is mainly about deciding on the 
classes; we have done many experiments 
 

•  For a 5x5 spatial patch and affine choice this is  
26 x 4 x 20 x 2 x 3 (12K) coefficients 

•  Locally linear, globally nonlinear (kernel regression) 
 

•  The table can be treated as a tree for you tree-huggers 
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L3 - Render 

Contrast 
In

te
ns

ity
 

Learned table 
of linear 

transforms 

RAW image 

Rendered 
values 

Weighted summation 

R G B 

The idea 

Class 
Center pixel color: red  

Intensity: high 
Contrast: flat 

	Local	Linear	Learned	Image	Processing	Pipeline.	
S.	Lansel	and	B.	Wandell	(2011)	

Imaging	and	Applied	OpDcs	
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CFA interpolation 

Noise reduction 

Color processing 

Tone scale (gamma) 

Edge enhancement 

A new rendering architecture 

Classify  
pixels  

Retrieve and 
 apply  

transforms  

•  Classify each pixel 
•  Independent linear calculation for each pixel  

(kernel regression) 
•  Principles are general across any sensor/CFA 

The idea 
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Analyzing and approximating image processing pipelines 
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Pipeline approximation 

Many excellent companies 
have developed high quality 
image processing pipelines 
that involve detailed 
computations and hardware 
 
How different are these 
pipelines from the L3 
calculations? 
 
The Nikon D200 and D600, 
produce beautiful pictures; 
we used open-source 
utilities to extract the raw 
data and the rendered RGB 
data 
 

CFA interpolation 

Noise reduction 

Color processing 

Tone scale (gamma) 

Edge enhancement 

Raw sensor mosaic Rendered RGB 
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Pipeline approximation 

Classify  
pixels  

Calculate 
transforms  

Many excellent companies 
have developed high quality 
image processing pipelines 
that involve detailed 
computations and hardware 
 
How different are these 
pipelines from the L3 
calculations? 
 
The Nikon D200 and D600, 
produce beautiful pictures; 
we used open-source 
utilities to extract the raw 
data and the rendered RGB 
data 
 

Raw sensor mosaic Rendered RGB 

Can existing pipelines be approximated by the  
L3 method? 
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How well does kernel regression approximate existing pipelines? 

•  Raw and rendered data were 
collected using a fixed optics and 
exposure level settings 

 
•  The L3 method was trained using 

the raw data from the Nikon 
(D200 is shown) cameras and the 
processed RGB data 

•  Training was performed using half 
of the images and tested on the 
other half (cross-validation) 

•  The quality of the reproduction 
was measured using Spatial 
CIELAB, a color image 
reproduction metric 

24	



Nikon and L3 rendered from Nikon D200 raw data  
(cross-validation) 

0770 

0784 

Nikon L3 

0770 

0784 
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How closely does L3 (kernel regression) approximate the rendering? 

Spatial-CIELAB error 

Apple LCD       96 dpi  
Peak Lum:      118 cd/m2 
Dots per deg:  66 
Distance:          1m 
FOV                  45 deg 

ApplicaDons	of	a	spaDal	extension	to	CIELAB		
Zhang,	Farrell	and	Wandell	(1997).		

Proceedings	of	the	SPIE	
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Kernel regression approximates the DxO transform 
(courtesy David Cardinal) 
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0 4 

S-CIELAB 
error 

Spatial-CIELAB error 

Apple LCD       96 dpi  
Peak Lum:      118 cd/m2 
Dots per deg:  66 
Distance:          1m 
FOV                  45 deg 



Nikon D200 kernels:  What is learned? 

•  A red center pixel 
example 

•  The weights differ as 
the mean level varies 

•  Spatial pooling at lower 
levels, almost to the 
point where pixel color 
is not selective 
 

•  At higher levels the 
color selectivity is much 
greater 
 

•  Notice that the system 
learns that the red pixel 
should contribute to 
the green output at all 
levels 28	

Output channel weights 

Low 

Mid 

High 



Intermediate summary 
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Local kernel regression rendering can 
create high quality images from 
sensor data given the optics and 

sensors in modern cameras. 



Using image systems simulation for pipeline development 
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Finding the table of transforms 

G 

Desired 
values Transform  

Class 
Center pixel color: red  

Intensity: high 
Contrast: flat 

= 

Sensor data in a 
class 

 
•  With example sensor data 

for each class and the 
desired output, we can 
find the transforms 
 

•  That is what we did to 
analyze the Nikon and 
DxO data 

 
•  But, we don’t have a 

camera 

Approach 

G	

Image system 
simulation  

to the rescue (ISET) 
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Image systems simulation replaces the camera 

Multispectral  
radiance scenes 

•  In the first example, we used an 
existing camera that acquired 
images of multispectral scene 
radiance 

•  We gathered the raw sensor 
data and the processed data, 
generated by careful work by 
the manufacturer 

•  Using many input images, and 
choosing about 80 classes, we 
find the local transformations 
from the sensor data to the 
calibrated output Solve for the 

transforms 
32	

Local 
classes 

Raw data 
Rendered 

data 



Image systems simulation replaces the camera 

Multispectral  
radiance scenes 

Local 
classes 

•  The multispectral input is 
known; in this example we use 
the calibrated input as the 
target output (reproduction) 

•  We build a model of the camera 
(optics, sensor) and the image 
systems simulation software 
(ISET) produces raw sensor 
data 

•  Using many input images, we 
find the linear transformations 
from the sensor data classes 
and the calibrated output Solve for the 

transforms 

ISET camera  
simulator 

Calculate 
calibrated 
(e.g., XYZ) 
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Image systems engineering toolbox (ISET) 
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3D	Virtual	
Scene	

Ray	trace	
(opDcs)	

Image	
Processing	

PBRT (Spectral) 

ISET 

Blender 

OpDcal	
Image	

(meters)	 (q/s/sr/nm/m2)	 (q/s/nm/m2)	

Sensor	

(volts)	

Display	

(q/s/sr/nm/m2)	

User	

Handbook of Digital Imaging,  
Edited by M. Kriss, 2014, Wiley & Sons 
ISBN 978-0-470-51059-9 

Digital camera simulation 
J. E. Farrell, P. B. Catrysse, B.A. Wandell (2012). 
Applied Optics Vol. 51 , Iss. 4, pp. A80–A90 

http://www.imageval.com/code   

Mature industries 
use software 
simulation to 
support design 
 
 
 
 
 
 
 
Digital imaging 
can benefit from 
such shared 
simulation 
infrastructure 



Image systems simulation (Psych 221) 
Integrating computer graphics, optics, electronics and perception 
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Depth 
Map 

200	
mm	

200	
mm	

f/25		
(small	aperture)	

f/5	
(medium	aperture)	

f/2.5		
(large	aperture)	

Three-dimensional objects, spectral information, texture, 
depth, general multi-element spherical lens, diffraction – 
Thanks to Andy Lin and Trisha Lian! 



Intermediate summary 
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Image systems simulation offers an 
approach to understanding how to 

design a pipeline for a new idea and 
to estimate the expected performance 



Trying the idea with a 5-band prototype camera 
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The Olympus five-band camera prototype 

•  Optical lens 
–  Fixed focal length of 50 mm  
–  OM standard interchangeable lens  

•  Sensor  
–  Five color channels (R, G, B, Cyan 

and Orange) arranged in a 4×4 
super-pixel 

–  2048 (H)×1164 (V) pixels with 
5µm×5µm size 

–  24,000e- well capacity 
–  IR cut filter 
–  No microlens array 

Application 2 
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 Simulating the  5-band camera prototype 

Property Value 

Pixel	Width/	Height	(μm) 5 

Fill	Factor	 0.5 

Dark	Voltage	(V/sec) 0.0004
8 

Read	Noise	(V) 0.0017 

Dark	Signal	Non-uniformity	(V) 9.07e-5 

Photo	Response	Non-uniformity	
(%) 0.017 

Conversion	Gain	(V/e-) 0.0001 

Voltage	Swing	(V) 1 

Well	Capacity	(e-) 24,000 

Analog	Gain 2.12 

Analog	Offset	(V) 0.056 

F	Number	 2.8 

Focal	Length	(m) 0.05 

Simulated parameters (ISET) 

Simulated 	

M
ea

su
re

d 
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Learning local linear transforms 

•  Training data 
–  Multispectral natural scenes of faces and objects 
–  CIE XYZ values as desired outputs for consumer 

photography  
•  Solve for the affine transforms for each class  

–  Wiener estimation, Ridge regression or other 
regularizers  
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Rendering 5-band camera data 

41	



Applications – High dynamic range (RGBW) 

Class 
Center pixel color: red  

Intensity: high 
Contrast: flat 
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Learning an algorithm for an RGBW sensor 

•  RGBW (RGB-Clear) sensors 
extend the dynamic range of 
sensors to low-light conditions 

•  Under low light, they are 
monochrome; under bright 
conditions they are RGB.  

•  Consistent image processing 
pipeline that works well across 
the intensity range is hard to 
design 

Application 1 
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Define the camera properties 

We simulated an RGBW camera (ISET) 

Property	 Value	

Focal	length	(mm)	 3	

F/#	 4	

Aperture	(mm)	 0.75	

Pixel	size	(um)	 2.2	

Fill	factor	 0.45	

Dark	voltage	(V/s)	 1e-05	v/sec	

Read	noise	(V)	 1.3e-3	

Conversion	gain	(V/e)	 2e-4	

Well	capacity	(e)	 9000	

Voltage	swing	(V)	 1.8	

Wavelength (nm) 

Application 1 

AutomaDng	the	design	of	image	processing	pipelines	for	
novel	color	filter	arrays:	Local,	Linear,	Learned	(L3)	method.	

Q	Tian,	S	Lansel,	JE	Farrell,	and	BA	Wandell	(2014)	
IS&T/SPIE	Electronic	Imaging	2014	
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Learned transforms change substantially with level 
Application 1 

45	
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Red	Channel	 Green	Channel	 Blue	Channel	red filter (class 1) green filter (class 1) blue filter (class 1)

red filter (class 81) green filter (class 81) blue filter (class 81)

red filter (class 221) green filter (class 221) blue filter (class 221)

Sa
tu
ra
te
	

•  As for the Nikon/
DxO case, this 
simulation learns to 
use the green pixel 
for red output 

•  The simulation also 
learns that pixels 
saturate, and thus 
zeroes their weights 
(see blue channel) 



RGBW: better low light performance, equal high light performance 

Ridge	regression	
parameters	
Flat	regions:	
αL=16,αC=4	
Texture	regions:	
αL=	1,αC=4	
	

Exposure:	100ms	
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RGBW compared to Bayer 

RGBW: better in low light & same in high light 

 

.01																										.1																											1																										10												100												200												300	cd/m2	

Scene  luminance (cd/m2) 47	



RGBW improves 2 f-stops of light level 

•  Scene must be 3.5 × brighter for Bayer to match RGBW 
image quality 

Approximately equated for image quality 48	



Automated designs for other RGBW CFAs 

Bayer RGBW [2] Aptina CLARITY+ [4]  

Kodak [5] Wang et al. [6] 

Scene luminance: 1cd/m2 

Exposure: 100ms 
Aperture: f/4 
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Applications – RGB-NIR sensor for depth 
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IRCut	

Blue	IR	

TiO2	
TiO2	
TiO2	
TiO2	

SiO2	
SiO2	
SiO2	
SiO2	

IR	
Titanium dioxide 

IR cut filter	

Visible cut filter	

IR	

R	G	
B	

NIR	

Se
ns
iD
vi
ty
	

Visible	

NIR	cut-filter	

400	　   500							600	　   700							800			　 900　    1000	

Panasonic RGB-NIR implementation 

•  Panasonic has developed a sensor that 
includes  

•  An IR cut filter within some pixels 
(TiO2) 

•  A visible cut filter within other pixels 

•  This produces an RGB-NIR sensor in 
which the NIR and visible data are 
separated 

•  HJ implemented a simulation of the 
device based on published descriptions 
(We have not tested the actual device) 

Wavelength (nm) 

Red	

CFA 



RGB-IR sensors for depth estimation and imaging 
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DiffracBon	limited	opBcs	

F/#	 2.8	

Pixel	

Gain	 1	

Pixel	size	 2.8um	

Conversion	gain	V/e-	 1e-4	

Well	capacity	 10e+4	

Sensor	

Exp	Dme	 50	ms	

DSNU	 0	

PRNU	 0	

Voltage	offset	 0	

Color filter array IR IR 

IR IR 

Wavelength (nm) 

400 500 600 700 800 900 1000 1100
Wavelength (nm)

0

0.05

0.1
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IR 

500 700 900 

Parameters as per public 
disclosures, and simple optics 



IR channel is slightly useful at extremely low light levels 
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10-2 10-1 100

Response level (volts)

0

0.002

0.004

0.006

0.008
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0.012

0.014
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IR
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IR IR 

IR IR 

Response level 

Uses IR 
data 

Does not 
use IR 
data 

•  Training data from JE 
Farrell; available 
through SCIEN 
(400-1000nm spectral 
radiance images) 
 

•  At extremely low 
response levels the IR 
data are used to 
contribute slightly to 
the output 
 

•  But in the typical 
range the learning 
algorithm assigns zero 
weights to the NIR 
data 



Reproducible research 
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Reproducible research 
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Intermediate summary 
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We have applied kernel regression and 
image systems simulation to several simple 
image pipeline processing cases, including 
low light imaging, RGB-IR, multispectral 

cameras 



Tables, efficiency, related work, summary 
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